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Description

BACKGROUND

[0001] Designers of instruction set architectures (ISAs) and processors make power and performance trade-offs. For
example, if a designer chooses an ISA with instructions that deliver higher performance, then the power consumption
by the processor may be higher as well. Alternatively, if the designer chooses an ISA with instructions that consume
lower power, then the performance may be lower. The power consumption may be tied to the amount of hardware
resources of the processor, such as arithmetic logic units (ALUs), cache lines, or registers, used by the instructions
during execution. Use of a large amount of such hardware resources may deliver higher performance at the cost of
higher power consumption. Alternatively, the use of a small amount of such hardware resources may result in lower
power consumption at the cost of lower performance. Compilers may be used to compile high-level code into instructions
compatible with the ISA and the processor architecture. The article by SANKARALINGAM K ET AL: "TRIPS: A poly-
morphous architecture for exploiting ILP, TLP, and DLP", ACM Transactions on Architecture and Code Optimization,
vol. 1, no. 1 1 March 2004 (2004-03-01), pages 62-93, describes a polymorphous TRIPS architecture that can be
configured for different granularities and types of paralleliam. The TRIPS architecture is the first in a class of post. RISC,
Dataflow like instruction sets called explicit data. graph execution (EDGE). This EDGE ISA is coupled with hardware
mechanisms that enable the processing cores and the on·chip memory system to be configured and combined in different
modes for instruction, data, or thread-level parallelism.

SUMMARY

[0002] According to aspects of the present invention there is provided a method, processor and control unit as defined
in the accompanying claims.
[0003] A processor core in an instruction block-based microarchitecture includes a control unit that explicitly tracks
instruction block state including age or priority for current blocks that have been fetched from an instruction cache.
Tracked instruction blocks are maintained in an age-ordered or priority-ordered list. When an instruction block is identified
by the control unit for commitment, the list is checked for a match and a matching instruction block can be refreshed
without re-fetching from the instruction cache. If a match is not found, an instruction block can be committed and replaced
based on either age or priority. Such instruction state tracking typically consumes little overhead and enables instruction
blocks to be reused to increase processor core efficiency. And rather than handle instruction blocks strictly based on
their dynamic age, as with a conventional reorder or circular buffers, the control unit implements control flow independence
to enable instruction blocks to be handled out of order so that mispredicted instruction blocks can be skipped which
would otherwise waste processing cycles.
[0004] This Summary is provided to introduce a selection of concepts in a simplified form that are further described
below in the Detailed Description. This Summary is not intended to identify key features or essential features of the
claimed subject matter, nor is it intended to be used as an aid in determining the scope of the claimed subject matter.

DESCRIPTION OF THE DRAWINGS

[0005]

FIG 1 shows an illustrative computing environment in which a compiler provides encoded instructions that run on
an architecture that includes multiple processor cores;
FIG 2 is a block diagram of an illustrative microarchitecture for an exemplary processor core;
FIG 3 shows an illustrative arrangement for a block header; and
FIGs 4-15 are flowcharts of illustrative methods.

[0006] Like reference numerals indicate like elements in the drawings. Elements are not drawn to scale unless otherwise
indicated.

DETAILED DESCRIPTION

[0007] FIG 1 shows an illustrative computing environment 100 with which the present age-based management of
instruction blocks may be utilized. The environment includes a compiler 105 that may be utilized to generate encoded
machine-executable instructions 110 from a program 115. The instructions 110 can be handled by a processor archi-
tecture 120 that is configured to process blocks of instructions of variable size containing, for example, between 4 and
128 instructions.
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[0008] The processor architecture 120 typically includes multiple processor cores (representatively indicated by ref-
erence numeral 125) in a tiled configuration that are interconnected by an on-chip network (not shown) and further
interoperated with one or more level 2 (L2) caches (representatively indicated by reference numeral 130). While the
number and configuration of cores and caches can vary by implementation, it is noted that the physical cores can be
merged together, in a process termed "composing" during runtime of the program 115, into one or more larger logical
processors that can enable more processing power to be devoted to a program execution. Alternatively, when program
execution supports suitable thread-level parallelism, the cores 125 can be split, in a process called "decomposing," to
work independently and execute instructions from independent threads.
[0009] FIG 2 is a simplified block diagram of a portion of an illustrative processor core 125. As shown, the processor
core 125 may include a front-end control unit 202, an instruction cache 204, a branch predictor 206, an instruction
decoder 208, an instruction window 210, a left operand buffer 212, a right operand buffer 214, an arithmetic logic unit
(ALU) 216, another ALU 218, registers 220, and a load/store queue 222. In some cases, the buses (indicated by the
arrows) may carry data and instructions while in other cases, the buses may carry data (e.g., operands) or control signals.
For example, the front-end control unit 202 may communicate, via a bus that carries only control signals, with other
control networks. Although FIG 2 shows a certain number of illustrative components for the processor core 125 that are
arranged in a particular arrangement, there may be more or fewer components arranged differently depending on the
needs of a particular implementation.
[0010] The front-end control unit 202 may include circuitry configured to control the flow of information through the
processor core and circuitry to coordinate activities within it. The front-end control unit 202 also may include circuitry to
implement a finite state machine (FSM) in which states enumerate each of the operating configurations that the processor
core may take. Using opcodes (as described below) and/or other inputs (e.g., hardware-level signals), the FSM circuits
in the front-end control unit 202 can determine the next state and control outputs.
[0011] Accordingly, the front-end control unit 202 can fetch instructions from the instruction cache 204 for processing
by the instruction decoder 208. The front-end control unit 202 may exchange control information with other portions of
the processor core 125 over control networks or buses. For example, the front-end control unit may exchange control
information with a back-end control unit 224. The front-end and back-end control units may be integrated into a single
control unit in some implementations.
[0012] The front-end control unit 202 may also coordinate and manage control of various cores and other parts of the
processor architecture 120 (FIG 1). Accordingly, for example, blocks of instructions may be simultaneously executing
on multiple cores and the front-end control unit 202 may exchange control information via control networks with other
cores to ensure synchronization, as needed, for execution of the various blocks of instructions.
[0013] The front-end control unit 202 may further process control information and meta-information regarding blocks
of instructions that are executed atomically. For example, the front-end control unit 202 can process block headers that
are associated with blocks of instructions. As discussed below in more detail, the block header may include control
information and/or meta-information regarding the block of instructions. Accordingly, the front-end control unit 202 can
include combinational logic, state machines, and temporary storage units, such as flip-flops to process the various fields
in the block header.
[0014] The front-end control unit 202 may fetch and decode a single instruction or multiple instructions per clock cycle.
The decoded instructions may be stored in an instruction window 210 that is implemented in processor core hardware
as a buffer. The instruction window 210 can support an instruction scheduler 230, in some implementations, which may
keep a ready state of each decoded instruction’s inputs such as predications and operands. For example, when all of
its inputs (if any) are ready, a given instruction may be woken up by instruction scheduler 230 and be ready to issue.
[0015] Before an instruction is issued, any operands required by the instruction may be stored in the left operand
buffer 212 and/or the right operand buffer 214, as needed. Depending on the opcode of the instruction, operations may
be performed on the operands using ALU 216 and/or ALU 218 or other functional units. The outputs of an ALU may be
stored in an operand buffer or stored in one or more registers 220. Store operations that issue in a data flow order may
be queued in load/store queue 222 until a block of instruction commits. When the block of instruction commits, the
load/store queue 222 may write the committed block’s stores to a memory. The branch predictor 206 may process block
header information relating to branch exit types and factor that information in making branch predictions.
[0016] As noted above, the processor architecture 120 typically utilizes instructions organized in blocks that are fetched,
executed, and committed atomically. Thus, a processor core may fetch the instructions belonging to a single block en
masse, map them to the execution resources inside the processor core, execute the instructions, and commit their results
in an atomic fashion. The processor may either commit the results of all instructions or nullify the execution of the entire
block. Instructions inside a block may execute in a data flow order. In addition, the processor may permit the instructions
inside a block to communicate directly with each other using messages or other suitable forms of communications. Thus
an instruction that produces a result may, instead of writing the result to a register file, communicate that result to another
instruction in the block that consumes the result. As an example, an instruction that adds the values stored in registers
R1 and R2 may be expressed as shown in Table 1 below:
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[0017] In this way, source operands are not specified with the instruction and instead, they are specified by the
instructions that target the ADD instruction. The compiler 105 (FIG 1) may explicitly encode the control and data de-
pendencies during compilation of the instructions 110 to thereby free the processor core from rediscovering these
dependencies at runtime. This may advantageously result in reduced processor load and energy savings during execution
of these instructions. As an example, the compiler may use predication to convert all control dependencies into data
flow instructions. Using these techniques, the number of accesses to power-hungry register files may be reduced. Table
2, below, shows an example of a general instruction format for such instructions:

[0018] Each instruction may be of a suitable size, such as 32 bits, 64 bits, or another size. In the example shown in
Table 2, each instruction may include an OPCODE field, a PR (predication) field, a BID (broadcast ID) field, an XOP
(extended OPCODE) field, a TARGET1 field, and a TARGET2 field. The OPCODE field may specify a unique operation
code for an instruction or a block of instructions, such as add, read, write, or multiply. The PR (predication) field may
specify any predication associated with the instruction. For example, a two bit PR field may be used as follows: 00 - not
predicated, 01 - reserved, 10 - predicated on false, and 11 - predicated on true. Thus, for example, if an instruction
executes only if the result of a comparison is true, then that instruction may be predicated on the result of another
instruction that performs the comparison. The BID (broadcast ID) field may support sending of an operand to any number
of consumer instructions in a block. A 2-bit BID field may be used to encode the broadcast channel on which the instruction
receives one of its operands. The XOP (extended OPCODE) field may support extending the types of opcodes. The
TARGET1 and TARGET2 fields may allow up to two target instructions to be encoded. The target field may specify a
consumer instruction of the result of the producer instruction, thus permitting direct communication between instructions.
[0019] Each block of instructions may have certain information associated with the block of instructions, such as control
information and/or meta-information related to the block. This information may be generated by the compiler 105 during
compilation of the program into the instructions 110 for execution on the processor architecture 120. Some of this
information may be extracted by the compiler during compilation of a block of instructions and then examining the nature
of the instructions during runtime.
[0020] In addition, the information associated with a block of instructions may be meta-information. For example, such
information may be provided to a processor core using special instructions or instructions that provide target encoding
related to registers or other memory that may have the relevant information associated with a block of instructions. In
case of special instructions, the opcode field of such instructions can be used to communicate information relating to
the block of instructions. In another example, such information may be maintained as part of the processor status word
(PSW). For example, this information may advantageously help the processor execute the block of instructions more
efficiently.
[0021] Various types of information can be provided to a processor core using a block header, special instructions,
memory referenced locations, a processor status word (PSW), or various combinations thereof. An illustrative instruction
block header 300 is shown in FIG 3. In this illustrative example, the block header 300 is 128 bits and begins at offset 0
from a block’s program counter. The respective beginning and ending of each field is also shown. The fields are described
in Table 3 below:

Table 1

I[0] READ R1 T[2R];

I[1] READ R2 T[2L];

I[2] ADD T[3L].

Table 2

OPCODE PR BID XOP TARGET1 TARGET2

Table 3

Field Description

ID This field may be set to 1 to indicate the beginning of a valid instruction block. It may also include 
information regarding machine version and architecture version. In addition, this field may be used to 
indicate to the processor whether the block header has any ready bits or valid bits, such as, as part of 
the READY STATE field.
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(continued)

Field Description

SIZE This field may contain the number of 4 instruction chunks contained in an instruction block. Thus, for 
example, a value of 0 may indicate the smallest block of instructions in the block, e.g., a block header 
followed by 4 instructions. Alternatively or optionally, the SIZE field may include an encoded value that 
corresponds to an entry in a size table, or the field may include a pointer to a size table.

XFLAGS This field may include execution flags that indicate special execution requirements:
XFLAGS [0] Vector Mode

This flag may indicate that the instructions will be copied into independent vector lanes, each of 
which may include an instruction window, operand buffers, an ALU, and registers.

XFLAGS [1] Inhibit Branch Predictor
This flag, when set, may result in the branch predictor being inhibited. This may prevent the branch 

predictor from predicting which way a branch (e.g., a predicated instruction) will go before this is known 
for sure.

XFLAGS[2] Inhibit Memory Dependence Predictor
This flag, when set, may result in memory dependence being inhibited. This may prevent the memory 

dependence predictor from predicting dependencies between memory operations, such as load/store 
operations.

XFLAGS[3] Block Synchronization Required
This flag, when set, may impose a requirement that another block of instructions may not be executed 

on another processor core in parallel with the current block of instructions. In addition this flag, when 
set, may also impose a requirement that the block of instructions may not execute speculatively.

XFLAGS[4] Break After Block
This flag, when set, may indicate that there is a break after the block of instructions.

XFLAGS[5] Break Before Block
This flag, when set, may indicate that there is break before the block of instructions.

XFLAGS[6] Reserved
This flag may be reserved for future use.

XFLAGS[7] Reserved
This flag may be reserved for future use.

EXIT 
TYPES

This field may encode up to six 3-bit block exit types for use by the branch predictor.

000 - Null: may indicate to the branch predictor that there is no information for the branch predictor in 
this field.

001 - Sequential: may indicate to the branch predictor that the next branch is to the next block of 
instructions in the code. The sequential branch exit type may be computed by factoring in the current 
address of the block of instructions and the size of the block of instructions, e.g., a current block address 
and the size of the block.

010 - Offset: may indicate to the branch predictor that the next branch is to an offset address, where 
the offset is treated as a block offset.

011 - Indirect: may indicate to the branch predictor that the next branch is an indirect type. Thus, for 
example, it may rely on a register of a memory location that contains the address of the first instruction 
of the successor block of instructions.

100 - Call: may indicate to the branch predictor that if the successor block of instructions contains a 
subroutine call, then the predicted branch goes to that successor block of instructions.

101 - Return: may indicate to the branch predictor that if the successor block of instructions contains 
a return from a subroutine call, then the predicted branch goes to that successor block of instructions.
Other bit patterns may be reserved for future uses.

STORE 
MASK

This field may identify the load-store identifiers (LSIDs) that are assigned to stores. For example, the 
LSQ block may have to receive each of the LSIDs assigned to stores for a block of instructions before 
the block of instructions is allowed to complete.
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[0022] While the block header shown in FIG 3 and described in Table 3 includes multiple fields, it is intended to be
illustrative and other field arrangements may be utilized for a particular implementation.
[0023] In an illustrative example, the compiler 105 (FIG 1) may select information for inclusion in a block header or
for special instructions that can provide such information to a processor core based on the nature of the instructions
and/or based on the nature of the processing requirements, such as high-performance or low-power. This may advan-
tageously allow more optimal balancing of trade-offs between performance and power consumption. For certain types
of processing applications, such as high performance computing with a large number of cores, a large amount of
information may be a desirable option. Alternatively, for other types of processing applications, such as embedded
processors used in the Internet of Things, mobile devices, wearable devices, head mounted display (HMD) devices, or
other embedded computing type of applications, less information may be a desirable option.
[0024] The extent of the information communicated using a block header or special instructions can be tailored de-
pending upon the nature of the instructions in a block. For example, if the block of instructions includes a loop that is
executed in a recurring manner, then more extensive information might be needed to encapsulate the control information
associated with that block. The additional control information may allow a processor core to execute the loop more
efficiently to thereby improve performance.
[0025] Alternatively, if there is a block of instructions that will be rarely executed, then relatively less information may
suffice. For example, if the block of instructions includes several predicated control loops, then more information may
be needed. Similarly, if the block of instructions has an extensive amount of instruction level parallelism, then more
information may be needed as part of a block header or special instructions.
[0026] The additional control information in the block header or special instructions may be used, for example, to
effectively exploit the instruction level parallelism in the block of instructions. If the block of instructions includes several
branch predictions, then more information may be needed. The additional control information regarding branch predictions
will typically enhance code execution with more efficiency as it can result in fewer pipeline flushes.
[0027] It is noted that the functionality corresponding to the fields in the block header may be combined or further
separated. Similarly, a special instruction may provide information related to any one of the fields shown in FIG 3 and
Table 3 or it may combine the information from such fields. For example, while the illustrative block header of FIG 3 and
Table 3 includes a separate ID field and a SIZE field, these two fields may be combined into a single field.
[0028] Likewise, a single special instruction may, when decoded, provide information regarding the size of the block
of instructions and the information in the ID field. Unless indicated otherwise, the special instructions may be included
anywhere in the block of instructions. For example, a BLOCK_SIZE #size instruction may contain an immediate field
including a value of the size of a block of instructions. The immediate field may contain an integer value that provides
the size information. Alternatively, the immediate field may include an encoded value relating to the size information so
that the size information may be obtained by decoding the encoded value, for example, by looking up the value in a size
table that may be expressed using one of logic, register, memory, or code stream. In another example, a BLOCK_ID
#id special instruction may convey the block ID number.
[0029] A separate mathematical function or a memory-based table may map a block ID into the memory address of
a block header. The block ID conveyed as part of such instruction may be unique to each block of instructions. In another
example, a BLOCK_HDR_ID #id instruction may convey the block header ID number. A separate mathematical function
or a memory-based table may map the block ID into the memory address of a block header. The block ID conveyed as
part of such instruction may be shared by several blocks of instructions with the same header structure or fields.
[0030] In another example, a BLOCK_INFO #size, #exit types, #store mask, #write mask instruction may provide
information regarding the enumerated fields of the instruction. These fields may correspond to any one of the fields
discussed above with respect to Table 3. Other changes may be made to the block header structure and format and
special instructions according to requirements of a given implementation. For example, additional fields may be provided
that include information relating to the characteristics of a block of instructions. Particular fields can be included based
on the frequency of the execution of the block of instructions.
[0031] The fields included in the block header structure, or information provided via special instructions or other
mechanisms discussed earlier, may be part of a publicly available standard Instruction Set Architecture (ISA) of a
particular processor or a family of processors. A subset of the fields may be a proprietary extension to the ISA. Certain
bit values in the field may be part of the standard ISA for the processor, but certain other bit values in the field may
provide proprietary functionality. This exemplary field may allow an ISA designer to add proprietary extensions to the

(continued)

Field Description

WRITE 
MASK

This field may identify the global registers that the block of instructions may write. For example, the 
register file may have to receive each entry of writes before the block of instructions is allowed to complete.
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ISA without disclosing entirely the nature and the functionality associated with the proprietary extension. Thus, in this
instance, the compiler tools distributed by the ISA designer would support the proprietary bit values in the field, an entirely
separate proprietary field, or a special instruction. The use of such a field may be particularly relevant to hardware
accelerators that are proprietary to certain processor designs. Thus, a program may include a block header field or a
special instruction that is unrecognizable; but the program may further include a recipe to decipher the field or decode
the instruction.
[0032] The compiler 105 (FIG 1) may process a block of instructions, which are typically configured to execute atomically
by one more processor cores, in order to generate information about the block of instructions, including meta-information
and control information. Some programs may be compiled for only one ISA, for example, an ISA used with processors
for the Internet of Things, mobile devices, HMD devices, wearable devices, or other embedded computing environments.
The compiler may employ techniques, such as static code analysis or code profiling to generate information that is
relevant to the block of instructions. In some cases, the compiler may consider factors such as the characteristics of the
block of instructions and its frequency of execution. The relevant characteristics of the block of instructions may include,
for example, but are not necessarily limited to (1) the instruction level parallelism, (2) the number of loops, (3) the number
of predicated control instructions, and (4) the number of branch predictions.
[0033] FIG 4 is a flowchart of an illustrative method 400 for managing instruction blocks in an instruction window
disposed in a processor core. Unless specifically stated, the methods or steps in the flowchart of FIG 4 and those in the
other flowcharts shown in the drawings and described below are not constrained to a particular order or sequence. In
addition, some of the methods or steps thereof can occur or be performed concurrently and not all the methods or steps
have to be performed in a given implementation depending on the requirements of such implementation and some
methods or steps may be optionally utilized. Likewise, some steps may be eliminated in some implementations to reduce
overhead but this may result in increased brittleness, for example. The various feature, cost, overhead, performance,
and robustness tradeoffs which may be implemented in any given application may be typically viewed as a matter of
design choice.
[0034] In step 405, the ages of fetched instruction blocks are explicitly tracked using, for example, an age vector. Thus,
rather than use instruction block order (i.e., position) in the instruction window, which is typically used to implicitly track
age, the control unit maintains explicit state. An age-ordered list of instruction blocks is maintained in step 410. Instruction
block priority (where priority may be determined by the compiler in some cases) may also be tracked and a priority-
ordered list of instruction blocks may also be maintained in some implementations.
[0035] In step 415, when an instruction block is identified for handling, the age-ordered list is searched to find a
matching instruction block. The priority-ordered list may also be searched in some implementations for a match. If a
matching instruction block is found, then it can be refreshed, in step 420, without having to re-fetch it from the instruction
cache which can improve processor core efficiency. Such refreshing enables reuse of the instruction block in situations,
for example, when a program executes in a tight loop and instructions branch back on themselves. Such efficiency
increases may also be compounded when multiple processor cores are composed into a large scale array. When
refreshing an instruction block, the instructions are left in place and only the valid bits in the operand buffer and load/store
queue are cleared.
[0036] If a match to the instruction block is not found, then the age-ordered list (or the priority-ordered list) can be
utilized again to find an instruction block that can be committed to open a slot in the instruction window for the new
instruction block. For example, the oldest instruction block or the lowest priority instruction block may be committed
(where a high priority block may be desired to keep buffered since there is likelihood of its future reuse). In step 425,
the new instruction block is mapped into the available slot. The instruction block can be allocated using a bulk allocation
process in which instructions in the block and all the resources associated with the instructions are fetched at once (i.e.,
en masse).
[0037] In step 430, the new instruction block is executed so that its instructions are committed atomically. Other
instruction blocks may be executed in order of age, in a similar manner to a conventional reorder buffer, in step 435 to
commit their respective instructions in an atomic manner.
[0038] FIG 5 is a flowchart of an illustrative method 500 that may be performed by an instruction block-based micro-
architecture. In step 505, a control unit in a processor core causes fetched instruction blocks to be buffered with either
contiguous replacement or non-contiguous replacement. In step 510, with contiguous instruction block replacement, the
buffer can be operated like a circular buffer. In step 515, with non-contiguous instruction block replacement, instruction
blocks may be replaced out of order. For example, in step 520 explicit age-based tracking can be performed so that
instruction blocks are committed and replaced based on the tracked ages, in a similar manner as described above.
Priority can also be tracked and the tracked priority may be used to commit and replace instruction blocks in step 525.
[0039] FIG 6 is a flowchart of an illustrative method 600 that may be performed by a control unit disposed in a processor
core. In step 605, the state of buffered instruction blocks is tracked and a list of instruction blocks is maintained using
the tracked state in step 610. For example, state can include age, priority, or other information or context depending on
particular implementation requirements. In step 615, when an instruction block is identified for mapping, the list is checked
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for a match, as shown in step 620. A matching instruction block from the list is refreshed without re-fetching in step 625.
When a matching instruction block is not found in the list, then the instruction block is fetched from the instruction cache
and mapped into an available slot in the instruction window in step 630 in a similar manner as described above.
[0040] FIG 7 is a flowchart of an illustrative method 700 for managing instructions blocks in an instruction window
disposed in a processor core. In step 705, a size table of instruction block sizes is maintained in the processor core.
The size table can be expressed in various ways, for example, using one of logic, register, memory, code stream, or
other suitable construct. In step 710, an index that is encoded in a header of an instruction block is read. The instruction
block includes one or more decoded instructions. Accordingly, rather than using the SIZE field shown in FIG 3 and Table
3 to hard code an instruction block size, the field may be used to encode or store an index to the size table. That is, the
index may function as a pointer to an entry in the size window to enable a particular size to be associated with the
instruction block.
[0041] The number of size entries that are included in the size table can vary by implementation. A greater number
of size entries may be utilized to enable more granularity which may be beneficial in cases where there is a relatively
wide distribution of instruction block sizes associated with a given program, but at a cost of increased overhead in typical
implementations. In some cases, the number of sizes included in the table can be selected by the compiler to cover a
particular distribution of instruction block sizes in a way that optimizes overall instruction packing density and to minimize
no ops. For example, the sizes included in the size table can be selected to match commonly used block instruction
sizes in the program. In step 715, the index is used to look up an instruction block size from the size table. The instruction
block is mapped into an available slot in the instruction window based on its size in step 720.
[0042] In some implementations, as shown in step 725, the instruction window may be segmented into two or more
sub-windows, for example, that use two or more different sizes. Such variation in the segmented sub-windows may
enable further accommodation for a given distribution of instruction block sizes and may further increase instruction
packing density. The segmentation may also be dynamically performed in some scenarios.
[0043] FIG 8 is a flowchart of an illustrative method 800 that may be performed by an instruction block-based micro-
architecture. In step 805, a size table is implemented. As discussed above, the size table may be implemented using
one of logic, register, memory, code stream, or other suitable construct and may include sizes that correspond to those
which are commonly utilized in a distribution of instruction blocks utilized by a given program. In step 810, an instruction
block header is inspected for a pointer that refers to an entry in the size table. In step 815, the size identified by the table
entry is used to determine placement of the instruction block within the instruction window.
[0044] In step 820, resources associated with the instruction block are bulk allocated. Restrictions designated in the
instruction block header are used when mapping the instruction block in the instruction window in step 825. These may
include, for example, restrictions on alignment and the capacity of the instruction window to buffer instruction blocks. In
step 830, the order of the instruction blocks in the instruction window is tracked by the control unit and blocks may be
committed out of order in some situations. For example, rather than use a circular buffer of instruction blocks in which
blocks are handled based on their position in the instruction window, blocks can be prioritized so that heavily used, or
particularly important instruction blocks are handled out of order which can increase processing efficiency.
[0045] In step 835, the age of instruction blocks can be explicitly tracked and instruction blocks can be committed
based on such explicitly-tracked age in some cases. The instruction block is refreshed in step 840 (that is, reused without
having to re-fetch the instruction block from the instruction cache).
[0046] FIG 9 is a flowchart of an illustrative method 900 that may be performed by a control unit disposed in a processor
core. In step 905, the instruction window is configured with multiple segments that have two or more different sizes in
a similar manner to that described above. In step 910, the block instruction header is inspected for an index that is
encoded therein. A look up is performed in the size table using the index in step 915 and the instruction block is placed
into an instruction window segment that is suitable for the particular size of the block, based on the size look up, in step
920. Resources associated with the instruction block are fetched, in step 925, using bulk allocation.
[0047] FIG 10 is a flowchart of an illustrative method 1000 for managing instruction blocks in an instruction window
disposed in a processor core. In step 1005, an instruction block is mapped from the instruction cache into the instruction
window. The instruction block includes one or more decoded instructions. Resources that are associated with each of
the instructions in the instruction block are allocated in step 1010. The resources typically include control bits and
operands and the allocation may be performed using a bulk allocation process in which all of the resources are obtained
or fetched en masse.
[0048] Instead of tightly coupling the resources and instructions, the instruction window and operand buffers are
decoupled so that they can be operated independently by maintaining one or more pointers among the resources and
the decoded instructions in the block, as shown in step 1015. When an instruction block is refreshed in step 1020 (that
is, reused without having to re-fetch the instruction block from the instruction cache), then the resources can be reused
by following the pointers back to an original control state in step 1025.
[0049] Such decoupling may provide increased processor core efficiency, particularly when instruction blocks are
refreshed without re-fetching as typically occurs, for example, when a program executes in a tight loop and instructions
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are repeatedly utilized. By establishing control state through the pointers, the resources are effectively pre-validated
without additional expenditure of processing cycles and other costs. Such efficiency increases may also be compounded
when multiple processor cores are composed into a large scale array.
[0050] FIG 11 is a flowchart of an illustrative method 1100 that may be performed by an instruction block-based
microarchitecture. In step 1105, instruction blocks are mapped into the instruction window in a manner in which a new
instruction block replaces a committed instruction block. The mapping may be subject to various restrictions that are
designated in the header of the instruction block, for example, restrictions on alignment and the capacity of the instruction
window to buffer instruction blocks, as indicated in step 1110. Resources are allocated in step 1115 for the new instruction
block, which typically is implemented using a bulk allocation process, as described above.
[0051] In step 1120, the order of the instruction blocks in the instruction window is tracked by the control unit and
blocks may be committed out of order in some situations. For example, rather than use a circular buffer of instruction
blocks in which blocks are handled based on their position in the instruction window, blocks can be prioritized so that
heavily used, or particularly important instruction blocks are handled out of order which can increase processing efficiency.
[0052] In step 1125, the instruction window is decoupled from the operand buffer so that, for example, blocks of
instructions and blocks of operands are managed independently (i.e., without using a strict correspondence between
instructions and operands). As noted above, the decoupling increases efficiency by enabling resources to be pre-validated
when an instruction block is refreshed.
[0053] FIG 12 is a flowchart of an illustrative method 1200 that may be performed by a control unit disposed in a
processor core. In step 1205, an instruction window is maintained for buffering one or more instruction blocks. One or
more operand buffers are maintained in step 1210 for buffering resources associated with the instructions in the instruction
block. As noted above, resources typically include control bits and operands. State is tracked using pointers among the
instructions and the resources in step 1215.
[0054] When an instruction block is refreshed, in block 1220, the pointers can be followed back to the tracked state.
In step 1225, when an instruction blocks commits, the control bits in the operand buffer are cleared and a new pointer
is set. As with the method discussed above, the instruction window and operand buffers are decoupled so that blocks
of instructions and blocks of operands are maintained by the control unit on a non-corresponding basis, in step 1230.
[0055] FIG 13 is a flowchart of an illustrative method 1300 for managing instruction blocks in an instruction window
disposed in a processor core. In step 1305, instruction blocks are allocated using a bulk allocation process in which
instructions in the block and all the resources associated with the instructions are fetched at once (i.e., en masse). In
comparison to conventional architectures in which instructions and resources are repeatedly fetched in smaller chunks,
the bulk allocation here enables all of the instructions in the block to be managed simultaneously and consistently which
can improve efficiency of processor core operations. This improvement may be even more significant in situations where
a given programming construct (e.g., one that minimizes branching) enables the compiler to generate relatively large
instruction blocks. For example, in some implementations, an instruction block may contain up to 128 instructions.
[0056] The bulk allocation of instruction blocks also enhances processor core efficiency through the refresh feature
in which instruction blocks are reused without re-fetching as typically occurs, for example, when a program executes in
a tight loop and instructions branch back on themselves. Such efficiency increases may also be compounded when
multiple processor cores are composed into a large scale array. When refreshing an instruction block, the instructions
are left in place and only the valid bits in the operand buffer and load/store queue are cleared. This enables the fetching
of the refreshed instruction blocks to be bypassed entirely.
[0057] The bulk allocation of instruction blocks also enables additional processing efficiencies when a group of in-
structions and resources are in place. For example, operands and explicit messages may be sent from one instruction
in the block to another. Such functionality is not enabled in conventional architectures because one instruction is unable
to send anything to another instruction that has yet to be allocated. Instructions that generate constants can also pin
values in the operand buffers so that they remain valid after refresh so they do not need to be regenerated each time
the instruction block executes.
[0058] When instruction blocks are mapped into the instruction window, in step 1310, they are subject to constraints
that may be applied by mapping policies, restrictions designated in the block header, or both in step 1315. In some
cases, the policies can be set by a compiler depending on the particular requirements of a given program. The designated
restrictions can include, for example, restrictions on alignment and the restrictions on the capacity of the instruction
window to buffer instruction blocks.
[0059] In step 1320, the instruction window can, in some implementations, be segmented into sub-windows of the
same size or different sizes. As instruction block sizes are often randomly or unevenly distributed for a given program,
such variation in the segmented sub-windows may more efficiently accommodate a given distribution of instruction block
sizes to thereby increase instruction packing density in the instruction window. The segmentation may also be dynamically
performed in some scenarios depending on the distribution of block sizes that is being currently handled by the processor
core.
[0060] In some implementations, the instruction block header may encode an index or include a pointer to a size table
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that is implemented using one of logic, register, memory, or code stream. The size table can include instruction block
size entries so that an instruction block size can be looked up from the table in step 1325. Use of the encoded index
and size table may enhance instruction packing density in an instruction block by affording more granularity in available
block sizes to reduce the occurrence of nops (no operations) when a block includes a relatively small number of instructions
when implementing branching, for example.
[0061] FIG 14 is a flowchart of an illustrative method 1400 that may be performed by an instruction block-based
microarchitecture. In step 1405, a control unit in a processor core applies policies for handling instruction blocks. The
instruction blocks are allocated in step 1410 using a bulk allocation process described above in which instructions and
all associated resources are fetched at once. In step 1415, instruction blocks are mapped into the instruction window in
which the mapping may be subject to various restrictions, such as restrictions on alignment and restrictions on the
capacity of the instruction window to buffer instruction blocks that are designated in the header of the instruction block,
as described above.
[0062] In step 1420, a policy may be applied that includes tracking the order of the instruction blocks in the instruction
window by the control unit. Blocks may be committed out of order in some situations, for example, rather than using a
circular buffer of instruction blocks in which blocks are handled based on their position in the instruction window. In step
1425, a policy may be applied that includes handling blocks based on priority (which may be designated by the compiler
in some scenarios) so that blocks which are heavily used, or are particularly important, are handled out of order which
can further increase processing efficiency.
[0063] In step 1430, a policy may be applied that includes explicitly tracking the age of instruction blocks and instruction
blocks can be committed based on such explicitly-tracked age in some cases. In step 1435, a policy may be applied
that includes mapping instruction blocks according to the availability of a suitably sized slot in the instruction window (or
a segment of the window). In step 1440, a policy may be applied that includes mapping instruction blocks into the
instruction window using a circular buffer.
[0064] In some implementations, various combinations of policies may be utilized in order to further enhance processor
core efficiency. For example, the control unit may dynamically toggle among policies to apply a policy that provides more
optimal operations for a given instruction block or group of instruction blocks. For example, in some scenarios, it may
be more efficient to use a circular buffering technique in which instruction blocks are handled in order in a contiguous
manner. In other scenarios, out of order and age-based handling may provide more optimal operations.
[0065] FIG 14 is a flowchart of an illustrative method 1500 that may be performed by a control unit disposed in a
processor core. In step 1505, the instruction window is configured with multiple segments that have two or more different
sizes in a similar manner to that described above. In step 1510, an instruction block is fetched and all its associated
resources are fetched in step 1515.
[0066] In step 1520, an instruction block is placed in a suitable segment of the window that maximizes instruction
density in the window. For example, if the compiler produces a distribution of block sizes that includes a relatively large
number of blocks with low instruction count (e.g., to implement program branching and the like), then the instruction
window may have a segment that is specifically sized for small instruction blocks. Similarly, if there is a relatively large
number of high instruction count blocks (e.g., for scientific and similar applications), then a segment may be specifically
sized for such larger instruction blocks. Thus, the instruction window segment sizing can be adjusted according to a
particular size distribution or be dynamically adjusted in some situations when the distribution changes. In block 1525,
instruction blocks may be subject to restrictions designated in the instruction block header, as discussed above.
[0067] Various exemplary embodiments of the present age-based management of instruction blocks in a processor
instruction window are now presented by way of illustration and not as an exhaustive list of all embodiments. An example
includes a method for managing instruction blocks in an instruction window disposed in a processor core, comprising:
explicitly tracking ages of instruction blocks currently mapped in the instruction window; mapping a new instruction block
into the available slot in the instruction window; executing the new instruction block to commit the instructions in the
instruction block atomically; and
executing, in order of their explicitly-tracked ages, the currently mapped instruction blocks to commit their respective
instructions atomically. In another example the method further includes performing bulk allocation for each instruction
block that is fetched from an instruction cache to obtain resources that are associated with each of the instructions in
the block. In another example, the method further includes performing the explicit tracking by maintaining an age-ordered
list of fetched instruction blocks in which the age-ordered list includes a pointer for each instruction block to the instruction
window. In another example, the method further includes maintaining a list of available slots in the instruction window
and addresses of the available slots. In another example, the method further includes identifying an instruction block for
commitment and searching the age-ordered list for a match. In another example, the method further includes refreshing
an instruction block and not re-fetching the instruction block when a match is found.
[0068] A further example includes an instruction block-based microarchitecture, comprising: a control unit; one or more
operand buffers under control of the control unit; and an instruction window configured to store decoded instruction
blocks to be under control of the control unit in which the control includes operations to: buffer instruction blocks in the



EP 3 314 402 B1

11

5

10

15

20

25

30

35

40

45

50

55

instruction window so that a new instruction block replaces a committed instruction block, in which the buffering is
performed with contiguous instruction block replacement or non-contiguous instruction block replacement, when buffering
with contiguous replacement, operate the instruction window as a circular buffer and replace instruction blocks based
on their order in the instruction window, when buffering with non-contiguous replacement, replace instruction blocks out
of order in the instruction window. In another example, the instruction block-based microarchitecture further includes a
configuration to perform a bulk allocation of resources for all instructions in an instruction block, the resources including
one of control bits or operands that are buffered in the operand buffers. In another example, the instruction block-based
microarchitecture further includes a configuration to track an age of each instruction block. In another example, the
instruction block-based microarchitecture further includes a configuration to use an age vector to track the age of each
instruction block. In another example, the instruction block-based microarchitecture further includes a configuration to
commit an instruction block based on its tracked age. In another example, the instruction block-based microarchitecture
further includes a configuration to track priority of an instruction block and committing an instruction block based on its
tracked priority. In another example, the instruction block-based microarchitecture further includes a configuration to
refresh an instruction block based on its tracked priority. In another example, the refreshing comprises reusing the
instruction block without re-fetching the instruction block from an instruction cache.
[0069] A further example includes a control unit disposed in a processor core that is arranged to perform a method
for instruction block management, comprising: tracking state of instruction blocks buffered in an instruction window in
which the state includes age or priority; maintaining a list of instruction blocks based on the tracked state; identifying an
instruction block for mapping into the instruction window; checking the list of instruction blocks for a match to the identified
instruction block; and refreshing a matching instruction block in the list. In another example, the control unit further
includes fetching an instruction block from an instruction cache and mapping the fetched instruction block into an in-
struction window when a match is not found. In another example, the control unit further includes tracking the age using
a vector. In another example, the control unit further includes maintaining the priority based on a priority identifier
generated by a compiler. In another example, the control unit further includes maintaining a logical instruction window
that encompasses a plurality of processor cores and tracking state of instruction blocks buffered in the logical instruction
window. In another example, the control unit further includes an on-chip network that facilitates communications among
the plurality of processor cores.
[0070] The subject matter described above is provided by way of illustration only and should not be construed as
limiting. Various modifications and changes may be made to the subject matter described herein without following the
example embodiments and applications illustrated and described, and without departing from the scope of the present
disclosure, which is set forth in the following claims.

Claims

1. A method for managing instruction blocks in an instruction window disposed in a processor core, comprising:

explicitly tracking ages of fetched instructions blocks which are buffered in the instruction window (405) and
maintaining an age-ordered list of fetched blocks, in which the explicit tracking is performed independently from
instruction block order within the instruction window (405);
replacing a committed instruction block (505) with a new instruction block, in which the buffering is performed
with contiguous instruction block replacement or non-contiguous instruction block replacement,
wherein when buffering with contiguous replacement, operating the instruction window as a circular buffer and
replacing instruction blocks based on their order in the instruction window (510),
and when buffering with non-contiguous replacement, replacing instruction blocks out of order in the instruction
window (515) in which blocks are replaced based on a the explicitly-tracked ages of instruction blocks, based
on at least one of: checking the age-ordered list for a match or mapping the fetched block to an available slot
in the instruction window; and
executing the replacement instruction blocks (435).

2. The method of claim 1, further including performing a bulk allocation in which instructions in the block and all the
resources associated with the instructions are fetched at once, for each instruction block that is fetched from an
instruction cache to obtain buffering resources that are associated with each of the instructions in the block.

3. The method of claim 1 or claim 2, wherein the age-ordered list includes a pointer for each instruction block to the
instruction window.

4. The method of claim 3, further including maintaining a list of available slots in the instruction window and addresses
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of the available slots.

5. The method of claim 1, further including re-executing an instruction block by not re-fetching the instruction block
when a match is found.

6. A processor, comprising:

a control unit (202) capable of tracking ages of fetched instruction blocks which are buffered in the instruction
window and maintaining an age-ordered list of fetched blocks;
one or more operand buffers (212, 214) under control of the control unit; and
wherein the instruction window (210) configured to store decoded instruction blocks to be under control of the
control unit in which the control includes operations to:

buffer instruction blocks in the instruction window so that a new instruction block replaces a committed
instruction block (505), in which the buffering is performed with contiguous instruction block replacement
or non-contiguous instruction block replacement,
when buffering with contiguous replacement, operate the instruction window as a circular buffer and replace
instruction blocks based on their order in the instruction window (510),
when buffering with non-contiguous replacement, replace instruction blocks out of order in the instruction
window (515) in which blocks are replaced based on an explicitly-tracked ages of instruction blocks, the
explicit tracking being performed independently from instruction block order within the instruction window,
based on at least one of: checking the age-ordered list for a match or mapping the fetched block to an
available slot in the instruction window;
execute the replacement instruction blocks.

7. The processor of claim 6, further including performing a bulk allocation of resources for all instructions in an instruction
block, the resources including one of control bits or operands that are buffered in the operand buffers.

8. The processor of claim 6 or claim 7, further including tracking an age of each instruction block.

9. The processor of claim 8, wherein the explicitly tracking uses an age of each instruction block

10. The processor of claim 8, further including committing an instruction block based on its age.

11. The processor of any of claims 6 to 10, further including tracking priority of an instruction block and committing an
instruction block based on its position in a priority ordered list.

12. The processor of claim 6, further including re-executing an instruction block by not re-fetching the instruction when
a match is found.

13. The processor of claim 12, in which the re-executing comprises reusing the instruction block without re-fetching the
instruction block from an instruction cache.

Patentansprüche

1. Verfahren zum Verwalten von Anweisungsblöcken in einem Anweisungsfenster, das in einem Prozessorkern an-
geordnet ist, umfassend:

explizites Verfolgen des Alters von abgerufenen Anweisungsblöcken, die in dem Anweisungsfenster zwischen-
gespeichert sind (405), und Pflegen einer nach Alter geordneten Liste von abgerufenen Blöcken, wobei das
explizite Verfolgen unabhängig von der Anweisungsblockreihenfolge innerhalb des Anweisungsfensters durch-
geführt wird (405);
Ersetzen eines übergebenen Anweisungsblocks (505) durch einen neuen Anweisungsblock, wobei das Zwi-
schenspeichern mit zusammenhängender Anweisungsblock-Ersetzung oder nicht-zusammenhängender An-
weisungsblock-Ersetzung durchgeführt wird, wobei
beim Zwischenspeichern mit zusammenhängender Ersetzung das Anweisungsfenster als ein zirkulärer Zwi-
schenspeicher betrieben wird und die Anweisungsblöcke basierend auf ihrer Reihenfolge in dem Anweisungs-
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fenster ersetzt werden (510), und
beim Zwischenspeichern mit nicht-zusammenhängender Ersetzung die Anweisungsblöcke ohne Reihenfolge
in dem Anweisungsfenster ersetzt werden (515), wobei Blöcke ersetzt werden basierend auf: dem explizit
verfolgten Alter der Anweisungsblöcke basierend auf mindestens einem von: Prüfen der nach Alter geordneten
Liste auf eine Übereinstimmung oder Abbilden des abgerufenen Blocks auf einen verfügbaren Schlitz in dem
Anweisungsfenster; und
Ausführen der Ersatz-Anweisungsblöcke (435).

2. Verfahren nach Anspruch 1, ferner einschließend das Durchführen einer Massenzuordnung, wobei für jeden An-
weisungsblock, der aus einem Anweisungscache abgerufen wird, Anweisungen in dem Block und alle zu den
Anweisungen gehörigen Ressourcen auf einmal abgerufen werden, um ein Zwischenspeichern von Ressourcen zu
erhalten, die jedem der Anweisungen in dem Block zugehörig sind.

3. Verfahren nach Anspruch 1 oder Anspruch 2, wobei die nach Alter geordnete Liste einen Zeiger für jeden Anwei-
sungsblock auf das Anweisungsfenster einschließt.

4. Verfahren nach Anspruch 3, ferner einschließend das Pflegen einer Liste von verfügbaren Schlitzen in dem Anwei-
sungsfenster und Adressen der verfügbaren Schlitze.

5. Verfahren nach Anspruch 1, ferner einschließend das erneute Ausführen eines Anweisungsblocks durch nicht
erneutes Abrufen des Anweisungsblocks, wenn eine Übereinstimmung gefunden wird.

6. Prozessor, umfassend:

eine Steuereinheit (202), die fähig ist, das Alter von abgerufenen Anweisungsblöcken, die in dem Anweisungs-
fenster zwischengespeichert sind, zu verfolgen und eine nach Alter geordnete Liste von abgerufenen Blöcken
zu pflegen;
einen oder mehrere Operandenzwischenspeicher (212, 214) unter der Steuerung der Steuereinheit; und
wobei das Anweisungsfenster (210) konfiguriert ist, um für die Steuerung der Steuereinheit vorgesehene de-
codierte Anweisungsblöcke zu speichern, wobei die Steuerung Operationen einschließt zum:

Zwischenspeichern von Anweisungsblöcken in dem Anweisungsfenster, so dass ein neuer Anweisungs-
block einen übergebenen Anweisungsblock ersetzt (505), wobei das Zwischenspeichern mit zusammen-
hängender Anweisungsblock-Ersetzung oder nicht-zusammenhängender Anweisungsblock-Ersetzung
durchgeführt wird,
beim Zwischenspeichern mit zusammenhängender Ersetzung, Betreiben des Anweisungsfensters als einen
zirkulären Zwischenspeicher und Ersetzen von Anweisungsblöcken basierend auf ihrer Reihenfolge in dem
Anweisungsfenster (510),
beim Zwischenspeichern mit nicht-zusammenhängender Ersetzung, Ersetzen der Anweisungsblöcke ohne
Reihenfolge in dem Anweisungsfenster (515), wobei Blöcke basierend auf dem explizit verfolgten Alter der
Anweisungsblöcke ersetzt werden, wobei das explizite Verfolgen unabhängig von der Anweisungsblock-
reihenfolge in dem Anweisungsfenster durchgeführt wird, basierend auf mindestens einem von: Prüfen der
nach Alter geordneten Liste auf eine Übereinstimmung oder Abbilden des abgerufenen Blocks auf einen
verfügbaren Schlitz in dem Anweisungsfenster;
Ausführen der Ersatz-Anweisungsblöcke.

7. Prozessor nach Anspruch 6, ferner einschließend das Durchführen einer Massenzuordnung von Ressourcen für
alle Anweisungen in einem Anweisungsblock, wobei die Ressourcen eines von Steuerbits oder Operanden ein-
schließen, die in den Operandenzwischenspeichern zwischengespeichert sind.

8. Prozessor nach Anspruch 6 oder 7, ferner einschließend das Verfolgen eines Alters von jedem Anweisungsblock.

9. Prozessor nach Anspruch 8, wobei das explizite Verfolgen das Alter von jedem Anweisungsblock nutzt.

10. Prozessor nach Anspruch 8, ferner einschließend das Übergeben eines Anweisungsblocks basierend auf seinem
Alter.

11. Prozessor nach einem der Ansprüche 6 bis 10, ferner einschließend das Verfolgen der Priorität eines Anweisungs-
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blocks und das Übergeben eines Anweisungsblocks basierend auf seiner Position in einer nach Priorität geordneten
Liste.

12. Prozessor nach Anspruch 6, ferner einschließend das erneute Ausführen eines Anweisungsblocks durch nicht
erneutes Abrufen der Anweisung, wenn eine Übereinstimmung gefunden wird.

13. Prozessor nach Anspruch 12, wobei das erneute Ausführen das Wiederverwenden des Anweisungsblocks ohne
erneutes Abrufen des Ausweisungsblocks aus einem Anweisungscache umfasst.

Revendications

1. Procédé de gestion de blocs d’instructions dans une fenêtre d’instructions disposée dans un cœur de processeur,
comprenant :

le suivi explicite d’âges de blocs d’instructions extraits qui sont mis en mémoire tampon dans la fenêtre d’ins-
tructions (405) et le maintien d’une liste ordonnées par âge de blocs extraits, dans lequel le suivi explicite est
effectué indépendamment de l’ordre de blocs d’instructions dans la fenêtre d’instructions (405) ;
le remplacement d’un bloc d’instructions engagé (505) par un nouveau bloc d’instructions, dans lequel la mise
en mémoire tampon est effectuée avec un remplacement de bloc d’instructions contigu ou un remplacement
de bloc d’instructions non contigu, dans lequel
lors de la mise en mémoire tampon avec remplacement contigu, l’utilisation de la fenêtre d’instructions comme
une mémoire tampon circulaire et le remplacement de blocs d’instructions sur la base de leur ordre dans la
fenêtre d’instructions (510), et
lors de la mise en mémoire tampon avec remplacement non contigu, le remplacement de blocs d’instructions
dans le désordre dans la fenêtre d’instructions (515) dans lequel des blocs sont remplacés sur la base des
âges suivis explicitement de blocs d’instructions, sur la base d’au moins un parmi : le contrôle de la liste ordon-
nées par âge pour une correspondance ou le mappage du bloc extrait à un créneau disponible dans la fenêtre
d’instructions ; et
l’exécution des blocs d’instructions de remplacement (435).

2. Procédé selon la revendication 1, incluant en outre l’exécution d’une allocation de masse dans laquelle des instruc-
tions dans le bloc et toutes les ressources associées aux instructions sont extraites en même temps, pour chaque
bloc d’instructions qui est extrait à partir d’un cache d’instructions pour obtenir des ressources de mise en mémoire
tampon qui sont associées à chacune des instructions dans le bloc.

3. Procédé selon la revendication 1 ou la revendication 2, dans lequel la liste ordonnée par âge inclut un pointeur pour
chaque bloc d’instructions sur la fenêtre d’instructions.

4. Procédé selon la revendication 3, incluant en outre le maintien d’une liste de créneaux disponibles dans la fenêtre
d’instructions et d’adresses des créneaux disponibles.

5. Procédé selon la revendication 1, incluant en outre la réexécution d’un bloc d’instructions sans extraire à nouveau
le bloc d’instructions quand une correspondance est trouvée.

6. Processeur comprenant :

une unité de commande (202) capable de suivre des âges de blocs d’instructions extraits qui sont mis en
mémoire tampon dans la fenêtre d’instructions et le maintien d’une liste ordonnées par âge de blocs extraits ;
une ou plusieurs mémoires tampon d’opérandes (212, 214) sous le contrôle de l’unité de commande ; et
dans lequel la fenêtre d’instructions (210) est configurée pour stocker des blocs d’instructions décodés destinés
à être sous le contrôle de l’unité de commande, dans lequel le contrôle inclut des opérations pour :

mettre en mémoire tampon des blocs d’instructions dans la fenêtre d’instructions de manière qu’un nouveau
bloc d’instructions remplace un bloc d’instructions engagé (505), dans lequel la mise en mémoire tampon
est effectuée avec un remplacement de bloc d’instructions contigu ou un remplacement de bloc d’instructions
non contigu,
lors de la mise en mémoire tampon avec remplacement contigu, utiliser la fenêtre d’instructions comme
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une mémoire tampon circulaire et le remplacement de blocs d’instructions sur la base de leur ordre dans
la fenêtre d’instructions (510),
lors de la mise en mémoire tampon avec remplacement non contigu, remplacer des blocs d’instructions
dans le désordre dans la fenêtre d’instructions (515) dans lequel des blocs sont remplacés sur la base des
âges suivis explicitement de blocs d’instructions, le suivi explicite étant effectué indépendamment d’un
ordre de blocs d’instructions dans la fenêtre d’instructions, sur la base d’au moins un parmi : le contrôle de
la liste ordonnées par âge pour une correspondance ou le mappage du bloc extrait à un créneau disponible
dans la fenêtre d’instructions ;
exécuter les blocs d’instructions de remplacement.

7. Processeur selon la revendication 6, incluant en outre l’exécution d’une allocation de masse de ressources pour
toutes les instructions dans un bloc d’instructions, les ressources incluant un parmi des bits de commande ou des
opérandes qui sont mis en mémoire tampon dans les mémoires tampon d’opérandes.

8. Processeur selon la revendication 6 ou la revendication 7, incluant en outre le suivi d’un âge de chaque bloc
d’instructions.

9. Processeur selon la revendication 8, dans lequel le suivi explicite utilise un âge de chaque bloc d’instructions.

10. Processeur selon la revendication 8, incluant en outre l’engagement d’un bloc d’instructions sur la base de son âge.

11. Processeur selon l’une quelconque des revendications 6 à 10, incluant en outre le suivi d’une priorité d’un bloc
d’instructions et l’engagement d’un bloc d’instructions sur la base de sa position dans une liste ordonnée par priorité.

12. Processeur selon la revendication 6, incluant en outre la réexécution d’un bloc d’instructions sans extraire à nouveau
l’instruction quand une correspondance est trouvée.

13. Processeur selon la revendication 12, dans lequel la réexécution comprend la réutilisation du bloc d’instructions
sans extraire à nouveau le bloc d’instructions à partir d’un cache d’instructions.
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