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(54) ADAPTIVE RADAR SYSTEM

(57) An adaptive radar system (1) comprising a trans-
mitter unit (2) adapted to transmit a radar signal, a re-
ceiver unit (3) adapted to receive a reflected radar signal,
and a reinforcement learning engine (4) adapted to com-

pute a control policy (CP) used to control signal param-
eters and waveforms of the radar signal transmitted by
the transmitter unit (2).
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Description

[0001] The invention relates to an adaptive radar system and in particular to a reinforcement learning based fully
adaptive radar system.
[0002] The advancement of electronics, arbitrary waveform generators and high-speed processors has fueled a surge
in environment-aware matched illumination techniques for radar systems. In a conventional adaptive radar system, a
target can be iteratively tracked using a radar signal reflected from the target. A transmitter unit transmits a radar signal
which is reflected by the target and received by a receiver unit. The received radar signal can be processed to determine
parameters to be used by the transmitting unit when illuminating the target by transmitting the electromagnetic radar signal.
[0003] Accordingly, it is an object of the present invention to provide a method and apparatus which has a high
performance concerning target detection and which can react flexible to changes of the radar environment.
[0004] This object is achieved according to a first aspect of the present invention by an adaptive radar system comprising
the features of claim 1.
[0005] The invention provides according to the first aspect of the present invention an adaptive radar system comprising
a transmitter unit adapted to transmit a radar signal,
a receiver unit adapted to receive a reflected radar signal, and
a reinforcement learning engine adapted to compute a control policy used to control signal parameters and waveforms
of the radar signal transmitted by the transmitter unit.
[0006] In a possible embodiment of the adaptive radar system according to the first aspect of the present invention,
the reinforcement learning engine of said adaptive radar system comprises
a reward function generation unit configured to generate a reward function, R, and
a reinforcement learning control unit adapted to calculate the control policy based on the generated reward function, R,
through reinforcement learning.
[0007] In a possible embodiment of the adaptive radar system according to the first aspect of the present invention,
the reward function generation unit of said reinforcement learning engine is configured to generate the reward function,
R, depending on performance indicators derived from the radar signal received by said receiver unit.
[0008] In a still further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, the reward function generation unit of said reinforcement learning engine comprises a performance evaluation
block adapted to evaluate performance indicators including
a signal to interference plus noise ratio, SINR,
a range resolution,
a Doppler resolution and/or
a peak side-lobe level.
[0009] In a further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, the adaptive radar system comprises a radar state estimation engine adapted to estimate a radar scene
depending on the reflected radar signal received by said receiver unit of said adaptive radar system.
[0010] In a still further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, the radar state estimation engine is adapted to provide a target response of a target and a clutter response
of a clutter from the radar signal received by the receiver unit of said adaptive radar system.
[0011] In a further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, the radar state estimation engine is adapted to categorize the target response to extract target state criteria
and to categorize the clutter response to extract clutter state criteria.
[0012] In a further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, a radar scene state represented by the extracted target state criteria and extracted state clutter criteria is
applied by said radar state estimation engine to a data memory storing a radar scene state to waveform map.
[0013] In a possible embodiment of the adaptive radar system according to the first aspect of the present invention,
if a matching entry for the applied radar scene state is found in the radar scene state to waveform map of said data
memory an associated waveform with a corresponding set of signal parameters is read by a scheduler of said adaptive
radar system from said data memory to be transmitted as an exploit waveform, EXP, within a sequence of waveforms
forming the radar signal transmitted by the transmitter unit of said adaptive radar system.
[0014] In a further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, wherein if a matching entry is found a radar signal transmitted by the transmitter unit of said adaptive radar
system comprises a sequence of interleaved exploit waveforms, EXP, and explore waveforms, EXL, according to the
control policy computed by the reinforcement learning engine of said adaptive radar system.
[0015] In a still further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, wherein if no matching entry for the applied radar scene state is found in the radar scene state to waveform
map of said data memory a reference waveform, REF, is transmitted within a sequence of waveforms forming the radar
signal transmitted by the transmitter unit of said adaptive radar system.
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[0016] In a still further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, if no matching entry is found the radar signal transmitted by the transmitter unit of said adaptive radar system
comprises a sequence of interleaved reference waveforms, REF, and explore waveforms, EXL, according to the control
policy computed by the reinforcement learning engine of the adaptive radar system.
[0017] In a further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, the transmitted radar signal comprises a sequence of explore waveforms, EXL, during a training phase.
[0018] In a further possible embodiment of the adaptive radar system according to the first aspect of the present
invention, the reinforcement learning control unit of the reinforcement learning engine is adapted to calculate the control
policy based on the generated reward function, R, using a value function algorithm, a temporal difference algorithm or
a direct policy search algorithm.
[0019] The invention further provides according to a further aspect a method for operating an adaptive radar system
comprising the features of claim 15.
[0020] The invention provides according to the second aspect a method for operating an adaptive radar system
comprising the steps of:

transmitting a radar signal by a transmitter unit of the adaptive radar system,
receiving a reflected radar signal by a receiver unit of the adaptive radar system,
generating a reward function, R, depending on performance indicators derived from the radar signal received by
the receiver unit of said adaptive radar system,
calculating a control policy based on the generated reward function, R, through reinforcement learning, and
controlling waveforms and signal parameters of the transmitted radar signal according to the calculated control policy.

[0021] In the following, possible embodiments of the different aspects of the present invention are described in more
detail with reference to the enclosed figures.

Fig. 1 shows a block diagram of a possible exemplary embodiment of an adaptive radar system according
to the first aspect of the present invention;

Fig. 2 shows a flowchart of a possible exemplary embodiment of a method for operating an adaptive radar
system such as a radar system illustrated in Fig. 1 according to the second aspect of the present
invention;

Fig. 3 illustrates schematically a reinforcement learning control pipeline to compute an optimal control
policy to illustrate the operation of the adaptive radar system according to the present invention;

Fig. 4 shows a memory lookup table for illustrating a possible exemplary embodiment of a method and
apparatus according to the present invention;

Figs. 5A, 5B, 5C show schematically possible sequences of waveforms of a transmit radar signal during a training
phase and during normal operation of the adaptive radar system according to the present invention;

Fig. 6 shows a block diagram for illustrating a possible exemplary embodiment of a reward function gen-
eration unit within a reinforcement learning engine of an adaptive radar system according to the first
aspect of the present invention.

[0022] Fig. 1 shows a block diagram of a possible exemplary embodiment of an adaptive radar system 1 according
to the first aspect of the present invention.
[0023] The adaptive radar system 1 comprises RF subsystems including a transmitter unit 2 and a receiver unit 3.
The transmitter unit 2 is adapted to transmit a radar signal. The receiver unit 3 of the adaptive radar system 1 is adapted
to receive a reflected radar signal. As can be seen in the block diagram of Fig. 1, the adaptive radar system 1 comprises
a reinforcement learning engine 4 adapted to compute a control policy CP used to control signal parameters and wave-
forms of the radar signal transmitted by the transmitter unit 2 of the adaptive radar system 1. The reinforcement learning
engine 4 of the adaptive radar system 1 comprises a reward function generation unit 4A configured to generate a reward
function R. The reward function generation unit 4A of the reinforcement learning engine 4 is configured to generate a
reward function R in a possible embodiment depending on performance indicators derived from the radar signal received
by the receiver unit 3 of the adaptive radar system 1. The reinforcement learning engine 4 comprises the reward function
generation unit 4A and a reinforcement learning control unit 4B which is configured to calculate the control policy CP
based on the reward function R through reinforcement learning. The reward function generation unit 4A of the reinforce-
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ment learning engine 4 can comprise in a possible embodiment a performance evaluation block which is adapted to
evaluate performance indicators including a signal to interference plus noise ratio, SINR, a range resolution, a Doppler
resolution and/or a peak side-lobe level. A possible implementation for a reward function generation unit 4A is also
illustrated in Fig. 6. The reward function generation unit 4A comprises a performance evaluation block which can compute
an output signal to interference plus noise ratio SINR and a spread ambiguity function to extract or compute a range
resolution, a Doppler resolution and/or a peak side-lobe level.
[0024] In the illustrated embodiment of the adaptive radar system 1 as shown in Fig. 1, the adaptive radar system 1
further comprises a radar state estimation engine 5 adapted to estimate a radar scene depending on the reflected radar
signal received by the receiver unit 3 of the adaptive radar system 1. In a possible embodiment, the radar state estimation
engine 5 is adapted to provide a target response of a target and a clutter response of clutter from the radar signal received
by the receiver unit 3 of the adaptive radar system 1. The radar state estimation engine 5 can estimate an operating
radar scene by separating a target and clutter response and by categorizing them. In a possible implementation, the
radar state estimation engine 5 is adapted to categorize the target response to extract target state criteria and to categorize
the clutter response to extract clutter state criteria. The target state criteria can for instance comprise a target type, a
target movement, a target direction and/or a target class. Extracted target state criteria can for instance indicate whether
the target reflecting the radar signal is a point target or an extended target. Further, the extracted target state criteria
can indicate whether the target is a slow-moving target or a fast-moving target. Further, the target state criteria may
indicate a general target direction, i.e. whether the target is moving closer or moving away from the adaptive radar
system 1. Moreover, the target state criteria can indicate a target class of the target such as whether the target is a flying
vehicle, a ship or a pedestrian, etc. Besides the target state criteria, the radar state estimation engine 5 can categorize
a clutter response to extract clutter state criteria. The clutter state criteria can comprise an indication whether a clutter
is present at all, a clutter power spectral density’s bandwidth and homogeneity of the clutter statistics. For example, the
extracted clutter state criteria can indicate whether a clutter response comprises wideband clutter spectra or narrowband
clutter spectra. Further, the extracted clutter state criteria can indicate whether the clutter response comprises a homo-
geneous, partially homogeneous or heterogeneous clutter.
[0025] Fig. 4 illustrates an exemplary data content of a memory lookup table including different clutter state criteria
and target state criteria. The state estimation engine 5 of the adaptive radar system 1 according to the present invention
can apply a radar scene state represented by the extracted target state criteria and the extracted state clutter criteria to
a data memory storing a radar scene state to waveform map. In the illustrated embodiment of Fig. 1, the radar scene
state to waveform map is stored in a memory 6 connected to the state estimation engine 5. The radar scene can be
represented by a set of state criteria including target state criteria and/or clutter state criteria. The sensed or extracted
list of radar scene state criteria can be applied to the memory 6 containing the scene state to waveform map to check
whether there is a matching entry.
[0026] If a matching entry for the applied radar scene state can be found in the radar scene state to waveform map
stored in the memory 6 an associated waveform with a corresponding set of signal parameters can be read by a scheduler
7 of the adaptive radar system 1 from a data memory 8 which can be implemented by a bank of adaptive waveforms
with an associated set of signal parameters. The signal parameters can comprise in a possible implementation a pulse
width of a transmitted pulse, a pulse repetition frequency (PRF), a transmit power and/or a number of pulses per frame.
The number of associated operating parameters associated with an adaptive waveform stored in a library of adaptive
waveforms can vary.
[0027] In the illustrated embodiment of Fig. 1, the data memory 8 comprises a library of adaptive waveforms 8A with
an associated set of signal parameters 8B. The library of adaptive waveforms 8A can comprise in a possible implemen-
tation standard known waveforms including SINR matched illumination, SNR matched illumination, Golay Complemen-
tary Sequence (GCP), Costas Sequence, Frank Zadoff Chu Sequence, Direct Spread Spectrum-LFM Waveforms, Dis-
crete Prolate Spheroid Sequence (DPSS), Weighted Cyclic Algorithm New (CAN & weCAN) as well as Kerdock &
Preparata Codes. If a matching entry for the applied radar scene state represented by the target state criteria and/or
clutter state criteria can be found in the radar scene state to waveform map stored in the memory 6 as illustrated in Fig.
4, an associated waveform with a corresponding set of signal parameters can be read by the scheduler 7 and be passed
on to the transmitter unit 2 to be transmitted next as an optimal waveform by the transmitter unit 2 of the adaptive radar
system 1. In the exemplary memory lookup table including the radar scene state to waveform map of Fig. 4, only three
different exemplary radar scene states are shown represented by target state criteria and extracted state clutter criteria.
The number of radar scenes stored in the memory 6 can be much higher and can increase over time. In the illustrated
example a radar scene state is characterized by three clutter state criteria and by four target state criteria. The clutter
state criteria indicate whether a clutter is present, the type of the clutter’s power spectral density bandidth and the
homogeneity of the clutter statistics. The target state criteria indicate a target type, a target movement, a target direction
and a target class of the target reflecting the radar signal.
[0028] In the illustrated example, a first radar scene state rsc1 is characterized in that a clutter is present, the clutter
band is wide and there is clutter homogeneity. Further, the respective radar scene state rsc 1 of the radar scene is
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characterized in that the target is a point target, moves slowly in any target direction and is of the target class "Ground
vehicle". For this specific radar scene state rsc1, an associated adaptive waveform is stored in the library 8A of the data
storage 8 with a Golay Complementary Sequence (GCP). Further, a defined set of parameters associated with the
respective radar scene state rsc1 within the first row of the illustrated memory lookup table is stored along with the
adaptive waveforms in the memory portion 8B of the data storage 8. In the illustrated example, a second radar scene
state rsc 2 is characterized in that a clutter is present, the clutter band is narrow and there is any clutter homogeneity.
The second radar scene state rsc2 is further characterized in that the target type is a point target, the target movement
of the target is slow, the target moves in any target direction and the target belongs to any target class. The associated
adaptive waveform belonging to the second radar scene state is a SINR matched illumination waveform with defined
associated signal parameters. Further, in the illustrated example of Fig. 4, the third radar scene state rsc3 in the third
row of the memory lookup table is characterized in that there is no clutter present so that no clutter band and clutter
homogeneity is applicable. Further, the third radar scene state rsc3 is characterized in that the target type of the target
reflecting the radar signal is a point target, that the target movement of the target is fast and that the target is moving in
any direction. Further, the third radar scene state rsc3 is characterized in that the target belongs to the target class "Air
vehicle". The associated waveform stored in the library of the data storage 8 is a Costas Sequence with associated
signal parameters as defined in the lookup table.
[0029] The state estimation engine 5 applies the radar scene state rsc comprising the target state criteria and the
clutter state criteria extracted from the target response and/or the clutter response of the received radar signal to the
memory 6 to check whether a matching entry can be found or not. If a matching entry of the applied radar scene state
rsc comprising the different criteria exists and can be found in the memory 6, the associated waveform of the respective
radar scene state and its corresponding set of signal parameters are read automatically by the scheduler 7 of the adaptive
radar system 1 from the data storage 8 and supplied to the radar signal transmitter 2 to be transmitted as an exploit
waveform EXP within a sequence of waveforms forming the radar signal transmitted by the transmitter unit 2 of the
adaptive radar system 1.
[0030] If a matching entry can be found the radar signal transmitted by the transmitter unit 2 of the adaptive radar
system 1 comprises a sequence of interleaved exploit waveforms EXP and explore waveforms EXL according to the
control policy CP computed by the reinforcement learning engine 4 of the adaptive radar system 1. Fig. 5B illustrates a
radar signal comprising a sequence of interleaved exploit waveforms EXP and explore waveforms EXL transmitted by
the transmitter 2 of the adaptive radar system 1 during operation for a known radar scene state rsc where a matching
entry can be found in the radar scene state to waveform map as illustrated in the example of Fig. 4.
[0031] In contrast, if during operation of the adaptive radar system 1 no matching entry for the applied radar scene
state rsc can be found in the radar scene state to waveform map stored in memory 6, a reference waveform REF can
be transmitted within a sequence of waveforms forming the radar signal transmitted by the transmitter unit 2 of the
adaptive radar system 1. If no matching entry is found the radar signal transmitted by the transmitter unit 2 of the adaptive
radar system 1 comprises in a possible embodiment a sequence of interleaved reference waveforms REF and explore
waveforms EXL according to the control policy CP computed by the reinforcement learning engine of the adaptive radar
system 1. Fig. 5C shows an exemplary radar signal comprising a sequence of interleaved reference waveforms REF
and explore waveforms EXL transmitted during operation of the adaptive radar system 1 if no matching scene entry for
the applied radar scene state can be found in the radar scene state to waveform map.
[0032] In case that a matching radar scene state exists in the memory 6 the scheduler 7 directs and passes on the
associated adaptive waveform with its operating parameters as an optimal waveform to be transmitted next by the
transmitter unit 2 of the adaptive radar system 1. This waveform is referred to at the exploit waveform EXP. Using a
reinforcement learning engine 4 allows to balance between an exploit waveform EXP and an explore waveform EXL to
investigate whether other waveform or other waveforms and/or other operating signal parameters provide a better
performance. As illustrated in Fig. 5B, during operation of the adaptive radar system 1, also for a known radar scene or
radar scene state explore waveforms EXL are interleaved within the stream or the sequence of exploit waveforms EXP.
In the illustrated embodiment, the transmit radar signal comprises N waveforms wherein the third waveform consists of
an explore waveform EXL. The remaining waveforms of the transmit radar signal as illustrated in Fig. 5B are formed by
exploit waveforms EXP. The illustrated transmitted radar signal of Fig. 5B can be transmitted during operation of the
adaptive radar system 1 if the radar scene is known, i.e. if a matching entry for the applied radar scene state can be
found in the radar scene state to waveform map stored in the memory 6 of the adaptive radar system 1. In contrast, if
the estimated radar scene does not have an entry in the lookup table, i.e. in the radar scene state rsc to waveform map
as illustrated for example in Fig. 4, a reference waveform REF is transmitted by the radar transmitter unit 2. This reference
waveform REF can in a possible implementation be formed by a Direct Spread Spectrum-LFM Waveform as default.
During operation, if the radar scene is unknown a radar signal as illustrated in Fig. 5C can be transmitted. The transmitted
radar signal comprises a sequence of reference waveforms REF including interleaved explore waveforms EXL. In the
illustrated embodiment, the transmitted radar signal comprises a third and fifth waveform formed by an explore waveform
EXL. An exploration cycle can be emphasized and a near optimal waveform can be derived by trying different waveforms
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in an exploration cycle and passing an appropriate derived reward function R based on the performance compared to
the reference waveform REF to the reinforcement learning engine 4 that computes the optimal control policy CP. The
reinforcement learning control unit 4B of the reinforcement learning engine 4 can calculate an optimal control policy CP
based on the generated reward function R using standard calculation techniques including value function approaches,
temporal difference method approaches and direct policy search approaches. The reward function generation unit 4A
of the reinforcement learning engine 4 can comprise a performance evaluation block which is adapted to compute the
output signal to interference noise plus ratio SINR and a spread ambiguity function to extract or compute a range
resolution, a Doppler resolution and/or a peak side-lobe level using the explore waveform EXL by comparing it to the
reference waveforms REF or with the exploit waveforms EXP. The comparison is performed with the reference waveform
REF when a scene entry is missing in the memory 6 and the comparison will be with the exploit waveform EXP if there
exists a scene entry in the radar scene state to waveform map stored in the memory 6.
[0033] In a possible embodiment, the adaptive radar system 1 according to the first aspect of the present invention
can be trained in a training phase using a training radar signal as illustrated in Fig. 5A consisting of explore waveforms
EXL. The adaptive radar system 1 can be trained by placing known or standard cases during a calibration phase to
create memory entries. Subsequently, during its operation, the reinforcement learning engine 4 learns more radar scenes
and creates and updates an optimal waveform parameter set in the data storage 8. In a possible embodiment, the reward
function R which is a mandatory input to the reinforcement learning controller 4B can be computed automatically by
using various performance indicators such as output SINR, a range resolution, a Doppler resolution and/or a peak side-
lobe level of the target of interest. In an alternative embodiment, the reward function R can be manually fed, for instance
by a user. The user can for instance provide a positive reward for detection of a small RCS target, a target approaching
the radar, etc. Moreover, a user can provide a negative reward for a misdetection or a false alarm.
[0034] The adaptive radar system 1 can work in a possible embodiment in a tracking mode if a preliminary knowledge
of the target is gathered. Then, through choice of an optimal waveform, an optimal performance can be reached during
exploitation. During operation, the adaptive radar system 1 can explore other waveforms which enhance the radar system
performance further. The adaptive radar system 1 according to the first aspect of the present invention has also the
ability to periodically learn new or additional radar scenes and its corresponding optimal waveforms. As illustrated in
context with Figs. 5A, 5B, 5C, the different sequences of waveforms can be transmitted during a training phase and
during a normal operation phase. During a training and/or calibration phase, the slots/symbols are formed by explore
symbols EXL. This is performed by transmitting adaptive waveforms from the library of adaptive waveforms stored in
the memory portion 8A of the data storage 8 with associated operating parameters stored in the memory portion 8B of
the data storage 8. A benchmarking with the reference waveforms REF can be performed. Reference waveforms can
comprise in a possible implementation a Direct Spread Spectrum-LFM waveform. Figs. 5B, 5C illustrate the sequence
of radar waveforms transmitted during normal operation of the radar system 1 depending whether the radar scene is
known or not known. During operation, if a radar scene can be classified as one from the list or lookup table LUT stored
in the memory 6 mostly exploit symbols EXP are transmitted as the optimal waveform as read from the lookup table.
However, in some slots or symbols, explore waveforms EXL are transmitted by the radar transmitter unit 2 to test whether
a new suitable waveform is better and provides a higher performance. In such a case, a benchmarking is performed
with the other exploit waveforms/slots EXP.
[0035] In contrast, during operation, if the radar scene is unknown and is classified as a radar scene which does not
have a corresponding entry in the lookup table LUT stored in the memory 6, mostly reference waveforms or reference
symbols REF are transmitted by the radar transmitter unit 2. These reference symbols REF can in a possible embodiment
be Direct Spread Spectrum-LFM waveforms. Further, during operation for an unknown radar scene, some symbols or
slots comprise explore symbols EXL. In the illustrated example of Fig. 5C, the third and fifth symbol are formed by explore
symbols or explore slots EXP.
[0036] Fig. 2 illustrates a flowchart of a possible exemplary embodiment of a method for operating an adaptive radar
system 1 such as the radar system illustrated in Fig. 1.
[0037] In a first step S1, a radar signal is transmitted by a transmitter unit of the adaptive radar system 1.
[0038] In a further step S2, a reflected radar signal is received by a receiver unit of the adaptive radar system 1.
[0039] In a further step S3, a reward function R is generated depending on performance indicators derived from the
radar signal received by the receiver unit.
[0040] In a further step S4, a control policy CP is calculated based on the generated reward function R through
reinforcement learning.
[0041] Finally, in step S5, waveforms and associated signal parameters of the transmitted radar signal are selected
or controlled according to the calculated control policy CP.
[0042] Fig. 3 illustrates a reinforcement learning controller pipeline to compute an optimal control policy CP as employed
by the method and apparatus according to the present invention. From a reward function R, a control policy CP is
computed through reinforcement learning. Rewards can be based on detection of targets. A reward can be a value
proportional to a performance improvement.
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[0043] The reinforcement learning can be performed by the reinforcement learning controller 4B on the basis of the
received reward function R using a value function reinforcement learning algorithm, a temporal difference reinforcement
learning algorithm and/or a direct policy search reinforcement learning algorithm. The computed control policy is used
to select or control signal parameters and adaptive waveforms of the radar signal transmitted by a transmitter unit of the
adaptive radar system 1.
[0044] The reward function generation unit 4A can compute the reward function R in a possible embodiment depending
on performance indicators derived from the received radar signal. In a possible embodiment, the reward function gen-
eration unit 4A calculates a reward function R depending on a signal to interference noise plus ratio, SINR, a range
resolution, a Doppler resolution and a peak side-lobe level according to a configurable reward function as follows: 

[0045] The adaptive or cognitive radar system 1 according to the first aspect of the present comprises a reinforcement
learning engine 4 including a reinforcement learning control unit 4B and uses a library of adaptive waveforms and their
associated operating parameters. The adaptive radar system 1 implements artificial intelligence and is adapted to learn,
memorize and to act to the respective radar scene. The adaptive radar system 1 according to the present invention can
even detect very small RCS targets in dense background with different clutter patterns or other complex radar environ-
ments such as foliage, EMC interferences, etc. Furthermore, the adaptive radar system 1 can dynamically improve its
range resolution, Doppler resolution and radar range operation during operation on the fly. The adaptive radar system
1 is adapted to detect an accurate position of a target and its velocity. Depending on the current radar scene, the adaptive
radar system 1 can adapt the waveforms and the control signal parameters of the transmitted radar signal dynamically
depending on the current situation and radar scene. The adaptive radar system 1 provides an improved performance
in terms of target detection with relative low transmit power. The adaptive radar system 1 comprises a cognitive ability
and senses its operating environment. The adaptive radar system 1 adapts the signal waveform and signal waveforms
of the transmitted radar signal according to a control policy CP derived from a reinforcement learning based mechanism
and implemented in a reinforcement learning engine 4. The radar system 1 can be trained in a training phase during
calibration and is capable to continue to learn radar scenes during its operation. The reinforcement learning mechanism
implemented by the reinforcement learning engine 4 of the adaptive radar system 1 provides learning what is an optimal
action given a situation or radar scene so as to maximize the reward. The reinforcement learning engine 4 allows to
learn which actions performed by the adaptive radar system 1 provides the highest reward. The adaptive radar system
1 is able to sense the state of the environment and can take actions that affect the state of the environment. The control
policy cp provided by the reinforcement learning engine 4 allows a mapping from the perceived states of the environment
to the actions performed by the adaptive radar system 1. The reward function R generated by the reward function
generation unit 4A can map each perceived state of the environment to a single number, i.e. a reward, indicating an
intrinsic desirability of the respective state. A value function can specify the total reward an agent can expect when being
in said state. This can be used to indicate a long-term desirability of the respective state. In a possible embodiment, a
model of the environment can be implemented by the reinforcement learning engine 4 which with a given state and
action predicts the next state and reward. The method for operating the adaptive radar system 1 as illustrated in the
flowchart of Fig. 2 can be performed in real time. The reinforcement learning model implemented by the reinforcement
learning engine 4 can comprise in a possible embodiment a set of environment and agent states, a set of actions of the
agent, policies of transitioning from states to actions, rules that determine a scalar immediate reward of a transition and
rules that can describe what the agent observes. The reinforcement learning engine 4 may interact with the environment
in discrete time steps. At each time t, the agent can receive an observation which may include a reward. Then, the agent
chooses an action from a set of available actions which can have an impact on the environment. The environment moves
on to a new state and a reward associated with the transition is determined. The goal of the reinforcement learning
mechanism implemented by the reinforcement learning engine 4 is to collect as much rewards as possible. The rein-
forcement learning mechanism implemented by the reinforcement learning engine 4 allows to learn its behaviour based
on a feedback from the environment. The reinforcement learning engine 4 of the adaptive radar system 1 can be
implemented in software and/or hardware. The reinforcement learning mechanism implemented in the reinforcement
learning engine 4 of the adaptive radar system 1 involves finding a balance between exploration (of unchartered territory)
and exploitation (of current knowledge). The adaptive radar system 1 according to the first aspect of the present invention
and the method for operating the adaptive radar system 1 according to the second aspect of the invention can be used
for any kind of targets reflecting radar signals. It can be used for target tracking and/or target recognition.



EP 3 339 880 A1

8

5

10

15

20

25

30

35

40

45

50

55

REFERENCE SIGNS

[0046]

1 adaptive radar system
2 transmitter unit
3 receiver unit
4 reinforcement learning engine
4A reward function generation unit
4B reinforcement learning control unit
5 radar state estimation engine
6 memory
7 schedule
8 data storage
8A waveform library
8B operation parameter memory portion

Claims

1. An adaptive radar system (1) comprising:

- a transmitter unit (2) adapted to transmit a radar signal;
- a receiver unit (3) adapted to receive a reflected radar signal; and
- a reinforcement learning engine (4) adapted to compute a control policy (CP) used to control signal parameters
and waveforms of the radar signal transmitted by the transmitter unit (2).

2. The adaptive radar system according to claim 1 wherein the reinforcement learning engine (4) comprises:

a reward function generation unit (4A) configured to generate a reward function (R), and
a reinforcement learning control unit (4B) adapted to calculate the control policy (CP) based on the generated
reward function (R) through reinforcement learning.

3. The adaptive radar system according to claim 2 wherein the reward function generation unit (4A) of the reinforcement
learning engine (4) is configured to generate the reward function (R) depending on performance indicators derived
from the radar signal received by the receiver unit (3).

4. The adaptive radar system according to claim 2 or 3 wherein the reward function generation unit (4A) of said
reinforcement learning engine (4) comprises a performance evaluation block adapted to evaluate performance
indicators including a signal to interference noise ratio, SINR,
a range resolution,
a Doppler resolution and/or
a peak side-lobe level.

5. The adaptive radar system according to any of the preceding claims 1 to 4 wherein the adaptive radar system (1)
comprises
a radar state estimation engine (5) adapted to estimate a radar scene depending on the reflected radar signal
received by the receiver unit (3) of the adaptive radar system (1).

6. The adaptive radar system according to claim 5 wherein the radar state estimation engine (5) is adapted to provide
a target response of a target and a clutter response of a clutter from the radar signal received by the receiver unit
(3) of said adaptive radar system (1).

7. The adaptive radar system according to claim 6 wherein the radar state estimation engine (5) is adapted to categorize
the target response to extract target state criteria and to categorize the clutter response to extract clutter state criteria.

8. The adaptive radar system according to claim 7 wherein a radar scene state represented by the extracted target
state criteria and the extracted clutter state criteria is applied by said radar state estimation engine (5) to a memory
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(6) storing a radar scene state to waveform map.

9. The adaptive radar system according to claim 8 wherein if a matching entry for the applied radar scene state is
found in the radar scene state to waveform map of the memory (6) an associated waveform with a corresponding
set of signal parameters is read by adaptive scheduler (7) of said adaptive radar system (1) from a data memory
(8) to be transmitted as an exploit waveform (EXP) within a sequence of waveforms forming the radar signal trans-
mitted by the transmitter unit (2) of said adaptive radar system (1).

10. The adaptive radar system according to claim 9 wherein if a matching entry is found the radar signal transmitted by
the transmitter unit (2) of said adaptive radar system (1) comprises a sequence of interleaved exploit waveforms
(EXP) and explore waveforms (EXL) according to the control policy (CP) computed by the reinforcement learning
engine (4) of said adaptive radar system (1).

11. The adaptive radar system according to any of the preceding claims 8 to 10 wherein if no matching entry for the
applied radar scene state is found in the radar scene state to waveform map of said memory (6) a reference waveform
(REF) is transmitted within a sequence of waveforms forming the radar signal transmitted by the transmitter unit (2)
of said adaptive radar system (1).

12. The adaptive radar system according to claim 11 wherein if no matching entry is found the radar signal transmitted
by the transmitter unit (2) of said adaptive radar system (1) comprises a sequence of interleaved reference waveforms
(REF) and explore waveforms (EXL) according to the control policy (CP) computed by the reinforcement learning
engine (4) of the adaptive radar system (1).

13. The adaptive radar system according to any of the preceding claims 1 to 12 wherein during a training phase the
transmitted radar signal comprises a sequence of explore waveforms (EXL).

14. The adaptive radar system to any of the preceding claims 2 to 13 wherein the reinforcement learning control unit
(4B) of said reinforcement learning engine (4) is adapted to calculate the control policy (CP) based on the generated
reward function (R) using a value function algorithm, a temporal difference algorithm or a direct policy search
algorithm.

15. A method for operating an adaptive radar system comprising the steps of:

(a) transmitting (S1) a radar signal by a transmitter unit of said adaptive radar system;
(b) receiving (S2) a reflected radar signal by a receiver unit of the adaptive radar system;
(c) generating (S3) a reward function (R) depending on performance indicators derived from the radar signal
received by the receiver unit of the adaptive radar system;
(d) calculating (S4) a control policy (CP) based on the generated reward function (R) through reinforcement
learning; and
(e) controlling (S5) waveforms and signal parameters of the transmitted radar signal according to the calculated
control policy (CP).
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