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(54) GENERATING 3D MODELS REPRESENTING BUILDINGS

(57) The invention notably relates to a computer-im-
plemented method for generating a 3D model represent-
ing a building. The method comprises providing a 2D
floor plan representing a layout of the building. The meth-
od also comprises determining a semantic segmentation

of the 2D floor plan. The method also comprises deter-
mining the 3D model based on the semantic segmenta-
tion.

Such a method provides an improved solution for
processing a 2D floor plan.
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Description

FIELD OF THE INVENTION

[0001] The invention relates to the field of computer
programs and systems, and more specifically to meth-
ods, systems and programs for processing a two-dimen-
sional (2D) floor plan representing a layout of a building.

BACKGROUND

[0002] A number of systems and programs are offered
on the market for the design, the engineering and the
manufacturing of objects. CAD is an acronym for Com-
puter-Aided Design, e.g. it relates to +software solutions
for designing an object. CAE is an acronym for Computer-
Aided Engineering, e.g. it relates to software solutions
for simulating the physical behavior of a future product.
CAM is an acronym for Computer-Aided Manufacturing,
e.g. it relates to software solutions for defining manufac-
turing processes and operations. In such computer-aided
design systems, the graphical user interface plays an
important role as regards the efficiency of the technique.
These techniques may be embedded within Product Li-
fecycle Management (PLM) systems. PLM refers to a
business strategy that helps companies to share product
data, apply common processes, and leverage corporate
knowledge for the development of products from concep-
tion to the end of their life, across the concept of extended
enterprise. The PLM solutions provided by Dassault Sys-
tèmes (under the trademarks CATIA, ENOVIA and DEL-
MIA) provide an Engineering Hub, which organizes prod-
uct engineering knowledge, a Manufacturing Hub, which
manages manufacturing engineering knowledge, and an
Enterprise Hub which enables enterprise integrations
and connections into both the Engineering and Manufac-
turing Hubs. All together the system delivers an open
object model linking products, processes, resources to
enable dynamic, knowledge-based product creation and
decision support that drives optimized product definition,
manufacturing preparation, production and service.
[0003] In this context and other contexts, it may be use-
ful to provide computerized processing of 2D floor plans.
[0004] Researchers and CAD developers have notably
been trying to automate and accelerate conversion of 2D
architectural floor plan images into three-dimensional
(3D) building models. Several state-of-the-art approach-
es can be found in papers [1] and [2] listed below, as well
as in references cited therein.
[0005] One stage for converting 2D floor plans into 3D
models may be to recognize floor plan symbols, which
can be extremely different from one plan to another. For
this, most approaches rely on image-processing and pat-
tern-recognition techniques and thus lack generality. Pat-
tern recognizers are typically constrained to a limited set
of predefined symbols. Paper [3] listed below is an ex-
ample of such approach.
[0006] Generally, proposed pipelines consist of first

pre-processing 2D plans, as suggested for example in
papers [5] and [6] listed below. For this, both image
processing and text processing methods are used to sep-
arate graphics from text content. Then, the image is fur-
ther cleaned by removing disruptive elements (e.g.,
stairs, furnishing elements) which can cause errors. At
the end of this process, the aim is to select, among the
remaining lines, those that represent walls. For this, a
value approaching standard wall thickness has to be cho-
sen. However, different thicknesses exist depending on
the construction domain and the designers. Then outdoor
walls and openings are recognized. Pattern recognition
methods are generally used to determine an opening
type. For instance, in the approach suggested by paper
[3] an "arc" motif is searched around each opening - if
the motif is found then it is set to door type, or in the
opposite case to window type. Finally, indoor walls and
openings are recognized. In addition to pattern recogni-
tion techniques, some works have used learning ap-
proaches especially for wall detection (e.g. wall patch-
based object segmentation as suggested in paper [6]).
It seems to be clear that with such pipelines, errors and
inconsistencies are naturally accumulated from one step
to another which would result in ineffective systems. This
is why some works have attempted to involve users in
the recognition process either at the beginning by for ex-
ample fixing some problems in the original file, such as
suggested in paper [4] listed below, or after some steps
by for example proposing to the user several choices for
correction, such as suggested in paper [5]. However, it
is worth mentioning that statistics in paper [5] show that
for the majority of the tested plans, about fifteen user
interventions were required and for some plans more
than forty interventions were necessary. Several user in-
terventions lead to costly and very long processes (non-
real-time).
[0007] Within this context, there is still a need for an
improved solution for processing a 2D floor plan.

List of academic papers cited above:

[0008]

[1] Xuetao Y. et al., Generating 3D Building Models
from Architectural Drawings: A Survey IEEE Com-
puter Graphics and Applications, 2009
[2] Gimenez, L. et al.., Review: reconstruction of 3d
building information models from 2d scanned plans.
Journal of Building Engineering, pp. 24-35, 2015.
[3] Gimenez L. et al. Reconstruction of 3D building
models from 2D scanned plans-opening the path for
enhanced decision support in renovation design
ECPPM 2014
[4] Dominguez B. et al. Semiautomatic detection of
floor topology from CAD architectural drawings
Computer-Aided Design, 2012
[5] Gimenez L. et al. A novel approach to 2D draw-
ings-based reconstruction of 3D building digital mod-
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els, Building information modeling (BIM) in design
construction and operations, vol 149, 2015
[6] Heras, L.-P. de las et al. Wall Patch-Based Seg-
mentation in Architectural Floorplans, ICDAR-2011

SUMMARY OF THE INVENTION

[0009] It is therefore provided a computer-implement-
ed method for generating a 3D model representing a
building. The method comprises providing a 2D floor plan
representing a layout of the building. The method also
comprises determining a semantic segmentation of the
2D floor plan. The method also comprises determining
the 3D model based on the semantic segmentation.
[0010] The method may comprise one or more of the
following:

- the method further comprises converting the seman-
tic segmentation into a 2D model representing the
layout of the building, determining the 3D model be-
ing performed from the 2D model;

- converting the semantic segmentation into the 2D
model comprises, for each respective one of a pre-
determined set of architectural object classes, de-
termining a mask based on the semantic segmenta-
tion, and generating the 2D model based on the de-
termined masks;

- determining the mask for each respective class com-
prises an initialization with all pixels of the semantic
segmentation corresponding to the respective class,
a skeletonizing, and a merge of line segments to
reduce the number of line segments;

- at the merge of line segments, pairs of line segments
above a predetermined collinearity threshold and be-
low a predetermined distance threshold are merged;

- the predetermined set of architectural object classes
comprises the wall class and generating the 2D mod-
el comprises a junction of line segments in the mask
respective to the wall class;

- the predetermined set of architectural object classes
further comprises the window class and/or the door
class and generating the 2D model further comprises
a projection of line segments of the mask respective
to the window class and/or line segments of the mask
respective to the door class, each onto a respective
line segment of the wall mask;

- each projected line segment is projected onto the
nearest line segment of the wall mask among those
presenting a collinearity with the projected line seg-
ment above a predetermined collinearity threshold;

- determining the semantic segmentation of the 2D
floor plan comprises applying a function to the 2D
floor plan, the function presenting a mean accuracy
higher than 0.85 and/or a mean intersection-over-
union higher than 0.75;

- determining the semantic segmentation of the 2D
floor plan is performed by applying a machine-learnt
function to the 2D floor plan;

- determining the semantic segmentation of the 2D
floor plan is performed by applying a machine-learnt
function to the 2D floor plan;

- the function presents a mean accuracy higher than
0.85 and/or a mean intersection-over-union higher
than 0.75; and/or

- the function presents a convolutional encoder-de-
coder neural network architecture, and/or the learn-
ing comprises a stochastic gradient descent, the sto-
chastic gradient descent being optionally based on
a cross-entropy loss function.

[0011] It is further provided a computer program com-
prising instructions for performing the method.
[0012] It is further provided a computer readable stor-
age medium having recorded thereon the computer pro-
gram.
[0013] It is further provided a system comprising a
processor coupled to a memory and a graphical user
interface, the memory having recorded thereon the com-
puter program.

BRIEF DESCRIPTION OF THE DRAWINGS

[0014] Embodiments of the invention will now be de-
scribed, by way of non-limiting example, and in reference
to the accompanying drawings, where:

- FIG. 1 shows a process integrating the method;
- FIG. 2 shows an example of the system; and
- FIG. 3-19 illustrate the process.

DETAILED DESCRIPTION OF THE INVENTION

[0015] FIG. 1 shows a process for architectural 3D re-
construction. The process is in particular for constructing
a 3D model, the 3D model representing a building. The
process is based on an input 2D floor plan, the input 2D
floor plan representing a layout of the building.
[0016] The process involves machine-learning in order
to determine a semantic segmentation of the input 2D
floor plan.
[0017] In particular, the process comprises an offline
stage S1 for determining (in the present case, i.e. learn-
ing, i.e. training) a function configured to determine (e.g.
compute and/or output) a semantic segmentation of any
given 2D floor plan (each said given 2D floor plan repre-
senting a layout of a respective building). The offline
stage S1 comprises providing S10 a dataset. The dataset
comprises 2D floor plans. Each 2D floor plan is associ-
ated to (in the dataset, i.e. linked to, i.e. connected to,
i.e. in relation with) a respective semantic segmentation.
The offline stage S1 also comprises learning (i.e. training)
S20 the function based on the dataset.
[0018] The process comprises, after the offline stage
S1, an online (i.e. inline) stage S2. The online stage S2
comprises providing the input 2D floor plan. The online
stage S2 also comprises applying the function (machine-
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learnt within the offline stage S1) to the input 2D floor
plan, thereby determining said semantic segmentation
of the input 2D floor plan.
[0019] The offline stage S1 and the online stage S2
may be launched and/or performed at different times, at
different locations, with different systems and/or by dif-
ferent persons or entities. For example, the offline stage
S1 may be performed by a software editor and/or at a
production line, or by a service provider and/or fully at a
server. The online stage S2 may be performed by a user
and/or at least partly at a client computer.
[0020] The use of such machine-learning to perform
2D floor plan semantical segmentation allows reaching
a relatively accurate and robust result (notably in view of
the diversity of representations used for 2D floor plans
due to the lack of any standard). Also, the use of machine-
learning to perform floor plan semantical segmentation
allows reaching such result relatively efficiently and/or
relatively fast (e.g. in substantially real-time and/or with
only few or substantially no user interventions, e.g. the
determining S40 being performed fully automatically
once launched).
[0021] The function and the learning S20 may be of
any way kind. In examples, the learning S20 may notably
be performed by deep-learning. In examples discussed
later, the deep-learning may be of the kind where the
function presents a convolutional neural network (CNN)
architecture, and more particularly a convolutional en-
coder-decoder neural network architecture. Such exam-
ples of the learning S20 are particularly efficient. In other
examples, the function may be learnt by other machine-
learning techniques, such as "random forest", Markov
random fields, SVM (Support Vector Machine). Such al-
gorithms may take as input unlearnt features such as
SIFT or HoG.
[0022] Alternative processes for architectural 3D re-
construction may yet determine at S40 the semantic seg-
mentation of the input 2D floor plan in other ways.Such
alternative processes may be identic to the process of
FIG. 1 for the other aspects, with the exception that the
offline stage S1 may optionally be discarded since no
machine-learnt function is needed at S40.
[0023] In general, the semantic segmentation may be
used in any application. For example, the semantic seg-
mentation may be used for object detection and/or for
annotation.
[0024] In the case of the process of FIG. 1, the seman-
tic segmentation is used in an application S3 for gener-
ating a 3D model representing the building corresponding
to the input 2D floor plan. The semantic segmentation
may indeed be based upon for determining such 3D mod-
el. The 3D model may later be used in any way, for ex-
ample to create virtual interior designs of the building.
[0025] Application S3 may be performed at a different
time, at a different location, with a different system and/or
by a different person or entity, relative to online stage S2.
Alternatively, application S3 may follow online stage S2
seamlessly and/or be launched automatically after online

stage S2. In examples, a user only provides the input 2D
floor plan at S30 and the system automatically executes
all steps to output the 3D model. In other examples, the
user may intervene to validate results, for example after
the determining S40 to validate and/or correct the se-
mantic segmentation.
[0026] In the example of FIG. 1, application S3 com-
prises in particular converting S50-S60 the semantic seg-
mentation into a 2D model representing the layout of the
building. The determining S70 the 3D model is then per-
formed from the 2D model. Such a process forms an
efficient pipeline for generating a 3D model from the input
2D floor plan. The input 2D floor plan indeed provides
unorganized 2D information relative to the building. The
process proposes to first organize such information by
determining the semantic segmentation within S2. Then,
rather than converting the 2D semantic segmentation di-
rectly into 3D geometry, the process proposes to con-
struct a 2D model out of the semantic segmentation. Such
intermediary data structure allows eventually construct-
ing the 3D model more easily.
[0027] The term "building" designates any architectur-
al structure. A "building" contemplated by the process
may be a flat, an apartment, a multi-story building, a man-
sion, a house, a villa, a monument, or any other construc-
tion comprising walls, windows and/or rooms.
[0028] The term "layout" designates for a building a 2D
arrangement of instances of architectural objects consti-
tuting the building. A layout may describe 2D arrange-
ment of a single floor or of several floors, or yet of one
or more portions thereof. The following discussions apply
to layouts relating to a single floor, but adaptation to the
case of several floors is straightforward.
[0029] An "architectural object" is any object involved
in the formation of any building. The architectural object
classes contemplated by the process may be those of a
predetermined set of architectural object classes (that is,
pre-stored in the system, and to which the loop imple-
mented at S50 is limited). The predetermined set of ar-
chitectural object classes may comprise or consist of any
one or any combination (e.g. all) of the following classes:
the wall class, the window class, and/or the door class.
Architectural objects may belong to other classes, such
as roofs or foundations, but these classes may be un-
represented on layouts.
[0030] The term "2D floor plan" designates as known
per se an image representing a drawing of a layout of a
building. The drawing comprises lines, possibly of vari-
ous thicknesses, and symbols. A 2D floor plan may be
sketched, for example manually sketched on a physical
support (such as paper) and then scanned or photo-
graphed, or for example digitally sketched (via user-in-
teraction with a sketching software, using for example a
touch pen and/or a touch screen), or yet automatically
generated by a program. Although different rules may
exist to draw a 2D floor plan, there is no standard. The
dataset provided at S10 may notably comprise 2D floor
plans drawn at least two of which using a respective one
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of different sets of rules and/or one or more 2D floor plans
sketched e.g. manually and/or digitally. The input 2D floor
plan provided S30 may be sketched (i.e. by a user of the
system or previously by another person).
[0031] The term "semantic segmentation" designates
as known per se for an image any partition or segmen-
tation of the image wherein each image portion or seg-
ment of the partition is assigned or associated to a class
of objects represented by the image portion. For a 2D
floor plan, a "semantic segmentation" is similarly such a
partition, wherein 2D floor plan’s portions may be as-
signed to a respective one of the above-mentioned pre-
determined set of architectural object classes. In exam-
ples, 2D floor plan’s portions may each be assigned either
to a respective one of the above-mentioned predeter-
mined set of architectural object classes or to a common
class representative of other types of objects and/or
background (and thus to be discarded by the rest of the
process).
[0032] The semantic segmentation determined by the
process may implement such assignment in any way. In
examples, the assignment may be performed by provid-
ing labels each corresponding to a respective one of the
predetermined set of architectural object classes and as-
sociating portions of the 2D floor plan each to a respective
label. In examples, the semantic segmentation may be
a pixel-wise semantic segmentation. The determining
S40 may consist in such a case of assigning pixels of the
2D floor plan each to a respective predetermined label.
[0033] The process comprises converting S50-S60 the
semantic segmentation into a 2D model representing the
layout of the building.
[0034] The 2D (resp. 3D) model is a data structure rep-
resenting a 2D (resp. 3D) arrangement of 2D (resp. 3D)
modeled object each representing a respective instance
of an architectural object. The data structure may com-
prise pieces of data each including respective data fields,
with one or more of the data fields representing a respec-
tive 2D (resp. 3D) modeled object, and one or more of
the data fields representing 2D (resp. 3D) positioning,
e.g. respective to a common 2D (resp. 3D) reference
frame. Such a data structure allows description of precise
relative positioning between the represented architectur-
al object instances. The 2D model offers description of
2D arrangement at a higher level than the semantic seg-
mentation.
[0035] A 2D (resp. 3D) modeled object is a data struc-
ture comprising 2D (resp. 3D) geometrical data and/or
topological information allowing (e.g. linear-time) para-
metric transformations, such as 2D (resp. 3D) manipu-
lation (e.g. rigid motion, scaling, and/or any other geo-
metrical transformation, and/or CAD operations).
[0036] The 2D model may be constrained to a prede-
termined set of 2D geometrical shapes or primitives (e.g.
including line segments with various thicknesses, and/or
arcs). Such 2D primitives may each be fully characterized
and represented by a respective number of predeter-
mined of parameters. Such number may be low, e.g. in-

ferior to 20 or 10. For example a straight line with a thick-
ness may be represented by five parameter (e.g. coor-
dinates of extremities, and thickness).
[0037] The 2D model may for example be a 2D vector
image.
[0038] The 3D model may for example be a CAD mod-
el, such as a boundary representation (B-Rep), including
geometrical objects such as canonical surfaces (e.g.
planes) and/or parametric surfaces (e.g. continuous, e.g.
NURBS or B-splines), canonical curves (e.g. lines)
and/or parametric curves (e.g. continuous) and/or 3D
points, and topological data relating these geometrical
objects (e.g. defining a boundary relationship). The 3D
model may be outputted as a CAD file under any stand-
ard, such as a STEP file or any other CAD file format.
[0039] Converting S50-S60 the semantic segmenta-
tion into a 2D model representing the layout of the build-
ing may be performed relatively easily. Such conversion
may indeed be performed with a computational complex-
ity of the order of the image size of the semantic seg-
mentation (i.e. size of the input 2D floor plan) e.g. includ-
ing looping one or more times on the semantic segmen-
tation.
[0040] The converting S50-S60 may in particular com-
prise transforming connected portions of the semantic
segmentation each associated to a respective architec-
tural object class each into a respective 2D modeled ob-
ject representing an instance of the respective architec-
tural object class, and then rearranging the 2D modeled
object according to predetermined rules which ensure
architectural coherence. In the case of a pixel-wise se-
mantic segmentation, the transforming may comprise
grouping pixels into largest connected portions repre-
sentative of a respective instance of an architectural ob-
ject class and then reworking the connected portions to
regularize them.
[0041] The process of FIG. 1 further proposes to per-
form the converting S50-S60 on an architectural object
class-by-class basis (i.e. looping on said classes). This
allows an easier processing and achieving a more accu-
rate result. In particular, for each architectural object
class, the process comprises determining S50 a mask
based on the semantic segmentation. The 2D model is
then generated at S60 based on the masks determined
at S60. Each mask is an image of the same size as the
semantic segmentation (determined at S40 and inputted
to the application S3), each mask representing elements
(e.g. pixels) of the semantic segmentation associated to
a respective class. The generating S60 may comprise
the above-mentioned grouping, transforming (optional),
and rearranging. The grouping and the transforming may
be performed on a mask-by-mask basis, e.g. without ever
using information other than the one in the mask. This
simplifies the process. The rearranging may also be per-
formed on a mask-by-mask basis, but for at least one
mask using information in one or more other masks.
[0042] Determining S70 a 3D model representing the
building from the 2D model may also be performed rel-
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atively easily. Indeed, each architectural object instance
in the 2D model may directly yield a respective architec-
tural object instance in the 3D model. The determining
may be performed using any known algorithm. The de-
termining S70 may notably comprise adding, to each 2D
modeled object of the 2D model, respective 3D position-
ing data and/or height data. In examples, these data may
be predetermined in any way or specified via user-inter-
action. The determining S70 may also comprise compat-
ibility/consistency check and/or management.
[0043] The process is computer-implemented. This
means that steps (or substantially all the steps) of the
process are executed by at least one computer, or any
system alike. Thus, steps of the process are performed
by the computer, possibly fully automatically, or, semi-
automatically. In examples, the triggering of at least some
of the steps of the process may be performed through
user-computer interaction. The level of user-computer
interaction required may depend on the level of autom-
atism foreseen and put in balance with the need to im-
plement user’s wishes. In examples, this level may be
user-defined and/or pre-defined.
[0044] A typical example of computer-implementation
of a process is to perform the process with a system
adapted for this purpose. The system may comprise a
processor coupled to a memory and a graphical user
interface (GUI), the memory having recorded thereon a
computer program comprising instructions for performing
the process. The memory may also store a database.
The memory is any hardware adapted for such storage,
possibly comprising several physical distinct parts (e.g.
one for the program, and possibly one for the database).
[0045] The system may be a CAD system and/or the
3D model of the building may be loaded in a CAD system.
By CAD system, it is additionally meant any system
adapted at least for designing a modeled object on the
basis of a graphical representation of the modeled object,
such as CATIA. In this case, the data defining a modeled
object comprise data allowing the representation of the
modeled object. A CAD system may for example provide
a representation of CAD modeled objects using edges
or lines, in certain cases with faces or surfaces. Lines,
edges, or surfaces may be represented in various man-
ners, e.g. non-uniform rational B-splines (NURBS). Spe-
cifically, a CAD file contains specifications, from which
geometry may be generated, which in turn allows for a
representation to be generated. Specifications of a mod-
eled object may be stored in a single CAD file or multiple
ones. The typical size of a file representing a modeled
object in a CAD system is in the range of one Megabyte
per part. And a modeled object may typically be an as-
sembly of thousands of parts.
[0046] FIG. 2 shows an example of the system, where-
in the system is a client computer system, e.g. a work-
station of a user.
[0047] The client computer of the example comprises
a central processing unit (CPU) 1010 connected to an
internal communication BUS 1000, a random access

memory (RAM) 1070 also connected to the BUS. The
client computer is further provided with a graphical
processing unit (GPU) 1110 which is associated with a
video random access memory 1100 connected to the
BUS. Video RAM 1100 is also known in the art as frame
buffer. A mass storage device controller 1020 manages
accesses to a mass memory device, such as hard drive
1030. Mass memory devices suitable for tangibly em-
bodying computer program instructions and data include
all forms of nonvolatile memory, including by way of ex-
ample semiconductor memory devices, such as
EPROM, EEPROM, and flash memory devices; magnet-
ic disks such as internal hard disks and removable disks;
magneto-optical disks; and CD-ROM disks 1040. Any of
the foregoing may be supplemented by, or incorporated
in, specially designed ASICs (application-specific inte-
grated circuits). A network adapter 1050 manages ac-
cesses to a network 1060. The client computer may also
include a haptic device 1090 such as cursor control de-
vice, a keyboard or the like. A cursor control device is
used in the client computer to permit the user to selec-
tively position a cursor at any desired location on display
1080. In addition, the cursor control device allows the
user to select various commands, and input control sig-
nals. The cursor control device includes a number of sig-
nal generation devices for input control signals to system.
Typically, a cursor control device may be a mouse, the
button of the mouse being used to generate the signals.
Alternatively or additionally, the client computer system
may comprise a sensitive pad, and/or a sensitive screen.
[0048] The computer program may comprise instruc-
tions executable by a computer, the instructions compris-
ing means for causing the above system to perform the
process. The program may be recordable on any data
storage medium, including the memory of the system.
The program may for example be implemented in digital
electronic circuitry, or in computer hardware, firmware,
software, or in combinations of them. The program may
be implemented as an apparatus, for example a product
tangibly embodied in a machine-readable storage device
for execution by a programmable processor. Process
steps may be performed by a programmable processor
executing a program of instructions to perform functions
of the process by operating on input data and generating
output. The processor may thus be programmable and
coupled to receive data and instructions from, and to
transmit data and instructions to, a data storage system,
at least one input device, and at least one output device.
The application program may be implemented in a high-
level procedural or object-oriented programming lan-
guage, or in assembly or machine language if desired.
In any case, the language may be a compiled or inter-
preted language. The program may be a full installation
program or an update program. Application of the pro-
gram on the system results in any case in instructions
for performing the process.
[0049] Examples of the process are now discussed.
[0050] The process of the examples relates to floor
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plan generation. In particular, it concerns floor plan anal-
ysis through semantic segmentation. Given a floor plan
in the form of an image, all symbols may be simultane-
ously recognized and located at a pixel-wise level. The
process of the examples may be useful in many applica-
tions such as 3D building generation and design making.
The process of the examples forms a novel floor plan
generation framework. Features of the process of the
examples may include:

• End-to-end approach which allows avoiding the error
accumulation effect present within approaches com-
prising several steps.

• Independence from the symbol types. Other symbol
types can be easily integrated. No particular con-
straint is required.

• First approach based on deep convolutional neural
networks.

[0051] The process of the examples belongs to the field
of generating a 3D building model, in which given a 2D
floor plan image the process of the examples may recon-
struct structural building elements like walls (external/in-
ternal), openings (doors/windows) and spaces to get an
exploitable 3D model, also referred to as "3D floor plan".
[0052] The generation of a 3D building model from a
2D floor plan image input may be based on:

1. Semantically recognizing each structural element
of the 2D floor plan. This may be done thanks to a
semantic segmentation which consists in assigning
semantic information to each pixel of the 2D floor
plan in input (examples of semantics including: wall,
door, and/or windows.
2. Generating a 3D floor plan based on the results
provided by the previous step.

[0053] Several characteristics of the available data in-
put make the approach of generating 3D building models
given a 2D floor plan image extremely challenging. That
is why most current systems share a common shortcom-
ing which is the lack of generality.
[0054] 2D floor plans may often be scanned and may
be either hand-drawn or computer-produced. Floor plans
may also have various levels of detail. The most widely
distributed form of floor plans lacks detailed construction
information. Still, floor plans manage to cover the build-
ing’s complete layout, which may be sufficient to build a
model for most applications. Whether these less-detailed
floor plans are hand-drawn or computer-produced, they
may use varying graphic symbols, which is a major draw-
back. Indeed, no standard exists.
[0055] FIGs. 3 and 4 respectively show examples of
common styles for doors and walls. Instead of being con-
strained to a particular standard, the drawing’s purpose
(and the designer’s artistic motivation) may determine
what components may be shown and how they may look.
This creates a major challenge in analyzing and inter-

preting a floor plan image, especially for automatic sys-
tems. FIGs. 3-4 notably show different ways to draw a
door symbol (FIG. 3) and a wall (FIG. 4) for floor plans.
Symbols can be either hand-drawn or computer-pro-
duced. The variable graphic symbols pose challenges
for automatically converting 2D scanned floor plans into
3D models.
[0056] Also, floor plans may contain not only structural
elements but also textual content, dimensions, scales
and leading lines (that is, the straight lines that lead to
measurement or text). FIG. 5 notably shows examples
of common scanned floor plans. Different (graphical and
textual) elements other than structural ones may be rep-
resented.
[0057] One goal of the process of the examples may
be to provide a generic solution for 3D building model
generation given a 2D floor plan image; a solution which
simultaneously recognizes the semantics and the topol-
ogy of structural 2D elements of the plan. It may consist
of a framework which leverages the efficiency of seman-
tic segmentation methods, namely those using Deep
Neural Networks.
[0058] Different notions involved in the process of the
examples are now discussed.
[0059] Semantic segmentation attempts to semanti-
cally understand the role of each pixel in the image, i.e.
to partition the image into semantically meaningful parts,
and to classify each part into one of the pre-determined
categories. It can be considered as a pixel-wise classifi-
cation, where classification is the problem of identifying
to which of a set of categories a new observation belongs,
on the basis of a training set of data containing observa-
tions (or instances) whose category membership is
known. An example would be: separating a person from
the background in a given image, or even the portioning
of a person’s body into its various parts.
[0060] Deep Neural Networks (DNNs) are a powerful
set of techniques for learning in Neural Networks (as dis-
cussed in Rumelhart et al. Learning internal representa-
tions by error backpropagation, 1986) which is a biolog-
ically-inspired programming paradigm enabling a com-
puter to learn from observational data. DNNs present an
ability to learn rich midlevel 2D image representations as
opposed to hand-designed low-level features (as dis-
cussed in Zernike moments, HOG, Bag-of-Words, SIFT,
etc.) used in other image classification methods (SVM,
Boosting, Random Forest, etc.). More specifically, DNNs
are focused on end-to-end learning based on raw data.
In other words, they move away from feature engineering
to a maximal extent possible, by accomplishing an end-
to-end optimization starting with raw features and ending
in labels. FIG. 6 illustrates a Deep Neural Network.
[0061] Convolutional Neural Networks (as dis-
cussed in LeCun et al. Convolutional Networks for Imag-
es, Speech, and Time-Series) are a special case of Deep
Neural Networks where at least one layer contains con-
volutional filters. Those filters are applied everywhere in
the input and give as output a feature map. This feature
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map shows areas of activation where some specific pat-
terns in the input were recognized by the filter. The ad-
vantage of Deep Learning, when stacking several con-
volutional layers, is to provide a way to extract very com-
plicated but powerful features that are more sophisticated
than basic features obtained by descriptors. Fully Con-
volutional Neural Networks are convolutional neural net-
works where all learned layers are convolutional. DNNs
based on fully convolutional networks present the ability
to take inputs of arbitrary sizes and to produce corre-
spondingly-sized output using upsampling layers. FIG. 7
shows an example of a convolutional filter.
[0062] Upsampling refers to any technique that up-
samples an image (or a feature map) to a higher resolu-
tion. The easiest way is using resampling and interpola-
tion. This is taking an input image, rescaling it to the de-
sired size and then calculating the pixel values at each
point using an interpolation method such as bilinear in-
terpolation.
[0063] Unpooling is commonly used in the context of
convolutional neural networks for upsampling. FIG. 8
shows an example of upsampling based on unpooling
where max-pooling indices are used to upsample the in-
put feature map.
[0064] Encoder-decoder networks designate a spe-
cific type of DNNs. Some DNNs can be seen as encoder-
decoder networks, where the encoder maps input data
to a different (generally lower dimensional, compressed)
feature representation, while the decoder maps the fea-
ture representation back into the input data space. Fully
convolutional networks can be considered as a fully con-
volutional encoder followed by a decoder comprising an
upsampling layer and a pixel-wise classifier. FIG. 9
shows an example of a Convolutional Encoder-Decoder
network for semantic segmentation.
[0065] Integration of these notions to the process of
the examples is now discussed with reference to FIG. 11.
[0066] The process of the examples may decompose
in two stages. The first stage denoted as "offline" stage
may rely heavily on Deep Neural Networks, and corre-
spond to the stage where the segmentation model is
learnt, and this may be done once and for all. The term
offline refers to the fact that this stage is transparent to
the user of the method and even if there are large com-
putational needs, time to do computations can be taken.
[0067] To learn a segmentation model, the process of
the examples may use the following inputs:

1. A training dataset of pairs of 2D floor plan images
and their corresponding pixel-wise labels images. In
tested implementations, four category labels were
considered: "Wall", "Door", "Window", and "Back-
ground". Each pixel of each training image was then
associated to one of these labels. FIG. 10 shows
such a training pair of images, with walls 102, win-
dows 104, doors 106, and background 108.
2. An (untrained) encoder-decoder network. In test-
ed implementations, two different state-of-the art

networks were considered.

(i) AlexNet-based fully convolutional network (J.
Long et al. Fully Convolutional Networks for Se-
mantic Segmentation 2015) which consists of a
fully convolutional encoder comprising eight
convolutional layers (with pooling layers) fol-
lowed by a decoder comprising an upsampling
layer and a pixel-wise classifier (softmax classi-
fier).
(ii) SegNet network (V. Badrinarayanan et al.
SegNet: A Deep Convolutional Encoder-Decod-
er Architecture for Image Segmentation 2016)
which consists of a fully convolutional encoder
comprising thirteen convolutional layers (with
pooling layers) and a fully convolutional decoder
comprising also thirteen convolutional layers
(with upsampling layers as described with ref-
erence to FIG. 8). The architecture of this net-
work is topologically identical to the example of
FIG. 9.

[0068] The SegNet network performed better than the
AlexNet-based fully convolutional network.
[0069] The second stage which denoted as "online"
stage gathers all the steps of the process that are done
in real-time during the process of segmenting an unseen
2D floor plan image and generating the corresponding
3D building.
[0070] Note that user intervention can be optionally
added at the end of the semantic segmentation process
to validate the result before generating the 3D model.
[0071] FIG. 11 illustrates the technological workflow of
the offline and the online stages.
[0072] The process of the examples may then apply
several methods in order to enhance the semantic seg-
mentation results given by the previous semantic seg-
mentation algorithm. This is in contrast with the solution
presented in earlier-discussed paper [1], where the al-
gorithms do take into account the strong geometric con-
straints relative to 2D floor plans. For instance, the width
of a door, wall part, is always locally the same in this
piece of prior art. Noise reduction techniques may be
applied to purge false positives.
[0073] Finally, the provided semantic mask may be
used to extract topological information required by the
3D reconstruction APIs. In fact, to facilitate further ex-
ploitation of the resulting 3D floor plan, it may be useful
to have it aligned with applicable standards, such as for
example "Building Smart IFC format" (which was used
in earlier-discussed paper [3]).
[0074] Specificities of the process of the examples are
now discussed in more details, with reference to the fol-
lowing academic papers:

[A] "ImageNet Classification with Deep Convolution-
al Neural Networks", Alex Krizhevsky & Al
[B] "Very Deep Convolutional Networks For Large-
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Scale Image Recognition", Karen Simonyan & An-
drew Zisserman
[C] "Deep Residual Learning for Image Recognition",
Kaiming He & Al
[D] "Fully convolutional networks for semantic seg-
mentation," J. Long, E. Shelhamer, and T. Darrell,
in CVPR 2015
[E] "SegNet: A Deep Convolutional Encoder-Decod-
er Architecture for Image Segmentation", Vijay
Badrinarayanan, Alex Kendall, Roberto Cipolla,
2015
[F] "Pyramid Scene Parsing Network", Hengshuang
Zhao, Jianping Shi, Xiaojuan Qi, Xiaogang Wang,
Jiaya Jia, CVPR 2017
[G] "RefineNet: Multi-Path Refinement Networks for
High-Resolution Semantic Segmentation", Guosh-
eng Lin, Anton Milan, Chunhua Shen, Ian Reid, 2016
[H] "Fully Convolutional Networks for Semantic Seg-
mentation", Jonathan Long, Evan Shelhamer,
Trevor Darrell, CVPR 2015
[I] "CVC-FP and SGT: a new database for structural
floor plan analysis and its groundtruthing tool", Inter-
national Journal on Document Analysis and Recog-
nition (IJDAR), Lluis-Pere de las Heras, Oriol Ramos
Terrades, Sergi Robles, Gemma Sanchez

[0075] Examples of implementation of the learning S20
are now discussed.
[0076] This step may consist in learning a function
which takes as input the 2D floor plan image and returns
a semantic segmentation mask which is a pixel-wise clas-
sification of the input image. The classes may be prede-
fined. This semantic segmentation mask is an image with
the same dimensions as the input image and which pixels
can take several values (e.g. colors) corresponding to
the predefined classes. In tested implementations, the
following classes were chosen: "wall", "door", "window"
and "background". The last class described every pixel
that does not belong to one of the other classes.

Learning Function Characterization:

[0077] The learning function may be implemented as
a convolutional neural network. The function may notably
present a convolutional encoder-decoder neural network
architecture. In other words, the neural network may be
an encoder-decoder which is a type of neural network
used to perform semantic segmentation on natural im-
ages. Although this type of neural networks can exploit
continuities in natural images relatively well and thereby
provide good results in such a context, it is not a priori
efficient with images including sparse information such
2D floor plans. Tests were however performed and
showed that this type of neural networks performed well
in the 2D floor plans context of the process as well.
[0078] Learning a neural network may comprise three
main ingredients:

1. Neural architecture: number of layers, number of
neurons per layer, types of neuron.
2. Optimization algorithm: it is used to update the
parameters/weights of the neural network according
to the annotated dataset and the loss function val-
ues.
3. Annotated dataset.

[0079] The neural architecture of the neural network
may be a convolutional encoder-decoder architecture
described as follows:

1. Convolutional Encoder: The encoder network
takes as input the floor plan image. It comprises a
succession of convolutional layers between which
pooling layers may be interleaved. Usually, the con-
volutional encoder may correspond to a well-known
convolutional architecture such as AlexNet [A],
VGG16 [B], ResNet [C], or other CNN architectures.
2. Convolutional Decoder: The decoder network
takes as input the output of the encoder network. It
may comprise a succession of convolutional layers
between which upsampling layers is interleaved.
The output of the last convolutional layers may have
the same dimensions as the input floor plan image.
The decoder may be the symmetric of the encoder
network by replacing the pooling layer by an upsam-
pling layer. However, the decoder network may al-
ternatively have a distinct architecture. The only con-
strain that may be respected is that the output may
have the same dimensions as the ones of the input
2D floor plan image.

[0080] In well-performing tests, the SegNet architec-
ture defined in [E] was used. Other neural architectures
may be used such as the FCN defined in [H], the PSPNet
defined in [F], or the RefineNet defined in [G].
[0081] The learning may comprise a stochastic gradi-
ent descent. Optionally, the stochastic gradient descent
may be based on a cross-entropy loss function. In other
words, the optimization algorithm may be the stochastic
gradient descent. The loss function may compute during
the learning process the error between the semantic seg-
mentation mask returned by the network and the ground
truth semantic segmentation mask associated with the
2D floor plan in the training dataset. The cross-entropy
loss function defined in [D] was notably tested.

Dataset Characterization:

[0082] The training dataset may be a set of 2D floor
plan images, each of which is associated with a pixel-
wise labeled image also called a ground truth semantic
segmentation mask.
[0083] The characteristics of the training dataset to en-
sure precise results of the learning function may be as
follows:
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• Sufficient data: the dataset may contain more than
500, 750 or 1000 different 2D floor plan images.

• Relevant data: the diversity of floor plans in the da-
taset may correspond to floor plans the learnt func-
tion will process. Particularly, the diversity of symbols
(walls, windows, doors) within the training dataset
may cover the ones contained by floor plan images
the learnt function will process.

[0084] The dataset may be split into three sub-datasets
which form a partition of the whole dataset. The first sub-
dataset is called the "training dataset" and contains the
data used to learn the function. The second subdataset
is called the "validation dataset" and contains the data
used to check during the learning that the function is still
improving by computing its temporary accuracy. The third
subdataset is called the "test dataset" and contains the
data used once the learning is done. The test dataset
may be used to evaluate the final semantic segmentation
accuracy. The training dataset may contain at least 80%
of the whole dataset. The validation and the test dataset
may be an equal split of remaining data.
[0085] An efficient way to build such a dataset to pro-
vide at S10 may be to reuse existing databases of 2D
floor plans each associated to a respective 3D model. If
such a database is available, the dataset can be con-
structed easily by determining for each 2D floor plan the
respective semantic segmentation from the respective
3D model (since the 3D model provides the class for each
object).

Semantic Segmentation Accuracy:

[0086] To evaluate a semantic segmentation accuracy
on an annotated dataset, an evaluation metric may be
defined. For the task of semantic segmentation, two eval-
uation metrics may be used:

1. Mean Accuracy: it corresponds to the mean per-
centage of well-classified pixels
2. Mean IoU (i.e Intersection over Union): it corre-
sponds to the intersection of the inferred segmenta-
tion and the ground truth, divided by the union of
both.

[0087] Tests were performed on a dataset comprising
880 floor plan images. This dataset was built based on
2D floor plan images stemming from an open source da-
tabase (presented in [I]) which was augmented thanks
to transformations, such as mirrors and rotations (90°,
180° and 270°). With such tests, a mean accuracy of 0.88
and a mean IoU of 0.78 were obtained. In general, when
the function presents a mean accuracy higher than 0.85
and/or a mean intersection-over-union higher than 0.75,
the semantic segmentation may be particularly accurate.
The semantic segmentation accuracy may be relevant
since the next step takes as input the output of the learnt
function. Empirically, it can be found that the mean ac-

curacy may be over 0.85 and the mean loU over 0.75,
otherwise the reconstructed 3D floor plan may contain
mistakes. Indeed, semantic segmentation masks are
sparse.
[0088] The following discusses examples of applica-
tion S3, and in particular provides implementation details
of primitive extraction.
[0089] In the discussed examples below, determining
at S50 the mask for each respective class comprises a
sub-process comprising: an initialization (of a mask) with
all pixels of the semantic segmentation corresponding to
the respective class, a skeletonizing of the mask, and a
merge of line segments (or more simply "segments") in
the mask to reduce the number of line segments. The
remainder of the process may then be performed based
on the result outputted by the sub-process. In examples
of implementation, at the merge of line segments, pairs
of line segments above a first predetermined collinearity
threshold and below a predetermined distance threshold
may be merged, as mentioned below. Such sub-process
allows reducing the unorganized data to a more synthetic
format.
[0090] In further examples, the method may comprise
a junction of line segments in the mask respective to the
wall class, and/or a projection of line segments of the
mask respective to the window class and/or line seg-
ments of the mask respective to the door class, each
onto a respective line segment of the wall mask. In ex-
amples of implementation, each projected line segment
is projected onto the nearest line segment of the wall
mask among those presenting a collinearity with the pro-
jected line segment above a second predetermined col-
linearity threshold, which may be equal to the first pre-
determined collinearity threshold. This allows maintain-
ing realism (i.e. acceptable meaning from the architec-
tural point of view) of the result although the skeletonizing
may have led to a loss of data. In particular, the skele-
tonizing may have introduced errors (e.g. gaps between
a window or door and its supporting wall), and the exam-
ples correct such errors.
[0091] In examples, the first and/or second predeter-
mined collinearity threshold(s) may be defined as a
threshold on the (non-oriented) angle between two line
segments. Said threshold may be defined as a function
of the distribution of all angles formed by two contiguous
walls in the training dataset. The collinearity threshold
may be defined thanks to this distribution. For example,
the value of the angle such that less than 5% of the angles
formed by two contiguous walls are lower than this value.
If said value is high (e.g. higher than 45°), it can be low-
ered to 30°. In practice, a value of the order of 30° pro-
vides good results.
[0092] In examples, the predetermined distance
threshold may be defined as a function of other object
instances such as windows or doors. It may be fixed to
lower than 30% of the average width of a door or window,
so as to allow obtaining few false positives. Most spac-
ings between two substantially collinear walls lower than
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this threshold may be errors due to the line extraction
algorithm. The two walls may thus be extended and
merged.
[0093] Application S3 may take as input the semantic
segmentation mask returned by the convolutional encod-
er-decoder neural network and may return the set of prim-
itives required by the 3D floor plan reconstruction API.
[0094] A semantic segmentation mask of a 2D floor
plan may be a line drawing image. Each line can have
various thicknesses. The foreground pixels can have dif-
ferent values (e.g. colors) corresponding to the object
classes the process seeks to identify.
[0095] The semantic segmentation mask may be proc-
essed through the following example steps in order to
obtain a refined mask from which geometric primitives
may be easily built.

1. Class-specific mask: First, the mask is split into
several masks which each comprises the pixels re-
lated to a specific object class. In examples, the proc-
ess may obtain one mask for walls, one for windows
and one for doors.
2. Mask skeletonization: Then, a skeletonization
process is applied on each class-specific mask. This
process aims at thinning every lines. Two classical
approaches may be used to perform the skeleton of
a line drawing: the morphological approach and the
distance transform approach. Tested implementa-
tions used the morphological skeleton approach, as
described for example in paper "Morphological Skel-
eton Representation and Coding of Binary Images",
IEEE October 1986, Petros A. Maragos, Ronald W.
Schafer.
3. Line merging: Each class-specific skeletonized
mask is composed of multiple small line segments
which may be merged in order to obtain a skele-
tonized mask with the smallest possible number of
line segments. The developed algorithm is as fol-
lows:

a. For every pair of line segments, if they are
nearly collinear and the distance between the
two segments is below a predefined class-spe-
cific threshold, the two segments are replaced
by a single line segment corresponding to the
merging of the two line segments.
b. While segment pairs have been merged in
the previous a. step, return to a. step. Otherwise,
return the final set of line segments.

4. Line joining: This step is only applied on the wall-
specific mask. The processed mask returned by step
3 comprises a set of line segments corresponding
to straight walls. This step consists in detecting
where there is a junction between two straight walls
and modifying the corresponding line segments by
joining their extremity. The developed algorithm is
as follows:

a. For every pair of line segments, if they are not
collinear and the distance between the two seg-
ments is below a predefined threshold, the two
segments are modified such that one of their
endpoints overlaps with the point corresponding
to the intersection between the two lines con-
taining the two segments.
b. While segment pairs have been modified in
the previous a. step, return to a. step. Otherwise,
return the final set of line segments.

5. Class-specific mask merging and refinement:
This final step consists in refining the localization of
windows and doors. In the corresponding window-
specific and door-specific masks returned by step 3,
each line corresponds to a window (resp. door). First,
every class-specific masks are superimposed. As
line segments corresponding to windows and doors
may not be properly collinear with a wall line seg-
ment, the process may replace each window and
door line segment by their projection on the nearest
wall line which has the same direction.

[0096] The next step may consist in constructing 3D
primitives required by the 3D reconstruction API such as
wall primitives, door primitives and window primitives.
For instance, the wall primitive may be defined by the
following attributes: coordinates of the two endpoints,
thickness, height, references of the adjacent walls.
Thanks to the refined mask, wall, window and door prim-
itives may be easily built. Indeed, information such as
coordinates of endpoints, reference of adjacent walls,
reference of the wall to which a window (resp. door) be-
longs can be easily extracted from the refined mask. Oth-
er information such as wall/window/door height or width
may be predefined or provided by a user.

FIGs. 12-19 illustrate an example of S2-S3 based
on a function learnt according to the tested learning
S1.
FIG. 12 shows an input 2D floor plan provided at S30.
FIG. 13 shows a semantic segmentation of the 2D
floor plan determined at S40, with walls 122, win-
dows 124 and doors 126.
FIGs. 14-16 illustrate S50 and processing of the
mask respective to the wall calss. FIG. 14 shows the
image of the mask respective to the wall class. FIG.
15 shows extraction of geometrical primitives of the
type "line segment". FIG. 16 shows the output of the
wall merging and junction steps. As can be seen, a
reduced number of walls is obtained.
FIG. 17 shows the merging of the three masks.
FIG. 18 shows the refinement, which allows gener-
ating a 2D model at S60.
FIG. 19 shows determination at S70 of a 3D model
simply by adding a height to each geometric primitive
of the 2D model. As can be seen, a 3D model cor-
responding to the input 2D floor plan of FIG. 12 can
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be obtained.

Claims

1. A computer-implemented method for generating a
3D model representing a building, the method com-
prising:

- providing a 2D floor plan representing a layout
of the building;
- determining a semantic segmentation of the
2D floor plan; and
- determining the 3D model based on the se-
mantic segmentation.

2. The method of claim 1, wherein the method further
comprises converting the semantic segmentation in-
to a 2D model representing the layout of the building,
determining the 3D model being performed from the
2D model.

3. The method of claim 2, wherein converting the se-
mantic segmentation into the 2D model comprises:

- for each respective one of a predetermined set
of architectural object classes, determining a
mask based on the semantic segmentation; and
- generating the 2D model based on the deter-
mined masks.

4. The method of claim 3, wherein determining the
mask for each respective class comprises:

- an initialization with all pixels of the semantic
segmentation corresponding to the respective
class;
- a skeletonizing; and
- a merge of line segments to reduce the number
of line segments.

5. The method of claim 4, wherein, at the merge of line
segments, pairs of line segments above a predeter-
mined collinearity threshold and below a predeter-
mined distance threshold are merged.

6. The method of claim 3, 4 or 5, wherein the predeter-
mined set of architectural object classes comprises
the wall class and generating the 2D model compris-
es:

1 a junction of line segments in the mask re-
spective to the wall class.

7. The method of claim 6, wherein the predetermined
set of architectural object classes further comprises
the window class and/or the door class and gener-
ating the 2D model further comprises:

1 a projection of line segments of the mask re-
spective to the window class and/or line seg-
ments of the mask respective to the door class,
each onto a respective line segment of the wall
mask.

8. The method of claim 7, wherein each projected line
segment is projected onto the nearest line segment
of the wall mask among those presenting a colline-
arity with the projected line segment above a prede-
termined collinearity threshold.

9. The method of any one of claims 1 to 8, wherein
determining the semantic segmentation of the 2D
floor plan comprises applying a function to the 2D
floor plan, the function presenting a mean accuracy
higher than 0.85 and/or a mean intersection-over-
union higher than 0.75.

10. The method of any one of claims 1 to 9, wherein
determining the semantic segmentation of the 2D
floor plan is performed by applying a machine-learnt
function to the 2D floor plan.

11. the method of claim 10, wherein the function
presents a mean accuracy higher than 0.85 and/or
a mean intersection-over-union higher than 0.75.

12. The method of claim 10 or 11, wherein the function
presents a convolutional encoder-decoder neural
network architecture, and/or the learning comprises
a stochastic gradient descent, the stochastic gradi-
ent descent being optionally based on a cross-en-
tropy loss function.

13. A computer program comprising instructions for per-
forming the method of any one of claims 1-12.

14. A device comprising memory having recorded ther-
eon the computer program of claim 13.

15. The device of claim 14, wherein the device further
comprises a processor and a graphical user interface
coupled to the memory.
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