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(57) A computer-implemented method for estimating
eye gaze direction, comprising: fitting (11) a 3D face mod-
el (111) to a monocular image (101) obtained from an
imaging device, thus obtaining values of a set of face
model parameters representing at least one model posi-
tion parameter (t), at least one orientation parameter (r),
at least one shape parameter (s) and at least one action
parameter (a), obtaining (12) normalized 3D gaze esti-
mation vectors for the right and left eyes (121) with re-

spect to the imaging device viewpoint; estimating (13)
the eye gaze direction with respect to at least one target
in the scene. A system comprising at least one processor
configured to perform the steps of the method. A com-
puter program product comprising computer program in-
structions/code for performing the method. A compu-
ter-readable memory/medium that stores program in-
structions/code for performing the method.
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Description

TECHNICAL FIELD

[0001] The present invention relates to the field of methods and systems for the estimation of eye gaze direction from
images. In particular, it relates to methods and systems therefor, in which the images or videos from which the estimation
of eye gaze direction is performed, are monocular images or videos.

STATE OF THE ART

[0002] Conventional methods for estimating the eye gaze direction from monocular images can be categorized in two
types of approaches: model-based and appearance based.
[0003] The model-based approach relies explicitly in 3D graphical models that represent the geometry of the eye
(typically as spheres) which are fitted to the person’s detected eye features in the image (typically, the iris and the eye
corners). Thus, the fitted 3D model allows inferring the 3D eye gaze vector, which is then used to deduce where the
person is looking at (e.g., a specific position in a screen in front of the person’s face). For example, Strupczewski A. et
al. have provided a revision of methods for estimating the eye gaze direction based on eye modelling (Strupczewski A.
et al., "Geometric Eye Gaze Tracking", Proc. of the Conference on Computer Vision, Imaging and Computer Graphics
Theory and Applications (VISIGRAPP), Vol. 3: VISAPP, pp. 446-457, 2016). These methods imply some drawbacks,
such as: They require to precisely locate the iris of the eye in the image; this is often impossible, for example when the
user’s eyes are not wide open, which is the normal case. In order to estimate the eye gaze direction, they need the
user’s head coordinates system as reference. Therefore, the success of these methods is highly dependent on the
precision with which the user’s head coordinates system has been localized. Besides, although simple, they require an
initialization scheme: the user needs to intentionally look at one or more points on a screen. Otherwise, eye vectors
cannot be obtained with sufficient precision. In sum, since they are pure geometric methods, their precision is strongly
dependent on the precision with which the center of the eyeball and the center of the pupil are estimated. However,
common images do not enable to obtain this information with high precision.
[0004] On the contrary, the appearance-based approach establishes a direct relation between the person’s eye ap-
pearance and the corresponding eye gaze data of interest (e.g., the 3D eye gaze vector) by applying machine learning
techniques. Thus, a dataset of annotated images is used to train a regression model, which is then used to deduce
where the person is looking at, when applied to the person’s eye image, extracted from the image.
[0005] In the last few years, the appearance-based methods have been greatly benefited by the revolutionary results
obtained by the emerging deep learning techniques in computer vision applications and have become the current state
of the art in the field (Zhang X., et al., "Appearance-Based Gaze Estimation in the Wild." Proc. of the IEEE International
Conference on Computer Vision and Pattern Recognition (CVPR), pp. 4511-4520, 2015; Krafka K. et al., "Eye Tracking
for Everyone." Proc. of the IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2016; Zhang X. et
al., "It’s Written All Over Your Face: Full-Face Appearance-Based Gaze Estimation." CoRR abs/1611.08860, 2017).
Deep learning techniques allow to generalize much better the learned relation between the eye appearance and the
corresponding eye gaze data than alternative machine learning approaches (based on "handcrafted" image features
and "shallow" layered learning architectures), when a huge dataset of annotated images is used for training. Typically,
hundreds of thousands or even millions of samples are used, which may include real data (Zhang X. et al., 2015),
photorealistic synthetic data (Wood, et al., "Rendering of Eyes for Eye-Shape Registration and Gaze Estimation." Proc.
of the IEEE International Conference on Computer Vision (ICCV), 2015; Wood, et al., "Learning an Appearance-Based
Gaze Estimator from One Million Synthesised Images." Proc. of the ACM Symposium on Eye Tracking Research &
Applications, pp. 131-138, 2016) or even a mixture of both (Shrivastava, et al., "Learning from Simulated and Unsuper-
vised Images through Adversarial Training." CoRR abs/1612.07828, 2016). This way, eye gaze direction estimation
systems can obtain better accuracies with people whose appearance has not been included in the training of the re-
gression model.
[0006] Nevertheless, despite these remarkable advances in the field, there is still a need for improvement, mainly
because deploying this kind of systems in a general case (i.e., for different kind of environments and applications) is still
an open issue. An effective eye gaze direction estimation system does not only require obtaining accurate eye gaze
data from eye images, but it also requires applying properly the eye gaze data to the environment, so that it is possible
to deduce where the person is looking at. Thus, the most recent approaches have simplified the use cases to some
specific ones, where the kind of targets are pre-defined and implicitly included during the regression model’s learning
stage. These targets correspond to specific screens with predefined sizes and relations with respect to the camera and
the person’s face, where the learned eye gaze data related to the eye images are directly the 2D screen positions (Zhang,
et al., 2015; Krafka, et al., 2016; Zhang, et al., 2017). Therefore, the learned regression models can be applied only to
those same conditions, but not to other ones (e.g., different screen sizes, distances with respect to the person’s face,
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camera characteristics, etc.). In other words, real-life applicability of these systems is very limited.

DESCRIPTION OF THE INVENTION

[0007] The computer-implemented method for eye gaze direction estimation described in the present disclosure intends
to solve the shortcomings of prior-art methods. The method of the present disclosure can effectively extend its applicability
to different environmental conditions. The considered entities (such as person’s face, targets if any, and imaging device)
are reconstructed in a common virtual 3D space, which is used to estimate where the person is looking at, without
necessarily requiring calibration data, e.g. any initialization procedures.
[0008] The method of the present disclosure estimates the direction of eye gaze of a user, from an image of the user
taken by an imaging device (such as a camera). The image is a monocular image captured by a monocular imaging
device, meaning that the image only provides basic information, such as RGB or greyscale values and resolution. In
other words, the image does not provide additional information that binocular cameras may provide, such as 3D infor-
mation (depth). The image may be a color image or a black-and-white image. The image used for the eye gaze estimation
provides limited information about the imaging device used for capturing the image. This limited information is typically
the resolution of the imaging device. The image may be extracted from a video comprising a plurality of images. Depending
on the application and use of the method of the present disclosure, the image -or video from which images are extracted-,
may be taken in real time (substantially at the moment of executing the method) by an imaging device, or may have
been registered well in advance with respect to the execution of the method.
[0009] As will be explained in detail along this disclosure, any other information of the imaging device relevant for the
estimation of eye gaze direction, such as the intrinsic parameters, is modelled in order to estimate, for example, the
distance between the person in the image and any potential target. The imaging device is therefore modelled in order
to have a virtual model thereof that may be integrated in a 3D reconstruction of a virtual space common to the user,
imaging device and potential targets. The modelled imaging device also provides a fixed reference system within the
space, required for establishing a relationship between the user and the imaging device.
[0010] In the context of the present disclosure, the "entities" to be considered by the method herein disclosed, are at
least the imaging device (e.g. camera) with which the image(s) has(have) been taken, and the user (i.e. the person
whose eye gaze direction is to be estimated). Other entities involved in the method are potential targets to which the
user may be looking at. In this sense, the method of the present disclosure may be applied for identifying which object(s)
a user is looking at and for how long the user is looking at a certain object.
[0011] In the context of the present disclosure, the term "target" refers to a specific interest area to which the user
may be supposed to be looking at. The target or targets may be different depending on the application. Non-limiting
examples of targets are: the screen of a mobile device or specific areas thereof; the screen of a TV set or different areas
thereof; a display; a control panel of an industrial machine or specific areas thereof, such as a machine tool; different
elements of vehicle to which the driver may be looking at, such as the dashboard, windscreen or rear-view mirrors of a
vehicle; an advertising panel; and different areas configured to interact with a user of a smart sensorized house. Also
other elements (persons, objects...) of interest within a scene, whose position with respect to the imaging device may
be known, can be targets.
[0012] The virtual 3D space reconstruction is generated by combining a set of computer vision procedures in a specific
manner and by considering a set of assumptions regarding the physical characteristics of the different components,
which constitutes the principal factor to obtain the goal. Different computer vision procedures may be applied to fulfill
each of the steps in the proposed method, as far as they provide the required output for each step. In embodiments of
the invention, computer vision procedures that have a good balance between accuracy, robustness and efficiency are
selected, so that they can be integrated also in embedded hardware systems with low computational capabilities.
[0013] Non-limiting examples of applications or use of the method of the present disclosure are: Assisting a driver by
identifying in a vehicle the object to which the driver is looking at (dashboard, windscreen, inner rear-view mirror, left
outer rear-view mirror, right outer rear-view mirror...) by taking images of the driver with a camera disposed within the
vehicle (for example, in front of the driver); Identifying in a video the relationship between people and objects; Assessing
the impact of publicity, for example in an internet session, identifying whether a publicity message shown on a display
is of interest for the user, or when a person is watching TV, identifying whether an advertisement being shown is of
interest for the user. There may also be applications not having a specific target, in which only a camera and a user may
be involved, such as applications in which the goal is to estimate whether the user is looking at the floor, or to one side,
or upwards, or the like, having the camera as reference point. The method of the present disclosure is also applicable
to interactions not requiring real-time response, such as forensic analysis of crime scenes or obtaining automatic de-
scriptions of images content, among others.
[0014] A first aspect of the invention relates to a computer-implemented method for estimating eye gaze direction,
comprising: fitting a 3D face model to a monocular image obtained from an imaging device, thus obtaining values of a
set of face model parameters representing at least one model position parameter, at least one orientation parameter,
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at least one shape parameter and at least one action parameter; obtaining normalized 3D gaze estimation vectors for
the right and left eyes with respect to the imaging device viewpoint; estimating the eye gaze direction with respect to at
least one target in the scene.
[0015] In embodiments of the invention, the 3D face model fitted to the monocular image is obtained as follows:
applying an appearance-based face region identification process to the monocular image for selecting a cropped face
image; applying an appearance-based face landmark detection algorithm to the cropped face image for extracting a set
of facial characterization landmarks representative of the shape of face elements, the face landmark detection algorithm
being fed with a trained face landmark detection model; applying a model-based face model fitting algorithm for fitting
a 3D deformable face model to the set of facial characterization landmarks, thus obtaining the values of the set of face
model parameters that minimize the error between each facial characterization landmark and a corresponding projection
in the 3D deformable face model.
[0016] In embodiments of the invention, the 3D deformable face model has 6 degrees of freedom corresponding to
the XYZ position coordinates and roll-pitch-yaw rotation angles with respect to the imaging device coordinate system.
[0017] In embodiments of the invention, the appearance-based face region identification process comprises applying
at least one of the following algorithms: a face detection algorithm or a face tracking algorithm.
[0018] In embodiments of the invention, said error is minimized by solving a non-linear optimization problem in which
an objective function e is the minimum average distance between the detected facial landmarks and their corresponding
vertex counterparts in the deformable 3D face model, said objective function e being: 

where:

• d = {d1, d2, d3 ...} are the detected 2D landmark positions (109),
• p= {p1, p2, p3 ...} are the 2D projections of the corresponding 3D deformable model vertices
• f is the focal length of the imaging device from which the monocular image was obtained,
• w is the image pixel width.
• h is the image pixel height.
• t= {tx, ty, tz} are the XYZ positions of the face model with respect to the camera.
• r= {rx, ry, rz} are the roll-pitch-yaw rotation angles of the face model with respect to the camera.
• s= {s1, s2, s3 ...} are the shape-related deformation parameters.
• a= {a1, a2, a3 ...} are the action-related deformation parameters.
• n is the number of 2D landmark positions.
• e is the residual error.

[0019] In embodiments of the invention, applying an appearance-based face landmark detection algorithm to the
cropped face image for extracting a set of facial characterization landmarks representative of the shape of face elements,
is done as follows: holistically estimating model position and orientation parameters; holistically estimating shape pa-
rameters; and sequentially estimating each action parameter.
[0020] In embodiments of the invention, the imaging device from which the monocular image is obtained is modelled
at least by means of its focal length, its image pixel width and its image pixel height.
[0021] In embodiments of the invention, obtaining normalized 3D gaze estimation vectors for the right and left eyes
with respect to the imaging device viewpoint is done as follows: extracting and normalizing a left-eye image patch and
a right-eye image patch by calculating an affine transformation matrix M for each eye; applying a trained 3D eye gaze
vector regression model to each normalized patch.
[0022] In embodiments of the invention, the trained 3D eye gaze vector regression model is a deep neural network.
[0023] In embodiments of the invention, unlike conventional methods, which use multimodal neural networks, that is
to say, neural networks that take data from different types of sources (eye images and head orientation), the neural
network used in the current method is unimodal because it only considers the normalized ocular image related to the
gaze vector, and not the orientation of the head. In the current method, the orientation is used explicitly and uncoupled
in the reconstruction of the virtual 3D world. This reduces the negative impact that a not sufficiently accurate estimation
of the orientation of the head may have on the estimation of the gaze vector.
[0024] In embodiments of the invention, obtaining normalized 3D gaze estimation vectors for the right and left eyes
is done as follows: applying an eye shape normalization procedure for one eye; mirroring the resulting matrix for the eye
not corresponding to that considered by the regressor (left or right); processing both matrixes with the pre-trained deep
neural network; un-mirroring the response for the mirrored eye image; applying a head rotation’s correction factor;
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dividing both regression results by their corresponding Euclidean norms.
[0025] In embodiments of the invention, the affine transformation matrix M is calculated as follows: 

where:

• α = s · cos(θ)
• β = s · sin(θ)
• s = (w - 2 · m1)
• θ refers the horizontal rotation angle of the line that connects both eye corners.
• {cx, cy} are the image coordinates of the center of rotation in the source image.

[0026] In embodiments of the invention, obtaining normalized 3D gaze estimation vectors for the right and left eyes
further comprises applying an eye image equalization algorithm.
[0027] In embodiments of the invention, estimating the eye gaze direction with respect to at least one target in the
scene is done as follows: modelling each target of the at least one target with a set of polygons formed by k points b
and lines l, and their corresponding planar surfaces {v, q}, where v is the normal vector and q the distance from the
origin, that define the objects that need to be related with the user’s point of gaze, and placing the set of polygons with
respect to the imaging device’s coordinate system; placing the 3D face model represented by values of a set of face
model parameters, with respect to the same imaging device’s coordinate system; transforming the normalized 3D gaze
estimation vectors for the right and left eyes, so that they are referred to the coordinate system of the imaging system;
calculating the geometric mean of both gaze vectors, calculating the point of gaze for each target plane; applying a point-
to-polygon strategy to select either a point of gaze that lies within any of the polygons that represent the at least one
target or a point of gaze of the closest polygon; estimating the eye gaze direction with respect to the selected target.
[0028] In embodiments of the invention, transforming the normalized 3D gaze estimation vectors for the right and left
eyes is done by removing the effect of the rotation angle θ that was used for the affine transformation applied to each
normalized eye shape, like this: 

[0029] A second aspect of the invention relates to a system comprising at least one processor configured to perform
the steps of the method of the first aspect of the invention.
[0030] A third aspect of the invention relates to a computer program product comprising computer program instruc-
tions/code for performing the method of the first aspect of the invention.
[0031] A fourth aspect of the invention relates to a computer-readable memory/medium that stores program instruc-
tions/code for performing the method of the first aspect of the invention.
[0032] In sum, a method for estimating eye gaze direction from monocular images taken by a single imaging device
has been proposed. The method provides a reconstruction of the 3D virtual space and relates the 2D projections with
the reconstructed 3D virtual space has been proposed. The method does not require extra equipment, such as several
imaging devices or depth sensors. On the contrary, the method only requires a single monocular imaging device that
does not provide 3D data. Ideally, relating the 2D image projections with the reconstructed 3D space would require not
only obtaining the person’s 3D eye gaze vectors from the images, as disclosed for example by Strupczewski et al., 2016,
but also the person’s 3D eye positions, the surrounding potential targets’ geometries in the same 3D space, the camera
characteristics from which that space is observed and an additional calibration stage done by the user. However, in
many applications it is not possible to obtain all these data. The present disclosure manages to perform such estimation
from a simple monocular imaging device.
[0033] Besides, the method of the present disclosure does not use a 3D graphic model to represent the shape of the
eye. On the contrary, a 3D graphic model is used to represent the face. The eyes are then positioned in 3D space in a
global way, as if the ocular centers were positioned.
[0034] What is more, for the estimation of the normalized gaze vectors for left and right eyes, an appearance-based
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methodology using a deep neural network is preferably contemplated. The deep neural network is trained from a database
of ocular images and its corresponding 3D look vectors with respect to the coordinate system located in the imaging
device, and not in the head like in some conventional approaches. On the other hand, estimating the position of the iris
in the image is not necessary. Therefore, the dependency of the current method on the accuracy in the estimation of
the pose of the head is lower and the dependency of the current method on the accuracy in the estimation of the pose
of the iris is null. This circumstance is relevant given that it makes the direction estimations achieved by the current
method to be -in general- closer to the real one.
[0035] On the other hand, the complete processing of the system is more efficient than in conventional methods.
Therefore, the current method can work more efficiently in a device (i.e. processor) with a more modest processing
capacity (such as, but not limiting, mobile phones and tablets with ARM chips).
[0036] Additional advantages and features of the invention will become apparent from the detail description that follows
and will be particularly pointed out in the appended claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0037] To complete the description and in order to provide for a better understanding of the invention, a set of drawings
is provided. Said drawings form an integral part of the description and illustrate an embodiment of the invention, which
should not be interpreted as restricting the scope of the invention, but just as an example of how the invention can be
carried out. The drawings comprise the following figures:

Figure 1A shows a block diagram of a method for estimating eye gaze direction, according to embodiments of the
present disclosure. Figure 1B shows a flow chart of the method for estimating eye gaze direction, according to
embodiment of the present invention.

Figure 2 shows in more detail the first block depicted in figure 1A.

Figure 3 shows an example of generic deformable 3D face model and some of its deformable parameters.

Figure 4 shows a flowchart of the method for adjusting a 3D face model to the user’s face image, according to
embodiments of the present disclosure.

Figure 5 shows a flowchart with the specific stages of the last block of figure 4.

Figure 6 shows a geometry of eye’s key points in a normalized eye shape.

Figure 7 shows a flow chart of an appearance-based algorithm corresponding to the second block of figure 1A. It
permits to automatically infer the normalized 3D gaze vector from the eye textures of the user.

Figure 8 shows examples of the distortion that happens in the normalized appearance of distant eyes in non-frontal
faces, when the head’s yaw angle is changed.

Figure 9 shows an eye image equalization algorithm according to embodiments of the present disclosure.

Figure 10 shows a flow chart of the algorithm corresponding to the third block of figure 1A, which is a target-related
point of gaze estimation algorithm for automatically inferring the user’s eye gaze with respect to the targets in the
scene.

DESCRIPTION OF A WAY OF CARRYING OUT THE INVENTION

[0038] Figure 1A shows a block diagram of the method of the present disclosure. The method is applied to an image
or, in general, to a sequence of images (input monocular image(s) 101 in figure 1A). Each image has been captured by
a camera (not shown in the figure). The method may be executed substantially while the camera is registering images
(or video) or a posteriori, that is to say, using registered images or video. Each input image 101 is a monocular image,
that is to say, the main information it provides is the RGB values of the image (either color image or black-and-white
one). In particular, it does not provide 3D information (depth) or other extra features, such as infrared information. The
camera must have enough resolution in the ocular area so as to distinguish where the person in the image is looking
at. For example, but not limiting, the camera should provide at least 40 pixels between an eye’s left corner and the right
corner of the same eye.
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[0039] The diagram shown in figure 1A includes three main blocks: A first block (Block 1) 11 in which a 3D face model
is adjusted to the user’s face image. The input to this first block 11 is an input monocular image 101 or, in general, a
sequence of monocular images Ij. The output of this first block 11 is a 3D face model 112 fitted to the user’s face image
101. The 3D face model 112 is represented by the values taken by a set of parameters {t, r, s, a}, which will be explained
in detail later. In the second block (Block 2) 12, from the 3D face model 112 fitted to the user’s face image and from the
user’s face image 101, normalized 3D gaze vectors 121 of the user with respect to the camera viewpoint are obtained.
Finally, in the third block (Block 3) 13, from the from the 3D face model 112 fitted to the user’s face image and from the
normalized 3D gaze vectors 121, the eye gaze direction is estimated with respect to the targets. The output of this third
block 13 is the user’s estimated point of gaze with respect to the targets in the scene.
[0040] In figure 1B, a method for estimating eye gaze direction according to the present disclosure, corresponding to
the main blocks 11-13 depicted in figure 1A, is represented in the form of a flow chart. Next, the three blocks 11, 12, 13
of figure 1A are described in detail. Block 11 in figure 1A corresponds to stages 101-112 in figure 1B; block 12 in figure
1A corresponds to stages 113-115 in figure 1B; and block 13 in figure 1A corresponds to stages 116-120 in figure 1B.
When required, reference to blocks or stages of figure 1B will also be made.
[0041] Figure 2 represents in more detail the first block (Block 1) 11 depicted in figure 1A, that is to say, the block for
adjusting a 3D face model to the user’s face image(s). Figure 3 shows an example of generic deformable 3D face model
(111 in figure 2) that may be used in the method of the present disclosure. Any other deformable 3D face model may
be used instead. It is recommended that the model 111 be simple, i.e. with a small set of vertices, triangles and deformation
parameters, so that the computational time of the fitting procedure (112 in figure 2) can be reduced as much as possible,
but with sufficient richness so that the model adjustments can fit the user’s face with respect to face poses and facial
expressions that users can show in the considered kind of images and applications. In other words, the model 111
preferably accomplishes a compromise between simplicity and richness.
[0042] First block 11 is implemented by means of hybrid nested algorithms to automatically obtain the values of the
face model parameters {t, r, s, a} based on the user’s face in the image. The nested algorithms are hybrid because the
face region identification procedure (blocks 106-108 in figure 1B; blocks 106-107 in figure 2) and the face landmark
detection procedure (block 109 in figures 1B and 2) is appearance-based, while the remaining procedures are model-
based. First, two stages are distinguished: (1) the initial face detection 106; and (2) the subsequent face tracking 107.
This is explained in detail in relation to the upper part of the flow diagram of figure 4 (stages 41-47). Depending on the
application, it may be required to detect all the faces present in each image. For example, when a single image 101 is
obtained, the detection algorithm 106 is typically required, because the face or faces to be detected in the image do not
necessarily correspond to people already identified. In another example, when a sequence of images 101 is obtained,
image tracking algorithms may be used, preferably together with detection algorithms. Because the face (or faces) in
the images may be faces which have been previously identified as the persons whose eye gaze direction is to be
estimated, image tracking algorithms can be used. The current method permits to estimate the eye gaze direction of
several people at the same time.
[0043] First, the algorithm analyzes whether the observed image requires face detection or not (in which case face
tracking can be applied), i.e., whether the face in the image is new or not in the scene. This is relevant when the current
method is applied to image sequences, as the time efficiency of computer vision tracking algorithms is typically much
higher than those for face detection, and also because of memory constraints of the targeted hardware. The answer to
the "Face detection needed’ query 41 shown in figure 4 depends on the use case. For instance, in one application the
processing of only a limited and controlled number of faces could be required, and therefore, a pre-defined buffer of
maximum number of faces would be reserved in memory (e.g., only one). Hence, if one face is already being tracked,
then the face detection procedure (stages 41-44 in figure 4) would be ignored until the tracking procedure (stages 45-47
in figure 4) loses that face. If, on the contrary, face detection is needed, then the face model parameters are reset to a
neutral configuration (42 in figure 4), a face region detector is run in the image (43 in figure 4) and an image patch and
face region of the detected user’s face is stored (44 in figure 4). A neutral configuration is explained later, in relation to
equation (1). The application of a face detection algorithm (106 in figure 1B) requires a conventional trained face detection
model 105, which is out of the scope of the present invention.
[0044] At the output of the face detection/face tracking stage (106/107), a face region has been identified (answer to
query 48). This region or rectangle represents a cropped face image (108 in figure 1B). In other words, after the application
of the face detection algorithm 106 /tracking algorithm 107, all the faces shown in the image are identified (i.e. captured
within or delimited by a rectangle) and a cropped face image 108 of the face of interest is obtained. Once the face of
interest (cropped face image 108) has been identified from the input image 101, a face landmark detection algorithm
(109 in figure 1B and 2; 49 in figure 4) is applied to the obtained cropped face image 108, for detecting the 2D face
landmarks, also referred to as 2D landmark detected positions d = {d1, d2, d3...}. The face landmark detection algorithm
109 permits to extract a set of facial characterization points o landmarks that identify the shape of face elements like
left eye, right eye, left eyebrow, right eyebrow, nose, left nostril, right nostril, mouth, forehead, left cheek, right cheek,
chin, face corners or limits, etc. For such detection, a trained face landmark detection model 110 is used. This model
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110 is conventional and is out of the scope of the present disclosure. The output of the face landmark detection algorithm
109 is an image coordinates vector. This vector has the positions of characteristic facial landmarks from which control
points of the 2D facial shape (the projection of the shape of face, in other words) will be obtained. Finally, once a set of
facial characterization points is extracted by applying the face landmark detection algorithm 109, a 3D face model fitting
algorithm 112 (50 in figure 4) is applied against a parametrized 3D face deformable model 111 for adjusting the 3D face
deformable model 111 (for example, but without limitation, the one shown in figure 3) to the detected landmarks d = {d1,
d2, d3...} in order to minimize the error between each point (each detected landmark) of the obtained set of facial
characterization points and a corresponding point (projection) in the parametrized 3D face deformable model 111. In
other words, the deformation parameters of the model 111 are adjusted in order to optimize (that is to say, minimize)
the mentioned error. The result of this adjustment are the values of face model parameters {t, r, s, a}. At this stage, the
facial appearance of the person is identified in the 3D world, thanks to the overlapping of the face texture on the adjusted
3D face model.
[0045] Regarding the 3D face model 111, the considered deformation parameters can be distinguished in two groups:
those related to facial actions and those related to the user’s shape. In embodiments of the invention, a hard constraint
to the facial shape deformations through time is not applied, considering that, in theory, it is kept constant for a specific
person, and that the facial shape deformations cannot be measured with complete certainty from any viewpoint. Besides,
the 3D face deformable model has also 6 degrees of freedom that correspond to the XYZ position coordinates and roll-
pitch-yaw rotation angles with respect to the camera coordinate system, which is assumed to be well-known and located
at the center of the image, with zero depth. Besides, the camera from which the image is obtained is modelled by means
of certain parameters, such as its focal length, its image pixel width and its image pixel height. Thus, the face adjustment
procedure 112 requires solving a non-linear optimization problem (equation 1 below) where an objective function e is
the minimum average distance between the detected facial landmarks d = {dj} (j=1, 2, 3...) obtained in block 109 (figures
1B and 2) and their corresponding vertex counterparts in the deformable 3D face model 111. 

where:

• d = {d1, d2, d3 ...} are the detected 2D landmark positions obtained in block 109
• p= {p1, p2, p3 ...} are the 2D projections of the corresponding 3D deformable model vertices. p is a function that

depends on the camera parameters (f, w, h) and on the parameters of the graphical object (t, r, s, a). Function p
represents the 2D projections on a surface of vertices, which are 3D. The goal is to minimize the distance between
the detected 2D landmark positions in the image and the vertices of the projections.

• f is the focal length of the camera from which the image was obtained.
• w is the image pixel width.
• h is the image pixel height.
• t= {tx, ty, tz} are the XYZ positions of the face model with respect to the camera.
• r= {rx, ry, rz} are the roll-pitch-yaw rotation angles of the face model with respect to the camera.
• s= {s1, s2, s3 ...} are the shape-related deformation parameters.
• a= {a1, a2, a3 ...} are the action-related deformation parameters.
• n is the number of 2D landmark positions.
• e is the residual error.

[0046] The vertices of the 3D deformable model are those vertices of the model whose positioning is semantically
equivalent to the detected landmarks. In the end, a graphic model is nothing more than a list of points (vertices), joined
by straight lines in one way or another (usually forming triangles). In the current case, the model is deformable through
a series of parameters (numbers), which if they are zero, do not deform the model, but if any of them has a value different
from 0 then the positioning of some vertices varies depending on a vector of pre-established deformation multiplied by
the value of that parameter value, which acts as a "weight". These deformation vectors are also designed according to
concepts, such as facial actions, or specific forms of the person. For example, a parameter that represents the interocular
distance will change the vertices in the vicinity of the eyes, maintaining the symmetry of the face.
[0047] The model may have more vertices than the landmarks detected. A semantic relationship must be established
between vertices and landmarks in order to deform the model through landmarks. For example, the 2D landmark that
represents the tip of the nose must be paired with the 3D vertex positioned on the tip of the nose of the 3D model.
[0048] The facial model and its adjustment are relatively complex. For example, the number of landmarks may be 68,
because in the facial adjustment stage the deformability parameters of the 3D facial graphic object are adjusted (and
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for doing it, it is better to use more landmarks). Consequently, the achieved estimation of the 3D positions of the eye
centers is much closer to the real one than in conventional methods.
[0049] Thus, the objective function is parameterized with camera parameters {f, w, h} and face model parameters {t,
r, s, a}. Any conventional camera model may be adopted. As a matter of example, but without limitation, the pinhole
camera model [Hartley and Zisserman, 2003] is adopted, without considering lens distortion, as it provides a good
balance between simplicity and realism for obtaining perspective projections, for most common cases. In practice, the
camera parameters {f, w, h} are assumed to be known beforehand and constant in time. Hence, the optimization
procedure obtains those values of face model parameters {t, r, s, a} that minimize the objective function e. As a result
of this adjustment, the textures of the user’s face elements under control can be obtained, including the eyes, for their
processing in the following block (block 12 in figure 1). In other words, key parts of the image have been identified (for
example eyes, nose, etc.) and they are aligned with the graphical object (the graphical object being the deformable
graphical model representing the face).
[0050] It is important to note that the heterogeneous nature of the face model parameters needs to be set under control
during the optimization procedure, i.e., the range of possible values for t, r, s and a can be significantly different one to
each other if no explicit normalization is applied. Therefore, in embodiments of the invention, a "neutral configuration"
is established. A non-limiting example of neutral configuration is a configuration in which the face is expressionless,
looking at the front and located at the central region of the image, at a distance from the camera viewpoint in which the
face boundaries cover about one quarter of the shortest image size (width or height). For the optimization, the face
parameters are normalized so that in the neutral configuration they all have zero value and the range that each one
covers (e.g., the translation in X direction, a facial action or shape deformation from one extreme to the other, etc.) lies
in the same order of values.
[0051] The algorithm corresponding to the first block 11 (figure 2) and schematized in the flow chart of figure 4, is as
follows: Considering in general that the input 101 is formed by an image sequence I (that may be a single image or video
comprising a plurality of images or frames), for each Ij ∈ I, wherein j is the frame number:

If face detection is need (stage 41), then the face model parameters of the graphical model are reset to a neutral
configuration (stage 42) and a search of a face region in the image j is performed (stage 43). A patch and a face
region (block 108 in figure 1B) of the detected user’s face are stored (stage 44). In other words, the stored image
corresponds to the image which is within the patch.

If, on the contrary, face detection is not needed, because a patch representative of the user’s face is already stored,
then:

pattern matching is applied in order to identify an already stored face image patch in the image j (stage 45) and

it is verified (stage 46) whether the identified patch corresponds to a real face. This is done via pattern classi-
fication. In other words, every time "something" (apparently a face) is detected in an image, a patch is stored.
Therefore, when no face detection is needed, the already stored patches are used in order to associate the
current image j with a stored patch.
And if the identified face region contains a real face, then the identified face region is stored (stage 47). The
identified face region is represented as a rectangle defined by its position x,y and its width and height. This
rectangle will be later used in order to detect landmarks.
Next, if a face region is available (stage 48), then

an algorithm for detecting the face landmark is run (stage 49) (block 109 in figure 1B) and an algorithm is
applied (stage 50) (block 112 in figure 1B) in order to fit or adjust a 3D face model (for example the one
shown in figure 3) to the detected landmarks. Optionally, the parameters {t, r, s, a} may be filtered with an
appropriate approach for face movements (not shown in figure 4).

Depending on the application, it may be required -or preferred- to detect all the faces, in which case the face
detection algorithm (stages 41-44) must be always applied (that is to say, applied for every new image or frame).
If, however, for example only one face needs to be identified, it is possible to combine detection functions with
tracking functions, in order to reduce the required computation capacity.

[0052] The algorithm schematized in figure 4 can be summarized as follows, in which additional inputs to the algorithm
are trained face detection model 105, trained face landmark detection model 110 and generic 3D face deformable model
111. These models are implemented as neural networks, preferably deep neural networks.
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[0053] The algorithm for adjusting a 3D face model to the detected landmarks, applied at stage 50 in figure 4 (stage
112 in figures 1B and 2), is explained in detail in figure 5 (it is also referred to as Algorithm 2 in Algorithm 1 listed above).
The inputs to this algorithm are: a set of 2D landmark positions d = {d1, d2, d3 ...} in the image; a relation list between
landmarks and vertices (this relation is predefined and indicates which landmarks correspond to vertices in the graphical
object); a generic 3D face deformable model 111; and the camera parameters, which are also known (or assumed to
be known). The face model adjustment is carried out following a three-stage procedure, in which the first stage (block
51 in figure 5) corresponds to the overall holistic estimation of the model position (t) and orientation (r) parameters, the
second stage (block 53 in figure 5) corresponds to the holistic estimation of the shape parameters (s) and the third stage
(block 54 in figure 5) corresponds to the sequential estimation of each action parameter (a). After the holistic estimation
of the model position (t) and orientation (r) parameters, the current parameter values are preferably converted to the
normalized range workspace (block 52 in figure 5). If a face has been detected (blocks 41-44 in figure 4), then the current
parameter values are those of the neutral configuration (block 42 in figure 4). If face tracking is being performed instead
(blocks 45-47 in figure 4), then the current parameter values are those of the previous configuration. As a matter of
example, but without limitation, for the first stage 51 the Levenberg-Marquardt algorithm [Levenberg, "A Method for the
Solution of Certain Non-Linear Problems in Least Squares." Quarterly of Applied Mathematics, 2 (1944), pp. 164-168;
Marquardt, "An Algorithm for Least-Squares Estimation of Nonlinear Parameters." SIAM Journal on Applied Mathematics,
11 (2) (1963), pp. 431-441] may be used, due to its high efficiency and sufficient accuracy for this case, while for the
other two stages 53, 54, BFGS [Broyden, "The Convergence of a Class of Double Rank Minimization Algorithms: 2. The
New algorithm." J. Inst. Math. Appl., 6 (1970), pp. 222-231; Fletcher, "A New Approach to Variable Metric Algorithms."
Computer J., 13 (1970), pp. 317-322; Goldfarb, "A Family of Variable Metric Methods Derived by Variational Means."
Math. Comp., 24 (1970), pp. 23-26; and Shanno, "Conditioning of Quasi-Newton Methods for Function Minimization."
Math. Comp., 24 (1970), pp. 647-650] may be used, due to its more refined results in those cases. In order to avoid
numerical instabilities, the shape and action values are preferably initialized with zero values, but the position and
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orientation values are preferably kept and updated from frame to frame while tracking. In embodiments of the invention,
a hard constraint to the facial shape deformations through time is not applied, because, in theory, it should keep constant
for a specific person, and because facial shape deformations cannot be measured with complete certainty from any
viewpoint. As shown in Algorithm 1 already listed, the obtained parameter values may optionally be filtered by taking
into account their frame-to-frame variation and an appropriate filtering method for face movements.
[0054] The algorithm schematized in figure 5 can be listed as follows:

[0055] The 3D face model fitted to the user’s face image 101 and represented by parameters {t, r, s, a} 112, has
already been obtained (block 11 of figure 1). The result of this stage 112 is the geometry in the 3D space of the facial
shape of the person in the image. Because the purpose is to estimate the eye gaze direction, the information of interest
of said geometry of the facial shape is the 3D positioning of the eyes and patches of eye images, in order to be able to
apply an eye gaze direction estimation technique. Now, normalized 3D gaze vectors 121 of the user with respect to the
camera viewpoint need to be obtained (block 12 of figure 1). This may be done in two main stages (113 & 115 in figure
1B). First, eye image patches of the person are extracted and normalized 113 (figure 1B). In particular, two eye image
patches are extracted: a left-eye image patch and a right-eye image patch. Each patch is an image represented by a
matrix. The result of this stage 113 is, for each eye, the eye image region transformed to a normalized space. As a
matter of example, for each patch (left patch and right patch), the normalized matrix has fixed image size, fixed left and
right corners for each eye, and/or the intensity values for the pixels are within a fixed range. Second, a 3D eye gaze
vector regression model is applied 115 to each normalized matrix. This is explained next.
[0056] The inputs to this block 12 are: the output of block 11, that is to say, the values of the face model parameters
{t, r, s, a} that minimize the distance between the detected facial landmarks d = {dj} (j=1, 2, 3...) obtained in block 109
and their corresponding vertex counterparts in the deformable 3D face model, throughout I; the considered input image
101 (image sequence in general), which is required for example to extract the eye texture in a normalized way, that is
to say, normalized according to the shape and intensity (pixel illumination) of the image; 2D left {e1, e2}l and right {e1,
e2}r eye corner landmark positions, throughout I, already detected and a pre-trained 3D gaze vector estimation model
(block 114 in figure 1B) for regressing 3D gazes from normalized eye images. The output 121 of block 12 in figures 1A-
1B is the normalized estimated 3D gaze vectors, for each eye, of the user with respect to the camera viewpoint, throughout
I {gl, gr}norm. Regarding the 2D left {e1, e2}l and right {e1, e2}r eye corner landmark positions, figure 6 represents a
geometry of eye’s key points in a normalized eye shape: w and h are respectively the image pixel width and the image
pixel height and have already been predefined. In other words, a trained 3D eye gaze vector regression model 114 has
been applied 115 to the normalized eye image patches obtained in the previous stage 113 in order to extract 3D vectors
of the eye gaze. In embodiments of the invention, the trained 3D eye gaze vector regression model 114 is a neural
network. The neural network is preferably a deep neural network. The neural network has a set of parameters (in the
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case of a deep neural network, it has a very large number of parameters) that allow to infer a response (the desired 3D
vector) from a stimulus (each normalized eye image patch). These parameters have to be previously trained from data
bases of images annotated with the corresponding answers (in the case of deep neural networks, with a great deal of
answers). Then, when the neural network is fed with an unknown image (eye image patch obtained in stage 113), the
neural network, based on what it has "learned" during a training stage, which has generated a model (trained 3D gaze
vector estimation model 114 in figure 1B), responds with a result (the 3D vector corresponding to that eye image patch).
A neural network -preferably a deep neural network- has been trained with a geometry of the eyes (for example the one
shown in figure 6), assuming that each eye is centered ("c" is thus estimated). The deep neural network is shown in
figure 1B as a trained 3D gaze vector estimation model 114. In other words, in order to extract a 3D vector from each
normalized eye image patch (a 3D vector represents the eye gaze direction), the patches are inserted in a trained neural
network. For each patch, a 3D vector is thus obtained. In embodiments of the invention, estimation of the eye gaze
direction is improved by combining the two 3D vectors of respective eyes.
[0057] Figure 7 shows a flow chart of the algorithm corresponding to the second block 12 (figure 1A). It is an appearance-
based algorithm, which permits to automatically infer the normalized 3D gaze vector 121 from the eye textures of the
user. The inputs to the algorithm are: the image sequence I; 2D left {e1, e2}l and right {e1, e2}r eye corner landmark
positions, throughout I; the adjusted face model geometry and parameters, throughout I; and the pre-trained deep neural
network for regressing 3D gazes from normalized eye images. The output of the algorithm is the user’s normalized left
and right eye gaze vectors estimation {gl, gr}norm, throughout I. The normalized image patches of both eyes need to be
extracted (113 in figure 1B). The normalization is made by aligning the eye textures in a pre-defined shape and preferably
by also equalizing the histogram, so that the image brightness is normalized, and its contrast increased. The shape
normalization is solved by applying an affine warping transformation (using affine transformation matrix M) based on a
set of key points of the eye (both eye corners e1 e2), obtained from the face landmarks detected previously, so that they
fit normalized positions, as shown in figure 6.
[0058] The algorithm is as follows: For each Ij ∈ I, do:

Calculate affine transformation matrix M for each eye (see Eq. 2);

Obtain  for each eye (see Eq. 3);

Obtain Inorm for each eye (see Algorithm 4);
Mirror Inorm for the eye not corresponding to that considered by the regressor (left or right);
Process both Inorm with the pre-trained deep neural network;

Un-mirror the response for the mirrored eye image  

Apply the head rotation’s correction factor (Eq. 4)  

Divide both regression results by their corresponding Euclidean norms → ({gl,gr}norm)j

[0059] The affine transformation matrix M is calculated as follows (stage 71 of figure 7): 

where:

• α = s · cos(θ)
• β= s · sin(θ)
• s = (w - 2 · m1) (see figure 6 for the definitions of w and m1)
• θ refers to the horizontal rotation angle of the line that connects both eye corners, that can be calculated by trigo-

nometry.
• {cx, cy} are the image coordinates of the center of rotation in the source image, for example the mean value between

corners of an eye .

[0060] Then, the source image Iinput is transformed, that is to say, normalized in shape, using the matrix M, as follows. 



EP 3 506 149 A1

13

5

10

15

20

25

30

35

40

45

50

55

wherein in Mrq, r denotes the row and q denotes the column, r being 1 or 2 and c being, 1, 2, or 3.
[0061] In embodiments of the invention, in order to minimize the required memory and space, the inference of both
eye gaze vectors (left eye and right eye) is obtained by the same regression model trained (block 114 in figure 1B) only
with appearances and the corresponding gaze vectors of one of the eyes (e.g., the right eye). Therefore, the other
normalized eye image needs to be mirrored before it is processed by the regressor (trained regression model 114). This
regressor 114 preferably corresponds to a deep neural network trained with an annotated set of normalized eye images,
in which the annotation corresponds to the corresponding normalized 3D eye gaze vector, i.e., three floating point
numbers representing the XYZ gaze direction with respect to a normalized camera viewpoint, as a unit vector. Here,
the term "normalized camera viewpoint" refers to a viewpoint from which the eye shape is observed as shown in figure
6, i.e., with the eye corners e1, e2 in fixed positions of the normalized image. Different kind of deep neural networks can
be employed for this purpose, i.e., with different number, kind and configuration of layers (e.g., inspired in LeNet [LeCun,
"Gradient-Based Learning Applied to Document Recognition." Proceedings of the IEEE, 1998], VGG [Simonyan and
Zisserman, "Very Deep Convolutional Networks for Large-Scale Image Recognition." CoRR abs/1409.1556, 2014], etc.).
In runtime, this preferably deep neural network processes the incoming normalized eye image patch and infers a vector
of 3 floating point numbers associated with the gaze direction. In the case of the image that has been previously mirrored,
its obtained result needs now to be un-mirrored (just by changing the sign of the first number). In the trained regression
model 114, either synthetic images, or real images, or a combination of synthetic and real images, may be used.
[0062] It must be noted that the applied eye shape normalization procedure usually results in distorted images; normally,
the further the user’s face is with respect to frontal viewpoints, i.e., the most distant eye’s appearance may look, normally,
the more distorted the images become. As a matter of example, figure 8 shows three examples of the distortion that
happens in the normalized appearance of distant eyes in non-frontal faces, when the head’s yaw angle is changed. The
red rectangle represents the output of the face detection algorithm, that is to say, the detected face region, represented
by a rectangle in image coordinates (for example, left top corner position, width and height). The green points are the
face landmarks (d1, d2, d3...) detected by the face landmark detection algorithm. The white points, connected by white
lines, are the vertices of the 3D facial model and its triangles, which define the 3D model. As can be observed, the green
points do not match exactly the white ones because the deformability of the graphical object is not perfect. At most, e
is minimized in block 11 (figure 1A). Consequently, this distortion may affect in stability of the estimated gaze for different
yaw rotation angles of the head. A similar instability may also happen for different pitch angles, but in a lower degree.

[0063] In order to reduce this effect, the vectors obtained in the previous step  are corrected

by a factor proportional to the head’s pitch and yaw rotation angles, as follows: 

where:

• rx0 is the reference pitch angle.
• ry0 is the reference yaw angle.
• Kx is the proportionality constant for the pitch angle.
• Ky is the proportionality constant for the yaw angle.

[0064] The values of these parameters are experimentally determined, depending on the final application. For instance,
the reference pitch and yaw angles could be the average values from those observed during the image sequence, while
the user’s head poses are closer to frontal viewpoints, while the proportionality constants could be determined based
on the observations of the gaze stability while the user is moving the head, but maintaining the point of gaze.
[0065] Finally, each vector is divided by the Euclidean norm, so that to assure that the resulting vectors have unit
norm, and this way both normalized gaze vectors are obtained.
[0066] The algorithm of the flow chart of figure 7 can be listed as follows:
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[0067] In embodiments of the invention, the eye image equalization algorithm (block 73 in figure 7) may be implemented

as described next in relation to figure 9. The input to this algorithm is the shape-normalized eye image  For

example, but not in a limiting way, the shape-normalized eye image may be an 8-bit single channel shape-normalized
eye image. The output of this algorithm is a normalized eye image Inorm. First, the histogram H of the shape-normalized

eye image is calculated (stage 91). Then, the histogram is normalized so that the sum of histogram bins is 255 (stage

92). Then, the integral of the normalized histogram is computed:  Finally, transform the image using

H’ as a look-up table:  

[0068] The algorithm of the flow chart of figure 9 can be listed as follows:

[0069] The normalized 3D gaze vectors (for left and right eyes) 121 (figures 1A-1B) of the user with respect to the
camera viewpoint have already been obtained (block 12 of figure 1A) from each normalized eye image patches (left-



EP 3 506 149 A1

15

5

10

15

20

25

30

35

40

45

50

55

eye patch and right-eye patch). It is remarkable that these 3D eye gaze vectors have been obtained without any previous
calibration e.g. without any initialization procedures. This is especially important in applications requiring real-time mon-
itoring of the eye gaze, such as automotive applications. Finally, the eye gaze direction needs to be estimated with
respect to the targets (block 13 of figure 1A). In other words, the 3D eye gaze vector already obtained must be related
with the environment. This is explained next. In the present disclosure, a virtual 3D modelling between the target (i.e.
screen) and the person is performed. In an ideal situation, in which information such as the person’s 3D eye positions,
the surrounding potential targets’ geometries in the same 3D space or the camera characteristics was known, and
calibration was performed, a real (rather than virtual) 3D modelling between the target and the person could be performed.
However, in most applications it is not possible to obtain all these data, or at least it is impossible to obtain them quick
enough so as to execute the estimation method efficiently. So, the considered entities (person’s face, targets, camera)
are reconstructed in a common virtual 3D space, which is used to estimate where the person is looking at, without
requiring calibration data. This virtual 3D space reconstruction is generated by combining a set of computer vision
procedures in a specific manner, as described next, and by considering a set of assumptions regarding the physical
characteristics of the different components. In order to perform such 3D modelling, the target’s geometry (117 in figure
1B) and camera intrinsic assumptions (116 in figure 1B) are used. The 3D modelling is virtual (rather than real) because
the characteristics of the camera or user measurements, such as interocular distance, are not known. So, from each
3D eye gaze vector (obtained in stage 115) and from the target’s geometry 117 and camera intrinsic assumptions 116,
all the scene components (face, 3D eye gaze vectors, camera and possible targets) are set in a common 3D space
(stage 118). In other words, there is a need to establish, for example, that the 3D eye gaze vectors leave the eyes in
the image, or that the 3D eye gaze vectors reach (end at) one target among different potential targets. A filtered average
3D eye gaze vector is then calculated (stage 119). Finally, the intersection between the filtered average 3D eye gaze
vector and the target’s geometry is checked (stage 120). This checking provides the estimated eye gaze direction with
respect to the target 131.
[0070] The inputs to this block 13 (figure 1A) are the outputs of blocks 11 and 12, that is to say: the values of the face
model parameters {t, r, s, a} that minimize the distance between the detected facial landmarks d = {dj} (j=1, 2, 3...)
obtained in block 109 of figures 1B and 2 and their corresponding vertex counterparts in the deformable 3D face model
111, throughout I (see figures 1B and 2); and the normalized estimated 3D gaze vectors 121, for each eye, of the user
with respect to the camera viewpoint, throughout I_{gl, gr}norm (see figures 1A-1B and 7). The output 131 of block 13 in
figures 1A-1B is the user’s estimated point of gaze with respect to the targets in the scene.
[0071] Figure 10 shows a flow chart of the algorithm corresponding to the third block 13 of the method of the invention
(figure 1A). It is a target-related point of gaze estimation algorithm. It automatically infers the user’s eye gaze with respect
to the targets in the scene. The algorithm is as follows: First, the target geometries are placed with respect to the camera’s
coordinate system, which is the same reference used for the face and eye gaze vectors, already estimated in previous
blocks of the method of the present disclosure. The camera’s coordinate system has been previously pre-established.
In other words, it is assumed that the camera’s coordinate system is well-known. In the context of the present disclosure,
a target is modelled or referred to as a set of polygons formed by k points b and lines l, and their corresponding planar
surfaces {v, q} (where v is the normal vector and q the distance from the origin) that define the objects that need to be
related with the user’s point of gaze (e.g., a TV screen is represented by a rectangular plane, or the frontal and lateral
windows in a vehicle are represented by 3 rectangular planes, etc., depending on the final application). Then, the 3D
face model is placed in the scene with the parameters obtained in block 11 (figure 1A). Then, the normalized left and
right eye 3D gaze vectors obtained in block 12 (figure 1A) are transformed, so that they are referred to the coordinate
system of the camera (i.e., not to the normalized camera viewpoint, as before). This is done by removing the effect of
the rotation angle θ that was used for the affine transformation applied to each normalized eye shape, like this: 

[0072] Then, both gaze vectors are combined by calculating its geometric mean g, which it is assumed to be the user’s
overall gaze vector. The gaze vector may optionally be filtered by taking into account its frame-to-frame motion and an
appropriate filtering method for eye movements. The origin of this vector is preferably placed in the middle position
(mean value) of both eye centers from the 3D face, ε (see for example the origin of this vector in the image in the left
low corner in figure 1B). Thus, the point of gaze pog for each target plane can be estimated, like this: 
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[0073] Finally, a point-in-polygon strategy is applied to see if any of the calculated pog-s lies within any of the polygons
that represent the different targets. The polygon within which any of the calculated pog-s lies, is selected, or the closest
one if none of the calculated pog-s lies within a polygon. Different point-in-polygon strategies are reported in E. Haines,
"Point in Polygon Strategies." Graphics Gems IV, ed. Paul Heckbert, Academic Press, p. 24-46, 1994.
[0074] The algorithm of the flow chart of figure 10 can be written as follows:

[0075] As can be observed, the point-in-polygon strategy may result in that the point of gaze goes through a polygon,
or that the point of gaze does not go through any polygon. In the event it does not, it may provide the closest distance
to a polygon. In the method of the present disclosure, if the point of gaze does not go through a polygon, the method
provides the closest polygon to the point of gaze. For example, in line 11 above, if the point of gaze does not go through
a polygon, the distance to the polygon is stored. And in line 12 above, the current measured distance is compared to
the minimum measured distance (which is the stored one), in order to guarantee that the closest polygon is finally selected.
[0076] One of the advantages of the computer-implemented method of the present invention is that it can be integrated,
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processed and executed in embedded hardware systems with low computational capabilities, such as mobile phones.
Besides, in order to run the current method, no extra equipment is required apart from a single imaging device, such as
several imaging devices or depth sensors. On the contrary, unlike current attempts for relating 2D image projections
with a reconstructed 3D space, which require not only obtaining the person’s 3D eye gaze vectors from the images, but
also the person’s 3D eye positions, the surrounding potential targets’ geometries in the same 3D space, the camera
characteristics from which that space is observed and an additional calibration stage done by the user. The current
method only requires a single monocular imaging device that does not provide 3D data.
[0077] The invention is obviously not limited to the specific embodiment(s) described herein, but also encompasses
any variations that may be considered by any person skilled in the art (for example, as regards the choice of materials,
dimensions, components, configuration, etc.), within the general scope of the invention as defined in the claims.

Claims

1. A computer-implemented method for estimating eye gaze direction, comprising:

fitting (11) a 3D face model (111) to a monocular image (101) obtained from an imaging device, thus obtaining
values of a set of face model parameters representing at least one model position parameter (t), at least one
orientation parameter (r), at least one shape parameter (s) and at least one action parameter (a),
obtaining (12) normalized 3D gaze estimation vectors for the right and left eyes (121) with respect to the
coordinate system of the imaging device;
estimating (13) the eye gaze direction with respect to at least one target in the scene.

2. The method of claim 1, wherein the 3D face model fitted to the monocular image is obtained as follows:

applying an appearance-based face region identification process (105-107) to the monocular image (101) for
selecting a cropped face image (108);
applying an appearance-based face landmark detection algorithm (109) to the cropped face image (108) for
extracting a set of facial characterization landmarks (d) representative of the shape of face elements, the face
landmark detection algorithm (109) being fed with a trained face landmark detection model (110);
applying a model-based face model fitting algorithm (112) for fitting a 3D deformable face model (111) to the
set of facial characterization landmarks (d), thus obtaining the values of the set of face model parameters that
minimize the error between each facial characterization landmark (d) and a corresponding projection in the 3D
deformable face model (111).

3. The method of claim 2, wherein the 3D deformable face model (111) has 6 degrees of freedom corresponding to
the XYZ position coordinates and roll-pitch-yaw rotation angles with respect to the imaging device coordinate system.

4. The method of either claim 2 or 3, wherein the appearance-based face region identification process (105-107)
comprises applying at least one of the following algorithms: a face detection algorithm (106) or a face tracking
algorithm (107).

5. The method of any claims 2-4, said error is minimized by solving a non-linear optimization problem in which an
objective function e is the minimum average distance between the detected facial landmarks (109) and their corre-
sponding vertex counterparts in the deformable 3D face model (111), said objective function e being:

where:

• d = {d1, d2, d3 ...} are the detected 2D landmark positions (109),
• p= {p1, p2, p3 ...} are the 2D projections of the corresponding model vertices
• f is the focal length of the imaging device from which the monocular image was obtained,
• w is the image pixel width.
• h is the image pixel height.
• t= {tx, ty, tz} are the XYZ positions of the face model with respect to the camera.
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• r= {rx, ry, rz} are the roll-pitch-yaw rotation angles of the face model with respect to the camera.
• s= {s1, s2, s3 ...} are the shape-related deformation parameters.
• a= {a1, a2, a3 ...} are the action-related deformation parameters.
• n is the number of 2D landmark positions.
• e is the residual error.

6. The method of claim 2, wherein applying an appearance-based face landmark detection algorithm (109) to the
cropped face image (108) for extracting a set of facial characterization landmarks (d) representative of the shape
of face elements, is done as follows:

holistically estimating (51) model position (t) and orientation (r) parameters,
holistically estimating (53) shape parameters (s), and
sequentially estimating (54) each action parameter (a).

7. The method of any preceding claim, wherein the imaging device from which the monocular image (101) is obtained
is modelled at least by means of its focal length, its image pixel width and its image pixel height.

8. The method of any preceding claim, wherein obtaining (12) normalized 3D gaze estimation vectors for the right and
left eyes (121) with respect to the imaging device viewpoint is done as follows:

extracting and normalizing (113) a left-eye image patch and a right-eye image patch by calculating an affine
transformation matrix M for each eye;
applying (115) a trained 3D eye gaze vector regression model (114) to each normalized patch.

9. The method of claim 8, wherein obtaining (12) normalized 3D gaze estimation vectors for the right and left eyes
(121) is done as follows:

applying an eye shape normalization procedure for one eye;
mirroring the resulting matrix for the eye not corresponding to that considered by the regressor (left or right);
processing both matrixes with the pre-trained deep neural network;
un-mirroring the response for the mirrored eye image;
applying a head rotation’s correction factor;;
dividing both regression results by their corresponding Euclidean norms.

10. The method of claim 9, wherein the affine transformation matrix M is calculated as follows: 

where:

• α = s · cos(θ)
• β = s · sin(θ)
• s = (w - 2 · m1)
• θ refers the horizontal rotation angle of the line that connects both eye corners.
• {cx, cy} are the image coordinates of the center of rotation in the source image.

11. The method of either claim 9 or 10, further comprising an eye image equalization algorithm (73).

12. The method of any claim 9-11, wherein estimating (13) the eye gaze direction with respect to at least one target in
the scene is done as follows:

modelling each target of the at least one target with a set of polygons formed by k points b and lines l, and their
corresponding planar surfaces {v, q}, where v is the normal vector and q the distance from the origin,) that define
the objects that need to be related with the user’s point of gaze, and placing the set of polygons with respect
to the imaging device’s coordinate system,



EP 3 506 149 A1

19

5

10

15

20

25

30

35

40

45

50

55

placing the 3D face model represented by values of a set of face model parameters, with respect to the same
imaging device’s coordinate system,
transforming the normalized 3D gaze estimation vectors for the right and left eyes (121), so that they are referred
to the coordinate system of the imaging system,
calculating the geometric mean of both gaze vectors,
calculating the point of gaze for each target plane,
applying a point-to-polygon strategy to select either a point of gaze that lies within any of the polygons that
represent the at least one target or a point of gaze of the closest polygon,
estimating the eye gaze direction with respect to the selected target.

13. The method of claim 12, wherein transforming the normalized 3D gaze estimation vectors for the right and left eyes
(121) is done by removing the effect of the rotation angle θ that was used for the affine transformation applied to
each normalized eye shape, like this: 

14. A system comprising at least one processor configured to perform the steps of the method of any claims 1-13.

15. A computer program product comprising computer program instructions/code for performing the method according
to any of claims 1-13, or a computer-readable memory/medium that stores program instructions/code for performing
the method according to any of claims 1-13.
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