
Printed by Jouve, 75001 PARIS (FR)

(19)
E

P
3 

34
3 

36
7

A
1

TEPZZ¥¥4¥¥67A_T
(11) EP 3 343 367 A1

(12) EUROPEAN PATENT APPLICATION

(43) Date of publication: 
04.07.2018 Bulletin 2018/27

(21) Application number: 17206406.5

(22) Date of filing: 11.12.2017

(51) Int Cl.:
G06F 9/48 (2006.01) G06F 9/50 (2006.01)

(84) Designated Contracting States: 
AL AT BE BG CH CY CZ DE DK EE ES FI FR GB 
GR HR HU IE IS IT LI LT LU LV MC MK MT NL NO 
PL PT RO RS SE SI SK SM TR
Designated Extension States: 
BA ME
Designated Validation States: 
MA MD TN

(30) Priority: 31.12.2016 US 201615396529

(71) Applicant: INTEL Corporation
Santa Clara, CA 95054 (US)

(72) Inventors:  
• AGARWAL, Ishwar

Hillsboro, OR Oregon 97124 (US)
• SANKARAN, Rajesh

Portland, OR Oregon 97229 (US)
• VAN DOREN, Stephen

Portland, OR Oregon 97229 (US)

(74) Representative: Samson & Partner Patentanwälte 
mbB
Widenmayerstraße 6
80538 München (DE)

(54) A METHOD, APPARATUS, SYSTEM FOR OPTIMIZED WORK SUBMISSION TO AN 
ACCELERATOR WORK QUEUE

(57) Aspects of the embodiments are directed to sys-
tems and methods performed by a virtual shared work
queue (VSWQ). The VSWQ can receive an enqueue
command (ENQCMD/S) destined for a shared work
queue of a peripheral device. The VSWQ can determine
a value of a credit counter for the shared work queue,
wherein a credit of the credit counter represents an avail-
ability of the shared work queue to accept the enqueue
command. The VSWQ can respond to the enqueue com-
mand based on the value of the credit counter.



EP 3 343 367 A1

2

5

10

15

20

25

30

35

40

45

50

55

Description

FIELD

[0001] This disclosure pertains to computing system,
and in particular (but not exclusively) to optimized work
submission to an accelerator work queue.

BACKGROUND

[0002] Work submissions to high performance I/O de-
vices or accelerators can be scaled by a common com-
mand interface, also known as a Shared Work Queue
(SWQ), in the device, which could be addressed by any
number of ring-3 or ring-0 software clients through a set
of new CPU instructions.
[0003] These new instructions, called ENQCMD & EN-
QCMDS, addresses the SWQ using a MMIO address,
which in turn produces an atomic non-posted write trans-
action towards the device. This transaction carries with
it a descriptor and associated information about the work
that the client is attempting to submit to the device. When
this transaction arrives at the SWQ, the device then
makes a decision on whether it can successfully enqueue
the work or not depending on a number of device/cli-
ent/SWQ specific conditions. The binary result of this de-
cision, success or retry, is then communicated back to
the CPU and finally, to the issuing instruction in the form
of an architecturally visible flag. This architecture allows
an infinite number of clients to submit work to a finite
SWQ, allowing for scalability in sharing of I/O device/ac-
celerator across VMs & containers.

BRIEF DESCRIPTION OF THE DRAWINGS

[0004]

FIG. 1 illustrates an embodiment of a block diagram
for a computing system including a multicore proc-
essor.
FIG. 2 illustrates delays associated with shared work
queue status reporting.
FIG. 3 illustrates delays associated with shared work
queue status reporting with a virtual shared work
queue in accordance with embodiments of the
present disclosure.
FIG. 4 is a process flow diagram for providing status
information for a shared work queue from a virtual
shared work queue in accordance with embodiments
of the present disclosure.
FIG. 5 is a process flow diagram for initializing a vir-
tual shared work queue in accordance with embod-
iments of the present disclosure.
FIG. 6 illustrates an embodiment of a computing sys-
tem including an interconnect architecture.
FIG. 7 illustrates an embodiment of a interconnect
architecture including a layered stack.
FIG. 8 illustrates an embodiment of a request or

packet to be generated or received within an inter-
connect architecture.
FIG. 9 illustrates an embodiment of a transmitter and
receiver pair for an interconnect architecture.
FIG. 10 illustrates a block diagram of an embodiment
of a multicore processor.

DETAILED DESCRIPTION

[0005] In the following description, numerous specific
details are set forth, such as examples of specific types
of processors and system configurations, specific hard-
ware structures, specific architectural and micro archi-
tectural details, specific register configurations, specific
instruction types, specific system components, specific
measurements/heights, specific processor pipeline stag-
es and operation etc. in order to provide a thorough un-
derstanding of the present disclosure. It will be apparent,
however, to one skilled in the art that these specific details
need not be employed to practice the present disclosure.
In other instances, well known components or methods,
such as specific and alternative processor architectures,
specific logic circuits/code for described algorithms, spe-
cific firmware code, specific interconnect operation, spe-
cific logic configurations, specific manufacturing tech-
niques and materials, specific compiler implementations,
specific expression of algorithms in code, specific power
down and gating techniques/logic and other specific op-
erational details of computer system haven’t been de-
scribed in detail in order to avoid unnecessarily obscuring
the present disclosure.
[0006] Although the following embodiments may be
described with reference to energy conservation and en-
ergy efficiency in specific integrated circuits, such as in
computing platforms or microprocessors, other embodi-
ments are applicable to other types of integrated circuits
and logic devices. Similar techniques and teachings of
embodiments described herein may be applied to other
types of circuits or semiconductor devices that may also
benefit from better energy efficiency and energy conser-
vation. For example, the disclosed embodiments are not
limited to desktop computer systems or Ultrabooks™.
And may be also used in other devices, such as handheld
devices, tablets, other thin notebooks, systems on a chip
(SOC) devices, and embedded applications. Some ex-
amples of handheld devices include cellular phones, In-
ternet protocol devices, digital cameras, personal digital
assistants (PDAs), and handheld PCs. Embedded appli-
cations typically include a microcontroller, a digital signal
processor (DSP), a system on a chip, network computers
(NetPC), set-top boxes, network hubs, wide area network
(WAN) switches, or any other system that can perform
the functions and operations taught below. Moreover, the
apparatus’, methods, and systems described herein are
not limited to physical computing devices, but may also
relate to software optimizations for energy conservation
and efficiency. As will become readily apparent in the
description below, the embodiments of methods, appa-
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ratus’, and systems described herein (whether in refer-
ence to hardware, firmware, software, or a combination
thereof) are vital to a ’green technology’ future balanced
with performance considerations.
[0007] As computing systems are advancing, the com-
ponents therein are becoming more complex. As a result,
the interconnect architecture to couple and communicate
between the components is also increasing in complexity
to ensure bandwidth requirements are met for optimal
component operation. Furthermore, different market
segments demand different aspects of interconnect ar-
chitectures to suit the market’s needs. For example, serv-
ers require higher performance, while the mobile ecosys-
tem is sometimes able to sacrifice overall performance
for power savings. Yet, it’s a singular purpose of most
fabrics to provide highest possible performance with
maximum power saving. Below, a number of intercon-
nects are discussed, which would potentially benefit from
aspects of the disclosure described herein.
[0008] Referring to FIG. 1, an embodiment of a block
diagram for a computing system including a multicore
processor is depicted. Processor 100 includes any proc-
essor or processing device, such as a microprocessor,
an embedded processor, a digital signal processor
(DSP), a network processor, a handheld processor, an
application processor, a co-processor, a system on a chip
(SOC), or other device to execute code. Processor 100,
in one embodiment, includes at least two cores-core 101
and 102, which may include asymmetric cores or sym-
metric cores (the illustrated embodiment). However,
processor 100 may include any number of processing
elements that may be symmetric or asymmetric.
[0009] In one embodiment, a processing element re-
fers to hardware or logic to support a software thread.
Examples of hardware processing elements include: a
thread unit, a thread slot, a thread, a process unit, a con-
text, a context unit, a logical processor, a hardware
thread, a core, and/or any other element, which is capa-
ble of holding a state for a processor, such as an execu-
tion state or architectural state. In other words, a process-
ing element, in one embodiment, refers to any hardware
capable of being independently associated with code,
such as a software thread, operating system, application,
or other code. A physical processor (or processor socket)
typically refers to an integrated circuit, which potentially
includes any number of other processing elements, such
as cores or hardware threads.
[0010] A core often refers to logic located on an inte-
grated circuit capable of maintaining an independent ar-
chitectural state, wherein each independently main-
tained architectural state is associated with at least some
dedicated execution resources. In contrast to cores, a
hardware thread typically refers to any logic located on
an integrated circuit capable of maintaining an independ-
ent architectural state, wherein the independently main-
tained architectural states share access to execution re-
sources. As can be seen, when certain resources are
shared and others are dedicated to an architectural state,

the line between the nomenclature of a hardware thread
and core overlaps. Yet often, a core and a hardware
thread are viewed by an operating system as individual
logical processors, where the operating system is able
to individually schedule operations on each logical proc-
essor.
[0011] Physical processor 100, as illustrated in FIG. 1,
includes two cores-core 101 and 102. Here, core 101
and 102 are considered symmetric cores, i.e. cores with
the same configurations, functional units, and/or logic. In
another embodiment, core 101 includes an out-of-order
processor core, while core 102 includes an in-order proc-
essor core. However, cores 101 and 102 may be individ-
ually selected from any type of core, such as a native
core, a software managed core, a core adapted to exe-
cute a native Instruction Set Architecture (ISA), a core
adapted to execute a translated Instruction Set Architec-
ture (ISA), a co-designed core, or other known core. In
a heterogeneous core environment (i.e. asymmetric
cores), some form of translation, such a binary transla-
tion, may be utilized to schedule or execute code on one
or both cores. Yet to further the discussion, the functional
units illustrated in core 101 are described in further detail
below, as the units in core 102 operate in a similar manner
in the depicted embodiment.
[0012] As depicted, core 101 includes two hardware
threads 101a and 101b, which may also be referred to
as hardware thread slots 101a and 101b. Therefore, soft-
ware entities, such as an operating system, in one em-
bodiment potentially view processor 100 as four separate
processors, i.e., four logical processors or processing
elements capable of executing four software threads con-
currently. As alluded to above, a first thread is associated
with architecture state registers 101a, a second thread
is associated with architecture state registers 101b, a
third thread may be associated with architecture state
registers 102a, and a fourth thread may be associated
with architecture state registers 102b. Here, each of the
architecture state registers
[0013] (101 a, 101b, 102a, and 102b) may be referred
to as processing elements, thread slots, or thread units,
as described above. As illustrated, architecture state reg-
isters 101a are replicated in architecture state registers
101b, so individual architecture states/contexts are ca-
pable of being stored for logical processor 101a and log-
ical processor 101b. In core 101, other smaller resources,
such as instruction pointers and renaming logic in allo-
cator and renamer block 130 may also be replicated for
threads 101a and 101b. Some resources, such as re-
order buffers in reorder/retirement unit 135, ILTB 120,
load/store buffers, and queues may be shared through
partitioning. Other resources, such as general purpose
internal registers, page-table base register(s), low-level
data-cache and data-TLB 115, execution unit(s) 140, and
portions of out-of-order unit 135 are potentially fully
shared.
[0014] Processor 100 often includes other resources,
which may be fully shared, shared through partitioning,
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or dedicated by/to processing elements. In FIG. 1, an
embodiment of a purely exemplary processor with illus-
trative logical units/resources of a processor is illustrated.
Note that a processor may include, or omit, any of these
functional units, as well as include any other known func-
tional units, logic, or firmware not depicted. As illustrated,
core 101 includes a simplified, representative out-of-or-
der (OOO) processor core. But an in-order processor
may be utilized in different embodiments. The OOO core
includes a branch target buffer 120 to predict branches
to be executed/taken and an instruction-translation buffer
(I-TLB) 120 to store address translation entries for in-
structions.
[0015] Core 101 further includes decode module 125
coupled to fetch unit 120 to decode fetched elements.
Fetch logic, in one embodiment, includes individual se-
quencers associated with thread slots 101a, 101b, re-
spectively. Usually core 101 is associated with a first ISA,
which defines/specifies instructions executable on proc-
essor 100. Often machine code instructions that are part
of the first ISA include a portion of the instruction (referred
to as an opcode), which references/specifies an instruc-
tion or operation to be performed. Decode logic 125 in-
cludes circuitry that recognizes these instructions from
their opcodes and passes the decoded instructions on in
the pipeline for processing as defined by the first ISA.
For example, as discussed in more detail below decoders
125, in one embodiment, include logic designed or adapt-
ed to recognize specific instructions, such as transac-
tional instruction. As a result of the recognition by decod-
ers 125, the architecture or core 101 takes specific, pre-
defined actions to perform tasks associated with the ap-
propriate instruction. It is important to note that any of
the tasks, blocks, operations, and methods described
herein may be performed in response to a single or mul-
tiple instructions; some of which may be new or old in-
structions. Note decoders 126, in one embodiment, rec-
ognize the same ISA (or a subset thereof). Alternatively,
in a heterogeneous core environment, decoders 126 rec-
ognize a second ISA (either a subset of the first ISA or
a distinct ISA).
[0016] In one example, allocator and renamer block
130 includes an allocator to reserve resources, such as
register files to store instruction processing results. How-
ever, threads 101a and 101b are potentially capable of
out-of-order execution, where allocator and renamer
block 130 also reserves other resources, such as reorder
buffers to track instruction results. Unit 130 may also in-
clude a register renamer to rename program/instruction
reference registers to other registers internal to proces-
sor 100. Reorder/retirement unit 135 includes compo-
nents, such as the reorder buffers mentioned above, load
buffers, and store buffers, to support out-of-order execu-
tion and later in-order retirement of instructions executed
out-of-order.
[0017] Scheduler and execution unit(s) block 140, in
one embodiment, includes a scheduler unit to schedule
instructions/operation on execution units. For example,

a floating point instruction is scheduled on a port of an
execution unit that has an available floating point execu-
tion unit. Register files associated with the execution
units are also included to store information instruction
processing results. Exemplary execution units include a
floating point execution unit, an integer execution unit, a
jump execution unit, a load execution unit, a store exe-
cution unit, and other known execution units.
[0018] Lower level data cache and data translation
buffer (D-TLB) 150 are coupled to execution unit(s) 140.
The data cache is to store recently used/operated on
elements, such as data operands, which are potentially
held in memory coherency states. The D-TLB is to store
recent virtual/linear to physical address translations. As
a specific example, a processor may include a page table
structure to break physical memory into a plurality of vir-
tual pages.
[0019] Here, cores 101 and 102 share access to high-
er-level or further-out cache, such as a second level
cache associated with on-chip interface 110. Note that
higher-level or further-out refers to cache levels increas-
ing or getting further way from the execution unit(s). In
one embodiment, higher-level cache is a last-level data
cache-last cache in the memory hierarchy on processor
100-such as a second or third level data cache. However,
higher level cache is not so limited, as it may be associ-
ated with or include an instruction cache. A trace cache-
a type of instruction cache-instead may be coupled after
decoder 125 to store recently decoded traces. Here, an
instruction potentially refers to a macro-instruction (i.e. a
general instruction recognized by the decoders), which
may decode into a number of micro-instructions (micro-
operations).
[0020] In the depicted configuration, processor 100 al-
so includes on-chip interface module 110. Historically, a
memory controller, which is described in more detail be-
low, has been included in a computing system external
to processor 100. In this scenario, on-chip interface 11
is to communicate with devices external to processor
100, such as system memory 175, a chipset (often in-
cluding a memory controller hub to connect to memory
175 and an I/O controller hub to connect peripheral de-
vices), a memory controller hub, a northbridge, or other
integrated circuit. And in this scenario, bus 105 may in-
clude any known interconnect, such as multi-drop bus,
a point-to-point interconnect, a serial interconnect, a par-
allel bus, a coherent (e.g. cache coherent) bus, a layered
protocol architecture, a differential bus, and a GTL bus.
[0021] Memory 175 may be dedicated to processor
100 or shared with other devices in a system. Common
examples of types of memory 175 include DRAM, SRAM,
non-volatile memory (NV memory), and other known
storage devices. Note that device 180 may include a
graphic accelerator, processor or card coupled to a mem-
ory controller hub, data storage coupled to an I/O con-
troller hub, a wireless transceiver, a flash device, an audio
controller, a network controller, or other known device.
[0022] Recently however, as more logic and devices
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are being integrated on a single die, such as SOC, each
of these devices may be incorporated on processor 100.
For example in one embodiment, a memory controller
hub is on the same package and/or die with processor
100. Here, a portion of the core (an on-core portion) 110
includes one or more controller(s) for interfacing with oth-
er devices such as memory 175 or a graphics device
180. The configuration including an interconnect and
controllers for interfacing with such devices is often re-
ferred to as an on-core (or un-core configuration). As an
example, on-chip interface 110 includes a ring intercon-
nect for on-chip communication and a high-speed serial
point-to-point link 105 for off-chip communication. Yet, in
the SOC environment, even more devices, such as the
network interface, co-processors, memory 175, graphics
processor 180, and any other known computer devic-
es/interface may be integrated on a single die or integrat-
ed circuit to provide small form factor with high function-
ality and low power consumption.
[0023] In one embodiment, processor 100 is capable
of executing a compiler, optimization, and/or translator
code 177 to compile, translate, and/or optimize applica-
tion code 176 to support the apparatus and methods de-
scribed herein or to interface therewith. A compiler often
includes a program or set of programs to translate source
text/code into target text/code. Usually, compilation of
program/application code with a compiler is done in mul-
tiple phases and passes to transform hi-level program-
ming language code into low-level machine or assembly
language code. Yet, single pass compilers may still be
utilized for simple compilation. A compiler may utilize any
known compilation techniques and perform any known
compiler operations, such as lexical analysis, preproc-
essing, parsing, semantic analysis, code generation,
code transformation, and code optimization.
[0024] Larger compilers often include multiple phases,
but most often these phases are included within two gen-
eral phases: (1) a front-end, i.e. generally where syntactic
processing, semantic processing, and some transforma-
tion/optimization may take place, and (2) a back-end, i.e.
generally where analysis, transformations, optimiza-
tions, and code generation takes place. Some compilers
refer to a middle, which illustrates the blurring of deline-
ation between a front-end and back end of a compiler.
As a result, reference to insertion, association, genera-
tion, or other operation of a compiler may take place in
any of the aforementioned phases or passes, as well as
any other known phases or passes of a compiler. As an
illustrative example, a compiler potentially inserts oper-
ations, calls, functions, etc. in one or more phases of
compilation, such as insertion of calls/operations in a
front-end phase of compilation and then transformation
of the calls/operations into lower-level code during a
transformation phase. Note that during dynamic compi-
lation, compiler code or dynamic optimization code may
insert such operations/calls, as well as optimize the code
for execution during runtime. As a specific illustrative ex-
ample, binary code (already compiled code) may be dy-

namically optimized during runtime. Here, the program
code may include the dynamic optimization code, the bi-
nary code, or a combination thereof.
[0025] Similar to a compiler, a translator, such as a
binary translator, translates code either statically or dy-
namically to optimize and/or translate code. Therefore,
reference to execution of code, application code, pro-
gram code, or other software environment may refer to:
(1) execution of a compiler program(s), optimization code
optimizer, or translator either dynamically or statically, to
compile program code, to maintain software structures,
to perform other operations, to optimize code, or to trans-
late code; (2) execution of main program code including
operations/calls, such as application code that has been
optimized/compiled; (3) execution of other program
code, such as libraries, associated with the main program
code to maintain software structures, to perform other
software related operations, or to optimize code; or (4) a
combination thereof.
[0026] Modern and emerging accelerator devices and
high-performance I/O devices support servicing requests
"directly" from multiple "clients." "Clients" in this context
could be multiple user-mode (ring-3) applications that are
submitting direct user-mode i/o requests to the device,
multiple kernel-mode (ring-0) drivers running in multiple
virtual machines (VMs) sharing the same device, multiple
software agents running in multiple containers (with OSs
supporting container technologies), any combination of
above (ring-3 applications inside a VM, Containers hard-
ened by running them in a VM, etc.), peer I/O agents
submitting work directly (without bouncing through host)
for efficient inline acceleration (e.g., a NIC device using
a Crypto device for encryption acceleration, or a touch
controller or image processing unit using the GPU for
advanced sensor processing), or a host software chain-
ing offload requests across accelerators, where an ac-
celerator device may forward work to another host soft-
ware specified accelerator to chain work without bounc-
ing through host (e.g., a compression accelerator com-
pressing first, before chaining work to a bulk-crypto ac-
celerator for encryption on the compressed data).
[0027] The term "directly" above implies the device is
shared with multiple "clients" without any intermediate
software layers (like a common kernel driver in case of
user applications, or common VMM/hypervisor layer in
case of virtual machines) in the control and data path, to
minimize software overheads.
[0028] Examples of such multi-client accelerator/high-
performance devices in Intel product roadmap and in-
dustry include programmable GPUs and GPGPUs for
graphics and compute, configurable offload devices
(DSPs) for image/audio/vision/sensor processing,
reconfigurable offload devices such as FPGAs, fixed-
function offload devices such as compression, crypto,
regex, neural network and data analytics accelerator de-
vices for speech/vision, machine learning, etc., high-per-
formance host fabric controller devices such as RDMA-
over-Ethernet, InfiniBand, Stormlake (OmniPath), etc.,
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high-performance I/O devices like 10/40/100G Ethernet
NICs, NVM-Express storage controllers devices, etc.
[0029] The common challenge across all these "direct"
usages is to scale the usage across a large number of
’clients’. Such scalability impacts three areas:

1. Work-submission scalability: How to scale work
submission interface ("command interface") to allow
multiple clients to directly submit work to the shared
physical device?
2. Address-space scalability: Since each of these
clients are operating in its own view of memory (ad-
dress space - be it CPU virtual, I/O virtual, guest
physical, or host physical), how to identify memory
accesses on behalf of each client’s work request,
and operate in the common address space of each
client to access shared state in memory?
3. Synchronization/Completion scalability: How to
synchronize/signal work completion or any kind of
notification between the device and the respective
clients, so that such synchronization/notification is
delivered with the least overhead to the ’client’?

[0030] The architecture can include the following com-
ponents:

1. The I/O device (referred to as accelerator devices
in this disclosure) supports a common command in-
terface for work submission from all of its clients.
This common command interface is referred to here-
in as a "Shared Work Queue" (SWQ).
2. The shared work queue (SWQ) can be a shallow
command queue implemented on the device. The
depth of the command queue is device implementa-
tion specific, and can be sized based on the number
of outstanding commands required to feed the de-
vice to achieve its full throughput potential. The SWQ
can be implemented on the device in multiple ways.
3. The SWQ is accessible to queue work to it by
external agents (host CPUs or peer devices) through
a SWQ Portal Register (SWQ_PREG) in the MMIO
space of the device. In one example implementation,
the SWQ_PREG is a 64-byte sized/aligned register
in MMIO space of device, but other choices may also
be possible. If the device supports Single Root I/O
virtualization (SR-IOV), the device may share an
SWQ across Physical Function (PF) and multiple vir-
tual functions (VFs). In this case, the SWQ would
have a SWQ_PREG in the MMIO space of each re-
spective PF and VF, all accessing the same SWQ
behind it.
4. In some implementations, a device may imple-
ment more than one (but a small number) of SWQs.
For example, the device may do so by implementing
one SWQ for all supervisor (kernel-mode) client re-
quests, while using a different SWQ for all user-mode
client requests. Alternatively, it may support a SWQ
for all (ring-0 and ring-3) host clients, and use sep-

arate SWQs for any peer device work submission
for in-lining usages.
5. Software Clients (ring-3 or ring-0 software running
on the host CPUs) submit work (commands) to a
device SWQ through a set of new CPU instructions:

a. ENQCMD (Enqueue Command) - Can be ex-
ecuted from user (non ring-0) or supervisor (ring-
0) privilege levels;
b. ENQCMDS (Enqueue Command as Super-
visor) - Can be executed from only supervisor
(ring-0) privilege level.

These CPU instructions are "general purpose" in the
sense that, the CPU instructions can be used to en-
queue work to SWQ(s) of any devices agnos-
tic/transparent to the type of device to which the com-
mand is targeted.
6. The CPU instruction description is defined as be-
low in one implementation.

ENQCMD/S r34/64, m512:

enqueue 64-byte command as a non-post-
ed write to destination SWQ address (MMIO
address),
memory to memory move; operand encod-
ed as one memory, one register; source
specified as normal memory operand; des-
tination specified as explicitly register.

ENQCMD executable from ring-3 or ring-0; EN-
QCMDS executable from ring-0

7. ENQCMD/S behavior:

Read command from memory, format and issue
non-posted write, return status in EFLAGS.ZF;
non-posted write ignores destination memory
type and guarantees 64B write authenticity.
ENQCMD/S status encoding in EFLAGS.ZF en-
coding:

0: success (request queued to specified
SWQ)
1: reject (request not accepted due to ca-
pacity/QoS reasons)

These CPU instructions produce an atomic non-
posted write transaction (a write transaction for
which a completion response is returned back to the
CPU). The non-posted write transaction is address
routed like any normal MMIO write to the target de-
vice. The non-posted write transaction carries with
it the following information:

a. Identity of the address space of the client that
executed this instruction. For this disclosure, the
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"Process Address Space Identifier" (PASID) can
be the client address-space identity. Depending
on the software usage, PASID can be used for
any of the type of clients (process, container,
VM, etc.). It is possible for other implementation
of this disclosure to use different identification
schemes. ENQCMD instruction use the PASID
associated with the current software thread
(something the OS is expected to save/restore
using XSAVES/XRSTORS instructions on
thread context switches). ENQCMDS instruc-
tion allows the privileged software executing this
instruction to specify the PASID as part of the
source operand for ENQCMDS instruction.
b. Privilege (supervisor or user) of the client that
executed this instruction. Execution of ENQC-
MD always indicates user permission. ENQC-
MDS allows supervisor-mode software execut-
ing it to specify either user privilege (if it is exe-
cuting it on behalf of some ring-3 client), or su-
pervisor privilege (to indicate the command is
from kernel mode client) as part of the source
operand for ENQCMDS instruction.
c. Command Payload that is specific to the target
device. The command payload is read from the
source operand and conveyed as is by the in-
struction in the ENQCMD/S in different way. For
example, some devices may treat it as a doorbell
command where the payload specifies the ac-
tual work descriptor in memory to fetch from).
Other devices may use the actual ENQCMD/S
command to carry the device specific work de-
scriptor, thus avoiding the latency/overhead for
reading the work descriptors from main memory.

The SWQ on a device processes a non-posted write
request received as follows:
At the ingress of device SWQ check if there is space
in the SWQ to accept the request. If there is no space,
drop the request and return a completion indicating
"Reject/Retry" in completion status.
If there is space to accept command to the SWQ,
perform any needed device specific admission con-
trol based on the attributes in the request (such as
PASID, Privilege, or SWQ_PREG address to which
the request is routed) and various device-specific
QoS settings for specific clients. If the admission
control method determines that the request cannot
be accepted to the SWQ, the request is dropped and
a completion is returned with a completion status of
"Reject/Retry."
If the above checks result in the non-posted write
command to be accepted to the SWQ, a completion
is returned with completion status of "Successful
Completion". The command queued to the SWQ is
processed/dispatched based on the device-specific
scheduling model internal to the device.
When the work specified by the command is com-

pleted, the device generates appropriate synchroni-
zation or notification transactions to inform the client
about work completions. These could be through
memory writes, interrupt writes, or other methods.
8. The ENQCMD and ENQCMDS instruction blocks
until the completion response is received back by
the CPU. The instruction returns the status (success
v/s reject/retry) in the EFLAGS.ZF flag before the
instruction retires.
9. Software may queue work through SWQ as fol-
lows:

a. Map the SWQ_PREG of the device to client’s
CPU virtual address space (user or kernel virtual
address, depending of if the client is user-mode
or runs in kernel-mode). This is similar to mem-
ory-mapping any MMIO resources on a device.
b. Format descriptor in memory
c. Execute ENQCMD/S with the memory virtual
address of descriptor as source and the virtual
address to which the SWQ_PREG is mapped
as the destination.
d. Execute a condition jump (JZ) to check if the
ENQCMD/S instruction returned success or re-
try. If retry status, either retry from step-C (with
appropriate back- off).

10. A device may support a combination of existing
work submission method and the shared work queue
method to cater to specific usages.

[0031] In more general terms, an ENQCMD/S non-
posted write may be dropped by any agent (core, coher-
ent fabric, I/O fabric, bridges, ...) between the CPU and
the device. If any agent drops an ENQCMD/S request,
such agent must return a completion response with retry
status code. Software sees and treats it just like a retry
response it received from the target SWQ at the device.
This is possible because, ENQCMD/S requests are self
-contained and don’t have any ordering constraints as-
sociated with them. System designs and fabrics may
make use of this property to handle temporal congestion
or back-pressure conditions in hardware/fabrics.
[0032] This property may also be utilized to build opti-
mized designs where the SWQ may be moved closer to
the CPU and use a dedicated posted/credit-based meth-
od to forward accepted commands to the SWQ to the
target device. Such approaches may be useful to improve
the round-trip latency of ENQCMD/S instruction which
otherwise is required to send the non-posted write re-
quest all the way to the SWQ on device and wait for com-
pletion.
[0033] The SWQ could be implemented on a device
by making use of either dedicated storage onchip
(SRAM), or using extended memory (DRAM) on the de-
vice or even reserved/stolen memory in the platform. In
these cases, the SWQ is just a front end for the clients
to submit work using non-posted semantics, and all ac-
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cepted commands to a SWQ are written to an in-memory
work-queue by the device, from which the various exe-
cution of the engines can fetch work just like any normal
memory-based work-queue. Such memory-backed
SWQ implementation can allow for a large SWQ capacity
than what may be otherwise possible with dedicated on-
chip SRAM storage.
[0034] One issue with the above scheme is that the
client which issues the ENQCMD/S instruction needs to
wait for the result of the work submission before it can
continue with execution. FIG. 2 illustrates round trip tim-
ing 200 associated with shared work queue status re-
porting. In FIG. 2, an agent (here, represented by Core
202), can send an ENQCMD/S instruction to a device.
[0035] There are three general categories under which
an I/O device can lie based on its latency from the issuing
CPU:

1. Root Complex Integrated Endpoint (RCiEP) 206;
RCiEP 206 can implement a SWQ 250;
2. PCIe Endpoint (MCP EP 208) located off-die but
on-package as a multi-chip package; MCP EP 208
can implement a SWQ 252;
3. PCIe Endpoint (PCIe EP 212) located on the PCIe
fabric, either directly connected to the root complex
or below a switch hierarchy; PCIe EP 206 can im-
plement a SWQ 254.

[0036] Although the semantics of the ENQCMD/S in-
struction allow for speculative execution past it, typical
implementations of ENQCMD/S will always be followed
by a conditional jump which can be committed only after
the ENQCMD/S instruction has retired and the result of
the EFLAGS.ZF (success/retry) is known. This means
that the latency of the non-posted write transaction to-
wards the I/O device is critical for performance.
[0037] Depending on the location of the accelerator
and the distance from the CPU, this latency can vary
quite widely and can be quite large. Depending on which
of the categories the device falls under, the latency can
range from 100s of nanoseconds to potentially millisec-
onds. For example, for an RCiEP 206, the round trip delay
can be represented by box 218. For example, for an MCP
EP 208, the round trip delay can be represented by box
224, where delay 224 > delay 218. For example, for an
PCi EP 212, the round trip delay can be represented by
box 230, where delay 230 > delay 224.
[0038] This disclosure describes reducing the round
trip latency by maintaining a Virtual Shared Work Queue
(VSWQ) in the root complex, close to the CPU submitting
work to a device. FIG. 3 illustrates round trip timing 300
associated with shared work queue status reporting with
a virtual shared work queue in accordance with embod-
iments of the present disclosure. The VSWQ interacts
with the actual shared work queue (SWQ) independent
of the CPU work submission process and thus, makes
the latency to the device transparent to the CPU.
[0039] As an example, FIG. 3 illustrates a VSWQ 302

implemented within the I/O bridge 204. Using a VSWQ
302, the latency can be made more deterministic and be
reduced by an order or two of magnitude, to 10s of na-
noseconds.
[0040] The above variance and magnitude of latency
can be mitigated by having a Virtual Shared Work Queue
(VSWQ) 302 within the root complex close to the request-
ing agent (here, core 202), potentially within the I/Obridge
204 or other structure. Thus, the success/retry decision
for work submission can be made by the VSWQ 302 itself,
located much closer to the core resulting in a much short-
er round trip latency. Although FIG. 3 shows an example
of the VSWQ 302 located within the I/O bridge 204, the
VSWQ 302 can potentially be located almost any place
within the root complex or within the core itself, for ex-
ample, within the fill buffers of the core.
[0041] The VSWQ 302 operates fundamentally differ-
ently from the actual Shared Work Queue (SWQ) 254
inside the PCIe EP 212. Whereas the SWQ 254 is im-
plemented using dedicated storage, such as SRAM or
DRAM, etc., the VSWQ 302 is implemented using a set
of credit counters which tracks the availability of SWQ
buffers at the target device. This allows the VSWQ 302
implementation to be much lighter weight and lower cost
than the actual SWQ 254.
[0042] The number of VSWQ credit counters depends
on the number of SWQ 254 that needs to be tracked.
Similar to SWQ, the VSWQ 302 will be indexed by the
MMIO address issued by the ENQCMD/S instruction.
The mapping of VSWQ 302 to a target SWQ 254 is pro-
grammable and allows for flexibility in configurations
such that a given VSWQ 302 can proxy for any of the
attached SWQs. The VSWQ 302 is free to reject an EN-
QCMD/S request any time due to various reasons, such
as fabric QoS, credit pressure etc., as long as it returns
a retry status back to the software.
[0043] However, once a VSWQ 302 accepts a request,
the request needs to be sent to the actual SWQ in an
end-to-end credited fashion without dropping.
[0044] There is no requirement that the number of
VSWQ 302 provisioned in a root complex must cover
every SWQ that may be attached. The QoS policies im-
plemented by the SWQ 254 of a device may also be
emulated by the VSWQ 302 by establishing credit thresh-
olds for privileged vs non-privileged modes of work.
[0045] A core 202 can transmit an ENQCMD/S mes-
sage 304 with an MMIO address for a SWQ 254 associ-
ated with a device (here, PCIe EP 212). The ENQCMD/s
message 304 is indexed to the VSWQ 302 within the I/O
bridge 204. The VSWQ can provide a success/retry mes-
sage 306 to the core 202. The VSWQ 302 can send the
ENQCMD/S message 310 on to the SWQ 254 as-is. The
SWQ 254 can then send a success/retry message 312
back to the VSWQ 302 in the I/O bridge 204 to update
the credit counter.
[0046] FIG. 4 is a process flow diagram 400 for provid-
ing status information for a shared work queue from a
virtual shared work queue (VSWQ) in accordance with
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embodiments of the present disclosure. The VSWQ can
receive an enqueue command (ENQCMD/S) message
from an agent (402). The ENQCMD/S can be indexed to
the VSWQ based on a shared MMIO address associated
with the shared work queue (SWQ) on a destination de-
vice. The VSWQ can determine whether the ENQCMD/S
should be handled by the VSWQ (404). If there is no hit,
then the VSWQ can forward the ENQCMD/S to the SWQ
as is (406). If there is a hit, then the VSWQ can determine
whether there are available credits for the SWQ (408). If
there are no credits available, then the VSWQ can send
a retry message to the requesting device (410). If there
is at least one credit available in the credit counter on the
VSWQ, then a success message can be sent to the re-
questing device (412). The VSWQ can also forward the
ENQCMD/S message to the SWQ on the device (414).
The VSWQ can decrement the credit counter (416).
[0047] The VSWQ can receive a completion message
from the SWQ (418). The completion message can be a
success message or other flag. The VSWQ can incre-
ment the credit counter (420).
[0048] FIG. 5 is a process flow diagram 500 for initial-
izing a virtual shared work queue in accordance with em-
bodiments of the present disclosure. The bios can detect
the connection of a peripheral device (502). The depth
of the SWQ can be determined (504). A number of credits
for the corresponding VSWQ can be set based on the
depth of the SWQ (506).
[0049] One interconnect fabric architecture includes
the Peripheral Component Interconnect (PCI) Express
(PCIe) architecture. A primary goal of PCIe is to enable
components and devices from different vendors to inter-
operate in an open architecture, spanning multiple mar-
ket segments; Clients (Desktops and Mobile), Servers
(Standard and Enterprise), and Embedded and Commu-
nication devices. PCI Express is a high performance,
general purpose I/O interconnect defined for a wide va-
riety of future computing and communication platforms.
Some PCI attributes, such as its usage model, load-store
architecture, and software interfaces, have been main-
tained through its revisions, whereas previous parallel
bus implementations have been replaced by a highly
scalable, fully serial interface. The more recent versions
of PCI Express take advantage of advances in point-to-
point interconnects, Switch-based technology, and pack-
etized protocol to deliver new levels of performance and
features. Power Management, Quality Of Service (QoS),
Hot-Plug/Hot-Swap support, Data Integrity, and Error
Handling are among some of the advanced features sup-
ported by PCI Express.
[0050] Referring to FIG. 6, an embodiment of a fabric
composed of point-to-point Links that interconnect a set
of components is illustrated. System 600 includes proc-
essor 605 and system memory 610 coupled to controller
hub 615. Processor 605 includes any processing ele-
ment, such as a microprocessor, a host processor, an
embedded processor, a co-processor, or other proces-
sor. Processor 605 is coupled to controller hub 615

through frontside bus (FSB) 606. In one embodiment,
FSB 606 is a serial point-to-point interconnect as de-
scribed below. In another embodiment, link 606 includes
a serial, differential interconnect architecture that is com-
pliant with different interconnect standard.
[0051] System memory 610 includes any memory de-
vice, such as random access memory (RAM), non-vola-
tile (NV) memory, or other memory accessible by devices
in system 600. System memory 610 is coupled to con-
troller hub 615 through memory interface 616. Examples
of a memory interface include a double-data rate (DDR)
memory interface, a dual-channel DDR memory inter-
face, and a dynamic RAM (DRAM) memory interface.
[0052] In one embodiment, controller hub 615 is a root
hub, root complex, or root controller in a Peripheral Com-
ponent Interconnect Express (PCIe or PCIE) intercon-
nection hierarchy. Examples of controller hub 615 include
a chipset, a memory controller hub (MCH), a northbridge,
an interconnect controller hub (ICH) a southbridge, and
a root controller/hub. Often the term chipset refers to two
physically separate controller hubs, i.e. a memory con-
troller hub (MCH) coupled to an interconnect controller
hub (ICH). Note that current systems often include the
MCH integrated with processor 605, while controller 615
is to communicate with I/O devices, in a similar manner
as described below. In some embodiments, peer-to-peer
routing is optionally supported through root complex 615.
[0053] Here, controller hub 615 is coupled to
switch/bridge 620 through serial link 619. Input/output
modules 617 and 621, which may also be referred to as
interfaces/ports 617 and 621, include/implement a lay-
ered protocol stack to provide communication between
controller hub 615 and switch 620. In one embodiment,
multiple devices are capable of being coupled to switch
620. In embodiments, switch/bridge 620 can include a
virtual shared work queue (VSWQ) 624. VSWQ 624 can
be implemented in hardware, software, or a combination
of hardware and software. The VSWQ 624 can receive
ENQCMD/S from the hub 615 through interface 621 and
return shared work queue status information to the hub
615 through the interface 621. The VSWQ 624 can trans-
mit the ENQCMD/S to the device 630 through interface
622 and can receive completion indicators from the de-
vice 625 through interface 622. The VSWQ 624 can also
be set with a credit counter by a bios once the depth of
the SWQ 628 in the device 625 is known. Device 625 in
this example can include a graphics processing unit
and/or accelerator that supports user-mode I/O for het-
erogeneous processing in a cloud environment and/or
data center environment.
[0054] Switch/bridge 620 routes packets/messages
from device 625 upstream, i.e. up a hierarchy towards a
root complex, to controller hub 615 and downstream, i.e.
down a hierarchy away from a root controller, from proc-
essor 605 or system memory 610 to device 625. Switch
620, in one embodiment, is referred to as a logical as-
sembly of multiple virtual PCI-to-PCI bridge devices. De-
vice 625 includes any internal or external device or com-
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ponent to be coupled to an electronic system, such as
an I/O device, a Network Interface Controller (NIC), an
add-in card, an audio processor, a network processor, a
hard-drive, a storage device, a CD/DVD ROM, a monitor,
a printer, a mouse, a keyboard, a router, a portable stor-
age device, a Firewire device, a Universal Serial Bus
(USB) device, a scanner, and other input/output devices.
Often in the PCIe vernacular, such as device, is referred
to as an endpoint. Although not specifically shown, de-
vice 625 may include a PCIe to PCI/PCI-X bridge to sup-
port legacy or other version PCI devices. Endpoint de-
vices in PCIe are often classified as legacy, PCIe, or root
complex integrated endpoints.
[0055] In embodiments, device 625 includes a shared
work queue 628. Shared work queue 628 can include a
hardware storage element and control software. The
shared work queue 628 can transmit completion infor-
mation to the VSWQ 624 of the switch/bridge 620.
[0056] Graphics accelerator 630 is also coupled to con-
troller hub 615 through serial link 632. In one embodi-
ment, graphics accelerator 630 is coupled to an MCH,
which is coupled to an ICH. Switch 620, and accordingly
I/O device 625, is then coupled to the ICH. I/O modules
631 and 618 are also to implement a layered protocol
stack to communicate between graphics accelerator 630
and controller hub 615. Similar to the MCH discussion
above, a graphics controller or the graphics accelerator
630 itself may be integrated in processor 605.
[0057] Turning to FIG. 7 an embodiment of a layered
protocol stack is illustrated. Layered protocol stack 700
includes any form of a layered communication stack,
such as a Quick Path Interconnect (QPI) stack, a PCie
stack, a next generation high performance computing in-
terconnect stack, or other layered stack. Although the
discussion immediately below in reference to FIGS. 6-9
are in relation to a PCIe stack, the same concepts may
be applied to other interconnect stacks. In one embodi-
ment, protocol stack 700 is a PCIe protocol stack includ-
ing transaction layer 705, link layer 710, and physical
layer 720. An interface, such as interfaces 617, 618, 621,
622, 626, and 631 in FIG. 1, may be represented as com-
munication protocol stack 700. Representation as a com-
munication protocol stack may also be referred to as a
module or interface implementing/including a protocol
stack.
[0058] PCI Express uses packets to communicate in-
formation between components. Packets are formed in
the Transaction Layer 705 and Data Link Layer 710 to
carry the information from the transmitting component to
the receiving component. As the transmitted packets flow
through the other layers, they are extended with addi-
tional information necessary to handle packets at those
layers. At the receiving side the reverse process occurs
and packets get transformed from their Physical Layer
720 representation to the Data Link Layer 710 represen-
tation and finally (for Transaction Layer Packets) to the
form that can be processed by the Transaction Layer 705
of the receiving device.

Transaction Layer

[0059] In one embodiment, transaction layer 705 is to
provide an interface between a device’s processing core
and the interconnect architecture, such as data link layer
710 and physical layer 720. In this regard, a primary re-
sponsibility of the transaction layer 705 is the assembly
and disassembly of packets (i.e., transaction layer pack-
ets, or TLPs). The translation layer 705 typically manages
credit-base flow control for TLPs. PCIe implements split
transactions, i.e. transactions with request and response
separated by time, allowing a link to carry other traffic
while the target device gathers data for the response.
[0060] In addition PCIe utilizes credit-based flow con-
trol. In this scheme, a device advertises an initial amount
of credit for each of the receive buffers in Transaction
Layer 705. An external device at the opposite end of the
link, such as controller hub 115 in FIG. 1, counts the
number of credits consumed by each TLP. A transaction
may be transmitted if the transaction does not exceed a
credit limit. Upon receiving a response an amount of cred-
it is restored. An advantage of a credit scheme is that the
latency of credit return does not affect performance, pro-
vided that the credit limit is not encountered.
[0061] In one embodiment, four transaction address
spaces include a configuration address space, a memory
address space, an input/output address space, and a
message address space. Memory space transactions in-
clude one or more of read requests and write requests
to transfer data to/from a memory-mapped location. In
one embodiment, memory space transactions are capa-
ble of using two different address formats, e.g., a short
address format, such as a 32-bit address, or a long ad-
dress format, such as 64-bit address. Configuration
space transactions are used to access configuration
space of the PCIe devices. Transactions to the configu-
ration space include read requests and write requests.
Message space transactions (or, simply messages) are
defined to support in-band communication between PCIe
agents.
[0062] Therefore, in one embodiment, transaction lay-
er 705 assembles packet header/payload 706. Format
for current packet headers/payloads may be found in the
PCIe specification at the PCIe specification website.
[0063] Quickly referring to FIG. 8, an embodiment of a
PCIe transaction descriptor is illustrated. In one embod-
iment, transaction descriptor 800 is a mechanism for car-
rying transaction information. In this regard, transaction
descriptor 800 supports identification of transactions in
a system. Other potential uses include tracking modifi-
cations of default transaction ordering and association
of transaction with channels.
[0064] Transaction descriptor 800 includes global
identifier field 802, attributes field 804 and channel iden-
tifier field 806. In the illustrated example, global identifier
field 802 is depicted comprising local transaction identi-
fier field 808 and source identifier field 810. In one em-
bodiment, global transaction identifier 802 is unique for
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all outstanding requests.
[0065] According to one implementation, local trans-
action identifier field 808 is a field generated by a request-
ing agent, and it is unique for all outstanding requests
that require a completion for that requesting agent. Fur-
thermore, in this example, source identifier 810 uniquely
identifies the requestor agent within a PCIe hierarchy.
Accordingly, together with source ID 810, local transac-
tion identifier 808 field provides global identification of a
transaction within a hierarchy domain.
[0066] Attributes field 804 specifies characteristics and
relationships of the transaction. In this regard, attributes
field 804 is potentially used to provide additional infor-
mation that allows modification of the default handling of
transactions. In one embodiment, attributes field 804 in-
cludes priority field 812, reserved field 814, ordering field
816, and no-snoop field 818. Here, priority sub-field 812
may be modified by an initiator to assign a priority to the
transaction. Reserved attribute field 814 is left reserved
for future, or vendor-defined usage. Possible usage mod-
els using priority or security attributes may be implement-
ed using the reserved attribute field.
[0067] In this example, ordering attribute field 816 is
used to supply optional information conveying the type
of ordering that may modify default ordering rules. Ac-
cording to one example implementation, an ordering at-
tribute of "0" denotes default ordering rules are to apply,
wherein an ordering attribute of "1" denotes relaxed or-
dering, wherein writes can pass writes in the same direc-
tion, and read completions can pass writes in the same
direction. Snoop attribute field 818 is utilized to determine
if transactions are snooped. As shown, channel ID Field
806 identifies a channel that a transaction is associated
with.

Link Layer

[0068] Link layer 710, also referred to as data link layer
710, acts as an intermediate stage between transaction
layer 705 and the physical layer 720. In one embodiment,
a responsibility of the data link layer 710 is providing a
reliable mechanism for exchanging Transaction Layer
Packets (TLPs) between two components a link. One
side of the Data Link Layer 710 accepts TLPs assembled
by the Transaction Layer 705, applies packet sequence
identifier 711, i.e. an identification number or packet
number, calculates and applies an error detection code,
i.e. CRC 712, and submits the modified TLPs to the Phys-
ical Layer 720 for transmission across a physical to an
external device.

Physical Layer

[0069] In one embodiment, physical layer 720 includes
logical sub block 721 and electrical sub-block 722 to
physically transmit a packet to an external device. Here,
logical sub-block 721 is responsible for the "digital" func-
tions of Physical Layer 721. In this regard, the logical

sub-block includes a transmit section to prepare outgoing
information for transmission by physical sub-block 722,
and a receiver section to identify and prepare received
information before passing it to the Link Layer 710.
[0070] Physical block 722 includes a transmitter and a
receiver. The transmitter is supplied by logical sub-block
721 with symbols, which the transmitter serializes and
transmits onto to an external device. The receiver is sup-
plied with serialized symbols from an external device and
transforms the received signals into a bit-stream. The bit-
stream is deserialized and supplied to logical sub-block
721. In one embodiment, an 8b/10b transmission code
is employed, where ten-bit symbols are transmitted/re-
ceived. Here, special symbols are used to frame a packet
with frames 723. In addition, in one example, the receiver
also provides a symbol clock recovered from the incom-
ing serial stream.
[0071] As stated above, although transaction layer
705, link layer 710, and physical layer 720 are discussed
in reference to a specific embodiment of a PCIe protocol
stack, a layered protocol stack is not so limited. In fact,
any layered protocol may be included/implemented. As
an example, an port/interface that is represented as a
layered protocol includes: (1) a first layer to assemble
packets, i.e. a transaction layer; a second layer to se-
quence packets, i.e. a link layer; and a third layer to trans-
mit the packets, i.e. a physical layer. As a specific exam-
ple, a common standard interface (CSI) layered protocol
is utilized.
[0072] Referring next to FIG. 9, an embodiment of a
PCIe serial point to point fabric is illustrated. Although an
embodiment of a PCIe serial point-to-point link is illus-
trated, a serial point-to-point link is not so limited, as it
includes any transmission path for transmitting serial da-
ta. In the embodiment shown, a basic PCIe link includes
two, low-voltage, differentially driven signal pairs: a trans-
mit pair 906/911 and a receive pair 912/907. Accordingly,
device 905 includes transmission logic 906 to transmit
data to device 910 and receiving logic 907 to receive data
from device 910. In other words, two transmitting paths,
i.e. paths 916 and 917, and two receiving paths, i.e. paths
918 and 919, are included in a PCIe link.
[0073] A transmission path refers to any path for trans-
mitting data, such as a transmission line, a copper line,
an optical line, a wireless communication channel, an
infrared communication link, or other communication
path. A connection between two devices, such as device
905 and device 910, is referred to as a link, such as link
415. A link may support one lane - each lane representing
a set of differential signal pairs (one pair for transmission,
one pair for reception). To scale bandwidth, a link may
aggregate multiple lanes denoted by xN, where N is any
supported Link width, such as 1,2, 4, 8, 12, 16, 32, 64,
or wider.
[0074] A differential pair refers to two transmission
paths, such as lines 416 and 417, to transmit differential
signals. As an example, when line 416 toggles from a
low voltage level to a high voltage level, i.e. a rising edge,
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line 417 drives from a high logic level to a low logic level,
i.e. a falling edge. Differential signals potentially demon-
strate better electrical characteristics, such as better sig-
nal integrity, i.e. cross-coupling, voltage overshoot/un-
dershoot, ringing, etc. This allows for better timing win-
dow, which enables faster transmission frequencies.
[0075] Note that the apparatus’, methods’, and sys-
tems described above may be implemented in any elec-
tronic device or system as aforementioned. As specific
illustrations, the figures below provide exemplary sys-
tems for utilizing the disclosure as described herein. As
the systems below are described in more detail, a number
of different interconnects are disclosed, described, and
revisited from the discussion above. And as is readily
apparent, the advances described above may be applied
to any of those interconnects, fabrics, or architectures.
[0076] Referring now to FIG. 10, shown is a block di-
agram of an embodiment of a multicore processor. As
shown in the embodiment of FIG. 10, processor 1000
includes multiple domains. Specifically, a core domain
1030 includes a plurality of cores 1030A-1030N, a graph-
ics domain 1060 includes one or more graphics engines
having a media engine 1065, and a system agent domain
1010.
[0077] In various embodiments, system agent domain
1010 handles power control events and power manage-
ment, such that individual units of domains 1030 and
1060 (e.g. cores and/or graphics engines) are independ-
ently controllable to dynamically operate at an appropri-
ate power mode/level (e.g. active, turbo, sleep, hiber-
nate, deep sleep, or other Advanced Configuration Pow-
er Interface like state) in light of the activity (or inactivity)
occurring in the given unit. Each of domains 1030 and
1060 may operate at different voltage and/or power, and
furthermore the individual units within the domains each
potentially operate at an independent frequency and volt-
age. Note that while only shown with three domains, un-
derstand the scope of the present disclosure is not limited
in this regard and additional domains may be present in
other embodiments.
[0078] As shown, each core 1030 further includes low
level caches in addition to various execution units and
additional processing elements. Here, the various cores
are coupled to each other and to a shared cache memory
that is formed of a plurality of units or slices of a last level
cache (LLC) 1040A-1040N; these LLCs often include
storage and cache controller functionality and are shared
amongst the cores, as well as potentially among the
graphics engine too.
[0079] As seen, a ring interconnect 1050 couples the
cores together, and provides interconnection between
the core domain 1030, graphics domain 1060 and system
agent circuitry 1010, via a plurality of ring stops 1052A-
1052N, each at a coupling between a core and LLC slice.
As seen in FIG. 10, interconnect 1050 is used to carry
various information, including address information, data
information, acknowledgement information, and
snoop/invalid information. Although a ring interconnect

is illustrated, any known on-die interconnect or fabric may
be utilized. As an illustrative example, some of the fabrics
discussed above (e.g. another on-die interconnect, Intel
On-chip System Fabric (IOSF), an Advanced Microcon-
troller Bus Architecture (AMBA) interconnect, a multi-di-
mensional mesh fabric, or other known interconnect ar-
chitecture) may be utilized in a similar fashion.
[0080] As further depicted, system agent domain 1010
includes display engine 1012 which is to provide control
of and an interface to an associated display. System
agent domain 1010 may include other units, such as: an
integrated memory controller 1020 that provides for an
interface to a system memory (e.g., a DRAM implement-
ed with multiple DIMMs; coherence logic 1022 to perform
memory coherence operations. Multiple interfaces may
be present to enable interconnection between the proc-
essor and other circuitry. For example, in one embodi-
ment at least one direct media interface (DMI) 1016 in-
terface is provided as well as one or more PCIe™ inter-
faces 1014. The display engine and these interfaces typ-
ically couple to memory via a PCIe™ bridge 1018. Still
further, to provide for communications between other
agents, such as additional processors or other circuitry,
one or more other interfaces (e.g. an Intel® Quick Path
Interconnect (QPI) fabric) may be provided.
[0081] While the present disclosure has been de-
scribed with respect to a limited number of embodiments,
those skilled in the art will appreciate numerous modifi-
cations and variations therefrom. It is intended that the
appended claims cover all such modifications and vari-
ations as fall within the true spirit and scope of this present
disclosure.
[0082] A design may go through various stages, from
creation to simulation to fabrication. Data representing a
design may represent the design in a number of manners.
First, as is useful in simulations, the hardware may be
represented using a hardware description language or
another functional description language. Additionally, a
circuit level model with logic and/or transistor gates may
be produced at some stages of the design process. Fur-
thermore, most designs, at some stage, reach a level of
data representing the physical placement of various de-
vices in the hardware model. In the case where conven-
tional semiconductor fabrication techniques are used,
the data representing the hardware model may be the
data specifying the presence or absence of various fea-
tures on different mask layers for masks used to produce
the integrated circuit. In any representation of the design,
the data may be stored in any form of a machine readable
medium. A memory or a magnetic or optical storage such
as a disc may be the machine readable medium to store
information transmitted via optical or electrical wave
modulated or otherwise generated to transmit such in-
formation. When an electrical carrier wave indicating or
carrying the code or design is transmitted, to the extent
that copying, buffering, or re-transmission of the electrical
signal is performed, a new copy is made. Thus, a com-
munication provider or a network provider may store on
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a tangible, machine-readable medium, at least tempo-
rarily, an article, such as information encoded into a car-
rier wave, embodying techniques of embodiments of the
present disclosure.
[0083] A module as used herein refers to any combi-
nation of hardware, software, and/or firmware. As an ex-
ample, a module includes hardware, such as a micro-
controller, associated with a non-transitory medium to
store code adapted to be executed by the micro-control-
ler. Therefore, reference to a module, in one embodi-
ment, refers to the hardware, which is specifically con-
figured to recognize and/or execute the code to be held
on a non-transitory medium. Furthermore, in another em-
bodiment, use of a module refers to the non-transitory
medium including the code, which is specifically adapted
to be executed by the microcontroller to perform prede-
termined operations. And as can be inferred, in yet an-
other embodiment, the term module (in this example)
may refer to the combination of the microcontroller and
the non-transitory medium. Often module boundaries
that are illustrated as separate commonly vary and po-
tentially overlap. For example, a first and a second mod-
ule may share hardware, software, firmware, or a com-
bination thereof, while potentially retaining some inde-
pendent hardware, software, or firmware. In one embod-
iment, use of the term logic includes hardware, such as
transistors, registers, or other hardware, such as pro-
grammable logic devices.
[0084] Use of the phrase ’to’ or ’configured to,’ in one
embodiment, refers to arranging, putting together, man-
ufacturing, offering to sell, importing and/or designing an
apparatus, hardware, logic, or element to perform a des-
ignated or determined task. In this example, an apparatus
or element thereof that is not operating is still ’configured
to’ perform a designated task if it is designed, coupled,
and/or interconnected to perform said designated task.
As a purely illustrative example, a logic gate may provide
a 0 or a 1 during operation. But a logic gate ’configured
to’ provide an enable signal to a clock does not include
every potential logic gate that may provide a 1 or 0. In-
stead, the logic gate is one coupled in some manner that
during operation the 1 or 0 output is to enable the clock.
Note once again that use of the term ’configured to’ does
not require operation, but instead focus on the latent state
of an apparatus, hardware, and/or element, where in the
latent state the apparatus, hardware, and/or element is
designed to perform a particular task when the appara-
tus, hardware, and/or element is operating.
[0085] Furthermore, use of the phrases ’capable of/to,’
and or ’operable to,’ in one embodiment, refers to some
apparatus, logic, hardware, and/or element designed in
such a way to enable use of the apparatus, logic, hard-
ware, and/or element in a specified manner. Note as
above that use of to, capable to, or operable to, in one
embodiment, refers to the latent state of an apparatus,
logic, hardware, and/or element, where the apparatus,
logic, hardware, and/or element is not operating but is
designed in such a manner to enable use of an apparatus

in a specified manner.
[0086] A value, as used herein, includes any known
representation of a number, a state, a logical state, or a
binary logical state. Often, the use of logic levels, logic
values, or logical values is also referred to as 1’s and 0’s,
which simply represents binary logic states. For example,
a 1 refers to a high logic level and 0 refers to a low logic
level. In one embodiment, a storage cell, such as a tran-
sistor or flash cell, may be capable of holding a single
logical value or multiple logical values. However, other
representations of values in computer systems have
been used. For example the decimal number ten may
also be represented as a binary value of 1010 and a
hexadecimal letter A. Therefore, a value includes any
representation of information capable of being held in a
computer system.
[0087] Moreover, states may be represented by values
or portions of values. As an example, a first value, such
as a logical one, may represent a default or initial state,
while a second value, such as a logical zero, may repre-
sent a non-default state. In addition, the terms reset and
set, in one embodiment, refer to a default and an updated
value or state, respectively. For example, a default value
potentially includes a high logical value, i.e. reset, while
an updated value potentially includes a low logical value,
i.e. set. Note that any combination of values may be uti-
lized to represent any number of states.
[0088] The embodiments of methods, hardware, soft-
ware, firmware or code set forth above may be imple-
mented via instructions or code stored on a machine-
accessible, machine readable, computer accessible, or
computer readable medium which are executable by a
processing element. A non-transitory machine-accessi-
ble/readable medium includes any mechanism that pro-
vides (i.e., stores and/or transmits) information in a form
readable by a machine, such as a computer or electronic
system. For example, a non-transitory machine-acces-
sible medium includes random-access memory (RAM),
such as static RAM (SRAM) or dynamic RAM (DRAM);
ROM; magnetic or optical storage medium; flash memory
devices; electrical storage devices; optical storage de-
vices; acoustical storage devices; other form of storage
devices for holding information received from transitory
(propagated) signals (e.g., carrier waves, infrared sig-
nals, digital signals); etc, which are to be distinguished
from the non-transitory mediums that may receive infor-
mation there from.
[0089] Instructions used to program logic to perform
embodiments of the disclosure may be stored within a
memory in the system, such as DRAM, cache, flash
memory, or other storage. Furthermore, the instructions
can be distributed via a network or by way of other com-
puter readable media. Thus a machine-readable medium
may include any mechanism for storing or transmitting
information in a form readable by a machine (e.g., a com-
puter), but is not limited to, floppy diskettes, optical disks,
Compact Disc, Read-Only Memory (CD-ROMs), and
magneto-optical disks, Read-Only Memory (ROMs),
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Random Access Memory (RAM), Erasable Programma-
ble Read-Only Memory (EPROM), Electrically Erasable
Programmable Read-Only Memory (EEPROM), mag-
netic or optical cards, flash memory, or a tangible, ma-
chine-readable storage used in the transmission of infor-
mation over the Internet via electrical, optical, acoustical
or other forms of propagated signals (e.g., carrier waves,
infrared signals, digital signals, etc.). Accordingly, the
computer-readable medium includes any type of tangible
machine-readable medium suitable for storing or trans-
mitting electronic instructions or information in a form
readable by a machine (e.g., a computer)
[0090] Reference throughout this specification to "one
embodiment" or "an embodiment" means that a particular
feature, structure, or characteristic described in connec-
tion with the embodiment is included in at least one em-
bodiment of the present disclosure. Thus, the appear-
ances of the phrases "in one embodiment" or "in an em-
bodiment" in various places throughout this specification
are not necessarily all referring to the same embodiment.
Furthermore, the particular features, structures, or char-
acteristics may be combined in any suitable manner in
one or more embodiments.
[0091] In the foregoing specification, a detailed de-
scription has been given with reference to specific exem-
plary embodiments. It will, however, be evident that var-
ious modifications and changes may be made thereto
without departing from the broader spirit and scope of
the disclosure as set forth in the appended claims. The
specification and drawings are, accordingly, to be regard-
ed in an illustrative sense rather than a restrictive sense.
Furthermore, the foregoing use of embodiment and other
exemplarily language does not necessarily refer to the
same embodiment or the same example, but may refer
to different and distinct embodiments, as well as poten-
tially the same embodiment.
[0092] The following paragraphs provide examples of
various ones of the embodiments disclosed herein.

Example 1 is a method performed by a virtual shared
work queue. The method includes receiving an en-
queue command destined for a shared work queue
of a peripheral device; determining a value of a credit
counter for the shared work queue, wherein a credit
of the credit counter represents an availability of the
shared work queue to accept the enqueue com-
mand; and responding to the enqueue command
based on the value of the credit counter.
Example 2 may include the subject matter of exam-
ple 1, and can also include determining a capacity
of the shared work queue; and initializing the credit
counter with a number of credits based, at least in
part, on the capacity of the shared work queue.
Example 3 may include the subject matter of any of
examples 1 or 2, wherein determining the value of
the credit counter comprises determining that the
credit counter comprises at least one credit; and
wherein responding to the enqueue command com-

prises providing a success message to a core proc-
essor that the shared work queue can accept the
enqueue command.
Example 4 may include the subject matter of exam-
ple 3, and also include forwarding the enqueue com-
mand to the shared work queue.
Example 5 may include the subject matter of exam-
ple 3, and also include decrementing the at least one
credit.
Example 6 may include the subject matter of any of
examples 1-5, wherein determining the value of the
credit counter comprises determining that the credit
counter comprises zero credits; and wherein re-
sponding to the enqueue command comprises re-
sponding to the enqueue command with a retry flag.
Example 7 may include the subject matter of any of
examples 1-6, and can also include receiving a com-
pletion message from the shared work queue; and
incrementing the credit counter.
Example 8 is at least one machine accessible stor-
age medium having code stored thereon, the code
when executed on a machine, causes the machine
to receive a work submission destined for a periph-
eral device; determine a value of a credit counter
representing a capacity of a shared work queue for
the peripheral device; and respond to the request
based on the value of the credit counter.
Example 9 may include the subject matter of exam-
ple 8, wherein the work submission comprises an
enqueue command and a memory mapped in-
put/output (MMIO) address of the shared work
queue.
Example 10 may include the subject matter of any
of examples 8 or 9, and can also include code that
when executed causes the machine to determine a
capacity of the shared work queue; and initialize the
credit counter with a number of credits based, at least
in part, on the capacity of the shared work queue.
Example 11 may include the subject matter of any
of examples 8-10, and can also include code that
when executed causes the machine to determine
that the credit counter comprises at least one credit;
and provide a success message to a core processor
that the shared work queue can accept the request.
Example 12 may include the subject matter of ex-
ample 11, and can also include code that when ex-
ecuted causes the machine to, forward the enqueue
command to the shared work queue.
Example 13 may include the subject matter of ex-
ample 11, and can also include code that when ex-
ecuted causes the machine to decrement the at least
one credit.
Example 14 may include the subject matter of any
of examples 8-13, and can also include code that
when executed causes the machine to determine
that the shared work queue does not have at least
one credit; and respond to the enqueue command
with a retry flag.
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Example 15 may include the subject matter of any
of examples 8-14, and can also include code that
when executed causes the machine to increment the
credit counter upon receiving a success or retry mes-
sage from the shared work queue.
Example 16 is a system that includes a data link com-
prising a plurality of lanes, the data link compliant
with a peripheral component interconnect express
(PCIe) protocol; a peripheral device; and a root com-
plex communicatively coupled to the peripheral de-
vice using the data link. The root complex can include
logic to receive an enqueue command with a work
submission destined for a peripheral device, the re-
quest comprising an enqueue command; determine
an availability of the shared work queue to process
the enqueue command based, at least in part, on a
value of a credit counter associated with the shared
work queue; and respond to the enqueue command
based on the availability of the shared work queue.
Example 17 may include the subject matter of ex-
ample 16, the root complex including logic to deter-
mine a capacity of the shared work queue; and ini-
tialize a credit counter associated with the shared
work queue with a number of credits based, at least
in part, on the capacity of the shared work queue.
Example 18 may include the subject matter of any
of examples 16 or 17, the root complex including
logic to determine that a credit counter for the shared
work queue comprises at least one credit; and pro-
vide a success message to a core processor that the
shared work queue can accept the enqueue com-
mand.
Example 19 may include the subject matter of ex-
ample 18, the root complex including logic to forward
the enqueue command to the shared work queue,
the shared work queue configured to execute a write
transaction to the peripheral device to process the
work submission.
Example 20 may include the subject matter of ex-
ample 18, the root complex including logic to decre-
ment the at least one credit.
Example 21 may include the subject matter of any
of examples 16-20, the root complex including logic
to determine that the credit counter does not have
at least one credit; and respond to the enqueue com-
mand with a retry flag.
Example 22 may include the subject matter of any
of examples 16-21, the root complex including logic
to receive a completion message from the shared
work queue; and increment the credit counter.
Example 23 may include the subject matter of any
of examples 16-22, wherein the peripheral device
includes the shared work queue, the shared work
queue providing a command interface in the periph-
eral device accessible by software clients utilizing
the root complex.
Example 24 may include the subject matter of any
of examples 16-23, wherein the root complex in-

cludes an input/output bridge, the input/output bridge
comprising logic to determine an availability of the
shared work queue to process the enqueue com-
mand based, at least in part, on a value of a credit
counter associated with the shared work queue; and
respond to the enqueue command based on the
availability of the shared work queue.

Claims

1. A method performed by a virtual shared work queue,
the method comprising:

receiving an enqueue command destined for a
shared work queue of a peripheral device;
determining a value of a credit counter for the
shared work queue, wherein a credit of the credit
counter represents an availability of the shared
work queue to accept the enqueue command;
and
responding to the enqueue command based on
the value of the credit counter.

2. The method of claim 1, further comprising:

determining a capacity of the shared work
queue; and
initializing the credit counter with a number of
credits based, at least in part, on the capacity of
the shared work queue.

3. The method of any of claims 1 or 2, wherein deter-
mining the value of the credit counter comprises de-
termining that the credit counter comprises at least
one credit; and wherein: responding to the enqueue
command comprises providing a success message
to a core processor that the shared work queue can
accept the enqueue command.

4. The method of claim 3, further comprising forwarding
the enqueue command to the shared work queue.

5. The method of claim 3, further comprising decre-
menting the at least one credit.

6. At least one machine accessible storage medium
having code stored thereon, the code when executed
on a machine, causes the machine to:

receive a work submission destined for a periph-
eral device;
determine a value of a credit counter represent-
ing a capacity of a shared work queue for the
peripheral device; and
respond to the request based on the value of
the credit counter.
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7. The least one machine accessible storage medium
of claim 6, wherein the work submission comprises
an enqueue command and a memory mapped in-
put/output (MMIO) address of the shared work
queue.

8. The least one machine accessible storage medium
of any of claims 6 or 7, further comprising code that
when executed causes the machine to determine a
capacity of the shared work queue; and initialize the
credit counter with a number of credits based, at least
in part, on the capacity of the shared work queue.

9. The least one machine accessible storage medium
of any of claims 6 or 7 or 8, further comprising code
that when executed causes the machine to deter-
mine that the credit counter comprises at least one
credit; and
provide a success message to a core processor that
the shared work queue can accept the request.

10. The least one machine accessible storage medium
of claim 6, further comprising code that when exe-
cuted causes the machine to, forward the enqueue
command to the shared work queue.

11. A system comprising:

a data link comprising a plurality of lanes, the
data link compliant with a peripheral component
interconnect express (PCIe) protocol;
a peripheral device; and
a root complex communicatively coupled to the
peripheral device using the data link, the root
complex comprising logic to:

receive an enqueue command with a work
submission destined for a peripheral de-
vice, the request comprising an enqueue
command;
determine an availability of the shared work
queue to process the enqueue command
based, at least in part, on a value of a credit
counter associated with the shared work
queue; and
respond to the enqueue command based
on the availability of the shared work queue.

12. The system of claim 11, the root complex comprising
logic to determine a capacity of the shared work
queue; and initialize a credit counter associated with
the shared work queue with a number of credits
based, at least in part, on the capacity of the shared
work queue.

13. The system of any of claims 11 or 12, the root com-
plex comprising logic to determine that a credit coun-
ter for the shared work queue comprises at least one

credit; and
provide a success message to a core processor that
the shared work queue can accept the enqueue com-
mand.

14. The system of claim 13, the root complex comprising
logic to forward the enqueue command to the shared
work queue, the shared work queue configured to
execute a write transaction to the peripheral device
to process the work submission.

15. The system of claim 13, the root complex comprising
logic to decrement the at least one credit.
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