
Printed by Jouve, 75001 PARIS (FR)

(19)
E

P
3 

34
3 

46
6

A
1

TEPZZ¥¥4¥466A_T
(11) EP 3 343 466 A1

(12) EUROPEAN PATENT APPLICATION

(43) Date of publication: 
04.07.2018 Bulletin 2018/27

(21) Application number: 17204235.0

(22) Date of filing: 28.11.2017

(51) Int Cl.:
G06N 3/063 (2006.01) H03K 19/23 (2006.01)

(84) Designated Contracting States: 
AL AT BE BG CH CY CZ DE DK EE ES FI FR GB 
GR HR HU IE IS IT LI LT LU LV MC MK MT NL NO 
PL PT RO RS SE SI SK SM TR
Designated Extension States: 
BA ME
Designated Validation States: 
MA MD

(30) Priority: 28.12.2016 PCT/CN2016/112721

(71) Applicant: INTEL Corporation
Santa Clara, CA 95054 (US)

(72) Inventor: MA, Liwei
Haidian District, Beijing 100048 (CN)

(74) Representative: Samson & Partner Patentanwälte 
mbB
Widenmayerstraße 6
80538 München (DE)

(54) METHOD AND APPARATUS FOR A BINARY NEURAL NETWORK MAPPING SCHEME 
UTILIZING A GATE ARRAY ARCHITECTURE

(57) In one embodiment, an apparatus comprises a
plurality of bitwise multipliers, a bitwise multiplier of the
plurality of bitwise multipliers to multiply a binary synapse
weight value of a neural network by a binary activation
state value of a neuron of the neural network. The appa-
ratus further comprises a plurality of majority voters, a
majority voter of the plurality of majority voters to receive

outputs of a first group of bitwise multipliers and to gen-
erate a majority result to indicate whether a majority of
outputs of the first group of bitwise multipliers are set to
a first binary value or a second binary value. The appa-
ratus also comprises a first plurality of reconfigurable
connections coupled to outputs of the plurality of bitwise
multipliers and inputs of the plurality of majority voters.
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Description

FIELD

[0001] The present disclosure relates in general to the
field of computer development, and more specifically, to
an architecture for a neural network.

BACKGROUND

[0002] A neural network may include a group of neu-
rons loosely modeled after the structure of a biological
brain which includes large clusters of neurons connected
by axons. In a neural network, neurons are connected to
other neurons via links which may be excitatory or inhib-
itory in their effect on the activation state of connected
neurons. A neuron may perform a function utilizing the
values of its inputs to update a membrane potential of
the neuron. A neuron may propagate a signal to connect-
ed neurons based on its activation state. A neural network
may be trained or otherwise adapted to perform various
data processing tasks, such as computer vision tasks,
speech recognition tasks, or other suitable computing
tasks.

BRIEF DESCRIPTION OF THE DRAWINGS

[0003]

Figure 1A is a block diagram illustrating both an ex-
emplary in-order pipeline and an exemplary register
renaming, out-of-order issue/execution pipeline in
accordance with certain embodiments.
Figure 1B is a block diagram illustrating both an ex-
emplary embodiment of an in-order architecture core
and an exemplary register renaming, out-of-order is-
sue/execution architecture core to be included in a
processor in accordance with certain embodiments.
Figures 2A-B illustrate a block diagram of a more
specific exemplary in-order core architecture, which
core would be one of several logic blocks (potentially
including other cores of the same type and/or differ-
ent types) in a chip in accordance with certain em-
bodiments.
Figure 3 is a block diagram of a processor that may
have more than one core, may have an integrated
memory controller, and may have integrated graph-
ics in accordance with certain embodiments.
Figures 4-7 are block diagrams of exemplary com-
puter architectures in accordance with certain em-
bodiments.
Figure 8 is a block diagram contrasting the use of a
software instruction converter to convert binary in-
structions in a source instruction set to binary instruc-
tions in a target instruction set in accordance with
certain embodiments.
Figure 9 illustrates a portion of an example neural
network in accordance with certain embodiments.

Figure 10 illustrates an example field-programmable
gate array (FPGA) in accordance with certain em-
bodiments.
Figure 11 illustrates an example computational logic
block in accordance with certain embodiments.
Figure 12 illustrates example circuitry of an example
computational logic block in accordance with certain
embodiments.
Figure 13 illustrates example circuitry of an example
switch block in accordance with certain embodi-
ments.
Figure 14 illustrates an example arrangement of
computational logic blocks and switch blocks in ac-
cordance with certain embodiments.
Figure 15 illustrates an example arrangement of
computational logic blocks to perform an activation
function operation of a binary neural network in ac-
cordance with certain embodiments.
Figure 16 illustrates an example analog majority vot-
er coupled to a plurality of bitwise multipliers in ac-
cordance with certain embodiments.
Figure 17 illustrates an example analog majority vot-
er coupled to a plurality of bitwise multipliers in ac-
cordance with certain embodiments.
Figure 18 illustrates an example analog majority vot-
er coupled to a plurality of bitwise multipliers in ac-
cordance with certain embodiments.
Figure 19 illustrates an example multi-stage analog
majority voter in accordance with certain embodi-
ments.
Figure 20 illustrates an example connection scheme
for an analog majority voter in accordance with cer-
tain embodiments.
Figure 21 illustrates an example flow for configuring
a device to implement a neural network in accord-
ance with certain embodiments.

[0004] Like reference numbers and designations in the
various drawings indicate like elements.

DETAILED DESCRIPTION

[0005] Various computer systems and components
(e.g., processors, coprocessors, cores, and other com-
ponents) in which various embodiments of the disclosure
may be implemented and/or by which various functions
described herein may be performed are described in Fig-
ures 1-8. Specific examples further describing various
embodiments associated with a gate array architecture
for a binary neural network are described in Figures 9-21.
[0006] Although the drawings depict particular compu-
ter systems, the concepts of various embodiments are
applicable to any suitable integrated circuits and other
logic devices. Examples of devices in which teachings
of the present disclosure may be used include desktop
computer systems, server computer systems, storage
systems, handheld devices, tablets, other thin note-
books, systems on a chip (SOC) devices, and embedded

1 2 



EP 3 343 466 A1

3

5

10

15

20

25

30

35

40

45

50

55

applications. Some examples of handheld devices in-
clude cellular phones, digital cameras, media players,
personal digital assistants (PDAs), and handheld PCs.
Embedded applications may include a microcontroller, a
digital signal processor (DSP), a system on a chip, net-
work computers (NetPC), set-top boxes, network hubs,
wide area network (WAN) switches, or any other system
that can perform the functions and operations taught be-
low. Various embodiments of the present disclosure may
be used in any suitable computing environment, such as
a personal computing device, a server, a mainframe, a
cloud computing service provider infrastructure, a data-
center, a communications service provider infrastructure
(e.g., one or more portions of an Evolved Packet Core),
or other environment comprising a group of computing
devices.
[0007] Processor cores may be implemented in differ-
ent ways, for different purposes, and in different proces-
sors. For instance, implementations of such cores may
include: 1) a general purpose in-order core intended for
general-purpose computing; 2) a high performance gen-
eral purpose out-of-order core intended for general-pur-
pose computing; 3) a special purpose core intended pri-
marily for graphics and/or scientific (throughput) comput-
ing. Implementations of different processors may in-
clude: 1) a CPU including one or more general purpose
in-order cores intended for general-purpose computing
and/or one or more general purpose out-of-order cores
intended for general-purpose computing; and 2) a co-
processor including one or more special purpose cores
intended primarily for graphics and/or scientific (through-
put). Such different processors lead to different computer
system architectures, which may include: 1) the coproc-
essor on a separate chip from the CPU; 2) the coproc-
essor on a separate die in the same package as a CPU;
3) the coprocessor on the same die as a CPU (in which
case, such a coprocessor is sometimes referred to as
special purpose logic, such as integrated graphics and/or
scientific (throughput) logic, or as special purpose cores);
and 4) a system on a chip that may include on the same
die the described CPU (sometimes referred to as the
application core(s) or application processor(s)), the
above described coprocessor, and additional functional-
ity. Exemplary core architectures are described next, fol-
lowed by descriptions of exemplary processors and com-
puter architectures.
[0008] Figure 1A is a block diagram illustrating both
an exemplary in-order pipeline and an exemplary register
renaming, out-of-order issue/execution pipeline accord-
ing to embodiments of the disclosure. Figure 1B is a block
diagram illustrating both an exemplary embodiment of
an in-order architecture core and an exemplary register
renaming, out-of-order issue/execution architecture core
to be included in a processor according to embodiments
of the disclosure. The solid lined boxes in Figures 1A-B
illustrate the in-order pipeline and in-order core, while the
optional addition of the dashed lined boxes illustrates the
register renaming, out-of-order issue/execution pipeline

and core. Given that the in-order aspect is a subset of
the out-of-order aspect, the out-of-order aspect will be
described.
[0009] In Figure 1A, a processor pipeline 100 includes
a fetch stage 102, a length decode stage 104, a decode
stage 106, an allocation stage 108, a renaming stage
110, a scheduling (also known as a dispatch or issue)
stage 112, a register read/memory read stage 114, an
execute stage 116, a write back/memory write stage 118,
an exception handling stage 122, and a commit stage
124.
[0010] Figure 1B shows processor core 190 including
a front end unit 130 coupled to an execution engine unit
150, and both are coupled to a memory unit 170. The
core 190 may be a reduced instruction set computing
(RISC) core, a complex instruction set computing (CISC)
core, a very long instruction word (VLIW) core, or a hybrid
or alternative core type. As yet another option, the core
190 may be a special-purpose core, such as, for example,
a network or communication core, compression and/or
decompression engine, coprocessor core, general pur-
pose computing graphics processing unit (GPGPU) core,
graphics core, or the like.
[0011] The front end unit 130 includes a branch pre-
diction unit 132 coupled to an instruction cache unit 134,
which is coupled to an instruction translation lookaside
buffer (TLB) 136, which is coupled to an instruction fetch
unit 138, which is coupled to a decode unit 140. The
decode unit 140 (or decoder) may decode instructions,
and generate as an output one or more micro-operations,
micro-code entry points, microinstructions, other instruc-
tions, or other control signals, which are decoded from,
or which otherwise reflect, or are derived from, the orig-
inal instructions. The decode unit 140 may be implement-
ed using various different mechanisms. Examples of suit-
able mechanisms include, but are not limited to, look-up
tables, hardware implementations, programmable logic
arrays (PLAs), microcode read only memories (ROMs),
etc. In one embodiment, the core 190 includes a microc-
ode ROM or other medium that stores microcode for cer-
tain macroinstructions (e.g., in decode unit 140 or other-
wise within the front end unit 130). The decode unit 140
is coupled to a rename/allocator unit 152 in the execution
engine unit 150.
[0012] The execution engine unit 150 includes the re-
name/allocator unit 152 coupled to a retirement unit 154
and a set of one or more scheduler unit(s) 156. The
scheduler unit(s) 156 represents any number of different
schedulers, including reservations stations, central in-
struction window, etc. The scheduler unit(s) 156 is cou-
pled to the physical register file(s) unit(s) 158. Each of
the physical register file(s) units 158 represents one or
more physical register files, different ones of which store
one or more different data types, such as scalar integer,
scalar floating point, packed integer, packed floating
point, vector integer, vector floating point,, status (e.g.,
an instruction pointer that is the address of the next in-
struction to be executed), etc. In one embodiment, the
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physical register file(s) unit 158 comprises a vector reg-
isters unit, a write mask registers unit, and a scalar reg-
isters unit. These register units may provide architectural
vector registers, vector mask registers, and general pur-
pose registers. The physical register file(s) unit(s) 158 is
overlapped by the retirement unit 154 to illustrate various
ways in which register renaming and out-of-order execu-
tion may be implemented (e.g., using a reorder buffer(s)
and a retirement register file(s); using a future file(s), a
history buffer(s), and a retirement register file(s); using
a register maps and a pool of registers; etc.). The retire-
ment unit 154 and the physical register file(s) unit(s) 158
are coupled to the execution cluster(s) 160. The execu-
tion cluster(s) 160 includes a set of one or more execution
units 162 and a set of one or more memory access units
164. The execution units 162 may perform various oper-
ations (e.g., shifts, addition, subtraction, multiplication)
and on various types of data (e.g., scalar floating point,
packed integer, packed floating point, vector integer, vec-
tor floating point). While some embodiments may include
a number of execution units dedicated to specific func-
tions or sets of functions, other embodiments may include
only one execution unit or multiple execution units that
all perform all functions. The scheduler unit(s) 156, phys-
ical register file(s) unit(s) 158, and execution cluster(s)
160 are shown as being possibly plural because certain
embodiments create separate pipelines for certain types
of data/operations (e.g., a scalar integer pipeline, a scalar
floating point/packed integer/packed floating point/vector
integer/vector floating point pipeline, and/or a memory
access pipeline that each have their own scheduler unit,
physical register file(s) unit, and/or execution cluster -
and in the case of a separate memory access pipeline,
certain embodiments are implemented in which only the
execution cluster of this pipeline has the memory access
unit(s) 164). It should also be understood that where sep-
arate pipelines are used, one or more of these pipelines
may be out-of-order issue/execution and the rest in-or-
der.
[0013] The set of memory access units 164 is coupled
to the memory unit 170, which includes a data TLB unit
172 coupled to a data cache unit 174 coupled to a level
2 (L2) cache unit 176. In one exemplary embodiment,
the memory access units 164 may include a load unit, a
store address unit, and a store data unit, each of which
is coupled to the data TLB unit 172 in the memory unit
170. The instruction cache unit 134 is further coupled to
a level 2 (L2) cache unit 176 in the memory unit 170. The
L2 cache unit 176 is coupled to one or more other levels
of cache and eventually to a main memory.
[0014] By way of example, the exemplary register re-
naming, out-of-order issue/execution core architecture
may implement the pipeline 100 as follows: 1) the instruc-
tion fetch 138 performs the fetch and length decoding
stages 102 and 104; 2) the decode unit 140 performs the
decode stage 106; 3) the rename/allocator unit 152 per-
forms the allocation stage 108 and renaming stage 110;
4) the scheduler unit(s) 156 performs the schedule stage

112; 5) the physical register file(s) unit(s) 158 and the
memory unit 170 perform the register read/memory read
stage 114; the execution cluster 160 perform the execute
stage 116; 6) the memory unit 170 and the physical reg-
ister file(s) unit(s) 158 perform the write back/memory
write stage 118; 7) various units may be involved in the
exception handling stage 122; and 8) the retirement unit
154 and the physical register file(s) unit(s) 158 perform
the commit stage 124.
[0015] The core 190 may support one or more instruc-
tions sets (e.g., the x86 instruction set (with some exten-
sions that have been added with newer versions); the
MIPS instruction set of MIPS Technologies of Sunnyvale,
CA; the ARM instruction set (with optional additional ex-
tensions such as NEON) of ARM Holdings of Sunnyvale,
CA), including the instruction(s) described herein. In one
embodiment, the core 190 includes logic to support a
packed data instruction set extension (e.g., AVX1,
AVX2), thereby allowing the operations used by many
multimedia applications to be performed using packed
data.
[0016] It should be understood that the core may sup-
port multithreading (executing two or more parallel sets
of operations or threads), and may do so in a variety of
ways including time sliced multithreading, simultaneous
multithreading (where a single physical core provides a
logical core for each of the threads that physical core is
simultaneously multithreading), or a combination thereof
(e.g., time sliced fetching and decoding and simultane-
ous multithreading thereafter such as in the Intel® Hyper-
threading technology).
[0017] While register renaming is described in the con-
text of out-of-order execution, it should be understood
that register renaming may be used in an in-order archi-
tecture. While the illustrated embodiment of the proces-
sor also includes separate instruction and data cache
units 134/174 and a shared L2 cache unit 176, alternative
embodiments may have a single internal cache for both
instructions and data, such as, for example, a Level 1
(L1) internal cache, or multiple levels of internal cache.
In some embodiments, the system may include a com-
bination of an internal cache and an external cache that
is external to the core and/or the processor. Alternatively,
all of the cache may be external to the core and/or the
processor.
[0018] Figures 2A-B illustrate a block diagram of a
more specific exemplary in-order core architecture,
which core would be one of several logic blocks (poten-
tially including other cores of the same type and/or dif-
ferent types) in a chip. The logic blocks communicate
through a high-bandwidth interconnect network (e.g., a
ring network) with some fixed function logic, memory I/O
interfaces, and other necessary I/O logic, depending on
the application.
[0019] Figure 2A is a block diagram of a single proc-
essor core, along with its connection to the on-die inter-
connect network 202 and with its local subset of the Level
2 (L2) cache 204, according to various embodiments. In
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one embodiment, an instruction decoder 200 supports
the x86 instruction set with a packed data instruction set
extension. An L1 cache 206 allows low-latency accesses
to cache memory into the scalar and vector units. While
in one embodiment (to simplify the design), a scalar unit
208 and a vector unit 210 use separate register sets (re-
spectively, scalar registers 212 and vector registers 214)
and data transferred between them is written to memory
and then read back in from a level 1 (L1) cache 206,
alternative embodiments may use a different approach
(e.g., use a single register set or include a communication
path that allow data to be transferred between the two
register files without being written and read back).
[0020] The local subset of the L2 cache 204 is part of
a global L2 cache that is divided into separate local sub-
sets (in some embodiments one per processor core).
Each processor core has a direct access path to its own
local subset of the L2 cache 204. Data read by a proc-
essor core is stored in its L2 cache subset 204 and can
be accessed quickly, in parallel with other processor
cores accessing their own local L2 cache subsets. Data
written by a processor core is stored in its own L2 cache
subset 204 and is flushed from other subsets, if neces-
sary. The ring network ensures coherency for shared da-
ta. The ring network is bi-directional to allow agents such
as processor cores, L2 caches and other logic blocks to
communicate with each other within the chip. In a partic-
ular embodiment, each ring data-path is 1012-bits wide
per direction.
[0021] Figure 2B is an expanded view of part of the
processor core in Figure 2A according to embodiments.
Figure 2B includes an L1 data cache 206A (part of the
L1 cache 206), as well as more detail regarding the vector
unit 210 and the vector registers 214. Specifically, the
vector unit 210 is a 16-wide vector processing unit (VPU)
(see the 16-wide arithmetic logic unit (ALU) 228), which
executes one or more of integer, single-precision float,
and double-precision float instructions. The VPU sup-
ports swizzling the register inputs with swizzle unit 220,
numeric conversion with numeric convert units 222A-B,
and replication with replication unit 224 on the memory
input. Write mask registers 226 allow predicating result-
ing vector writes.
[0022] Figure 3 is a block diagram of a processor 300
that may have more than one core, may have an inte-
grated memory controller, and may have integrated
graphics according to various embodiments. The solid
lined boxes in Figure 3 illustrate a processor 300 with a
single core 302A, a system agent 310, and a set of one
or more bus controller units 316; while the optional ad-
dition of the dashed lined boxes illustrates an alternative
processor 300 with multiple cores 302A-N, a set of one
or more integrated memory controller unit(s) 314 in the
system agent unit 310, and special purpose logic 308.
[0023] Thus, different implementations of the proces-
sor 300 may include: 1) a CPU with the special purpose
logic 308 being integrated graphics and/or scientific
(throughput) logic (which may include one or more

cores), and the cores 302A-N being one or more general
purpose cores (e.g., general purpose in-order cores, gen-
eral purpose out-of-order cores, or a combination of the
two); 2) a coprocessor with the cores 302A-N being a
large number of special purpose cores intended primarily
for graphics and/or scientific (throughput); and 3) a co-
processor with the cores 302A-N being a large number
of general purpose in-order cores. Thus, the processor
300 may be a general-purpose processor, coprocessor
or special-purpose processor, such as, for example, a
network or communication processor, compression
and/or decompression engine, graphics processor,
GPGPU (general purpose graphics processing unit), a
high-throughput many integrated core (MIC) coproces-
sor (e.g., including 30 or more cores), embedded proc-
essor, or other fixed or configurable logic that performs
logical operations. The processor may be implemented
on one or more chips. The processor 300 may be a part
of and/or may be implemented on one or more substrates
using any of a number of process technologies, such as,
for example, BiCMOS, CMOS, or NMOS.
[0024] In various embodiments, a processor may in-
clude any number of processing elements that may be
symmetric or asymmetric. In one embodiment, a
processing element refers to hardware or logic to support
a software thread. Examples of hardware processing el-
ements include: a thread unit, a thread slot, a thread, a
process unit, a context, a context unit, a logical processor,
a hardware thread, a core, and/or any other element,
which is capable of holding a state for a processor, such
as an execution state or architectural state. In other
words, a processing element, in one embodiment, refers
to any hardware capable of being independently associ-
ated with code, such as a software thread, operating sys-
tem, application, or other code. A physical processor (or
processor socket) typically refers to an integrated circuit,
which potentially includes any number of other process-
ing elements, such as cores or hardware threads.
[0025] A core may refer to logic located on an integrat-
ed circuit capable of maintaining an independent archi-
tectural state, wherein each independently maintained
architectural state is associated with at least some ded-
icated execution resources. A hardware thread may refer
to any logic located on an integrated circuit capable of
maintaining an independent architectural state, wherein
the independently maintained architectural states share
access to execution resources. As can be seen, when
certain resources are shared and others are dedicated
to an architectural state, the line between the nomencla-
ture of a hardware thread and core overlaps. Yet often,
a core and a hardware thread are viewed by an operating
system as individual logical processors, where the oper-
ating system is able to individually schedule operations
on each logical processor.
[0026] The memory hierarchy includes one or more
levels of cache within the cores, a set or one or more
shared cache units 306, and external memory (not
shown) coupled to the set of integrated memory controller
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units 314. The set of shared cache units 306 may include
one or more mid-level caches, such as level 2 (L2), level
3 (L3), level 4 (L4), or other levels of cache, a last level
cache (LLC), and/or combinations thereof. While in one
embodiment a ring based interconnect unit 312 intercon-
nects the special purpose logic (e.g., integrated graphics
logic) 308, the set of shared cache units 306, and the
system agent unit 310/integrated memory controller
unit(s) 314, alternative embodiments may use any
number of well-known techniques for interconnecting
such units. In one embodiment, coherency is maintained
between one or more cache units 306 and cores 302A-N.
[0027] In some embodiments, one or more of the cores
302A-N are capable of multithreading. The system agent
310 includes those components coordinating and oper-
ating cores 302A-N. The system agent unit 310 may in-
clude for example a power control unit (PCU) and a dis-
play unit. The PCU may be or include logic and compo-
nents needed for regulating the power state of the cores
302A-N and the special purpose logic 308. The display
unit is for driving one or more externally connected dis-
plays.
[0028] The cores 302A-N may be homogenous or het-
erogeneous in terms of architecture instruction set; that
is, two or more of the cores 302A-N may be capable of
executing the same instruction set, while others may be
capable of executing only a subset of that instruction set
or a different instruction set.
[0029] Figures 4-7 are block diagrams of exemplary
computer architectures. Other system designs and con-
figurations known in the arts for laptops, desktops, hand-
held PCs, personal digital assistants, engineering work-
stations, servers, network devices, network hubs, switch-
es, embedded processors, digital signal processors
(DSPs), graphics devices, video game devices, set-top
boxes, micro controllers, cell phones, portable media
players, hand held devices, and various other electronic
devices, are also suitable for performing the methods
described in this disclosure. In general, a huge variety of
systems or electronic devices capable of incorporating a
processor and/or other execution logic as disclosed here-
in are generally suitable.
[0030] Figure 4 depicts a block diagram of a system
400 in accordance with one embodiment of the present
disclosure. The system 400 may include one or more
processors 410, 415, which are coupled to a controller
hub 420. In one embodiment the controller hub 420 in-
cludes a graphics memory controller hub (GMCH) 490
and an Input/Output Hub (IOH) 450 (which may be on
separate chips or the same chip); the GMCH 490 includes
memory and graphics controllers coupled to memory 440
and a coprocessor 445; the IOH 450 couples input/output
(I/O) devices 460 to the GMCH 490. Alternatively, one
or both of the memory and graphics controllers are inte-
grated within the processor (as described herein), the
memory 440 and the coprocessor 445 are coupled di-
rectly to the processor 410, and the controller hub 420
is a single chip comprising the IOH 450.

[0031] The optional nature of additional processors
415 is denoted in Figure 4 with broken lines. Each proc-
essor 410, 415 may include one or more of the processing
cores described herein and may be some version of the
processor 300.
[0032] The memory 440 may be, for example, dynamic
random access memory (DRAM), phase change mem-
ory (PCM), other suitable memory, or any combination
thereof. The memory 440 may store any suitable data,
such as data used by processors 410, 415 to provide the
functionality of computer system 400. For example, data
associated with programs that are executed or files ac-
cessed by processors 410, 415 may be stored in memory
440. In various embodiments, memory 440 may store
data and/or sequences of instructions that are used or
executed by processors 410, 415.
[0033] In at least one embodiment, the controller hub
420 communicates with the processor(s) 410, 415 via a
multi-drop bus, such as a frontside bus (FSB), point-to-
point interface such as QuickPath Interconnect (QPI), or
similar connection 495.
[0034] In one embodiment, the coprocessor 445 is a
special-purpose processor, such as, for example, a high-
throughput MIC processor, a network or communication
processor, compression and/or decompression engine,
graphics processor, GPGPU, embedded processor, or
the like. In one embodiment, controller hub 420 may in-
clude an integrated graphics accelerator.
[0035] There can be a variety of differences between
the physical resources 410, 415 in terms of a spectrum
of metrics of merit including architectural, microarchitec-
tural, thermal, power consumption characteristics, and
the like.
[0036] In one embodiment, the processor 410 exe-
cutes instructions that control data processing operations
of a general type. Embedded within the instructions may
be coprocessor instructions. The processor 410 recog-
nizes these coprocessor instructions as being of a type
that should be executed by the attached coprocessor
445. Accordingly, the processor 410 issues these coproc-
essor instructions (or control signals representing co-
processor instructions) on a coprocessor bus or other
interconnect, to coprocessor 445. Coprocessor(s) 445
accept and execute the received coprocessor instruc-
tions.
[0037] Figure 5 depicts a block diagram of a first more
specific exemplary system 500 in accordance with an
embodiment of the present disclosure. As shown in Fig-
ure 5, multiprocessor system 500 is a point-to-point in-
terconnect system, and includes a first processor 570
and a second processor 580 coupled via a point-to-point
interconnect 550. Each of processors 570 and 580 may
be some version of the processor 300. In one embodi-
ment of the disclosure, processors 570 and 580 are re-
spectively processors 410 and 415, while coprocessor
538 is coprocessor 445. In another embodiment, proc-
essors 570 and 580 are respectively processor 410 and
coprocessor 445.

9 10 



EP 3 343 466 A1

7

5

10

15

20

25

30

35

40

45

50

55

[0038] Processors 570 and 580 are shown including
integrated memory controller (IMC) units 572 and 582,
respectively. Processor 570 also includes as part of its
bus controller units point-to-point (P-P) interfaces 576
and 578; similarly, second processor 580 includes P-P
interfaces 586 and 588. Processors 570, 580 may ex-
change information via a point-to-point (P-P) interface
550 using P-P interface circuits 578, 588. As shown in
Figure 5, IMCs 572 and 582 couple the processors to
respective memories, namely a memory 532 and a mem-
ory 534, which may be portions of main memory locally
attached to the respective processors.
[0039] Processors 570, 580 may each exchange infor-
mation with a chipset 590 via individual P-P interfaces
552, 554 using point to point interface circuits 576, 594,
586, 598. Chipset 590 may optionally exchange informa-
tion with the coprocessor 538 via a high-performance
interface 539. In one embodiment, the coprocessor 538
is a special-purpose processor, such as, for example, a
high-throughput MIC processor, a network or communi-
cation processor, compression and/or decompression
engine, graphics processor, GPGPU, embedded proc-
essor, or the like.
[0040] A shared cache (not shown) may be included
in either processor or outside of both processors, yet con-
nected with the processors via a P-P interconnect, such
that either or both processors’ local cache information
may be stored in the shared cache if a processor is placed
into a low power mode.
[0041] Chipset 590 may be coupled to a first bus 516
via an interface 596. In one embodiment, first bus 516
may be a Peripheral Component Interconnect (PCI) bus,
or a bus such as a PCI Express bus or another third
generation I/O interconnect bus, although the scope of
the present disclosure is not so limited.
[0042] As shown in Figure 5, various I/O devices 514
may be coupled to first bus 516, along with a bus bridge
518 which couples first bus 516 to a second bus 520. In
one embodiment, one or more additional processor(s)
515, such as coprocessors, high-throughput MIC proc-
essors, GPGPU’s, accelerators (such as, e.g., graphics
accelerators or digital signal processing (DSP) units),
field programmable gate arrays, or any other processor,
are coupled to first bus 516. In one embodiment, second
bus 520 may be a low pin count (LPC) bus. Various de-
vices may be coupled to a second bus 520 including, for
example, a keyboard and/or mouse 522, communication
devices 527 and a storage unit 528 such as a disk drive
or other mass storage device which may include instruc-
tions/code and data 530, in one embodiment. Further,
an audio I/O 524 may be coupled to the second bus 520.
Note that other architectures are contemplated by this
disclosure. For example, instead of the point-to-point ar-
chitecture of Figure 5, a system may implement a multi-
drop bus or other such architecture.
[0043] Figure 6 depicts a block diagram of a second
more specific exemplary system 600 in accordance with
an embodiment of the present disclosure. Similar ele-

ments in Figures 5 and 6 bear similar reference numerals,
and certain aspects of Figure 5 have been omitted from
Figure 6 in order to avoid obscuring other aspects of Fig-
ure 6.
[0044] Figure 6 illustrates that the processors 570, 580
may include integrated memory and I/O control logic
("CL") 572 and 582, respectively. Thus, the CL 572, 582
include integrated memory controller units and include
I/O control logic. Figure 6 illustrates that not only are the
memories 532, 534 coupled to the CL 572, 582, but also
that I/O devices 614 are also coupled to the control logic
572, 582. Legacy I/O devices 615 are coupled to the
chipset 590.
[0045] Figure 7 depicts a block diagram of a SoC 700
in accordance with an embodiment of the present disclo-
sure. Similar elements in Figure 3 bear similar reference
numerals. Also, dashed lined boxes are optional features
on more advanced SoCs. In Figure 7, an interconnect
unit(s) 702 is coupled to: an application processor 710
which includes a set of one or more cores 202A-N and
shared cache unit(s) 306; a system agent unit 310; a bus
controller unit(s) 316; an integrated memory controller
unit(s) 314; a set or one or more coprocessors 720 which
may include integrated graphics logic, an image proces-
sor, an audio processor, and a video processor; an static
random access memory (SRAM) unit 730; a direct mem-
ory access (DMA) unit 732; and a display unit 740 for
coupling to one or more external displays. In one embod-
iment, the coprocessor(s) 720 include a special-purpose
processor, such as, for example, a network or commu-
nication processor, compression and/or decompression
engine, GPGPU, a high-throughput MIC processor, em-
bedded processor, or the like.
[0046] In some cases, an instruction converter may be
used to convert an instruction from a source instruction
set to a target instruction set. For example, the instruction
converter may translate (e.g., using static binary trans-
lation, dynamic binary translation including dynamic
compilation), morph, emulate, or otherwise convert an
instruction to one or more other instructions to be proc-
essed by the core. The instruction converter may be im-
plemented in software, hardware, firmware, or a combi-
nation thereof. The instruction converter may be on proc-
essor, off processor, or part on and part off processor.
[0047] Figure 8 is a block diagram contrasting the use
of a software instruction converter to convert binary in-
structions in a source instruction set to binary instructions
in a target instruction set according to embodiments of
the disclosure. In the illustrated embodiment, the instruc-
tion converter is a software instruction converter, al-
though alternatively the instruction converter may be im-
plemented in software, firmware, hardware, or various
combinations thereof. Figure 8 shows a program in a high
level language 802 may be compiled using an x86 com-
piler 804 to generate x86 binary code 806 that may be
natively executed by a processor with at least one x86
instruction set core 816. The processor with at least one
x86 instruction set core 816 represents any processor
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that can perform substantially the same functions as an
Intel processor with at least one x86 instruction set core
by compatibly executing or otherwise processing (1) a
substantial portion of the instruction set of the Intel x86
instruction set core or (2) object code versions of appli-
cations or other software targeted to run on an Intel proc-
essor with at least one x86 instruction set core, in order
to achieve substantially the same result as an Intel proc-
essor with at least one x86 instruction set core. The x86
compiler 804 represents a compiler that is operable to
generate x86 binary code 806 (e.g., object code) that
can, with or without additional linkage processing, be ex-
ecuted on the processor with at least one x86 instruction
set core 816. Similarly, Figure 8 shows the program in
the high level language 802 may be compiled using an
alternative instruction set compiler 808 to generate alter-
native instruction set binary code 810 that may be natively
executed by a processor without at least one x86 instruc-
tion set core 814 (e.g., a processor with cores that exe-
cute the MIPS instruction set of MIPS Technologies of
Sunnyvale, CA and/or that execute the ARM instruction
set of ARM Holdings of Sunnyvale, CA). The instruction
converter 812 is used to convert the x86 binary code 806
into code that may be natively executed by the processor
without an x86 instruction set core 814. This converted
code is not likely to be the same as the alternative in-
struction set binary code 810 because an instruction con-
verter capable of this is difficult to make; however, the
converted code will accomplish the general operation
and be made up of instructions from the alternative in-
struction set. Thus, the instruction converter 812 repre-
sents software, firmware, hardware, or a combination
thereof that, through emulation, simulation or any other
process, allows a processor or other electronic device
that does not have an x86 instruction set processor or
core to execute the x86 binary code 806.
[0048] Figure 9 illustrates an example portion of a neu-
ral network 900 in accordance with certain embodiments.
The neural network 900 includes neurons X1-X9. Neu-
rons X1-X4 reside in layer 1, neurons X5-X7 reside in
layer 2, and neurons X8 and X9 reside in layer 3. The
layers may represent any suitable abstraction or group-
ing of a neural network. For example, a layer may be an
input layer, a hidden layer, an output layer, a convolu-
tional layer, a pooling layer, or other suitable layer. In
various embodiments, the layers may overlap. For ex-
ample, a neuron of an input layer could also be an output
neuron in some embodiments. In one example, the neu-
rons of layer 1 are input neurons, the neurons of layer 2
are hidden neurons, and the neurons of layer 3 are output
neurons. The input neurons may respectively receive pri-
mary inputs (which may be held constant while the neural
network 900 processes an output), Any suitable primary
inputs may be used. As one example, when neural net-
work 900 performs image processing, a primary input
value may be the value of a pixel from an image (and the
value of the primary input may stay constant while the
image is processed). As another example, when neural

network 900 performs speech processing the primary in-
put value applied to a particular input neuron may change
over time based on changes to the input speech.
[0049] While a specific topology and connectivity
scheme is shown in FIG. 9, the teachings of the present
disclosure may be used in neural networks having any
suitable topology and/or connectivity. In the embodiment
depicted, each link between two neurons has a synaptic
weight indicating the strength of the relationship between
the two neurons. The synapse weights are depicted as
WXY, where X indicates the pre-synaptic neuron and Y
indicates the post-synaptic neuron. Links between the
neurons may be excitatory or inhibitory in their effect on
the activation state of connected neurons. For example,
a signal that propagates from X1 to X5 may increase or
decrease the membrane potential of X5 depending on
the value of W15. In various embodiments, the connec-
tions may be directed or undirected.
[0050] In general, during each time-step of the neural
network, a neuron may receive any suitable inputs, such
as a bias value or one or more activation signals from
one or more other neurons. The bias value applied to a
neuron may be a function of a primary input applied to
an input neuron and/or some other value applied to a
neuron (e.g., a constant value that may be adjusted dur-
ing training or other operation of the neural network). In
various embodiments, each neuron may be associated
with its own bias value or a bias value could be applied
to multiple neurons. An activation signal may be a func-
tion of a fan-in neuron and a synapse weight for the con-
nection between the neuron receiving the activation sig-
nal and the fan-in neuron.
[0051] The neuron may perform a function utilizing the
values of its inputs and its current membrane potential.
For example, in some embodiments, the inputs may be
added to the current membrane potential of the neuron
to generate an updated membrane potential. As another
example, a non-linear function, such as a sigmoid trans-
fer function, may be applied to the inputs and the current
membrane potential. Any other suitable function may be
used. The neuron then updates its membrane potential
based on the output of the function. The neuron may
send an activation signal to each of its fan-out neurons
(i.e., the neurons connected to the output of the neuron)
based on its membrane potential. For example, an acti-
vation signal from X1 may be propagated to X5, X6, and
X7. As another example, an activation signal from X5
may be propagated to X8 and X9 (and in some embod-
iments to X2, X3, and X4).
[0052] In a particular embodiment, one or more mem-
ory arrays may comprise memory cells that store the syn-
apse weights, membrane potentials, thresholds, outputs
(e.g., the number of times that a neuron has spiked), bias
amounts, or other values used during operation of the
neural network 900. The number of bits used for each of
these values may vary depending on the implementation.
In the examples illustrated below, specific bit lengths
and/or component sizes may be described with respect
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to particular elements, but in other embodiments any suit-
able bit lengths and/or component sizes may be used.
[0053] Various embodiments of the present disclosure
provide an architecture for a binary neural network. Al-
though various parameters of a neural network (e.g.,
membrane potentials/neuron activations, synapse
weights, biases, etc.) may be stored using any suitable
format such as floating point numbers, integers, or other
formats, various hardware efficiencies may be obtained
by minimizing the lengths of such parameters. In a binary
neural network, the neuron activations, synapse weights,
and/or biases may be quantized as being either -1 or +1,
thus requiring only a single bit for each parameter. Such
a network may avoid complicated addition and/or multi-
plication used in neural networks that use, e.g., 8 or 16
bit integers to represent such parameters. Though a bi-
nary neural network may be less accurate than a similarly
sized (in terms of neurons) neural network that stores
parameters using greater amounts of bits, the binary neu-
ral network drastically reduces network storage and com-
putation resources on a per-neuron basis (in some cases
by 60x to 100x). Accordingly, the width and depth of a
binary neural network may be increased to compensate
for or overcome the loss in accuracy without exceeding
the resources used by a comparable neural network.
[0054] Various embodiments of the present disclosure
provide binary neural network architectures using arrays
of modular logic blocks coupled together via reconfigura-
ble interconnects to form a desired neural network. The
connectivity between the blocks may be reconfigurable.
In one embodiment, the connectivity may be set based
on a configuration file that is stored in a memory of a
device that includes the arrays. In one embodiment, the
device that includes the arrays of logic blocks is a field
programmable gate array (FPGA) that includes arrays of
logic blocks that are specially adapted to binary neural
network computations, rather than standard logic blocks
used by typical FPGAs, thus improving the performance
of the binary neural network on the device. In various
embodiments, the basic computations are performed by
XNOR and XOR and the entire neural network be syn-
thesized by a network of XOR gates and inverters or
XNOR gates and inverters (along with some basic sup-
porting logic). Various embodiments provide an array of
basic computation logic blocks and switch boxes that
may be programmed in field to implement a desired neu-
ral network.
[0055] Figure 10 illustrates an example block diagram
of a field programmable gate array (FPGA) 1000 in ac-
cordance with certain embodiments. In various embodi-
ments, FPGA 1000 or other device with configurable logic
as described herein may be included within and/or cou-
pled to any of the computer systems or components de-
scribed above (or other suitable systems or compo-
nents). In a particular embodiment, the logic block arrays
and interconnect logic described herein may be included
on an FPGA 1000 or other computing device.
[0056] An FPGA may be a semiconductor device that

includes configurable logic. An FPGA may be pro-
grammed via a configuration file (e.g., a bitstream) having
any suitable format that defines how the logic of the FPGA
is to be configured. In various embodiments, the config-
uration file may be provided to the FPGA via any suitable
means (e.g., via a scan chain). An FPGA may be repro-
grammed any number of times after the FPGA is manu-
factured to implement various functions based on the
connectivity of the logic blocks of the FPGA.
[0057] In the depicted embodiment, FPGA 1000 in-
cludes configurable logic 1002, operational logic 1004,
communication controller 1006, FPGA memory 1008,
and memory controller 1010. In various embodiments,
the configurable logic includes arrays of XOR or XNOR
gates or computational logic blocks including XOR or
XNOR gates. The configurable logic 1002 may include
any other suitable logic, such as memory elements, in-
verters, capacitors, amplifiers, demultiplexers, majority
voters, or other hardware elements). In various embod-
iments, the configurable logic 1002 may include any of
the logic described with respect to the figures below or
other similar logic. In various embodiments, the logic is
configured (at least in part) through programmable inter-
connects that connect logic components of the FPGA to
each other.
[0058] Operational logic 1004 may utilize data from a
configuration file stored in FPGA memory 1008 (e.g.,
nonvolatile flash memory, SRAM memory, DRAM mem-
ory, phase change memory, register files, or other suit-
able memory) defining the configuration of logic blocks
and connectivity to configure the configurable logic 1002
according to the configuration file. Operational logic 1004
may perform other suitable operations of the FPGA. In
various embodiments, control bits of the configuration
file may operate to configure the logic (e.g., by activating
or deactivating particular interconnects between portions
of the configurable logic or by sending control signals to
particular logic blocks). The operational logic 1004 may
include any suitable logic (which may be implemented in
configurable logic or fixed logic), such as one or more
memory devices including any suitable type of memory
(e.g., RAM), one or more transceivers, clocking circuitry,
one or more processors located on the FPGA, one or
more controllers, or other suitable logic.
[0059] Communication controller 1006 may enable
FPGA 1000 to communicate with other components
(e.g., a processor) of a computer system (e.g., to receive
configuration files or operational commands or to com-
municate neural network inputs or outputs). Memory con-
troller 1010 may enable the FPGA to read data (e.g.,
operands or results) from or write data to memory of a
computer system. In various embodiments, memory con-
troller 1010 may comprise a direct memory access (DMA)
controller.
[0060] Figure 11 illustrates an example computational
logic block (CLB) 1100 in accordance with certain em-
bodiments. Figure 12 illustrates an example circuit im-
plementation 1100A of CLB 1100 in accordance with cer-
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tain embodiments. CLB 1100 includes logic that may be
used to perform an activation function for the neural net-
work. For example, a neuron in a binary neural network
may have a non-linear activation function of: 

where A is the calculated activation state value of the
neuron, xi is the activation state value (the activation state
values may have a value of +1 or -1) of fan-in neuron i,
and wi is a synapse weight value (which may have a
value of +1 or -1 in a binary neural network) of the synapse
between the neuron and the fan-in neuron i. The contri-
bution of a bias (which may have a value of +1 or -1) to
the neuron may be included in the summation by treating
it as one of the incoming activation state values and set-
ting the corresponding weight to +1. By way of example,
a logic 1 may be used to represent the value of +1 and
a logic 0 may be used to represent the value of -1.
[0061] Thus, calculation of the above activation func-
tion includes a series of bitwise multiplications (xiwi) and
a determination of the sign (i.e., whether the result is
positive or negative) of the sum of the results of the mul-
tiplications. If the sign is negative, the activation state
value of the neuron is -1, if the sign is positive, the acti-
vation state value of the neuron is +1.
[0062] A truth table that relies on the assumption that
a logical 0 represents the value -1 and a logical 1 repre-
sents the value +1 is shown below. The output tracks the

output of an    Accordingly,

in a particular embodiment, each bitwise multiplication
(xiwi) may be performed by an XNOR gate that receives

the respective synapse weight value and activation state
value as inputs.

[0063] In an embodiment, the sign determination of the
activation function may be performed by a majority voter
logic block which determines whether a majority of inputs
to the logic block are logic 1s (corresponding to values
of +1) or logic 0s (corresponding to values of -1). In a
particular embodiment, a majority voter logic block may
be constructed from an adder tree.
[0064] In a particular embodiment, CLB 1100 includes
two bitwise multipliers (which may each be used to mul-

Input x Input w Output

-1 (0) -1 (0) +1 (1)

-1 (0) +1 (1) -1 (0)

+1 (1) -1 (0) -1 (0)

+1 (1) +1 (1) +1 (1)

tiply a weight and an activation state) and a full adder
(which could be coupled together with other full adders
to implement a majority voter logic block). The CLB de-
picted in Figures 11 and 12 may function as follows:

If (F==0) 

Else 

Endif

[0065] In other words, if the control signal F is equal to
0 (i.e., not activated), then the CLB is configured as two
bitwise multipliers (S equals A times B, CO equals CI
times D). However, if the control signal F is equal to 1
(i.e., activated), then the CLB is configured as a full adder
that outputs the sum of A, B, and CI (where S is the least
significant bit and CO is the carry bit).
[0066] Figure 12 depicts one example circuit imple-
mentation of CLB 1100, although other embodiments
may include any suitable circuit implementations that pro-
vide implementation of the functions described above. In
the embodiment depicted, when F is low (i.e., logical 0),
A and B are passed to XOR gate 1102A and the output
of XOR gate 1102A is inverted by inverter 1108A and
passed to output S. Similarly, CI and D are passed to
XOR gate 1102B and the output of XOR gate 1102B is
inverted by inverter 1108B and passed to output Co.
When F is high (i.e., logical 1), the output of XOR gate
1102A is input (along with CI) to XOR gate 1102B to
produce the output S. The majority voter logic block 1106
also determines whether the carry bit should be set to
logical 1 based on whether at least two of the three inputs
(A, B, and CI) have a value of logical 1.
[0067] Figure 13 illustrates example circuitry of an ex-
ample switch block 1300 in accordance with certain em-
bodiments. An array of switch blocks 1300 (or other suit-
able reconfigurable interconnects) may be used to couple
the CLBs (or other logic blocks described herein) togeth-
er in order to implement the activation function described
above. A switch block may comprise a plurality of inputs
Ii and a plurality of outputs Oj. A particular input Ii may
be coupled to a particular output Oj of the switch block
1300 when an associated control signal Cij is activated.
The values of the various control signals may be stored
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in a memory of the device (e.g., FPGA 1000) that includes
the CLBs and switch blocks 1300 and held constant dur-
ing operation of the neural network. In one embodiment,
the control signal values are specified in a configuration
file (e.g., a bitstream) sent to the device. In particular
embodiments, the configuration file may also specify val-
ues of the control signals F for each (or at least a subset)
of the CLBs 1100.
[0068] Figure 14 illustrates an example arrangement
of computational logic blocks (CLBs) 1100 and switch
blocks (SBs) 1300 in accordance with certain embodi-
ments. As depicted, the example arrangement includes
an array of CLBs 1100 and an array of SBs 1300 with
each CLB coupled to one or more SBs. A switch block
1300 may be configured (e.g., via a configuration file) to
couple the output of a CLB 1100 to the input of another
CLB 1100. In various embodiments, some switch blocks
1300 may be local switch blocks that couple neighboring
CLBs to each other and other switch blocks 1300 may
be global switch blocks that couple a CLB from one region
of the device to another region of the device. The ar-
rangement shown in Figure 14 is for explanation purpos-
es only, as the present disclosure contemplates any suit-
able arrangement of the CLBs and the switch blocks.
SBs 1300 may also couple other logic elements (e.g.,
majority voter logic blocks, XOR gates, XNOR gates, am-
plifiers, storage elements, or other logic elements of the
FPGA) together.
[0069] Figure 15 illustrates an example arrangement
of computational logic blocks 1100 to perform an activa-
tion function operation of a binary neural network in ac-
cordance with certain embodiments. The arrangement
depicted in Figure 15 demonstrates a portion of a full-
connection layer of a neural network as an example (con-
volutional layers may be considered a special case of a
full-connection layer). The arrangement performs the op-

eration  with weight values

w2 = 0 and w7 = 0 (accordingly no bitwise multiplications

are performed for these weight values and they may be
omitted from the XNOR connections of the depicted cir-
cuit). The operation depicted may be, e.g., a 9x1 full con-
nection computation or a 3x3 convolution computation.
[0070] In the embodiment depicted, the control signal
F supplied to CLBs 1100C-1100F is set to 0, thus con-
figuring each of these CLBs as two one-bit multipliers
(each implemented by an XNOR gate). As mentioned
earlier, weight values w2 = 0 and w7 = 0, so these weight
values and their corresponding activation function values
may be ignored and are not supplied to the CLBs. The
results of the bitwise multiplications are provided to a
majority voter logic block 1502 that determines the sign
of the summation of these results.
[0071] In the embodiment depicted, the majority voter
logic block 1502 comprises a 3:2 adder tree. In other
embodiments, where the number of fan-in neurons to a
particular neuron (and thus the number of bitwise multi-

plications performed for the activation function) is a dif-
ferent size, an adder tree having another appropriate size
may be used.
[0072] The adder tree is implemented using CLBs
1100G-1100M which each have their control signal F set
to 1, thus each of these CLBs are configured as full
adders. In addition to summing the results of the bitwise
multiplications, the majority voter logic block adds an ad-
ditive bias value B (not to be confused with a bias value
applied to a particular neuron). The bias value B operates
to cause the most significant bit (i.e., r3) of the sum pro-
duced by the adder to output the majority value. That is,
if the sign of the result of the summation is positive, then
more +1 values were supplied to the adder than -1 values,
and the most significant bit will be a logical 1 (represent-
ing a positive sign). However, if the sign of the result of
the summation is negative, then more -1 values were
supplied to the adder than +1 values, and the most sig-
nificant bit will be a logical 0 (representing a negative
sign). Accordingly, the majority voter produces the ma-
jority bit of the input bits.
[0073] In a particular embodiment, the bias B =
Ó(2Ólog2(n+1)Ò - (n + 1))/2Ò, and the position of the most
significant bit is the bit at position Ólog2(n + 1)Ò, where n
equals the number of fan-in neurons (plus one for a bias
if applicable) considered in the summation. For example,
in the embodiment depicted, the summation was for i
from 0 to 8, thus n equals 9, the bias equals 3, and the
sign bit is the 4th bit. As another example, when n equals
8, the bias equals 4, and the sign bit is the 4th bit. As yet
another example, when n equals 7, the bias equals 0,
and the sign bit is the 3rd bit.
[0074] In the embodiment depicted, the additive bias
equals 3. The additive bias is implemented by applying
a bias control signal 1504 of logical 1 to the Ci input of
CLB 1100I (indicating "b01") and Ci input of 1100L (indi-
cating "b10"), thus the adder tree is biased by "b11" = 3.
Any unconnected inputs to the adders of the adder tree
may be coupled to a bias control signal of logical 0.
[0075] Thus, in the example depicted, only four CLBs
are used to implement 7 XNOR operations and six CLBs
used to implement the adder tree to add the 7 XNOR
results together and compute the sign bit. In this case,
the bit "r3" of the adder tree result represents the activa-
tion function result (i.e., sign bit), and the remaining three
output bits (r0, r1, and r2) may be ignored.
[0076] In order to implement the connectivity shown
(and other similar connectivities for neural network op-
erations having various sizes, the connections between
the CLBs can be configured by setting the control signals
to the appropriate SBs (or other reconfigurable connec-
tion logic) to the appropriate values.
[0077] The example of Figure 15 merely depicts logic
to perform an activation function for a single neuron. In
an actual implementation of a neural network, the sign
bit (which is the activation state value for a particular neu-
ron) may be provided (along with an appropriate synapse
weight value) to a fan-out neuron for a similar calculation
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to be performed for that neuron. Similarly, x0 - x8 may
each be connected to an output (sign bit) of a similar
logical implementation of a fan-in neuron. Thus, the CLBs
may be arranged together to form a multilayered neural
network having any suitable number of neurons and con-
nectivity.
[0078] Figure 16 illustrates an example analog major-
ity voter 1602 coupled to a plurality of bitwise multipliers
1604 in accordance with certain embodiments. In various
embodiments, an analog majority voter 1602 may be
used to compute the sign of the sum of the outputs of the
bitwise multipliers 1604. In various embodiments, an an-
alog majority voter 1602 may be more energy efficient,
faster, and require less chip area than a comparable dig-
ital majority voter (e.g., an adder tree with an additive
bias). Analog majority voter 1602 comprises a set of ca-
pacitors 1608 that are each coupled through a clocked
buffer 1606 to a result of a bitwise multiplication per-
formed by a respective XNOR gate 1604. The capacitors
1608 are connected in parallel to each other and in series
with an amplifier 1610 that is operable to generate an
output indicative of the sign of the sum of the outputs of
the bitwise multipliers.
[0079] The bitwise multipliers 1604 and the analog ma-
jority voter 1602 are operable to perform the activation
function described above for n + 1 inputs (e.g., activation
state values from n fan-in neurons and one neuron bias).
Figure 16 depicts an example 3x3 convolution computa-
tion or 9x1 full connection operation for a binary neural
network when n equals 8. For a general integer number
n, if more than a half of the n productions of xiwi (for i =
0, 1, 2, ... n) are ’1’ (indicating a +1 value), then the analog
voter output ("adder sign") will be ’1’, but if more than a
half of the n productions are ’0’ (indicating a -1 value),
then the analog voter output will be ’0’.
[0080] Although a particular implementation is shown,
other embodiments may include an analog majority voter
(or comparable logic) that is implemented using any suit-
able circuitry. For example, a minority voter (e.g., in which
XOR gates replace the XNOR gates) that produces the
inverse of the sign could be used with an inverter in place
of the majority voter. As another example, a dual rail sys-
tem may be used in which both a minority voter and a
majority voter are used (with each receiving the same
inputs) and the outputs of the voters are coupled to re-
spective inputs of a differential amplifier.
[0081] The example of Figure 16 merely depicts logic
to perform an activation function for a single neuron. In
an actual implementation of a neural network, the adder
sign bit (which is the activation state value for a particular
neuron) may be provided (along with an appropriate syn-
apse weight value) to a fan-out neuron for a similar cal-
culation to be performed for that neuron. Similarly, x0 -
xn may each be connected to an output (sign bit) of a
similar logical implementation of a fan-in neuron. Thus,
XNOR (or XOR) gates and analog majority voters 1602
may be arranged together to form a multilayered neural
network having any suitable number of neurons and con-

nectivity.
[0082] While an analog majority voter may not produce
the adder sign with 100% accuracy, the possibility of
meaningful errors is very small in typical neural network
implementations. Moreover, the analog majority voter
could be included in the neural network training process
in order to tune the weights of the neural network to re-
duce any negative effects the errors might cause.
[0083] When an analog majority voter is used, the logic
blocks used to implement the bitwise multiplications of
the weights and activation states may be simplified to
XNOR or XOR gates. Thus these logic blocks may be
greatly simplified in comparison to computational logic
blocks 1100 as they would not include the logic to imple-
ment the full adder and to switch between the full adder
and the bitwise multipliers according to the value of the
control input F. However, in some embodiments, com-
putational logic blocks 1100 could implement bitwise mul-
tipliers that are then coupled to an analog majority voter
1602.
[0084] As with the computational logic blocks 1100 and
switch boxes 1300, an FPGA may include an array of
analog majority voters that each include similarly valued
capacitances and the same number of inputs. Thus, the
analog majority voter may be used as a standard logic
cell in the FPGA. In some embodiments, the FPGA could
include arrays of XOR gates and/or XNOR gates to im-
plement the bitwise multipliers. For example, a standard
logic cell in an FPGA could include one XNOR gate or
XOR gate with two inputs and one output or a collection
of XNOR or XOR gates with a commensurate amount of
inputs and outputs.
[0085] Figure 17 illustrates an example analog major-
ity voter 1702 coupled to a plurality of bitwise multipliers
1604 in accordance with certain embodiments. The an-
alog majority voter 1702 is similar to the analog majority
voter 1602, but uses an inverter chain 1704 comprising
two or more inverters in the amplifier stage to resolve the
adder sign (e.g., to determine whether the input to the
amplifier stage is greater than or less than Vdd/2).
[0086] Figure 18 illustrates an example analog major-
ity voter 1800 coupled to a plurality of bitwise multipliers
1604 in accordance with certain embodiments. The an-
alog majority voter 1800 may be used to implement multi-
level weighted neural networks. For example, synapses
with larger magnitude weights may be connected to mul-
tiple voter inputs (i.e., where each capacitor 1608 repre-
sents a voter input). Thus, in the embodiment depicted,
w0 may have a weight of 2, w1 may have a weight mag-
nitude of 3, w2 may have a weight magnitude of 1, w3
may have a weight magnitude of 2, and wn may have a
weight magnitude of 1. Such weight magnitudes assume
that the capacitors 1608 have the same capacitance. Al-
ternatively, a synapse with a higher magnitude weight
value could be coupled to a single capacitor that is larger
than the capacitor coupled to a synapse with a lower
magnitude weight value. In various embodiments utiliz-
ing multi-level weighted neural networks, the synapse
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weight value wi that is used in the bitwise multiplication
may be the sign (i.e., -1 or +1) of the weight (while the
magnitude of the weight is represented based on the
amount of capacitance coupled to the result of the bitwise
multiplication.
[0087] Implementations of neural networks utilizing
majority voters built from computational logic blocks 1100
could similarly implement multi-level weights by connect-
ing the same xiwi to multiple inputs of the majority voter.
[0088] In various embodiments, an analog majority
voter that implements multi-level weights as described
above may be provided as a standard logic cell on an
FPGA. The cell could have various inputs that corre-
spond to various different weight magnitudes. As one
non-limiting example, the cell could include 100 inputs
that each correspond to a weight having a magnitude of
1, 100 inputs that each correspond to weights having a
magnitude of 1.5, and 100 inputs that each correspond
to weights having a magnitude of 2, and so on.
[0089] Alternatively, each input of an analog majority
voter may represent the same weight, and a larger mag-
nitude weight may be implemented by coupling the output
of a bitwise multiplier to multiple input pins of the logic
cell implementing the majority voter.
[0090] Figure 19 illustrates an example multi-stage
analog majority voter 1900 in accordance with certain
embodiments. Inputs yi may represent any suitable in-
puts to a majority voter, such as an output of a bitwise
multiplier (e.g., that multiplies a weight value times an
activation state value). Majority voter 1900 includes a
first stage of analog majority voters including majority
voters 1902A-C that have outputs coupled to an analog
majority voter 1902D of a second stage. Other embodi-
ments may include any number of stages of analog ma-
jority voters coupled in like manner and any number of
analog majority voters in each stage (with the last stage
having a single majority voter to determine the adder
sign).
[0091] When the number of inputs to an analog major-
ity voter is very large (e.g., the number of fan-in neurons
in a neural network could be in the thousands), the analog
majority voter may require a very sensitive amplifier to
distinguish whether the input majority bit is ’1’ or ’0’. For
example, there may be a system error (E) for an analog
majority voter due to manufacturing process variations.
Thus an n-input analog majority voter may vote (n/2+E)
"1"s as "1" (instead of the optimal value of n/2). Accord-
ingly, the system error E becomes more significant as n
increases. By including multiple stages of majority voters
arranged in a tree structure as shown, the number of
inputs n is decreased for each analog voter, diminishing
the effect of the system error E.
[0092] Figure 20 illustrates an example connection
scheme for an analog majority voter 2002 in accordance
with certain embodiments. When the number of mean-
ingful inputs y0 to ym-1 is less than the available voter
inputs, the remaining inputs pins may be connected
equally to ’1’s and ’0’s so that the result of the analog

majority voter is not skewed. The binding may be per-
formed during a programming stage (e.g., specified in a
configuration file) when the analog voter is predesigned
and the actual connectivity is not known during the chip
design phase (e.g., because the connectivity is reconfig-
urable).
[0093] Figure 21 illustrates an example flow 2100 for
configuring a device to implement a neural network in
accordance with certain embodiments. At 2102, neural
network parameters are received. The neural network
parameters may include any suitable parameters. For
example, the parameters may include size parameters,
such as the number of neurons in the neural network,
the number of layers in the neural network, the number
of neurons per layer, and/or other suitable size parame-
ters. As another example, the parameters may include
synapse weight value parameters, such as the signs and
magnitudes of synapse weights of the neural network. In
various embodiments, the weight value parameters may
be determined during a training process of a neural net-
work that is performed, e.g., by one or more processors
of a computer system and/or via other means. As another
example, the parameters may include one or more neu-
ron bias values to be applied to each neuron at each
time-step of the neural network. As another example, the
parameters may include connectivity information speci-
fying how the neurons are to be connected to each other
(e.g., the connectivity information may specify or at least
provide information allowing the determination of the fan-
in and fan-out neurons of each neuron in the neural net-
work).
[0094] At 2104, a logic block configuration is deter-
mined for a neural network based on the neural network
parameters. This may include mapping the neural net-
work parameters onto an available device architecture.
For example, an architecture of a device (e.g., an FPGA)
that is to implement the neural network may include
groups of available logic blocks. In some embodiments,
the logic blocks (and/or a group of a specific type of logic
block) may be arranged in an array on the device (i.e.,
the logic blocks may be located in a structured order on
the device). In some embodiments, the logic blocks may
be placed in a repeated pattern on the device. The logic
blocks may be coupled together using reconfigurable in-
terconnects (e.g., switch blocks 1300 or other suitable
reconfigurable interconnects).
[0095] In a particular embodiment, the device includes
a group of computational logic blocks 1100 (or aggrega-
tions thereof) and switch blocks 1300 (with each block
having any suitable number of inputs and outputs). In
another embodiment, a group of majority voters (which
may be analog or digital), a group of switch blocks, and
a group of XOR and/or XNOR logic blocks are provided,
where each XOR or XNOR logic block comprises any
number of XOR or XNOR gates that are each to couple
to two inputs of the logic block and to provide an output
of the logic block (which may have one output for each
XOR or XNOR gate). In various embodiments, any suit-
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able logic blocks may be provided.
[0096] The determination of the logic block configura-
tion may include determining which logic blocks are to
be used to implement the neural network and the con-
nectivity that is to be enabled between the logic blocks
(e.g., which control signals are to be supplied to switch
blocks or other reconfigurable interconnect). In a partic-
ular embodiment, the determination of the logic block
configuration may also include determining a plurality of
configuration signals that are to be supplied to computa-
tional logic blocks in order to implement the desired func-
tionality (e.g., to configure the computational logic blocks
as bitwise multipliers or full adders or to provide an equal
number of ’1’s and ’0’s to unused inputs of a majority
voter).
[0097] At 2106, a configuration file that specifies the
determined logic block configuration is generated. The
configuration file may be compatible with logic of the de-
vice and may cause the device to implement the logic
block configuration by activating various control signals
of the device. At 2108, the configuration file is loaded
onto the device. For example, the configuration may be
loaded onto the device via a scan chain or other suitable
means.
[0098] In various embodiments, a software program
that is executed by a processor or other logic may receive
the neural network parameters, determine the logic block
configuration for the neural network, and generate the
configuration file that specifies the logic block configura-
tion. In other embodiments, a software program may per-
form any one or more of these operations (or other op-
erations associated with the device that is to implement
the neural network). In a particular embodiment, the soft-
ware program may provide a user interface that allows
a user to specify the neural network parameters and in-
itiate the loading of the configuration file onto the device.
[0099] At 2110, the neural network operates on the de-
vice. Inputs may be applied to input neurons of the neural
network (e.g., via communication ports of the device),
the neural network may iterate through any suitable
number of time-steps, and the device may provide the
outputs of the neural network. The operations may be
repeated any number of times to reconfigure the device
for other implementations of neural networks.
[0100] Some of the blocks illustrated in FIG. 21 may
be repeated, combined, modified or deleted where ap-
propriate, and additional blocks may also be added to
the flow. Additionally, blocks may be performed in any
suitable order without departing from the scope of par-
ticular embodiments.
[0101] A design may go through various stages, from
creation to simulation to fabrication. Data representing a
design may represent the design in a number of manners.
First, as is useful in simulations, the hardware may be
represented using a hardware description language
(HDL) or another functional description language. Addi-
tionally, a circuit level model with logic and/or transistor
gates may be produced at some stages of the design

process. Furthermore, most designs, at some stage,
reach a level of data representing the physical placement
of various devices in the hardware model. In the case
where conventional semiconductor fabrication tech-
niques are used, the data representing the hardware
model may be the data specifying the presence or ab-
sence of various features on different mask layers for
masks used to produce the integrated circuit. In some
implementations, such data may be stored in a database
file format such as Graphic Data System II (GDS II), Open
Artwork System Interchange Standard (OASIS), or sim-
ilar format.
[0102] In some implementations, software based hard-
ware models, and HDL and other functional description
language objects can include register transfer language
(RTL) files, among other examples. Such objects can be
machine-parsable such that a design tool can accept the
HDL object (or model), parse the HDL object for attributes
of the described hardware, and determine a physical cir-
cuit and/or on-chip layout from the object. The output of
the design tool can be used to manufacture the physical
device. For instance, a design tool can determine con-
figurations of various hardware and/or firmware elements
from the HDL object, such as bus widths, registers (in-
cluding sizes and types), memory blocks, physical link
paths, fabric topologies, among other attributes that
would be implemented in order to realize the system mod-
eled in the HDL object. Design tools can include tools for
determining the topology and fabric configurations of sys-
tem on chip (SoC) and other hardware device. In some
instances, the HDL object can be used as the basis for
developing models and design files that can be used by
manufacturing equipment to manufacture the described
hardware. Indeed, an HDL object itself can be provided
as an input to manufacturing system software to cause
the manufacture of the described hardware.
[0103] In any representation of the design, the data
representing the design may be stored in any form of a
machine readable medium. A memory or a magnetic or
optical storage such as a disc may be the machine read-
able medium to store information transmitted via optical
or electrical wave modulated or otherwise generated to
transmit such information. When an electrical carrier
wave indicating or carrying the code or design is trans-
mitted, to the extent that copying, buffering, or re-trans-
mission of the electrical signal is performed, a new copy
is made. Thus, a communication provider or a network
provider may store on a tangible, machine-readable me-
dium, at least temporarily, an article, such as information
encoded into a carrier wave, embodying techniques of
embodiments of the present disclosure.
[0104] Thus, one or more aspects of at least one em-
bodiment may be implemented by representative instruc-
tions stored on a machine-readable medium which rep-
resents various logic within the processor, which when
read by a machine causes the machine to fabricate logic
to perform the techniques described herein. Such repre-
sentations, often referred to as "IP cores" may be stored
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on a non-transitory tangible machine readable medium
and supplied to various customers or manufacturing fa-
cilities to load into the fabrication machines that manu-
facture the logic or processor.
[0105] Embodiments of the mechanisms disclosed
herein may be implemented in hardware, software,
firmware, or a combination of such implementation ap-
proaches. Embodiments of the disclosure may be imple-
mented as computer programs or program code execut-
ing on programmable systems comprising at least one
processor, a storage system (including volatile and non-
volatile memory and/or storage elements), at least one
input device, and at least one output device.
[0106] Program code, such as code 530 illustrated in
Figure 5, may be applied to input instructions to perform
the functions described herein and generate output in-
formation. The output information may be applied to one
or more output devices, in known fashion. For purposes
of this application, a processing system includes any sys-
tem that has a processor, such as, for example; a digital
signal processor (DSP), a microcontroller, an application
specific integrated circuit (ASIC), or a microprocessor.
[0107] The program code may be implemented in a
high level procedural or object oriented programming lan-
guage to communicate with a processing system. The
program code may also be implemented in assembly or
machine language, if desired. In fact, the mechanisms
described herein are not limited in scope to any particular
programming language. In various embodiments, the
language may be a compiled or interpreted language.
[0108] The embodiments of methods, hardware, soft-
ware, firmware or code set forth above may be imple-
mented via instructions or code stored on a machine-
accessible, machine readable, computer accessible, or
computer readable medium which are executable (or oth-
erwise accessible) by a processing element. A non-tran-
sitory machine-accessible/readable medium includes
any mechanism that provides (i.e., stores and/or trans-
mits) information in a form readable by a machine, such
as a computer or electronic system. For example, a non-
transitory machine-accessible medium includes random-
access memory (RAM), such as static RAM (SRAM) or
dynamic RAM (DRAM); ROM; magnetic or optical stor-
age medium; flash memory devices; electrical storage
devices; optical storage devices; acoustical storage de-
vices; other form of storage devices for holding informa-
tion received from transitory (propagated) signals (e.g.,
carrier waves, infrared signals, digital signals); etc.,
which are to be distinguished from the non-transitory me-
diums that may receive information therefrom.
[0109] Instructions used to program logic to perform
embodiments of the disclosure may be stored within a
memory in the system, such as DRAM, cache, flash
memory, or other storage. Furthermore, the instructions
can be distributed via a network or by way of other com-
puter readable media. Thus a machine-readable medium
may include any mechanism for storing or transmitting
information in a form readable by a machine (e.g., a com-

puter), but is not limited to, floppy diskettes, optical disks,
Compact Disc, Read-Only Memory (CD-ROMs), and
magneto-optical disks, Read-Only Memory (ROMs),
Random Access Memory (RAM), Erasable Programma-
ble Read-Only Memory (EPROM), Electrically Erasable
Programmable Read-Only Memory (EEPROM), mag-
netic or optical cards, flash memory, or a tangible, ma-
chine-readable storage used in the transmission of infor-
mation over the Internet via electrical, optical, acoustical
or other forms of propagated signals (e.g., carrier waves,
infrared signals, digital signals, etc.). Accordingly, the
computer-readable medium includes any type of tangible
machine-readable medium suitable for storing or trans-
mitting electronic instructions or information in a form
readable by a machine (e.g., a computer).
[0110] Logic may be used to implement any of the func-
tionality of the various components such as FPGA 1000,
CLB 1100, SB 1300, and the majority voters (and the
various logical components therein), or other component
or system described herein. "Logic" may refer to hard-
ware, firmware, software and/or combinations of each to
perform one or more functions. For example, each of the
components of the FPGA 1000, CLB 1100, SB 1300, and
the majority voters described herein may be hardware
elements (e.g., circuitry). As another example, logic may
include hardware, such as a micro-controller or proces-
sor, associated with a non-transitory medium to store
code adapted to be executed by the micro-controller or
processor. Therefore, reference to logic, in one embod-
iment, refers to the hardware, which is specifically con-
figured to recognize and/or execute the code to be held
on a non-transitory medium. Furthermore, in another em-
bodiment, use of logic refers to the non-transitory medi-
um including the code, which is specifically adapted to
be executed by the microcontroller to perform predeter-
mined operations. And as can be inferred, in yet another
embodiment, the term logic (in this example) may refer
to the combination of the hardware and the non-transitory
medium. In various embodiments, logic may include a
microprocessor or other processing element operable to
execute software instructions, discrete logic such as an
application specific integrated circuit (ASIC), a pro-
grammed logic device such as a field programmable gate
array (FPGA), a memory device containing instructions,
combinations of logic devices (e.g., as would be found
on a printed circuit board), or other suitable hardware
and/or software. Logic may include one or more gates or
other circuit components, which may be implemented by,
e.g., transistors. In some embodiments, logic may also
be fully embodied as software. Software may be embod-
ied as a software package, code, instructions, instruction
sets and/or data recorded on non-transitory computer
readable storage medium. Firmware may be embodied
as code, instructions or instruction sets and/or data that
are hard-coded (e.g., nonvolatile) in memory devices.
Often, logic boundaries that are illustrated as separate
commonly vary and potentially overlap. For example, first
and second logic may share hardware, software,
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firmware, or a combination thereof, while potentially re-
taining some independent hardware, software, or
firmware.
[0111] Use of the phrase ’to’ or ’configured to,’ in one
embodiment, refers to arranging, putting together, man-
ufacturing, offering to sell, importing and/or designing an
apparatus, hardware, logic, or element to perform a des-
ignated or determined task. In this example, an apparatus
or element thereof that is not operating is still ’configured
to’ perform a designated task if it is designed, coupled,
and/or interconnected to perform said designated task.
As a purely illustrative example, a logic gate may provide
a 0 or a 1 during operation. But a logic gate ’configured
to’ provide an enable signal to a clock does not include
every potential logic gate that may provide a 1 or 0. In-
stead, the logic gate is one coupled in some manner that
during operation the 1 or 0 output is to enable the clock.
Note once again that use of the term ’configured to’ does
not require operation, but instead focus on the latent state
of an apparatus, hardware, and/or element, where in the
latent state the apparatus, hardware, and/or element is
designed to perform a particular task when the appara-
tus, hardware, and/or element is operating.
[0112] Furthermore, use of the phrases ’capable of/to,’
and or ’operable to,’ in one embodiment, refers to some
apparatus, logic, hardware, and/or element designed in
such a way to enable use of the apparatus, logic, hard-
ware, and/or element in a specified manner. Note as
above that use of to, capable to, or operable to, in one
embodiment, refers to the latent state of an apparatus,
logic, hardware, and/or element, where the apparatus,
logic, hardware, and/or element is not operating but is
designed in such a manner to enable use of an apparatus
in a specified manner.
[0113] A value, as used herein, includes any known
representation of a number, a state, a logical state, or a
binary logical state. Often, the use of logic levels, logic
values, or logical values is also referred to as 1’s and 0’s,
which simply represents binary logic states. For example,
a 1 refers to a high logic level and 0 refers to a low logic
level. In one embodiment, a storage cell, such as a tran-
sistor or flash cell, may be capable of holding a single
logical value or multiple logical values. However, other
representations of values in computer systems have
been used. For example, the decimal number ten may
also be represented as a binary value of 1010 and a
hexadecimal letter A. Therefore, a value includes any
representation of information capable of being held in a
computer system.
[0114] Moreover, states may be represented by values
or portions of values. As an example, a first value, such
as a logical one, may represent a default or initial state,
while a second value, such as a logical zero, may repre-
sent a non-default state. In addition, the terms reset and
set, in one embodiment, refer to a default and an updated
value or state, respectively. For example, a default value
potentially includes a high logical value, i.e. reset, while
an updated value potentially includes a low logical value,

i.e. set. Note that any combination of values may be uti-
lized to represent any number of states.
[0115] In at least one embodiment, an apparatus com-
prises a plurality of bitwise multipliers, a bitwise multiplier
of the plurality of bitwise multipliers to multiply a binary
synapse weight value of a neural network by a binary
activation state value of a neuron of the neural network;
a plurality of majority voters, a majority voter of the plu-
rality of majority voters to receive outputs of a first group
of bitwise multipliers and to generate a majority result to
indicate whether a majority of the outputs of the first group
of bitwise multipliers are set to a first binary value or a
second binary value; and a first plurality of reconfigurable
connections coupled to outputs of the plurality of bitwise
multipliers and inputs of the plurality of majority voters.
[0116] In an embodiment, the plurality of bitwise mul-
tipliers and the plurality of majority voters are implement-
ed by a plurality of computational logic blocks, a compu-
tational logic block of the plurality of computational logic
blocks comprising a pair of bitwise multipliers and a full
adder, wherein outputs of the computational logic block
are to be coupled to the pair of bitwise multipliers when
a function signal coupled to the computational logic block
is a first value and to be coupled to the full adder when
the function signal is a second value. In an embodiment,
the full adder and at least one bitwise multiplier of the
computational logic block share an XOR or an XNOR
gate. In an embodiment, the plurality of reconfigurable
connections comprise a plurality of switch blocks, where-
in an input of the switch block is selectively coupled to
an output of the switch block via a configurable control
signal. In an embodiment, the reconfigurable connec-
tions are to be set based on a configuration file to be
loaded into a memory of the apparatus. In an embodi-
ment, the majority voter comprises an adder tree includ-
ing the computational logic block. In an embodiment, the
adder tree is to receive an additive bias value and output
a bit as the majority result. In an embodiment, the majority
voter comprises an analog majority voter comprising a
plurality of capacitors coupled to outputs of the first group
of bitwise multipliers. In an embodiment, the analog ma-
jority voter comprises a plurality of analog majority voters
arranged in a plurality of stages. In an embodiment, the
analog majority voter comprises a first group of capaci-
tors coupled to a single output of the first group of bitwise
multipliers to implement a synapse weight magnitude
based on the number of capacitors in the first group of
capacitors.
[0117] In at least one embodiment, a method compris-
es configuring a first plurality of reconfigurable connec-
tions to couple outputs of a plurality of bitwise multipliers
to inputs of a majority voter; performing, by each bitwise
multiplier of the plurality of bitwise multipliers, a bitwise
multiplication of a binary synapse weight value of a neural
network and a corresponding binary activation state val-
ue of a neuron of the neural network and providing the
result to an output of the bitwise multiplier; and determin-
ing, by the majority voter, a majority result that indicates

29 30 



EP 3 343 466 A1

17

5

10

15

20

25

30

35

40

45

50

55

whether a majority of outputs of the bitwise multipliers
are set to a first binary value or a second binary value.
[0118] In an embodiment, the method further compris-
es setting a value of a function signal of a computational
logic block to cause the computational logic block to im-
plement at least one bitwise multiplier of the plurality of
bitwise multipliers, wherein the computational logic block
comprises a pair of bitwise multipliers and a full adder,
wherein outputs of the computational logic block are to
be coupled to the pair of bitwise multipliers when the func-
tion signal is a first value and to be coupled to the full
adder when the function signal is a second value. In an
embodiment, the full adder and at least one bitwise mul-
tiplier of the computational logic block share an XOR or
an XNOR gate. In an embodiment, the majority voter
comprises an adder tree including the computational log-
ic block. In an embodiment, the majority voter comprises
an analog majority voter comprising a plurality of capac-
itors coupled to outputs of the plurality of bitwise multi-
pliers. In an embodiment, the plurality of reconfigurable
connections comprise a plurality of switch blocks, where-
in an input of the switch block is selectively coupled to
an output of the switch block via a configurable control
signal. In an embodiment, the reconfigurable connec-
tions are to be set based on a configuration file to be
loaded into a memory of the apparatus. In an embodi-
ment, the adder tree is to receive an additive bias value
and output a bit as the majority result. In an embodiment,
the analog majority voter comprises a plurality of analog
majority voters arranged in a plurality of stages. In an
embodiment, the analog majority voter comprises a first
group of capacitors coupled to a single output of the first
group of bitwise multipliers to implement a synapse
weight magnitude based on the number of capacitors in
the first group of capacitors.
[0119] In at least one embodiment, at least one ma-
chine readable storage medium includes instructions
stored thereon, the instructions when executed by a ma-
chine to cause the machine to generate a configuration
file, the configuration file to be loaded onto a device to
cause the device to configure a first plurality of reconfig-
urable connections to couple outputs of a plurality of bit-
wise multipliers to inputs of a majority voter perform, by
each bitwise multiplier of the plurality of bitwise multipli-
ers, a bitwise multiplication of a binary synapse weight
value of a neural network and a corresponding binary
activation state value of a neuron of the neural network
and providing the result to an output of the bitwise mul-
tiplier; and determine, by the majority voter, a majority
result that indicates whether a majority of the outputs of
the bitwise multipliers are set to a first binary value or a
second binary value.
[0120] In an embodiment, the configuration file is fur-
ther to cause the FPGA to set a value of a function signal
of a computational logic block to cause the computational
logic block to implement at least one bitwise multiplier of
the plurality of bitwise multipliers, wherein the computa-
tional logic block comprises a pair of bitwise multipliers

and a full adder, wherein outputs of the computational
logic block are to be coupled to the pair of bitwise multi-
pliers when the function signal is a first value and to be
coupled to the full adder when the function signal is a
second value. In an embodiment, the full adder and at
least one bitwise multiplier of the computational logic
block share an XOR or an XNOR gate. In an embodiment,
the majority voter comprises an adder tree including the
computational logic block. In an embodiment, the major-
ity voter comprises an analog majority voter comprising
a plurality of capacitors coupled to outputs of the plurality
of bitwise multipliers.
[0121] In at least one embodiment, a system compris-
es means for configuring a first plurality of reconfigurable
connections to couple outputs of a plurality of bitwise
multipliers to inputs of a majority voter; means for per-
forming a bitwise multiplication of a binary synapse
weight value of a neural network and a corresponding
binary activation state value of a neuron of the neural
network and providing the result to an output of a bitwise
multiplier; and means for determining a majority result
that indicates whether a majority of bitwise multiplication
outputs are set to a first binary value or a second binary
value.
[0122] In an embodiment, the system further compris-
es means for generating a configuration file specifying
connectivity of the reconfigurable connections. In an em-
bodiment, the system further comprises means for re-
ceiving neural network parameters and generating the
configuration file based on the neural network parame-
ters. In an embodiment, the system further comprises
means for setting a value of a function signal of a com-
putational logic block to cause the computational logic
block to implement at least one bitwise multiplier, wherein
the computational logic block comprises a pair of bitwise
multipliers and a full adder, wherein outputs of the com-
putational logic block are to be coupled to the pair of
bitwise multipliers when the function signal is a first value
and to be coupled to the full adder when the function
signal is a second value. In an embodiment, In an em-
bodiment, the full adder and at least one bitwise multiplier
of the computational logic block share an XOR or an
XNOR gate.
[0123] Reference throughout this specification to "one
embodiment" or "an embodiment" means that a particular
feature, structure, or characteristic described in connec-
tion with the embodiment is included in at least one em-
bodiment of the present disclosure. Thus, the appear-
ances of the phrases "in one embodiment" or "in an em-
bodiment" in various places throughout this specification
are not necessarily all referring to the same embodiment.
Furthermore, the particular features, structures, or char-
acteristics may be combined in any suitable manner in
one or more embodiments.
[0124] In the foregoing specification, a detailed de-
scription has been given with reference to specific exem-
plary embodiments. It will, however, be evident that var-
ious modifications and changes may be made thereto
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without departing from the broader spirit and scope of
the disclosure as set forth in the appended claims. The
specification and drawings are, accordingly, to be regard-
ed in an illustrative sense rather than a restrictive sense.
Furthermore, the foregoing use of embodiment and other
exemplarily language does not necessarily refer to the
same embodiment or the same example, but may refer
to different and distinct embodiments, as well as poten-
tially the same embodiment.

Claims

1. A method comprising:

configuring a first plurality of reconfigurable con-
nections to couple outputs of a plurality of bitwise
multipliers to inputs of a majority voter;
performing, by each bitwise multiplier of the plu-
rality of bitwise multipliers, a bitwise multiplica-
tion of a binary synapse weight value of a neural
network and a corresponding binary activation
state value of a neuron of the neural network
and providing the result to an output of the bit-
wise multiplier; and
determining, by the majority voter, a majority re-
sult that indicates whether a majority of outputs
of the bitwise multipliers are set to a first binary
value or a second binary value.

2. The method of Claim 1, further comprising setting a
value of a function signal of a computational logic
block to cause the computational logic block to im-
plement at least one bitwise multiplier of the plurality
of bitwise multipliers, wherein the computational log-
ic block comprises a pair of bitwise multipliers and a
full adder, wherein outputs of the computational logic
block are to be coupled to the pair of bitwise multi-
pliers when the function signal is a first value and to
be coupled to the full adder when the function signal
is a second value.

3. The method of any of Claims 1-2 wherein the full
adder and at least one bitwise multiplier of the com-
putational logic block share an XOR or an XNOR
gate.

4. The method of Claim 3, wherein the majority voter
comprises an adder tree including the computational
logic block.

5. The method of any of Claims 1-4, wherein the ma-
jority voter comprises an analog majority voter com-
prising a plurality of capacitors coupled to outputs of
the plurality of bitwise multipliers.

6. The method of any of Claims 1-5, wherein the plu-
rality of reconfigurable connections comprise a plu-

rality of switch blocks, wherein an input of the switch
block is selectively coupled to an output of the switch
block via a configurable control signal.

7. The method of any of Claims 1-6, wherein the recon-
figurable connections are to be set based on a con-
figuration file to be loaded into a memory of the ap-
paratus.

8. The method of Claim 4, wherein the adder tree is to
receive an additive bias value and output a bit as the
majority result.

9. The method of Claim 5, wherein the analog majority
voter comprises a plurality of analog majority voters
arranged in a plurality of stages.

10. The method of Claim 5, wherein the analog majority
voter comprises a first group of capacitors coupled
to a single output of the first group of bitwise multi-
pliers to implement a synapse weight magnitude
based on the number of capacitors in the first group
of capacitors.

11. An apparatus comprising means for performing the
method of any of Claims 1-10.

12. Machine-readable storage including machine-read-
able instructions, when executed, to implement the
method of any of Claims 1-10.

13. An apparatus comprising logic, at least a portion of
which is in hardware logic, the logic to perform the
method of any of Claims 1-10.
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