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Description

BACKGROUND

[0001] Information technology (IT) service providers
are quite often challenged to find ways to effectively man-
age and maintain very large-scale infrastructures. An ex-
ample enterprise environment may have many thou-
sands of devices and hundreds of installed software ap-
plications to support. The typical enterprise also uses
many different types of central data processors, network-
ing devices, operating systems, storage services, data
backup solutions, cloud services, and other resources.
[0002] There is certainly a push to migrate to automat-
ed solutions for management of such a diverse environ-
ment. In some implementations point-to-point integration
can be accomplished with Run Book Automation (RBA)
solutions. But even coordination of automated solutions
can become quite complex as that often involves inte-
gration of multiple products and services including pro-
visioning engines, functional level products, and security
concerns.
[0003] Disaster Recovery (DR) operations are for the
most part a primarily manual operation. For highly virtu-
alized environments and cloud-based applications, there
are some available tools that leverage automation. But
a large portion of enterprise IT is still not virtualized or
placed in the cloud. For such environments, the only op-
tion is to manually codify recovery processes for each
and every application and each and every data center
scenario. That is typically a very labor intensive and time-
consuming process.
[0004] Some process implementations leverage "task
level" automation tools, freeing human operators to focus
on coding the overall "orchestration". One such tool is
Hewlett-Packard’s (HP’s) Operations Orchestration
(HPOO), which permits automation of enterprise-scale
IT processes and solutions. But even a solution based
on HPOO still requires a human programmer to write a
set of procedures that determine the appropriate tasks
and the correct sequence in which to execute them.
[0005] US 2014/0365822, describes procedures to
capture, format and process configuration information
needed for a Managed Recovery Program (MRP) solu-
tion that supports orderly handling of virtual machines in
an information technology production environment. An
MRP automation package is portable and contains all of
the required configuration data to bring virtual infrastruc-
ture on line in a recovery environment as well as asso-
ciated scripts that can be executed to automatically proc-
ess the configuration data.
[0006] US 2007/0165525, describes an apparatus that
manage reservation of IT resources for efficient use
thereof. Upon receipt of a reservation request, an IT re-
source finder identifies IT resources that are available
for reservation in a period specified in the request. Sub-
sequently a vacant period finder identifies vacant periods
containing the specified reservation period, based on the

reservation records of each IT resource. Out of the found
vacant periods, an idlest period selector then selects an
idlest period that offers a largest number of available IT
resources. From among a set of IT resources whose va-
cant periods agree with the idlest period, an IT resource
selector selects an appropriate resource to serve the giv-
en reservation request. A reservation registration proc-
essor then registers the reserved IT resource with the
reservation data repository as determined by the IT re-
source selector.
[0007] US 2013/0339956, describes obtaining an es-
timated load of a virtual machine which is scheduled to
operate, from estimated information which operates a
virtual machine in a computer system, and determines
an executing entity of the virtual machine which arranges
a computer to be operated before an operation starting
time of a virtual machine which is scheduled to operate
in the computer system from the estimated load and an
actual load of the virtual machine which is being operated.
[0008] US 2011/0307735, describes a method for
mapping a data center to a disaster recovery site. Data
center information including production hardware and
production applications is retrieved from a database. Dis-
aster recovery site information including disaster recov-
ery hardware is retrieved from the database. A list is cre-
ated of the production Publications and a valid list of the
production applications is automatically determined from
the list based on rules in the database. A list is created
of the production hardware, and a valid list of the produc-
tion hardware is automatically determined from the list
based on the rules in the database, which includes de-
termining the production hardware on which the valid list
of the production applications run, and removing the pro-
duction hardware on which the valid list of the production
applications does not run. The valid list of the production
hardware is mapped to the disaster recovery hardware
of the disaster recovery site.
[0009] US 8763006 B2 describes workflows to be used
in managing a computing environment are dynamically
and programmatically created and/or activities are in-
voked, based on the current state of the environment. In
creating a workflow, activities are conditionally included
in the workflow based on the state of the environment.
Different types of workflows may be created.
[0010] US 2009/0307166, describes an automated
disaster recovery (DR) planning system for a computing
environment. A discovery module discovers servers, net-
works, and storage devices in a computing environment.
An expert knowledge base module captures best prac-
tices in planning, and capabilities, interoperability, limi-
tation and boundary values for different DR technologies.
A match-making module determines multiple DR plans
as combinations of one or more replication technologies
that can be used to satisfy DR requirements. And, an
optimizer configured for assessing a feasible DR plan
from said multiple DR plans, to deploy for DR planning
of a primary computing environment.
[0011] US 2006/0236151, describes a method of au-
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tomated disaster site recovery of a DB2 subsystem. The
method reads parameters contained in a user modifiable
control dataset of recovery parameters for objects, sys-
tems, and applications to be recovered. The method also
reads a DB2 system catalog containing recovery require-
ments. The method then creates recovery jobs based on
the control dataset parameters and DB2 system catalog
requirements. Control cards are created that will auto-
matically submit the recovery jobs to a CA7 scheduling
system via a batch terminal interface such that depend-
ent recovery jobs will not be submitted until their pre-
requisite recovery jobs have completed. An installation
verification job is created that selects a row from each
table being recovered and ensures that the recovery was
successful. The control dataset can be updated with new
application, object, and system recovery parameters on
an as needed basis without affecting the recovery job
creation process.
[0012] US 2006/0294507, explains how the time it
takes to recover from a system initialization failure may
be reduced by determining whether to enable a recovery
process immediately, or defer such a process. Some-
times it is desirable to defer a recovery process until cer-
tain interdependencies between system components are
satisfied.
[0013] US 2005/0049906 explains how a software
component to be installed on a target computer system
determines a product dependency graph which identifies
additional software components required by the to-be-
installed software component as prerequisite or coreq-
uisite software components. For each of these software
components a corresponding installation facility is deter-
mined. Then a process model is generated being exe-
cutable by a Workflow Management System (WFMS).
The WFMS process model comprises a directed graph
of activities, wherein each software component of the
product dependency graph is associated with an activity
such that when the activity is executed the installation
facility corresponding to each of the software compo-
nents is performed. Moreover, the WFMS process model
is generated in a way that the sequence of activities in
the directed graph is not violating the dependencies of
the software components in the product dependency
graph. Finally the WFMS process model is inserted in
the WFMS as the provisioning process.
[0014] US 2013/0111260, describes a recover to cloud
(R2C) service replicates a customer production environ-
ment to virtual data centers (VDCs) operated in a cloud
service provider environment. Customers provision both
a disaster recovery VDC and a test VDC. At A Time of
Disaster (ATOD), the disaster VDC is made available to
the customer through the cloud. The disaster VDC is al-
located a first set of resources dedicated to the specific
customer and to disaster recovery. The test VDC,
brought on line at A Time of Test (ATOT), is allocated
resources from second set of resources arranged in a
shared pool. separate from the first set. Provisioning of
the test VDC does not disturb critical resource assign-

ments needed in the event of a disaster.

SUMMARY

[0015] An example Recovery as a Service (RaaS) sys-
tem includes a Resource Planning System (RPS), a Con-
figuration Management Database (CMDB), a Recovery
[0016] Execution System (RES), and an Asset Reser-
vation System (ARS). In one implementation, a list of
protected items can be retrieved and proposed to the
customer for selection. This list can be a list of all assets
that the customer has requested to be protected, but a
more interesting case is presented when the customer
can specify a scope for a Disaster Recovery (DR) test in
terms of one or more applications. Being application-
aware, the RPS frees the customer from having to re-
member which subset of servers, storage, networking
equipment and other assets are needed to support the
particular application(s) being tested. With this informa-
tion in hand, the RPS can request, from the CMDB, iden-
tification of which protected resources fall within the
scope of the requested DR test. The RPS can then send
a request to the ARS asking to reserve particular assets
(only those within the scope) At the time of DR test, the
RES calls the RPS to retrieve the scope of the test along
with list of physical assets reserved for the same. Then
RES extracts the corresponding Recovery Configuration
from the CMDB and programmatically generates a re-
covery workflow. Once RES creates that workflow auto-
matically, it can then initiate orchestration of the test work-
flow, such as provisioning operating systems, configuring
file systems, configuring networks, installing applica-
tions, restoring operating system and application data,
performing cleanup, and executing startup processes. If
there are such exceptions to automated workflow, then
operations personnel may perform corresponding man-
ual operations such as through a ticketing system.
[0017] More particularly, a Resource Planning System
(RPS) and Asset Reservation System (ARS) coordinate
with a Configuration Management Database (CMDB) to
automatically generate and execute disaster recovery
plans. The RPS accesses the ARS and CMDB to deter-
mine needed recovery assets within a scope defined for
the recovery. The scope may be specified at a relatively
high level of abstraction. For example, the scope may be
specified as one or more particular application(s) to be
recovered, rather than as a list of all of the hardware and
software components that are used to implement the ap-
plication(s).
[0018] A Recovery Execution System (RES) may be
leveraged to automate the process of deploying assets
and running a test of the plan at a scheduled time, and/or
executing the plan during a disaster. A Recovery as a
Service (RaaS) customer can now perform these func-
tions in a self-service manner, even for information tech-
nology (IT) infrastructure elements that are hardware-
specific and not virtualizable.
[0019] In a preferred implementation, once the scope

3 4 



EP 3 362 899 B1

4

5

10

15

20

25

30

35

40

45

50

55

of the recovery is identified, a reservation number may
be associated with the recovery scope. The reservation
number also serves to identify the needed assets with
the recovery scope at a time of test or a time of disaster.
[0020] At the appointed time, the needed recovery as-
sets are thus identifiable by the reservation number. The
RES can then be activated to, as needed, programmat-
ically generate a recovery workflow for the assets within
scope. The recovery workflow can then be executed by
an orchestration engine to complete the disaster recov-
ery test, or to actually perform a disaster recovery, as the
case may be.
[0021] In one implementation, the RES is capable of
programmatically generating a master workflow contain-
ing subflows with automated decisions to activate avail-
able automation components. The master workflow is
generated from data available in the CMDB; the CMDB
has been initially populated through automated discovery
of a production data center’s Configurable Items (CI’s)
with the scope, such as the particular application(s) for
which recovery is desired. The CMDB data and resulting
workflow file (which may be a Recovery Markup Lan-
guage (RML) file and its corresponding object represen-
tation in JSON format) can then be sent to an orchestra-
tion engine to execute an actionable workflow, leveraging
the underlying automation components. This approach
also expedites the substitution of different automation
components as they become available. The CMDB con-
tains information about the configuration of each Config-
urable Item (CI) in the IT infrastructure. The CMDB may
also maintain an Application Map that defines not only
the in-scope servers, storage devices, and network de-
vices in the production environment but also the relation-
ship of each given application to each of these in-scope
Configurable Items.
[0022] In this implementation, the RES includes sev-
eral components including an RML model generator, one
or more RML models, an orchestration engine, automa-
tion components, and access to a list of assets available
in the recovery site. The RML model generator may for
example be a Java program that reads the CMDB to ob-
tain information about the configurable items related to
the application scope. The RML model generator then
automatically creates the XML-based schema with spe-
cialized tags and attributes to specify the high-level mas-
ter flow. The orchestration engine then reads the RML
file to execute the master flow, which in turn instantiates
subflows to execute corresponding automation compo-
nents.

BRIEF DESCRIPTION OF THE DRAWINGS

[0023] The description below refers to the accompa-
nying drawings, of which:

Fig. 1 is a high level diagram of components of an
example system that provides "touch-free" disaster
recovery.

Fig. 2 shows an initial process for scheduling a test.
Fig. 3 shows additional steps in scheduling a test.
Fig. 4 shows a process for executing a touch-free
disaster recovery test using a Recovery Execution
System for automated workflow generation.
Fig. 5 shows a similar process when a disaster is
declared.
Fig. 6 is a high-level diagram illustrating how a Re-
covery Execution System (RES) may programmati-
cally generate a master workflow for recovery of a
data center at a recovery site.
Fig. 7 is a high-level view of the RES and automation
components.
Fig. 8 is a more detailed view showing example steps
performed by the RES using an operation orches-
tration tool.
Fig. 9 is an example simple master workflow proc-
essed by the RES and actionable workflow.
Fig. 10 is a more complex master workflow.
Fig. 11 is an example Application Map.
Figs. 12A, 12B and 12C include excerpts from an
example Recovery Markup Language (RML) file.

DETAILED DESCRIPTION OF AN ILLUSTRATIVE

EMBODIMENT

[0024] In particular implementations, Recovery as a
Service (RaaS) is provided to a data center that is as
seamless as possible from the Disaster Recovery (DR)
service customer’s viewpoint.
[0025] Turning attention to Fig. 1, an example Recov-
ery as a Service (RaaS) system 100 provides RaaS to a
data processing system at a production site 101. The
RaaS system 100 includes a number of sub-systems
such as a Customer Service Portal 102 (also called the
RaaS portal herein), a Configuration Management Data-
base (CMDB) 104, a Resource Planning System 106, a
Recovery Execution System 111, an Asset Reservation
System 110, a Ticketing System 112, and a hot site 120.
Each of the data processing systems 101, 102, 104, 106,
110, 111, 112, and 120 includes one or more data proc-
essors of some type, with one or more Central Processing
Units (CPUs), storage for programs and data, user input
and output devices, internetworking and security devic-
es, and other features. The various systems are enabled
to communicate with one another over various network
connections.
[0026] The Customer Service Portal 102 serves as a
user interface for a customer of the RaaS Service 100.
The portal 102 is used by the customer to specify and to
schedule DR tests, monitor the status of scheduled DR
tests, declare disasters, and other functions.
[0027] The Resource Planning System 106 serves as
a vehicle for the service provider to plan the use of avail-
able resources. The resources may include resources
available for providing disaster services. Resources may
typically include hardware infrastructure elements such
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as data processors, networking devices, and storage
systems, but may also include human resources such as
IT personnel. It should be understood that the resources
include configurable items of various types. For example,
the resources may permit the customer to provide hard-
ware configuration settings. In other instances, the con-
figurable items may permit the customer to install or con-
figure operating systems or other software. It should also
be understood that the various data processors may not
all be virtualized platforms.
[0028] The Asset Reservation System (ARS) 110 may
be any suitable resource scheduling system that man-
ages requests to access particular resources at a partic-
ular time. Of consideration here is that it is common for
ARS 110 to only manage resources via an asset tag
number. As such, the RaaS system 100 must not only
determine which type of resources match the client’s
needs but then also locate actual matching physical as-
sets needed for a specific customer’s DR test. The RPS
106 requests ARS 110 to reserve a particular asset for
a particular date and time. However, the difficulty be-
comes in knowing which assets match the resources ac-
tually needed. This is a function of the Resource Planning
System (RPS) 106. The RPS 106, if you will, consults a
list of possibly needed resources from the CMDB 104
and programmatically tries to match those to what is
available at the appointed test time as reported by ARS
110. But RPS 106 has to be told specifics. For example,
the customer might need a resource specified as an
"Apache v. 2.4.16 Web Server running on an Intel Core
2 Quad Q6600 processor with 8 gigabytes of cache mem-
ory." The RPS contains or has access to sufficient infor-
mation to determine what matching assets are available
to this level of detail. With the list of available assets at
hand, the RPS can send a request to ARS 110. However,
ARS 110 will not typically understand configuration spe-
cifics and only manages assets by asset tag number.
These asset tag details will typically not be customer fac-
ing. Thus, the Resource Planning System 106 serves to
translate a customer facing resource description into an
asset tag for a physical machine in an attempt to locate
a matching asset. Given the asset tag, the RPS 106 can
then ask ARS 110 to reserve that asset for the specified
date and time.
[0029] Also shown is a Ticketing System 112 that can
be utilized for handling certain types of events, excep-
tions, and other tasks that may need to be carried out
manually.
[0030] The RES 111 is capable of programmatically
generating a master workflow containing subflows with
automated decisions to activate the available automation
components with a recovery scope. The master workflow
is generated from data available in the CMDB 104; the
CMDB 104 has been initially populated through automat-
ed discovery of a production data center’s Configurable
Items (CI’s) with the scope, such as the particular appli-
cation(s) for which recovery is desired. The CMDB 104
data and resulting workflow file can then be sent to an

orchestration engine to execute an actionable workflow,
leveraging the underlying automation components.
[0031] Turning attention to Fig. 2, a customer accesses
the Customer Service Portal 102 to schedule a DR test
in step 1201. The customer may request traditional dis-
aster recovery services specified on a per asset basis,
or may have arranged for a Managed Recovery Plan
(MRP) that allows the customer to specify desired disas-
ter recovery services at a high level of abstraction. Re-
gardless, in step 1201 the customer requests that a DR
test be scheduled for a particular scope and at some
future time. The time for the test may be specified as a
particular date and time of day, or as the earliest possible
time, or a "best available" time when needed resources
are most likely available, The RaaS Portal 106 then
presents certain information such as a customer ID and
information about the desired DR test to the RPS 106 in
step 1202.
[0032] The RPS 106 in turn accesses the CMDB 104
a first time in step 1203 to obtain a list of protected assets.
Whether these be assets identified by tag numbers, or
by higher level constructs such as servers or applica-
tions, in the past it has been required for the customer
to tell the RaaS system 100 exactly which assets are
needed for the test. Thus, the customer has had to pre-
viously go to the effort of maintaining a list of protected
hardware identified by asset tag numbers.
[0033] However, with the RaaS system 100, a specific
list of protected items can instead be retrieved from RPS
106 and proposed to the customer for selection. This list
can be a list of all assets that the customer has requested
to be protected, but a more interesting case is presented
when the system supports the ability for the customer to
specify a scope for the test in terms of one or more ap-
plications, or in other ways.
[0034] Turning attention to Fig. 3, a "scope-aware"
RaaS system 100 can thus present a question to the
customer in step 1204 such as "Here are the 50 applica-
tions we are protecting for you" and "Which ones do you
want to test and when?" So the customer, for example,
may simply state that it wishes to run a test within the
scope of their "J.D. Edwards Enterprise One Accounts
Receivable" application that runs on an Oracle database
server. This frees the customer from having to remember
which servers, storage, networking equipment and other
assets are needed to support their accounts receivable
application.
[0035] In still other scenarios, the customer may be
asked to specify a scope for the test at a higher level of
abstraction, such as in terms of their business unit oper-
ations or facilities locations. For example, the customer
may want to specify a test of their "Finance Department"
or a test of their "Alpharetta, Georgia facility". In these
scenarios, the RaaS system 100 may prompt the user to
run a test of some or all of the applications in use by the
Finance Department or the Alpharetta facility (regardless
of department or function).
[0036] However, other customers do not wish to inter-
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act with the RaaS system 100 at the operations/facilities
or application level, but rather prefer specification at a
lower level (perhaps for historical reasons) such as by
specifying particular hosts. They might, for example,
specify that they want to test their thirty-four (34) Win-
dows servers and ten (10) Linux servers located in Alba-
ny, NY and Modesto, CA.
[0037] Thus the RaaS portal 102 may be programmed
to present a choice to the customer to specify a test in
terms of operations/locations, applications or infrastruc-
ture elements, depending on the customer’s preference.
If the customer prefers operations/locations, the RaaS
portal 102 may prompt them that way. If the customer
prefers applications, the RaaS portal 102 can present
them a list of applications. If the preference is server-
level, the RaaS 102 can display a list of servers and ask
the customer to pick which servers to test. In any event,
the customers check off a list of things to test, within a
scope that they prefer, specifies a desired date and time
for the test, and a type of test in step 1205.
[0038] With this information in hand, the RPS 106 can
go back to the CMDB 104 a second time in step 1206
and make a call to request identification of which protect-
ed resources fall within the scope of the requested DR
test. Thus, if the RPS 106 has a list of ten (10) different
applications to test for a specific business unit, it can ask
the CMDB for a complete "shopping list" of all assets
needed to implement the selected ten (10) applications.
In order to recover these 10 applications, for example,
the call in step 1205 to the CMDB might return (in step
1207) to the Resource Planning System 106 a list that
includes six servers identified by name, a Cisco® (Cisco
is a trademark of Cisco Techology, Inc. of San Jose, CA)
firewall, and a pair of 32 Terabyte (TB) Aberdeen® stor-
age arrays (Aberdeen is a trademark of Aberdeen LLC
of Santa Fe Springs, CA). The Resource Planning Sys-
tem 106 now performs its mapping - (this is typically hap-
pening in the background) of the logical resource need
to the physical availability of assets at the desired time
of test.
[0039] Once the RPS 106 determines the mapping, it
can send a request to the ARS 110 in step 1208 and ask
"Do you have these asset tag numbers available for this
date and time?" The ARS 110 may then respond posi-
tively or negatively in step 206. If the assets are available
at the requested time, then the ARS 110 can in step 209
return a reservation number. The reservation number
confirms the assets have been reserved. The Resource
Planning System 106 can then reply in step 210 to the
customer via portal 102 with that reservation number.
[0040] Thus, the customer experiences a simple action
and response - he requests system 100 to test certain
application(s) on a specific date; and receives a reser-
vation number in reply (or a rejection saying that the test
is not available for the requested date, with perhaps some
alternate dates that might work).
[0041] It should also be understood that this interaction
between RaaS 102, RPS 106, CMDB 104 and ARS 110

can also be more inward facing with the service provider
also having visibility into the reservation number and the
assets being reserved.
[0042] The reservation number thus becomes a link to
the "shopping list" of needed assets. Thus, at the time of
test, the RPS 106 can go back to ARS 110, with the res-
ervation number, and know that those assets are going
to be available. The other thing that is linked to the res-
ervation number is corresponding configuration informa-
tion in CMDB 104. An asset tag alone only identifies
which hardware is needed, such as, an Intel CPU, and
doesn’t have to identify to the system that it should, for
example, install Windows Server 2012 Version 2 and a
particular accounts receivable application as specified
the CMDB 104. Without some information concerning
the scope of the test, from the CMDB perspective, the
customer might otherwise try to reserve all the assets it
has protected, rather than only the assets needed.
[0043] So the reservation number is a link not only to
the reserved needed assets by asset tag number, but
also to the requested scope, such as an application,
which in turn defines only the specific assets necessary
for logical recovery within the scope of the specific test
being run.
[0044] Turning attention to Fig. 4, on the day of the
test, the customer returns to the RaaS portal 102 at step
1401. The customer could have remembered the sched-
uled time via a calendar or could have been prompted
by an email or text message. The point is the customer
comes back to portal 102 and indicates they want to now
execute a previously reserved test and provides their res-
ervation number.
[0045] The reservation number and client ID are
passed to RES 111 in step 1402. RES 111 then looks in
a list of reservations and makes a call to the Resource
Planning System 106 in step 1403. In this step, the RES
111 asks the RPS 106 for a list of physical assets which
have been reserved for this test. Next, the RPS 106 de-
termines a list of the physical assets within the scope for
this test as previously stored. The RES 111 then makes
a call, in step 1404, to the CMDB 104 with the reservation
number to obtain details of the logical configuration need-
ed for this test. The CMDB 104 replies to RES 111 with
the logical recovery configuration for this test.
[0046] The RES 111 then, in step 1405, programmat-
ically generates a recovery workflow as described in
more below. Once RES 111 creates that workflow auto-
matically, it can then initiate orchestration of the test work-
flow. For example, RES 111 orchestrates the execution
of whatever tasks are in the workflow such as provision-
ing operating systems, configuring file systems, config-
uring networks, installing applications, restoring operat-
ing system and application data, performing cleanup, and
executing startup processes. There may be some need-
ed steps that are manual, such as patching network ca-
bles, or building an operating system configuration for
which no "automation flow" is possible. In other instanc-
es, an automated workflow may throw exceptions, such
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as when a test fails, or if a backup restore fails because
the backup is corrupted, or if a set of login credentials
needed for certain servers are not correct. If there are
such exceptions to normal workflow, then operations per-
sonnel may be asked to perform corresponding manual
operations through Ticketing System 112.
[0047] However, the point remains that from a client
perspective, the only interaction they see with the RaaS
system 100 is working within the portal 102 to request
the test be run.
[0048] Subsequent to step 1405, the RES 111 may
communicate with Ticketing System 112 in step 1406
with status updates, event reports, or other mechanisms
for managing tests. Tools such as "ServiceNow" may be
used as the Ticketing System 112. The same system 112
may be used to generate test execution reports for the
RaaS service provider.
[0049] In a further extension, test progress can be ex-
posed to the customer for monitoring progress through
the RaaS portal 102. From a customer experience stand-
point, once they provide the system with a valid reserva-
tion number, the customer can switch to a different
screen, such as a dashboard type screen, to monitor how
the test is progressing. The ticket detail may or may not
be exposed to the customer at this point. Progress of the
test may be reported by Event Monitoring 144 at a level
of granularity provided by the RES 108 to an Event Man-
ager 140.
[0050] When a disaster is declared as per Fig. 5, it is
generally the same flow as for a DR test, with one differ-
ence being that the recovery assets are needed imme-
diately as opposed to some future date. Thus, for exam-
ple, in step 1501 the customer accesses the portal and
indicates a disaster has occurred, supplying a scope for
the disaster and client ID. In step 1502 (similar to step
1402) the reservation number and client ID are passed
to the RES 111, which triggers the RPS 106 to determine
the list of needed assets in step 1503. Next, in step 1504,
the RES 111 makes a call to the CMDB; the CMDB replies
(as in the case of Fig. 4) with the logical recovery config-
uration for recovery of assets within the disaster scope.
The ARS then makes the resources available at hot site
120. Access to assets in a disaster recovery is likely given
a higher priority by ARS 110 than assets needed to sup-
port other customers who are only requesting tests. Sub-
sequent interaction in step 505 with the Ticketing System
112 make require actions by Execution Engineers 1510
to resolve incident tickets or with Recovery Service Ar-
chitect (RSA) 1520.
[0051] The Recovery Execution System (RES) 111 is
primarily concerned with programmatic generation of ac-
tionable Disaster Recovery (DR) workflows. That ap-
proach benefits the provider of the DR service, who is
now freed from much of the manual work previously
needed to generate recovery procedures that may need
to be revised whenever a service customer changes con-
figuration of one of their production environment assets.
[0052] Fig. 6 is a more detailed diagram of an example

Recovery Execution System (RES) 111 that is used to
programmatically create and maintain a recovery proce-
dure. In this end use of the RES 111, the goal is to recover
one or more Configurable Items (CI’s) existing in the pro-
duction data center 101, in particular, to recover them to
the recovery or "hot" site 120. The implementation may
be used as a managed recovery program for Configura-
ble Items (CI’s) that include data processors, servers,
storage subsystems, firewalls, security appliances, net-
working devices, and many other types of information
technology (IT) infrastructure elements.
[0053] The illustrated elements include production
configuration information 102, a discovery tool 103, a pro-
duction environment Configuration Management Data-
Base (CMDB) 104, a Disaster Recovery CMDB 105, a
portal 106, workflow and project management tools 110,
a Recovery Execution System (RES) 111 including a Re-
covery Markup Language (RML) generator 209, recovery
workflow orchestration 210, recovery automation com-
ponent subsystems 122, and a hot site 120. In addition,
an event scheduling subsystem 107 accessible as a
Worldwide Web Scheduling Service (WWSS) may in-
clude a scheduler 108 and a hot site inventory database
109.
[0054] A typical process to automate disaster recovery
proceeds as follows. In a first step 201 administrative
personnel or configuration engineers install application
probes in the customer production data center 101. The
probes are used by the discovery tool 103 to discover
installed applications and the dependencies those appli-
cations have on particular Configurable Items (CI’s) in
the production data center 101. The discovery tool 103
may be Hewlett-Packard® (HP) Universal Discovery
(UD), BMC® Atrium Discovery Dependency Mapping
(ADDM) or other tools that can automatically discover
physical and virtual IT assets, applications, and the de-
pendencies between them. (Hewlett-Packard and HP are
trademarks of Hewlett-Packard Development Company,
L.P; BMC is a trademark of BMC Software, Inc. of Hou-
ston, Texas).
[0055] Configuration data for these Configurable Items
(CI’s) may be discovered by these probes (or in other
ways) and stored in the Production CMDB 104. The Pro-
duction CMDB may, for example, be an HP Universal
CMDB (uCMDB).
[0056] In a next step 203, the discovered configuration
information is also copied over a secure unidirectional
connection (such as an HTTPX connection), and cloned
to a Disaster Recovery (DR) CMDB 105.
[0057] The cloned DR CMDB 105 may then be used
to create, maintain and specify a recovery configuration
without impacting the dependency of the operating pro-
duction environment on the Production CMDB 104. Sub-
sequent exchanges between the two configuration data-
bases 104 and 105 can keep the configuration informa-
tion in DR CMDB 105 up to date.
[0058] In a next step 204, when a customer wishes to
schedule a test or declare a disaster, they access the
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portal 106. Based on a presented customer identification
(ID) credential, such as a login ID, a specific recovery
configuration is retrieved from the DR configuration da-
tabase 105. The customer can then enter additional de-
tails, such as the scope of the test or disaster recovery.
The scope may specify, for example, one or more appli-
cations to be recovered and a time at which to perform
the recovery.
[0059] In a next step 205, using the provided scope
and a requested time (which may be a future date in the
case of the test or immediate execution in the case of
disaster recovery) a scheduling service 107 is contacted.
The scheduling service 107 uses the recovery configu-
ration to assess availability of matching resources in the
hot site inventory 109.
[0060] In a next step 206, based on resource availa-
bility, the scheduling service 107 reserves the needed
resources for use at the scheduled time and provides a
confirmation report to the customer via portal 106.
[0061] In step 207, the recovery event occurs at the
scheduled time and the Recovery Execution System 111
is launched in step 208.
[0062] Next in step 209, the RES 111 extracts the re-
covery configuration information from the CMDB 105 for
the specific scope. The RML generator step 209 then
automatically creates an XML document using a propri-
etary schema referred to in herein as the Recovery
Markup Language (RML) file. The RML file contains a
specification for a master workflow that contains a set of
logical steps to recover the in-scope application(s), in-
cluding its corresponding data object representation us-
ing JSON (JavaScript Object Notation) or some other
suitable format. The RML generator 209 is discussed in
greater detail below.
[0063] In a next step 211, the recovery workflow or-
chestration engine 210 then translates the logical work-
flow as specified in the RML file into a set of physical set
of workflow-enabled tasks. These workflows may specify
using particular automation subsystems as "subflows"
that automate tasks to be performed on the servers, net-
work devices, storage devices and other configurable
items on the hot site 120.
[0064] In step 211, the RES 111 then communicates
with event scheduling system 107 to acquire access to
the assets that were reserved for the event.
[0065] In state 212, the RES 111 then invokes the var-
ious automation subsystems 122 to perform the workflow
tasks on the reserved components. As seen, typical au-
tomation subsystems 122 may include Sungard Availia-
bility Services’ ®Recovery Automation, HP Server Auto-
mation, HP Network Automation, HP Storage Automa-
tion, and other OEM automation components depending
upon the configurable items with the scope of the recov-
ery event. (Sungard Availability Services is a trademark
of SunGard Development Corporation of Wilmington,
DE).
[0066] Fig. 7 is a more detailed view of components of
the RES 111. An RML process engine 125 reads the

object representation of the RML file and engages vari-
ous subsystems to implement actions. A pluggable driver
interface is provided to the various subsystem functions
including backup and restore subsystem 131, server pro-
visioning systems 132, network provisioning systems
133, and storage provisioning systems 134. In general,
other types of subsystems 135 useful in provisioning or
arranging configurable items may also be accessible to
the RML process engine 125.
[0067] The RML process engine 125 may for example
be implemented as a Java or Jython program that can
read the RML file and the contents of the DR CMDB 105
to obtain information about the configurable items related
to the scope. Corresponding systems of action 140 are
then invoked as indicated by workflows in the RML file.
Input is also provided to the RML process engine 125
from the scheduler 107 to indicate which assets are cur-
rently at its disposal to instantiate a particular work flow
at hot site 120.
[0068] The RML process engine 125 may also invoke
recovery automation functions to implement actions. In
one example environment, these automation functions
may include a Net backup 141, Tivoli storage manager
(TSM) 142, HP Server Automation 143, HP Network Au-
tomation 144, HP Storage Essentials 145, HP DataBase
Middleware Automation (DMA) 146, Commvault 147,
Specialized Recovery Automation (RA) services such as
Sungard Availiability Services RA 145 and/or manual
tasks to be performed by humans 149.
[0069] Fig. 8 depicts an example sequence of steps
performed by the RES 111 to implement recovery of data
center 101 at hot site 120.
[0070] In a first step 301, a user indicates application(s)
to be restored via portal 106. In a next step 302, the RES
111 acquires asset information the DR CMDB 105,
scheduler 107 and inventory database 109 concerning
the needed target hardware configuration.
[0071] In a next step 303, the RES 111 processes the
RML file in an order as specified in the RML file itself.
Any error conditions may be handled the specified in the
RML file.
[0072] More particularly, in a next step 304, the RES
111 can then process the master workflow in many dif-
ferent phases, as was determined from the application
dependencies.
[0073] Finally, in step 305 for each phase in the RML
file, the RES communicates with the corresponding sys-
tem of action to execute one or more subflows. For ex-
ample, a given system of action 140 (or subflow) can
execute action(s). When the subflow is complete, it can
reply back to the RES 111 to execute the next phase in
the master workflow.
[0074] Turning attention now to Fig. 9, a simple exam-
ple of a master workflow and actionable subflows will be
described in more detail. A Recover Applications Map
401 is retrieved together with the elements of a RML file
that indicate a master workflow 402. In this example
shown here, the master workflow 402 includes two phas-
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es - an Operating System (OS) build phase 411 and an
application install phase 412.
[0075] The Application Map 401, described in more de-
tail below, includes data representing all configurable
items that are connected to the application(s) within the
recovery scope. This may include a list of servers, stor-
age devices and network devices, and their associated
configuration information.
[0076] OS build phase 411 invokes a sequence of
steps including "detecting which operating system to
build 451" and "detecting available automation compo-
nents 452."
[0077] Step 451 can detect which operating system
needs to be built, for example, by reading the CMDB 105
and/or Application Map information. Automation compo-
nent detection 452 then uses the OS information to de-
termine the available automation components that can
be used to build that operating system. The RES 111
thus specifies that an operating system needs to be built,
but when it comes to the "hows" of actually building the
OS, the available automation components are leveraged.
In the present example, available subtasks for building
an operating system include Recovery Automation (RA)
453, HP Server Automation (SA) 454, Altris 455, and a
manual build 456.
[0078] In one example, assume that the CMDB indi-
cates that the OS to build is an implementation of Red
Hat Linux. Assume also that this is the first time that the
RES 111 has been asked to build this particular instance
of Red Hat Linux. Here the automated OS build options
453, 454, 455 are not available, and the OS must be built
manually 456. However, at some later time an adminis-
trative user may determine how to build the particular
Red Hat Linux instantiation using HP SA. An automated
HP SA Red Hat install subflow can then be linked to the
detect automation component 452 via input at portal 106.
On subsequent iterations, without altering the high-level
master workflow 402, this new automation component
454 for building Red Hat Linux is then available to be
automatically invoked by the corresponding detect auto-
mation component.
[0079] Thus when a new automation component be-
comes available, another subflow can be added to the
available options in the detect automation component
452, and related aspect(s) of the master workflow need
not be modified.
[0080] It is also possible that the subflows are specific
to each type of automation component and also to each
service provider or customer. For example, building Red
Hat Linux for one customer’s data center may involve a
different automation component than for another custom-
er.
[0081] Note that the master flow 402 can remain the
same regardless of how the OS build phase 411 and
application install phase 412 are actually implemented.
Thus, in a more general sense, a recovery workflow tends
to provision infrastructure, configure infrastructure, re-
store data to the configured infrastructure, and then start

the application(s). Also, in a general sense, the subflows
called by the master flow indicate how to carry out par-
ticular tasks running on individual task automation sys-
tems.
[0082] It is also now understood that one essential as-
pect herein is eliminating hand coding of Operations Or-
chestration (OO) by detecting what to do (build an OS,
or install an application) and automation components 452
which in turn enable programatic execution of available
automation tasks.
[0083] Fig. 10 is a more complicated example of a mas-
ter workflow for restoring an entire data center. In this
example, the master workflow 402 includes an OS build
phase 411 and application install phase 412 but also in-
cludes a number of other phases such as a virtual ma-
chine build phase 413, application restore from backup
phase 414, operating system restore phase 415, network
configuration phase 416 and storage configuration phase
417. Each phase type in the master flow has a detection
piece and an automation component piece, and the au-
tomation components links to the available subflows to
carry out automated tasks. In one example, for "applica-
tion data restore from backup 414," the detect automation
components 414-1 may provide links to automation com-
ponents including Commvault 414-2, TSM 414-3, Net-
Backup 414-4 or manual restore 414-5. A network con-
figuration phase 416 may have links to subflows that in-
clude performing network configuration through HPNA
and Cisco configurator or manual configuration. Similar
sets of subflows for storage configuration 417, OS restore
415, and VM build 413 options are also illustrated.
[0084] The RES 111 may report current progress of
the master workflow back to the RaaS portal 102 for pres-
entation to the user. In one example, execution through
each of the detect, build, install, configuration and/or oth-
er restore phases as illustrated in the example workflow
of Fig. 10 might be reported via the RaaS portal 102 on
a per application, or per-Configurable Item basis, as pre-
ferred by the RaaS customer.
[0085] Fig. 11 is a rendition of an example application
map 600 that maintains the relationship for one single
application to a number of in-scope Configurable Items
(CI’s) as previously mentioned. In the particular instance
shown, the application 602 is an Electronic Data Inter-
change (EDI) application named "edi-si-gis". Six servers
are within the recovery scope here, including four UNIX
servers 604 (the hosts named wgisprd01, wgisprd02,
winxprd02, and wodbprd04) and two Windows servers
606 (the hosts named wfldedi 03 and wfdedi01). The digit
displayed next to each item type in the hierarchy indicates
how many configurable items (CI’s) are associated with
that particular configurable item type. Graphical User In-
terface options convenient for displaying the application
map 600 (such as + and - click boxes to expand or col-
lapse the application map hierarchy), may be provided.
[0086] Also shown as part of the application map 600
are additional resources used by the application 602 in-
cluding Internet Protocol addresses 608 (of which there
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are fourteen (14) in use, interfaces 610 (of which there
are thirteen (13) in use, and which may for example be
interfaces to other systems and databases), CPU cores
612 (of which there are eighteen (18) in use) and filesys-
tems 614. In Fig. 11, the view of these resources is col-
lapsed and thus the details are not visible; the details can
be accessed via the expand click box (+) displayed next
to each configurable item type.
[0087] Each of the items in the example application
map 600 hierarchy of Fig. 6 are connected to the single
EDI application 602. It should be understood that, more
generally, a particular recovery scope may include mul-
tiple applications, each having their own application map
600.
[0088] Figs. 12A, 12B, and 12C are excerpts from an
example RML file 700 generated for the EDI application
shown in Fig. 11. It is but one possible example of a
generated XML-based schema with specialized tags and
attributes to specify a high-level master flow with sub-
flows as previously described above.
[0089] A first excerpt of the RML file 700 shown in Fig.
12A contains server definition info that pertains to one of
the Linux hosts (wgisprd02). This is identified by a first
tag 701 and the following tags that specify that host’s
platform type, operating system type, and needed ran-
dom access memory (RAM). Several classes of subflows
are associated with each configurable item, including
Provision 702, Configuration 704, Restoration 706, and
Cleanup 708. The end of the server info definition for
Linux host (wgisprd02) is indicated by another tag 701.
It should be understood that Fig. 12A is meant to be a
non-limiting example and that there may be action types
in each class of automation actions other than those il-
lustrated.
[0090] Within each class are included one or more cal-
lable automation components (each identified by an <Ac-
tion ID> tag) and one or more parameters (identified by
<param name> tags). Within the <Provision> class for
this host, a first Action ID 718 is an automation compo-
nent for deploying a server, with parameters including
EVENT_ID, SERVER_ASSET, RAID_LEVEL, HOST-
NAME, BACKUP AGENT, OS_NAME, OS_SP, and
OS_ARCH. A second Action ID 720 enables an automa-
tion component that uses HP SA for installing a Linux
distribution at a particular MAC address.
[0091] Within the Configuration class of subflow, a third
Action ID 722 is for enabling an automation component
that disables a Linux firewall. Yet another available action
is Action ID 724 that is a manual component that waits
for user input until migration to a customer network to
complete.
[0092] The example Restoration class may include an
Action ID 730 that invokes an HP SA script to perform a
Netbackup action and Action ID 732 that runs another
HP SA script to restore Linux.
[0093] An example Cleanup class is not shown in detail
but would include other Action IDs that might be neces-
sary for orderly conclusion of subflows.

[0094] It should be understood that the RML associat-
ed with each configurable item type may have different
Action ID types. Fig. 12B is an example RML excerpt 738
for Provisioning, Configuration, and Restoration of AIX
for the host named "wodbprd04" in the application map
of Fig. 11. As such, the automation components associ-
ated with each action type will be tailored for an AIX in-
stallation and thus differ from those shown for the Linux
installation in Fig. 12A.
[0095] Fig 12C is an RML excerpt 740 for the host
names "wfldedi01" that is running Windows 2003. The
associated Action IDs are thus appropriate for this envi-
ronment, including HP SA automation components which
install Windows 740, disable a Windows firewall 742, and
configure and partition a Windows disk 744.
[0096] The foregoing description of example embodi-
ments provides illustration and description of systems
and methods for implementing Recovery as a Service,
but is not intended to be exhaustive or to limited to the
precise form disclosed.
[0097] For example, it should be understood that the
embodiments described above may be implemented in
many different ways. In some instances, the various "data
processing systems" described herein may each be im-
plemented by a separate or shared physical or virtual
general purpose computer having a central processor,
memory, disk or other mass storage, communication in-
terface(s), input/output (I/O) device(s), and other periph-
erals. The general purpose computer is transformed into
the processors with improved functionality, and executes
the processes described above to provide improved op-
erations. The processors may operate, for example, by
loading software instructions, and then executing the in-
structions to carry out the functions described.
[0098] As is known in the art, such a computer may
contain a system bus, where a bus is a set of hardware
lines used for data transfer among the components of a
computer or processing system. The bus or busses are
shared conduit(s) that connect different elements of the
computer system (e.g., processor, disk storage, memory,
input/output ports, network ports, etc.) that enables the
transfer of information between the elements. One or
more central processor units are attached to the system
bus and provide for the execution of computer instruc-
tions. Also attached to system bus are typically I/O device
interfaces for connecting various input and output devic-
es (e.g., keyboard, mouse, displays, printers, speakers,
etc.) to the computer. Network interface(s) allow the com-
puter to connect to various other devices attached to a
network. Memory provides volatile storage for computer
software instructions and data used to implement an em-
bodiment. Disk or other mass storage provides nonvol-
atile storage for computer software instructions and data
used to implement, for example, the various procedures
described herein.
[0099] Embodiments may therefore typically be imple-
mented in hardware, firmware, software, or any combi-
nation thereof. In some implementations, the computers
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that execute the processes described above may be de-
ployed in a cloud computing arrangement that makes
available one or more physical and/or virtual data
processing machines via a convenient, on-demand net-
work access model to a shared pool of configurable com-
puting resources (e.g., networks, servers, storage, ap-
plications, and services) that can be rapidly provisioned
and released with minimal management effort or service
provider interaction. Such cloud computing deployments
are relevant and typically preferred as they allow multiple
users to access computing. By aggregating demand from
multiple users in central locations, cloud computing en-
vironments can be built in data centers that use the best
and newest technology, located in the sustainable and/or
centralized locations and designed to achieve the great-
est per-unit efficiency possible.
[0100] Furthermore, firmware, software, routines, or
instructions may be described herein as performing cer-
tain actions and/or functions. However, it should be ap-
preciated that such descriptions contained herein are
merely for convenience and that such actions in fact re-
sult from computing devices, processors, controllers, or
other devices executing the firmware, software, routines,
instructions, etc.
[0101] It also should be understood that the block and
network diagrams may include more or fewer elements,
be arranged differently, or be represented differently. It
further should be understood that certain implementa-
tions may dictate the block and network diagrams and
the number of block and network diagrams illustrating
the execution of the embodiments be implemented in a
particular way.
[0102] Other modifications and variations are possible
in light of the above teachings. For example, while a se-
ries of steps has been described above with respect to
the flow diagrams, the order of the steps may be modified
in other implementations. In addition, the steps, opera-
tions, and steps may be performed by additional or other
modules or entities, which may be combined or separat-
ed to form other modules or entities. For example, while
a series of steps has been described with regard to cer-
tain figures, the order of the steps may be modified in
other implementations consistent with the principles of
the invention. Further, non-dependent steps may be per-
formed in parallel. Further, disclosed implementations
may not be limited to any specific combination of hard-
ware.
[0103] Certain portions may be implemented as "logic"
that performs one or more functions. This logic may in-
clude hardware, such as hardwired logic, an application-
specific integrated circuit, a field programmable gate ar-
ray, a microprocessor, software, wetware, or a combina-
tion of hardware and software. Some or all of the logic
may be stored in one or more tangible non-transitory
computer-readable storage media and may include com-
puter-executable instructions that may be executed by a
computer or data processing system. The computer-ex-
ecutable instructions may include instructions that imple-

ment one or more embodiments described herein. The
tangible non-transitory computer-readable storage me-
dia may be volatile or nonvolatile and may include, for
example, flash memories, dynamic memories, remova-
ble disks, and non-removable disks.
[0104] Accordingly, further embodiments may also be
implemented in a variety of computer architectures, phys-
ical, virtual, cloud computers, and/or some combination
thereof, and thus the computer systems described herein
are intended for purposes of illustration only and not as
a limitation of the embodiments.
[0105] No element, act, or instruction used herein
should be construed as critical or essential to the disclo-
sure unless explicitly described as such. Also, as used
herein, the article "a" is intended to include one or more
items. Where only one item is intended, the term "one"
or similar language is used. Further, the phrase "based
on" is intended to mean "based, at least in part, on" unless
explicitly stated otherwise.
[0106] Headings and/or subheadings herein are used
to segment this patent application into portions to facili-
tate the readability of the application. These headings
and/or subheadings are not intended to define or limit
the scope of what is disclosed and/or claimed in this pat-
ent application.
[0107] Also, the term "user", as used herein, is intend-
ed to be broadly interpreted to include, for example, a
computer or data processing system or a human user of
a computer or data processing system, unless otherwise
stated.
[0108] The foregoing description has been directed to
specific embodiments of the present disclosure. It will
thus be apparent, however, that other variations and
modifications may be made to the described embodi-
ments, with the attainment of some or all of their advan-
tages.

Claims

1. An automated method for providing Recovery as a
Service, RaaS, to recover a protected site (101) to
a recovery site (120) comprising:

prior to a time for executing a Disaster Recovery,
DR, test, at a Recovery Execution System, RES
(111), discovering (202), from the protected site,
one or more applications and configurable items
comprising protected resources associated with
the one or more applications, including discov-
ering logical configuration information for the
protected resources associated with the one or
more applications;
at a Configuration Management Database, CM-
DB (104), maintaining (201) a list of the protect
resources and the logical configuration informa-
tion for the protected resources;
at a Resource Planning System, RPS (106), ac-
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cepting (1201, 1204) an input from a user spec-
ifying a DR test to be executed for the protected
site, including at least a scope for the DR test
specified as one or more applications and a des-
ignated time for the DR test; requesting (1206),
from the Configuration Management Database,
CMDB (104), identification of one or more of the
protected resources within the scope of the DR
test; mapping (1207) the one or more protected
resources within the scope of the DR test to tags
for one or more physical assets available in the
recovery site at the designated time for the DR
test;
requesting, from an Asset Reservation System
(110), a reservation (1208) using the tags for the
one or more physical assets in the recovery site
mapped to the one or more protected resources
within the scope of the DR test at the designated
time for the DR test;
associating a reservation identifier (1209) with
the reservation for the one or more protected
resources within the scope of the DR test; and
presenting the reservation identifier to the user;
at the designated time for the DR test, at the
RES, receiving (1402) the reservation identifier
from the user;
using the reservation identifier (1403), retriev-
ing, from the ARS, the reservation including a
list of the tags for the one or more physical assets
in the recovery site as previously mapped to the
one or more protected resources associated
with the reservation identifier;
requesting (1404), from the CMDB, the logical
configuration information related to the protect-
ed resources associated with the reservation
identifier; programmatically generating (1405) a
recovery workflow, using the tags for the one or
more physical assets in the recovery site
mapped to the one or more protected resources
and the associated logical configuration infor-
mation; and executing the recovery workflow in
the recovery site.

2. The method of claim 1 wherein the scope for the DR
test is specified as an application, without identifying
specific assets needed to recover the application.

3. The method of claim 1 wherein the scope for the DR
test identifies a business unit or location.

4. The method of claim 1 wherein the step of program-
matically generating the recovery workflow further
comprises the steps of:
obtaining configuration data for the protected re-
sources within the scope of the DR test, and further
executing, for each protected resource:

a recovery task;

a configuration detection process;
an automation component detection process;
and
wherein the automation component detection
process executes at least one automation com-
ponent including at least one subflow for exe-
cuting the recovery task.

5. The method of claim 1 additionally comprising:

periodically cloning the CMDB to a Disaster Re-
covery, DR, CMDB; and
wherein the step of requesting identification of
one or more protected assets further comprises
querying the DR CMDB to locate configuration
data for protected assets within the scope for
the DR test.

6. The method of claim 1 wherein the Asset Reserva-
tion System, ARS, further uses the reservation iden-
tifier for identifying a reservation for using the phys-
ical assets in the recovery site at the designated time.

7. The method of claim 1 additionally comprising:
a ticketing system for handling exceptions to the re-
covery workflow.

8. The method of claim 1 wherein the recovery workflow
includes at least an operating system build phase
and an application install phase.

9. The method of claim 1 wherein the recovery workflow
further includes one or more of:

a virtual machine build phase,
an application restore from backup phase,
a storage configuration phase, a network con-
figuration phase, or
an operating system restore phase.

10. The method of claim 1 further comprising:

storing a representation of the recovery work-
flow as a sequence of operations specified in a
markup language data file; and
executing the recovery workflow by further sub-
mitting the markup language file to an operations
orchestration engine.

11. The method of claim 1 additionally comprising:

at a time of disaster,
at the Resource Planning System, RPS,
receiving input identifying a disaster scope;
requesting, from the Configuration Manage-
ment Database, CMDB,
a list of protected resources associated with the
disaster scope;
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requesting, from the CMDB, the logical config-
uration information for the protected assets with-
in the disaster scope;
determining a list of tags for physical assets
available in a recovery site;
programmatically generating a disaster work-
flow from the logical configuration information
and the list of tags for the physical assets avail-
able in the recovery site; and
executing the disaster workflow in the recovery
site.

Patentansprüche

1. Ein automatisiertes Verfahren zum Bereitstellen von
Notfallwiederherstellung als Dienst (Recovery as a
Service), RaaS, um einen geschützten Standort
(101) wiederherzustellen, für einen Notfallwieder-
herstellungsstandort (120), das Folgendes beinhal-
tet:
vor einer Zeit zum Ausführen eines Desasterwieder-
herstellungstests, DR(Disaster Recovery)-Tests,

an einem Notfallwiederherstellungsausfüh-
rungssystem (Recovery Execution System),
RES (111), Entdecken (202), von dem ge-
schützten Standort, einer oder mehrerer An-
wendungen und konfigurierbarer Elemente, die
geschützte Ressourcen beinhalten, die mit der
einen oder den mehreren Anwendungen asso-
ziiert sind, umfassend das Entdecken logischer
Konfigurationsinformationen für die geschütz-
ten Ressourcen, die mit der einen oder den meh-
reren Anwendungen assoziiert sind;
an einer Konfigurationsverwaltungsdatenbank
(Configuration Management Database), CMDB
(104), Führen (201) einer Liste der geschützten
Ressourcen und der logischen Konfigurations-
informationen für die geschützten Ressourcen;
an einem Ressourcenplanungssystem (Re-
source Planning System), RPS (106), Akzeptie-
ren (1201, 1204) einer Eingabe von einem Be-
nutzer, die einen für den geschützten Standort
auszuführenden DR-Test spezifiziert, umfas-
send mindestens einen Geltungsbereich für den
DR-Test, der als eine oder mehrere Anwendun-
gen und eine festgelegte Zeit für den DR-Test
spezifiziert ist;

Anfordern (1206), von der Konfigurations-
verwaltungsdatenbank, CMDB (104), der
Identifikation einer oder mehrerer der ge-
schützten Ressourcen innerhalb des Gel-
tungsbereichs des DR-Tests;
Zuordnen (1207) der einen oder der meh-
reren geschützten Ressourcen innerhalb
des Geltungsbereichs des DR-Tests zu

Tags für ein oder mehrere physische Mittel,
die zur festgelegten Zeit für den DR-Test an
dem Notfallwiederherstellungsstandort ver-
fügbar sind;
Anfordern, von einem Mittelreservierungs-
system (110), einer Reservierung (1208)
unter Verwendung der Tags für das eine
oder die mehreren physischen Mittel an
dem Notfallwiederherstellungsstandort, die
zur festgelegten Zeit für den DR-Test zu der
einen oder den mehreren geschützten Res-
sourcen innerhalb des Geltungsbereichs
des DR-Tests zugeordnet werden;
Assoziieren einer Reservierungskennung
(1209) mit der Reservierung für die eine
oder die mehreren geschützten Ressour-
cen innerhalb des Geltungsbereichs des
DR-Tests; und
Zur-Verfügung-Stellen der Reservierungs-
kennung für den Benutzer;

zur festgelegten Zeit für den DR-Test,
an dem RES,

Empfangen (1402) der Reservierungsken-
nung von dem Benutzer;
unter Verwendung der Reservierungsken-
nung (1403), Abrufen, von dem ARS, der
Reservierung, umfassend eine Liste der
Tags für das eine oder die mehreren physi-
schen Mittel an dem Notfallwiederherstel-
lungsstandort, die vorher zu der einen oder
den mehreren geschützten Ressourcen,
die mit der Reservierungskennung assozi-
iert sind, zugeordnet wurden; Anfordern
(1404), von der CMDB, der logischen Kon-
figurationsinformationen, die sich auf die
mit der Reservierungskennung assoziier-
ten geschützten Ressourcen beziehen;
programmatisches Erzeugen (1405) eines
Notfallwiederherstellungsarbeitsflusses
unter Verwendung der Tags für das eine
oder die mehreren physischen Mittel an
dem Notfallwiederherstellungsstandort, die
zu der einen oder den mehreren geschütz-
ten Ressourcen und den assoziierten logi-
schen Konfigurationsinformationen zuge-
ordnet wurden; und
Ausführen des Notfallwiederherstellungs-
arbeitsflusses an dem Notfallwiederherstel-
lungsstandort.

2. Verfahren gemäß Anspruch 1, wobei der Geltungs-
bereich für den DR-Test als eine Anwendung spezi-
fiziert wird, ohne spezifische Mittel zu identifizieren,
die benötigt werden, um die Anwendung wiederher-
zustellen.
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3. Verfahren gemäß Anspruch 1, wobei der Geltungs-
bereich für den DR-Test eine Geschäftseinheit oder
eine Geschäftsstelle identifiziert.

4. Verfahren gemäß Anspruch 1, wobei der Schritt des
programmatischen Erzeugens des Notfallwieder-
herstellungsarbeitsflusses weiter die folgenden
Schritte beinhaltet:
Erhalten von Konfigurationsdaten für die geschütz-
ten Ressourcen innerhalb des Geltungsbereichs des
DR-Tests und weiter Ausführen für jede geschützte
Ressource:

eines Notfallwiederherstellungsauftrags;
eines Konfigurationserkennungsvorgangs;
eines Automatisierungskomponentenerken-
nungsvorgangs; und
wobei der Automatisierungskomponentener-
kennungsvorgang mindestens eine Automati-
sierungskomponente ausführt, umfassend min-
destens einen untergeordneten Arbeitsfluss
zum Ausführen des Notfallwiederherstellungs-
auftrags.

5. Verfahren gemäß Anspruch 1, das zusätzlich Fol-
gendes beinhaltet:

periodisches Klonen der CMDB in eine Desas-
terwiederherstellungs-CMDB, DR-CMDB; und
wobei der Schritt des Anforderns der Identifizie-
rung eines oder mehrerer geschützter Mittel
weiter das Abfragen der DR-CMDB beinhaltet,
um Konfigurationsdaten für geschützte Mittel in-
nerhalb des Geltungsbereichs für den DR-Test
zu lokalisieren.

6. Verfahren gemäß Anspruch 1, wobei das Mittelre-
servierungssystem (Asset Reservation System),
ARS, weiter die Reservierungskennung zum Identi-
fizieren einer Reservierung zur Verwendung der
physischen Mittel an dem Notfallwiederherstellungs-
standort zur festgelegten Zeit verwendet.

7. Verfahren gemäß Anspruch 1, das zusätzlich Fol-
gendes beinhaltet:

ein Ticketsystem zur Handhabung von Ausnah-
men von dem
Notfallwiederherstellungsarbeitsfluss.

8. Verfahren gemäß Anspruch 1, wobei der Notfallwie-
derherstellungsarbeitsfluss mindestens eine Be-
triebssystemerstellungsphase und eine Anwen-
dungsinstallationsphase umfasst.

9. Verfahren gemäß Anspruch 1, wobei der Notfallwie-
derherstellungsarbeitsfluss weiter eines oder meh-
rere von Folgenden umfasst:

eine Erstellungsphase einer virtuellen Maschi-
ne,
eine Phase des Zurücksetzens einer Anwen-
dung aus Sicherungskopien,
eine Speicherkonfigurationsphase, eine Netz-
werkkonfigurationsphase oder
eine Betriebssystemrücksetzphase.

10. Verfahren gemäß Anspruch 1, das weiter Folgendes
beinhaltet:

Speichern einer Darstellung des Notfallwieder-
herstellungsarbeitsflusses als eine Abfolge von
Operationen, die in einer Auszeichnungsspra-
chendatei spezifiziert sind; und
Ausführen des Notfallwiederherstellungsar-
beitsflusses weiter durch Senden der Auszeich-
nungssprachendatei an eine Operationenor-
chestrierungsmaschine (Operations Orchestra-
tion Engine).

11. Verfahren gemäß Anspruch 1, das zusätzlich Fol-
gendes beinhaltet:
zur Zeit eines Desasters,
an dem Ressourcenplanungssystem, RPS,

Empfangen einer Eingabe, die einen Desaster-
geltungsbereich identifiziert; Anfordern, von der
Konfigurationsverwaltungsdatenbank, CMDB,
einer Liste von geschützten Ressourcen, die mit
dem Desastergeltungsbereich assoziiert sind;
Anfordern, von der CMDB, der logischen Konfi-
gurationsinformationen für die geschützten Mit-
tel innerhalb des Desastergeltungsbereichs;
Bestimmen einer Liste von Tags für physische
Mittel, die an einem Notfallwiederherstellungs-
standort verfügbar sind; programmatisches Er-
zeugen eines Desasterarbeitsflusses aus den
logischen Konfigurationsinformationen und der
Liste von Tags für die physischen Mittel, die an
dem Notfallwiederherstellungsstandort verfüg-
bar sind; und
Ausführen des Desasterarbeitsflusses an dem
Notfallwiederherstellungsstandort.

Revendications

1. Un procédé automatisé de fourniture de Reprise en
tant que Service, (Recovery as a Service, RaaS),
pour effectuer la reprise d’un site protégé (101) sur
un site de reprise (120) comprenant :
avant une heure d’exécution d’un test de Reprise
après Sinistre, (Disaster Recovery, DR),

au niveau d’un Système d’Exécution de Repri-
se, (Recovery Execution System, RES) (111),
la découverte (202), à partir du site protégé,
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d’un(e) ou de plusieurs applications et biens
configurables comprenant des ressources pro-
tégées associées aux une ou plusieurs applica-
tions, y compris la découverte d’informations de
configuration logique pour les ressources pro-
tégées associées aux une ou plusieurs
applications ;
au niveau d’une Base de Données de Gestion
de Configuration, (Configuration Management
Database, CMDB) (104), le maintien (201) d’une
liste des ressources protégées et des informa-
tions de configuration logique pour les ressour-
ces protégées ;
au niveau d’un Système de Planification de Res-
sources, (Resource Planning System, RPS)
(106),

l’acceptation (1201, 1204) d’une entrée
d’un utilisateur spécifiant un test DR devant
être exécuté pour le site protégé, y compris
au moins une portée pour le test DR spéci-
fiée en tant qu’une ou plusieurs applications
et une heure désignée pour le test DR ;
la requête (1206), à la Base de Données de
Gestion de Configuration, CMDB (104),
d’identification d’une ou de plusieurs des
ressources protégées dans les limites de la
portée du test DR ;
le mappage (1207) des une ou plusieurs
ressources protégées dans les limites de la
portée du test DR sur des étiquettes pour
un ou plusieurs actifs physiques disponibles
dans le site de reprise à l’heure désignée
pour le test DR ;
la requête, à un Système de Réservation
d’Actifs (Asset Reservation System) (110),
d’une réservation (1208) à l’aide des éti-
quettes pour les un ou plusieurs actifs phy-
siques dans le site de reprise mappées sur
les une ou plusieurs ressources protégées
dans les limites de la portée du test DR à
l’heure désignée pour le test DR ;
l’association d’un identifiant de réservation
(1209) avec la réservation pour les une ou
plusieurs ressources protégées dans les li-
mites de la portée du test DR ; et
la présentation de l’identifiant de réserva-
tion à l’utilisateur ;

à l’heure désignée pour le test DR,
au niveau du RES,

la réception (1402) de l’identifiant de réser-
vation en provenance de l’utilisateur ;
à l’aide de l’identifiant de réservation
(1403), la récupération, à partir de l’ARS,
de la réservation incluant une liste des éti-
quettes pour les un ou plusieurs actifs phy-

siques dans le site de reprise telles que pré-
cédemment mappées sur les une ou plu-
sieurs ressources protégées associées à
l’identifiant de réservation ;
la requête (1404), à la CMDB, des informa-
tions de configuration logique relatives aux
ressources protégées associées à l’identi-
fiant de réservation ; la génération par pro-
gramme (1405) d’un flux de travail de repri-
se, à l’aide des étiquettes pour les un ou
plusieurs actifs physiques dans le site de
reprise mappées sur les une ou plusieurs
ressources protégées et des informations
de configuration logique associées ; et
l’exécution du flux de travail de reprise dans
le site de reprise.

2. Le procédé de la revendication 1 dans lequel la por-
tée pour le test DR est spécifiée en tant qu’applica-
tion, sans l’identification d’actifs spécifiques néces-
saires à la reprise de l’application.

3. Le procédé de la revendication 1 dans lequel la por-
tée pour le test DR identifie une unité commerciale
ou un emplacement commercial.

4. Le procédé de la revendication 1 dans lequel l’étape
de génération par programme du flux de travail de
reprise comprend en outre les étapes :
d’obtention de données de configuration pour les
ressources protégées dans les limites de la portée
du test DR, et en outre d’exécution, pour chaque
ressource protégée :

d’une tâche de reprise ;
d’un processus de détection de configuration ;
d’un processus de détection de composant
d’automatisation ; et
dans lequel le processus de détection de com-
posant d’automatisation exécute au moins un
composant d’automatisation incluant au moins
un sous-flux pour l’exécution de la tâche de re-
prise.

5. Le procédé de la revendication 1 comprenant de
plus :

le clonage de manière périodique de la CMDB
sur une CMDB de Reprise après Sinistre, DR ; et
dans lequel l’étape de requête d’identification
d’un ou de plusieurs actifs protégés comprend
en outre la demande à la CMDB DR de locali-
sation de données de configuration pour des ac-
tifs protégés dans les limites de la portée pour
le test DR.

6. Le procédé de la revendication 1 dans lequel le Sys-
tème de Réservation d’Actifs, ARS, utilise en outre
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l’identifiant de réservation pour l’identification d’une
réservation pour l’utilisation des actifs physiques
dans le site de reprise à l’heure désignée.

7. Le procédé de la revendication 1 comprenant de
plus :
un système de tickets pour la prise en charge d’ex-
ceptions au flux de travail de reprise.

8. Le procédé de la revendication 1 dans lequel le flux
de travail de reprise inclut au moins une phase de
construction de système d’exploitation et une phase
d’installation d’application.

9. Le procédé de la revendication 1 dans lequel le flux
de travail de reprise inclut en outre une ou plusieurs
phases parmi :

une phase de construction de machine virtuelle,
une phase de restauration d’application à partir
d’une sauvegarde,
une phase de configuration de stockage, une
phase de configuration de réseau, ou
une phase de restauration de système d’exploi-
tation.

10. Le procédé de la revendication 1 comprenant en
outre :

le stockage d’une représentation du flux de tra-
vail de reprise en tant que séquence d’opéra-
tions spécifiées dans un fichier de données de
langage de balisage ; et
l’exécution du flux de travail de reprise en sou-
mettant en outre le fichier de langage de balisa-
ge à un moteur d’orchestration d’opérations.

11. Le procédé de la revendication 1 comprenant de
plus :

à une heure de sinistre,
au niveau du Système de Planification de Res-
sources, RPS,

la réception d’une entrée identifiant une por-
tée de sinistre ;
la requête, à la Base de Données de Ges-
tion de Configuration, CMDB, d’une liste de
ressources protégées associées à la portée
de sinistre ;
la requête, à la CMDB, des informations de
configuration logique pour les actifs proté-
gés dans les limites de la portée de sinistre ;
la détermination d’une liste d’étiquettes
pour des actifs physiques disponibles dans
un site de reprise ;
la génération par programme d’un flux de
travail de sinistre à partir des informations

de configuration logique et de la liste d’éti-
quettes pour les actifs physiques disponi-
bles dans le site de reprise ; et
l’exécution du flux de travail de sinistre dans
le site de reprise.
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