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©  A  system  and  method  for  ensuring  the  comple- 
tion  and  integrity  of  data  modification  operations  to  a 
redundant  array  data  storage  system  and  for  ensur- 
ing  the  integrity  of  redundancy  values  in  such  a 
system.  The  system  combines  four  elements:  reli- 
able  host  processing  provided  by  primary  and  sec- 
ondary  CPU's  with  check  pointing  of  operations,  so 
that  the  secondary  CPU  can  complete  initiation  of  a 
data  modification  operation  if  the  primary  CPU  fails; 
block-buffering  of  Write  data  in  a  host  CPU  adapter 
before  transmission  of  the  data  to  a  RAID  array 
controller,  so  that  failure  of  the  host  CPU  after  buf- 
fering  completes  does  not  interfere  with  completion 
of  the  data  modification  operation;  reliable  array  pro- 
cessing  provided  by  primary  and  secondary  array 
controllers  with  check  pointing  of  operations,  so  that 
the  secondary  array  controller  can  complete  a  data 
modification  operation  if  the  primary  array  controller 
fails;  and  battery-backup  for  the  power  supply  to  the 
array  controller  and  the  storage  units  comprising  the 
storage  array,  or,  in  the  alternative,  non-volatile 
memory  in  the  array  controller  sufficient  to  store  all 
data  modification  operation  command  information  for 
data  records  that  have  not  been  successfully  written 

to  the  storage  units,  for  use  in  subsequent  retries. 
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BACKGROUND  OF  THE  INVENTION 

1  .  Field  of  the  Invention 

This  invention  relates  to  computer  system  data 
storage,  and  more  particularly  to  a  system  and 
method  for  ensuring  the  completion  and  integrity  of 
data  modification  operations  to  a  redundant  array 
data  storage  system  and  for  ensuring  the  integrity 
of  redundancy  values  in  such  a  system. 

2.  Description  of  Related  Art 

A  typical  data  processing  system  generally  in- 
volves  one  or  more  storage  units  which  are  con- 
nected  to  a  Central  Processor  Unit  (CPU)  either 
directly  or  through  a  control  unit  and  a  channel. 
The  function  of  the  storage  units  is  to  store  data 
and  programs  which  the  CPU  uses  in  performing 
particular  data  processing  tasks. 

Various  types  of  storage  units  are  used  in 
current  data  processing  systems.  A  typical  system 
may  include  one  or  more  large  capacity  tape  units 
and/or  disk  drives  (magnetic,  optical,  or  semicon- 
ductor)  connected  to  the  system  through  respective 
control  units  for  storing  data. 

However,  a  problem  exists  if  one  of  the  large 
capacity  storage  units  fails  such  that  information 
contained  in  that  unit  is  no  longer  available  to  the 
system.  Generally,  such  a  failure  will  shut  down  the 
entire  computer  system. 

The  prior  art  has  suggested  several  ways  of 
solving  the  problem  of  providing  reliable  data  stor- 
age.  In  systems  where  records  are  relatively  small, 
it  is  possible  to  use  error  correcting  codes  which 
generate  ECC  syndrome  bits  that  are  appended  to 
each  data  record  within  a  storage  unit.  With  such 
codes,  it  is  possible  to  correct  a  small  amount  of 
data  that  may  be  read  erroneously.  However,  such 
codes  are  generally  not  suitable  for  correcting  or 
recreating  long  records  which  are  in  error,  and 
provide  no  remedy  at  all  if  a  complete  storage  unit 
fails.  Therefore,  a  need  exists  for  providing  data 
reliability  external  to  individual  storage  units. 

One  solution  to  this  problem  is  disk  array  sys- 
tems.  Disk  array  systems  are  of  various  types.  A 
research  group  at  the  University  of  California, 
Berkeley,  in  a  paper  entitled  "A  Case  for  Redun- 
dant  Arrays  of  Inexpensive  Disks  (RAID)",  Patter- 
son,  et  al.,  Proc.  ACM  SIGMOD,  June  1988,  has 
catalogued  a  number  of  different  types  by  defining 
five  architectures  under  the  acronym  "RAID"  (for 
Redundant  Arrays  of  Inexpensive  Disks). 

A  RAID  1  architecture  involves  providing  a  du- 
plicate  set  of  "mirror"  storage  units  and  keeping  a 
duplicate  copy  of  all  data  on  each  pair  of  storage 
units.  While  such  a  solution  solves  the  reliability 
problem,  it  doubles  the  cost  of  storage.  A  number 

of  implementations  of  RAID  1  architectures  have 
been  made,  in  particular  by  Tandem  Corporation. 

A  RAID  2  architecture  stores  each  bit  of  each 
word  of  data,  plus  Error  Detection  and  Correction 

5  (EDC)  bits  for  each  word,  on  separate  disk  drives. 
For  example,  U.S.  Patent  No.  4,722,085  to  Flora  et 
al,  discloses  a  disk  drive  memory  using  a  plurality 
of  relatively  small,  independently  operating  disk 
subsystems  to  function  as  a  large,  high  capacity 

io  disk  drive  having  an  unusually  high  fault  tolerance 
and  a  very  high  data  transfer  bandwidth.  A  data 
organizer  adds  7  EDC  bits  (determined  using  the 
well-known  Hamming  code)  to  each  32-bit  data 
word  to  provide  error  detection  and  error  correction 

75  capability.  The  resultant  39-bit  word  is  written,  one 
bit  per  disk  drive,  on  to  39  disk  drives.  If  one  of  the 
39  disk  drives  fails,  the  remaining  38  bits  of  each 
stored  39-bit  word  can  be  used  to  reconstruct  each 
32-bit  data  word  on  a  word-by-word  basis  as  each 

20  data  word  is  read  from  the  disk  drives,  thereby 
obtaining  fault  tolerance. 

A  RAID  3  architecture  is  based  on  the  concept 
that  each  disk  drive  storage  unit  has  internal  means 
for  detecting  a  fault  or  data  error.  Therefore,  it  is 

25  not  necessary  to  store  extra  information  to  detect 
the  location  of  an  error;  a  simpler  form  of  parity- 
based  error  correction  can  thus  be  used.  In  this 
approach,  the  contents  of  all  storage  units  subject 
to  failure  are  "Exclusive  OR'd"  (XOR'd)  to  generate 

30  parity  information.  The  resulting  parity  information 
is  stored  in  a  single  redundant  storage  unit.  If  a 
storage  unit  fails,  the  data  on  that  unit  can  be 
reconstructed  onto  a  replacement  storage  unit  by 
XOR'ing  the  data  from  the  remaining  storage  units 

35  with  the  parity  information.  Such  an  arrangement 
has  the  advantage  over  the  mirrored  disk  RAID  1 
architecture  in  that  only  one  additional  storage  unit 
is  required  for  "N"  storage  units.  A  further  aspect 
of  the  RAID  3  architecture  is  that  the  disk  drives 

40  are  operated  in  a  coupled  manner,  similar  to  a 
RAID  2  system,  and  a  single  disk  drive  is  des- 
ignated  as  the  parity  unit.  One  implementation  of  a 
RAID  3  architecture  is  the  Micropolis  Corporation 
Parallel  Drive  Array,  Model  1804  SCSI,  that  uses 

45  four  parallel,  synchronized  disk  drives  and  one 
redundant  parity  drive.  The  failure  of  one  of  the 
four  data  disk  drives  can  be  remedied  by  the  use 
of  the  parity  bits  stored  on  the  parity  disk  drive. 
Another  example  of  a  RAID  3  system  is  described 

50  in  U.S.  Patent  No.  4,092,732  to  Ouchi. 
A  RAID  4  architecture  uses  the  same  parity 

error  correction  concept  of  the  RAID  3  architecture, 
but  improves  on  the  performance  of  a  RAID  3 
system  with  respect  to  random  reading  of  small 

55  files  by  "uncoupling"  the  operation  of  the  individual 
disk  drive  actuators,  and  reading  and  writing  a 
larger  minimum  amount  of  data  (typically,  a  disk 
sector)  to  each  disk  (this  is  also  known  as  block 
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striping).  A  further  aspect  of  the  RAID  4  architec- 
ture  is  that  a  single  storage  unit  is  designated  as 
the  parity  unit. 

A  RAID  5  architecture  uses  the  same  parity 
error  correction  concept  of  the  RAID  4  architecture 
and  independent  actuators,  but  improves  on  the 
writing  performance  of  a  RAID  4  system  by  distrib- 
uting  the  data  and  parity  information  across  all  of 
the  available  disk  drives.  Typically,  "N  +  1  "  stor- 
age  units  in  a  set  (also  known  as  a  "redundancy 
group")  are  divided  into  a  plurality  of  equally  sized 
address  areas  referred  to  as  blocks.  Each  storage 
unit  generally  contains  the  same  number  of  blocks. 
Blocks  from  each  storage  unit  in  a  redundancy 
group  having  the  same  unit  address  ranges  are 
referred  to  as  "stripes".  Each  stripe  has  N  blocks 
of  data,  plus  one  parity  block  on  one  storage  unit 
containing  parity  for  the  remainder  of  the  stripe. 
Further  stripes  each  have  a  parity  block,  the  parity 
blocks  being  distributed  on  different  storage  units. 
Parity  updating  activity  associated  with  every  modi- 
fication  of  data  in  a  redundancy  group  is  therefore 
distributed  over  the  different  storage  units.  No  sin- 
gle  unit  is  burdened  with  all  of  the  parity  update 
activity.  For  example,  in  a  RAID  5  system  compris- 
ing  5  disk  drives,  the  parity  information  for  the  first 
stripe  of  blocks  may  be  written  to  the  fifth  drive; 
the  parity  information  for  the  second  stripe  of 
blocks  may  be  written  to  the  fourth  drive;  the  parity 
information  for  the  third  stripe  of  blocks  may  be 
written  to  the  third  drive;  etc.  The  parity  block  for 
succeeding  stripes  typically  "precesses"  around 
the  disk  drives  in  a  helical  pattern  (although  other 
patterns  may  be  used).  Thus,  no  single  disk  drive 
is  used  for  storing  the  parity  information,  as  in  the 
RAID  4  architecture.  An  example  of  a  RAID  5 
system  is  described  in  U.S.  Patent  No.  4,761,785 
to  Clark  et  al. 

RAID  3,  4,  and  5  disk  storage  array  configura- 
tions  provide  a  lower  cost  alternative  to  RAID  1  and 
2  configurations.  However,  RAID  3,  4,  and  5  sys- 
tems  that  have  been  optimized  for  performance  are 
very  susceptible  to  data  and/or  parity  information 
corruption  if  a  WRITE  operation  fails  before  com- 
pletion  because  of  a  component  failure.  In  such 
systems,  it  is  desirable  to  have  the  update  of  the 
parity  information  occur  simultaneously  with  the 
update  of  the  data,  rather  than  serially,  to  save 
time.  Thus,  if  a  temporary  "failure"  (such  as  a 
power  loss  or  controller  failure)  occurs  to  a  storage 
unit  during  a  WRITE  operation,  there  is  no  assur- 
ance  that  the  data  or  the  corresponding  parity 
information  were  properly  written  and  valid.  Since 
two  concurrent  I/O  operations  are  undertaken  to 
update  the  data  and  its  associated  parity,  it  is 
difficult  to  determine  which  I/O  operation  was  com- 
pleted  before  the  system  termination.  Thus,  the 
data  that  was  being  written  could  be  corrupted. 

The  term  "Atomic  Write"  is  used  in  the  art  to 
define  a  WRITE  operation  to  a  data  storage  unit  in 
which  the  operation,  once  initiated,  (1)  invariably 
completes  with  data  being  reliably  written  to  the 

5  data  storage  unit,  or  (2)  positively  indicates  that  the 
data  was  not  written,  thus  allowing  for  complete 
recovery  from  the  operation,  so  that  data  is  never 
lost  regardless  of  the  failure  of  any  component  or 
subsystem  during  the  operation. 

io  Tandem  Computers  Incorporated  has  for  some 
time  provided  Atomic  Writes  for  RAID  1  type  mir- 
rored  data  storage  units  in  its  line  of  fault-tolerant 
computers.  However,  ensuring  write  data  integrity 
and  redundancy  integrity  in  RAID  3,  4,  and  5  disk 

is  storage  array  systems  presents  a  challenge  that 
has  not  been  fully  resolved  in  the  art.  In  particular, 
a  complete  system  that  ensures  Atomic  Writes  in 
RAID  3,  4,  and  5  disk  storage  arrays  has  not  been 
described  in  the  art. 

20  Therefore,  a  need  exists  for  a  system  architec- 
ture  which  ensures  that  WRITE  operations  com- 
plete  and  valid  redundancy  information  is  gener- 
ated  in  a  RAID  3,  4,  or  5  system  even  in  the  event 
of  a  component  failure.  It  is  also  desirable  to  have 

25  such  a  RAID  system  in  which  restoration  of  poten- 
tially  corrupted  redundancy  information  can  be 
conducted  with  minimum  impact  on  normal  pro- 
cessing  operations. 

The  present  invention  provides  a  system  and 
30  method  for  accomplishing  these  objectives. 

SUMMARY  OF  THE  INVENTION 

The  present  invention  provides  a  system  and 
35  method  for  ensuring  that  data  modification  oper- 

ations  complete  and  that  valid  redundancy  informa- 
tion  is  generated  in  a  RAID  3,  4,  or  5  system  even 
in  the  event  of  a  component  failure.  The  invention 
also  provides  a  system  in  which  restoration  of 

40  potentially  corrupted  redundancy  information  can 
be  conducted  with  minimum  impact  on  normal  pro- 
cessing  operations. 

The  inventive  system  combines  four  elements 
to  achieve  Atomic  Writes: 

45  (1)  reliable  host  processing  provided  by  primary 
and  secondary  CPU's  with  check  pointing  of 
operations,  so  that  the  secondary  CPU  can  com- 
plete  initiation  of  a  data  modification  operation  if 
the  primary  CPU  fails; 

50  (2)  block-buffering  of  Write  data  in  a  host  CPU 
adapter  before  transmission  of  the  data  to  a 
RAID  array  controller,  so  that  failure  of  the  host 
CPU  after  buffering  completes  does  not  interfere 
with  completion  of  the  data  modification  opera- 

55  tion; 
(3)  reliable  array  processing  provided  by  pri- 
mary  and  secondary  array  controllers  with  check 
pointing  of  operations,  so  that  the  secondary 
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array  controller  can  complete  a  data  modifica- 
tion  operation  if  the  primary  array  controller  fails; 
(4)  (a)  battery-backup  for  the  power  supply  to 
the  array  controller  and  the  storage  units  com- 
prising  the  storage  array,  or,  (b)  in  the  alter- 
native,  non-volatile  memory  in  the  array  control- 
ler  sufficient  to  store  all  data  modification  opera- 
tion  command  information  (e.g.,  data  address 
information  and  record  lengths)  for  data  records 
that  have  not  been  successfully  written  to  the 
storage  units,  for  use  in  subsequent  retries. 
The  details  of  the  preferred  embodiments  of 

the  present  invention  are  set  forth  in  the  accom- 
panying  drawings  and  the  description  below.  Once 
the  details  of  the  invention  are  known,  numerous 
additional  innovations  and  changes  will  become 
obvious  to  one  skilled  in  the  art. 

BRIEF  DESCRIPTION  OF  THE  DRAWINGS 

FIGURE  1  is  a  block  diagram  of  a  generalized 
prior  art  computer  system  having  a  RAID  data 
storage  system. 

FIGURE  2  is  a  block  diagram  of  a  fault-tolerant 
computer  system  having  a  RAID  system  in  accor- 
dance  with  the  present  invention. 

FIGURE  3  is  a  block  diagram  of  a  RAID  data 
storage  subsystem  having  a  non-volatile  memory 
for  WRITE  commands,  in  accordance  with  the 
present  invention. 

Like  reference  numbers  and  designations  in  the 
drawings  refer  to  like  elements. 

DETAILED  DESCRIPTION  OF  THE  INVENTION 

Throughout  this  description,  the  preferred  em- 
bodiment  and  examples  shown  should  be  consid- 
ered  as  exemplars,  rather  than  limitations  on  the 
system  and  method  of  the  present  invention. 

FIGURE  1  is  a  block  diagram  of  a  generalized 
prior  art  computer  system  having  a  PAID  data 
storage  system.  Shown  are  a  host  CPU  1  coupled 
through  a  host  I/O  adapter  2  to  an  array  controller 
3.  The  array  controller  3  is  coupled  to  each  of  a 
plurality  of  storage  units  4  by  I/O  busses  (e.g., 
SCSI  busses).  The  array  controller  3  acts  indepen- 
dently  of  the  host  CPU  1  to  control  the  storage 
units  4.  A  further  description  of  such  a  system  may 
be  found  in  U.S.  Patent  No.  4,761,785  to  Clark  et 
al. 

A  data  modification,  or  WRITE,  operation  com- 
prises  moving  a  data  record,  along  with  address 
information,  from  the  memory  of  the  host  CPU  1, 
through  the  host  I/O  adapter  2  and  the  array  con- 
troller  3,  and  then  recording  the  data  record  on  one 
or  more  data  storage  units  4  in  accordance  with  the 
address  information.  For  RAID  3,  4,  and  5  data 
storage  systems,  a  corresponding  redundancy 

record  (usually  comprising  parity  information)  must 
be  updated  by  the  array  controller  3  to  maintain 
redundancy  consistency  for  the  data  protected  by 
the  redundancy  record.  Only  then  is  the  WRITE 

5  operation  complete. 
A  problem  presented  by  such  an  architecture 

is  that  it  has  a  multiplicity  of  "single  points  of 
failure"  --  components  with  no  redundancy  or  fault- 
tolerance.  The  failure  of  any  one  component  during 

70  a  WRITE  operation  will  result  in  a  failure  to  com- 
plete  the  operation  at  best,  and  corruption  of  data 
and/or  redundancy  information  at  worst.  In  a  mod- 
ern  RAID  system,  several  WRITE  operations  can 
be  "stacked"  (i.e.,  concurrently  pending),  and  thus 

75  several  data  records  and  redundancy  records  may 
be  corrupted  when  such  WRITE  operations  are 
interrupted. 

The  problem  to  be  solved  is  ensuring  that  the 
data  record  as  well  as  the  redundancy  record  are 

20  valid  and  coherent  after  a  WRITE  operation  despite 
failures  of  any  one  of  the  host  CPU  1,  host  I/O 
adapter  2,  array  controller  3,  or  storage  units  4. 
(Although  multiple  contemporaneous  failures  could 
occur  in  theory,  the  probability  of  such  happening 

25  is  remote.  However,  in  applications  where  utmost 
fault-tolerance  is  required,  an  additional  level  of 
redundancy  for  all  components  may  be  implement- 
ed,  in  known  fashion.) 

FIGURE  2  is  a  block  diagram  of  a  preferred 
30  embodiment  of  a  fault-tolerant  computer  system 

having  a  RAID  system  in  accordance  with  the 
present  invention.  A  primary  CPU  1a  and  secon- 
dary  CPU  1b  are  coupled  by  an  interprocessor  bus 
10.  Both  CPU's  1a,  1b  are  coupled  to  a  pair  of  host 

35  adapters  2a,  2b,  each  of  which  is  coupled  to  an 
array  controller  3a,  3b.  Each  array  controller  3a,  3b 
is  coupled  by  a  plurality  of  I/O  busses  to  a  plurality 
of  data  storage  units  4  such  that  each  data  storage 
unit  4  is  coupled  to  both  array  controllers  3a,  3b.  In 

40  an  alternative  embodiment,  the  functions  of  the 
host  adaptors  2a,  2b  are  physically  combined  into 
the  corresponding  array  controllers  3a,  3b.  The 
principals  of  the  invention  remain  unchanged,  since 
the  functions  of  both  elements  are  still  required. 

45  The  inventive  system  combines  four  elements 
to  achieve  Atomic  Writes: 

(1)  Reliable  Host  Processing.  Reliable  host  pro- 
cessing  is  provided  by  the  primary  and  secon- 
dary  CPU's  1a,  1b  with  check  pointing  of  oper- 

50  ations,  so  that  the  secondary  CPU  1b  can  com- 
plete  initiation  of  a  WRITE  operation  if  the  pri- 
mary  CPU  1a  fails.  Such  check  pointing  of  oper- 
ations  can  be  done  in  a  number  of  known  ways, 
but  basically  involves  executing  the  same  pro- 

55  cesses  on  both  CPU's  1a,  1b,  with  status  in- 
formation  being  periodically  communicated  be- 
tween  the  CPU's  1a,  1b  for  comparison.  In  par- 
ticular,  such  check  point  information  is  commu- 
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nicated  before  each  WRITE  operation  and  after 
each  WRITE  operation,  thus  assuring  that  each 
CPU  has  a  record  of  the  current  operational 
state  of  the  system. 

If  the  primary  CPU  1a  fails,  the  secondary  5 
CPU  1b  continues  in  operation,  using  the  check 
point  information  to  determine  the  last  status  of 
any  pending  WRITE  operations  and  then  com- 
pleting  those  WRITE  operations.  Thus,  if  a 
WRITE  operation  was  commenced  by  the  pri-  10 
mary  CPU  1a,  check  point  information  relating  to 
that  operation  is  transmitted  to  the  secondary 
CPU  1b.  The  check  point  information  may  com- 
prise  either  the  pertinent  data  record  (the 
"WRITE  image")  and  address  information,  point-  is 
er  information  (e.g.,  to  a  common  fault-tolerant 
memory)  to  the  data  record  and  address  in- 
formation,  or  change  records  indicating  what 
portions  of  the  secondary  CPU's  1  b  data  record 
must  be  changed  to  conform  to  the  data  record  20 
in  the  primary  CPU  1a. 

If  the  WRITE  operation  completes,  check 
point  information  to  that  effect  is  transmitted  to 
the  secondary  CPU  1b  by  the  primary  CPU  1a. 
If  the  primary  CPU  1a  fails  before  completion  of  25 
the  WRITE  operation,  the  secondary  CPU  1b 
can  either  monitor  the  host  I/O  adapters  2a,  2b 
for  acknowledgement  of  completion,  or  use  the 
check  point  information  to  re-initiate  the  WRITE 
operation  from  the  beginning.  30 
(2)  Block-  buffering  of  WRITE  Data.  If  "before" 
and  "after"  WRITE  images  plus  interim  change 
records  for  a  data  record  are  communicated 
between  the  primary  CPU  1a  and  the  secondary 
CPU  1b,  the  secondary  CPU  1b  may  readily  35 
recover  any  uncompleted  WRITE  operations  if 
the  primary  CPU  1a  fails.  However,  communicat- 
ing  complete  WRITE  images  imposes  an  oper- 
ational  overhead  on  each  CPU  1a,  1b,  thereby 
reducing  the  available  processing  capacity  of  40 
the  system.  It  is  therefore  more  efficient  for 
normal  operation  to  communicate  only  change 
records  between  the  CPU's  1a,  1b.  This  is 
called  partial  block  check  pointing,  and  is  an 
efficient  way  of  reducing  the  processing  over-  45 
head  of  a  fault-tolerant  computer  system. 

Partial  block  check  pointing  poses  a  prob- 
lem  for  ensuring  Atomic  Writes  if  the  primary 
CPU  1a  fails  in  the  midst  of  transferring  a  modi- 
fied  data  record  to  be  written  to  the  host  adapt-  so 
ers  2a,  2b  and  writing  of  the  modified  data 
record  to  the  storage  units  4  has  commenced.  If 
the  original  data  record  has  been  only  partially 
updated  on  the  storage  units  4  with  the  informa- 
tion  in  the  modified  data  record,  the  secondary  55 
CPU  1b  cannot  apply  the  check  point  change 
record  to  the  original  data  record,  in  order  to 
create  the  modified  data  record,  because  the 

secondary  CPU  1b  does  not  have  an  uncorrup- 
ted  original  data  record  on  which  to  work. 

The  invention  resolves  this  problem  while 
still  maintaining  the  efficiencies  of  partial  block 
check  pointing  by  providing  a  data  buffer  11  in 
each  host  I/O  adaptor  2a,  2b  sufficient  in  size  to 
buffer  a  desired  number  of  WRITE  data  records, 
and  requiring  that  a  complete  data  record  and 
its  corresponding  address  information  be  buf- 
fered  in  the  host  I/O  adapters  2a,  2b  before 
either  host  I/O  adaptor  2a,  2b  begins  transmis- 
sion  of  the  data  record  to  the  array  controllers 
3a,  3b.  If  the  primary  CPU  1a  fails  before  a  data 
block  is  fully  transferred  to  a  host  I/O  adaptor 
2a,  2b,  no  new  data  record  is  written  to  the 
storage  units  4,  and  the  data  on  the  storage 
units  4  remains  uncorrupted.  The  secondary 
CPU  1b  can  then  apply  the  relevant  check  point 
change  records  to  the  original,  uncorrupted  data 
read  back  from  the  storage  units  4,  and  write  the 
regenerated  data  records  to  the  storage  units  4. 
If  the  primary  CPU  1a  fails  after  a  data  record  is 
completely  transferred  to  a  host  I/O  adaptor  2a, 
2b,  the  host  I/O  adapters  2a,  2b  and  the  array 
controllers  3a,  3b  have  all  the  information  neces- 
sary  to  complete  the  WRITE  operation  without 
further  intervention  by  the  primary  CPU  1a. 
(3)  Reliable  Array  Processing.  Reliable  array 
processing  is  provided  by  the  primary  and  sec- 
ondary  array  controllers  3a,  3b  with  check  point- 
ing  of  operations,  so  that  the  secondary  array 
controller  3b  can  complete  a  WRITE  operation  if 
the  primary  array  controller  3a  fails.  As  in  the 
case  of  check  pointing  the  CPU's  1a,  1b,  such 
check  pointing  of  operations  can  be  done  in  a 
number  of  known  ways,  but  basically  involves 
executing  the  same  processes  on  both  array 
controllers  3a,  3b  with  status  information  being 
communicated  between  the  array  controllers  3a, 
3b  for  comparison.  In  particular,  such  check 
point  information  is  communicated  before  each 
WRITE  operation  and  after  each  WRITE  opera- 
tion,  thus  assuring  that  each  array  controller  3a, 
3b  has  a  record  of  the  current  operational  state 
of  the  storage  subsystem. 

In  the  case  of  the  array  controllers  3a,  3b, 
complete  WRITE  images  from  the  host  CPU's 
1a,  1b  can  be  efficiently  communicated  to  the 
array  controllers  3a,  3b  over  the  I/O  busses, 
since  the  array  controllers  3a,  3b  can  "listen"  to 
I/O  bus  communication  in  parallel.  Check  point 
change  records  reflecting  the  status  of  WRITE 
operations  by  the  primary  array  controller  3a  are 
transmitted  by  the  primary  controller  3a  to  the 
secondary  array  controller  3b.  If  the  primary 
array  controller  3a  fails,  the  secondary  array 
controller  3b  continues  in  operation,  using  the 
check  point  information  to  determine  the  last 
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status  of  any  pending  WRITE  operations  and 
then  completing  those  WRITE  operations. 

In  an  alternative  embodiment,  each  array 
controller  3a,  3b  is  coupled  to  each  of  the  stor- 
age  units  4  over  common  busses,  the  secondary  5 
controller  3b  can  monitor  the  busses  to  deter- 
mine  the  status  of  operations  undertaken  by  the 
primary  controller  3a.  Through  such  monitoring, 
the  secondary  controller  3b  can  deduce  what 
WRITE  operations  have  been  initiated,  and  10 
which  WRITE  operations  have  been  completed. 
If  the  primary  array  controller  3a  fails,  the  sec- 
ondary  array  controller  3b  simply  takes  over 
operation  of  the  storage  units  4  and  completes 
all  pending  WRITE  operations.  is 
(4a)  Battery-  Backup  for  the  Storage  System 
Power  Supply.  If  power  to  both  array  controllers 
3a,  3b  and  the  storage  units  4  fails  before  a 
WRITE  operation  is  completed,  redundancy  data 
stored  in  the  storage  units  4  might  not  properly  20 
reflect  the  true  redundancy  information  neces- 
sary  for  the  redundancy  groups  of  the  data 
records  being  written  when  the  power  failed.  In 
the  perfect  situation,  writing  of  all  data  and  re- 
dundancy  records  to  the  storage  units  4  just  25 
completes  before  the  power  fails.  However, 
more  likely  one  of  the  following  cases  will  occur: 
(1)  the  data  record  and/or  the  redundancy 
record  are  partially  written  and  have  garbled 
information;  (2)  the  data  record  is  completely  30 
written  but  not  the  redundancy  record;  or  (3)  the 
redundancy  record  is  completely  written  but  not 
the  data  record. 

Further,  when  power  is  restored,  the  host 
CPU's  1a,  1b  normally  have  no  information  on  35 
the  precise  address  locations  the  array  control- 
lers  3a,  3b  were  working  on  before  the  power 
failure.  Although  case  (1)  may  be  detected  by 
the  storage  units  4  through  use  of  internal  error 
correction  codes  (ECC)  or  cyclic  redundancy  40 
check  (CRC)  codes,  and  corrected  by  the  host 
CPU  through  a  retry  and  error  recovery  opera- 
tion,  generally  a  host  CPU  cannot  correct  for 
cases  (2)  or  (3)  through  such  operations. 

One  method  to  verify  and  correct  the  redun-  45 
dancy  information  is  to  check  all  of  the  storage 
units  4  for  redundancy  record  consistency  (e.g., 
by  re-computing  the  redundancy  records  for  all 
redundancy  groups  in  the  storage  units  4)  at 
every  power-up  of  the  system.  Detection  of  an  so 
inconsistency  indicates  the  address  of  the  data 
records  that  were  not  properly  written.  The 
CPU's  1a,  1b  can  then  reexecute  the  previous 
WRITE  operation  for  such  data  records.  How- 
ever,  this  is  very  time  consuming  when  large  55 
capacity  storage  units  are  used,  as  is  common 
with  RAID  systems.  Moreover,  the  storage  array 
would  not  be  available  for  the  system  at  every 

power-up,  delaying  system  boot  time  if  the 
CPU's  1a,  1b  depend  on  the  storage  units  4  to 
store  boot  code. 

One  solution  to  the  problem  of  power  failure 
to  the  array  controllers  3a,  3b  and  the  storage 
units  4  that  is  provided  by  the  present  invention 
is  the  use  of  a  battery  backup  system  12  to 
supply  power  to  the  storage  subsystem.  The 
battery  backup  system  12  provides  a  "graceful" 
power-fail  shutdown  period  that  allows  pending 
WRITE  operations  in  the  storage  subsystem  to 
complete. 

In  the  preferred  embodiment,  the  battery 
backup  system  12  is  an  uninterruptable  power 
supply  (UPS)  system  that  constantly  provides 
power  to  the  storage  subsystem,  and  is  kept 
charged  from  an  external  power  source.  Alter- 
natively,  a  switching  power  supply  (SPS)  may 
be  used  that  monitors  the  primary  external  pow- 
er  source  and  automatically  switches  into  the 
power  circuit  if  the  primary  external  power 
source  fails.  Both  UPS's  and  SPS's  are  well- 
known  in  the  art. 
(4b)  Non-  Volatile  Memory  for  WRITE  Oper- 
ations.  One  drawback  of  using  the  battery  bac- 
kup  system  12  is  that  the  cost  and  size  of  the 
backup  system  12  increases  with  the  number  of 
storage  units  4  supported.  An  alternative  solu- 
tion  provided  by  the  present  invention  is  the  use 
of  a  non-volatile  memory  in  the  array  controllers 
3a,  3b  sufficient  in  capacity  to  store  all  WRITE 
command  information  (e.g.,  data  address  infor- 
mation  and  record  lengths)  for  data  records  that 
have  not  been  successfully  written  to  the  stor- 
age  units  4,  for  use  in  subsequent  retries. 

FIGURE  3  is  a  block  diagram  of  a  RAID  data 
storage  subsystem  in  accordance  with  the  present 
invention.  Each  array  controller  3a,  3b  comprises 
respectively  a  host  adapter  interface  13a,  13b,  a 
microcontroller  14a,  14b,  a  non-volatile  Write  Com- 
mand  Buffer  15a,  15b  for  outstanding  WRITE  com- 
mands  for  both  array  controllers  3a,  3b,  and  a  drive 
interface  16a,  16b.  Each  drive  interface  16a,  16b  is 
coupled  by  standard  busses  17  (e.g.,  SCSI  busses) 
to  a  plurality  of  storage  units  4. 

The  Write  Command  Buffers  15a,  15b  can  be 
configured  from,  for  example,  16  KB  non-volatile 
static  random-access  memories  (SRAM's).  Suitable 
SRAM's  are  Part  No.  DS1220Y,  manufactured  by 
Dallas  Semiconductor. 

The  normal  operation  of  the  subsystem  is  as 
follows:  when  the  microcontrollers  14a,  14b  receive 
a  WRITE  operation  from  a  host  CPU  1a,  1b  via  the 
corresponding  host  adapter  interface  13a,  13b,  the 
respective  microcontroller  14a,  14b  stores  an  im- 
age  of  the  WRITE  command,  including  the  location 
and  length  of  the  data  record  being  modified,  in  its 
corresponding  Write  Command  Buffer  15a,  15b.  As 
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each  WRITE  operation  completes  (i.e.,  both  the 
data  record  and  corresponding  redundancy  record 
are  written  to  the  storage  units  4),  each  microcon- 
troller  14a,  14b  updates  its  corresponding  non- 
volatile  Write  Command  Buffer  15a,  15b  to  effec- 
tively  remove  the  WRITE  command  image  therein 
corresponding  to  the  written  data  record.  Each  non- 
volatile  Write  Command  Buffer  15a,  15b  can  queue 
a  number  of  WRITE  commands  in  sequence.  If  all 
pending  WRITE  commands  complete,  the  non- 
volatile  Write  Command  Buffers  15a,  15b  will  be 
effectively  empty. 

If  a  power  failure  occurs  in  both  array  control- 
lers  3a,  3b  or  in  the  storage  units  4,  the  recovery 
process  is  as  follows:  at  power-up,  the  primary 
microcontroller  14a  reads  its  non-volatile  Write 
Command  Buffer  15a  to  determine  if  any  WRITE 
commands  were  pending  before  the  power  failure. 
If  not,  then  normal  processing  resumes.  If  so,  then 
the  microcontroller  14a  performs  a  redundancy 
consistency  check  for  those  locations  in  the  stor- 
age  units  4  indicated  by  the  WRITE  command 
information  in  the  non-volatile  Write  Command 
Buffer  15a.  The  redundancy  consistency  check  is 
performed  by  reading  all  corresponding  data 
records  in  the  redundancy  group  stripe  indicated 
by  a  pending  WRITE  command,  calculating  a  new 
redundancy  record  based  on  the  data  records  read 
(e.g.,  by  XOR'ing  all  of  the  data  records),  and 
writing  the  new  redundancy  record  to  the  redun- 
dancy  storage  unit  for  that  redundancy  group.  This 
procedure  ensures  that  the  redundancy  information 
on  the  storage  units  4  is  valid. 

If  a  data  record  was  only  partially  written  when 
the  power  failure  occurred,  the  data  record  will  not 
generate  a  proper  CRC  code  when  read.  The  pri- 
mary  microcontroller  14a  marks  (directly  or  indi- 
rectly)  each  of  these  data  records  with  an  error 
flag,  writes  a  known  pattern  in  the  data  record  (e.g., 
all  1's,  with  an  invalid  CRC  code),  generates  cor- 
rect  redundancy  information  for  the  corresponding 
redundancy  group  stripe  based  on  this  known  pat- 
tern,  and  indicates  to  the  CPU's  1a,  1b  that  the 
data  record  is  in  error. 

After  the  redundancy  records  have  been  vali- 
dated,  the  CPU's  1a,  1b  may  then  retry  all  pre- 
viously  unfinished  WRITE  operations,  which  will 
correct  all  data  records  marked  as  being  in  error, 
and  bring  the  data  records  on  the  storage  units  4 
up  to  date. 

Since  the  number  of  unfinished  WRITE  oper- 
ations  is  normally  small  compared  to  the  amount  of 
data  stored  in  the  storage  units  4,  validating  the 
redundancy  records  and  retrying  the  WRITE  oper- 
ations  for  all  interrupted  WRITE  commands  is  sig- 
nificantly  faster  than  validating  all  of  the  redun- 
dancy  records  in  the  entire  storage  system.  Thus, 
the  non-volatile  Write  Command  Buffer  15a  pro- 

vides  a  significant  speed  advantage  over  the  prior 
art. 

If  the  primary  microcontroller  14a  fails,  the  sec- 
ondary  microcontroller  14b  takes  over  operation  of 

5  the  storage  units  4  and  uses  the  information  in  its 
corresponding  Write  Command  Buffer  15b  to  deter- 
mine  the  status  of  unfinished  WRITE  commands. 
Recovery  would  proceed  as  described  above. 

A  number  of  embodiments  of  the  present  in- 
io  vention  have  been  described.  Nevertheless,  it  will 

be  understood  that  various  modifications  may  be 
made  without  departing  from  the  spirit  and  scope 
of  the  invention.  For  example,  the  present  invention 
can  be  used  with  RAID  3,  4,  or  5  systems.  Further- 

15  more,  an  error-correction  method  in  addition  to  or 
in  lieu  of  XOR-generated  parity  may  be  used  for 
the  necessary  redundancy  information.  One  such 
method  using  Reed-Solomon  codes  is  disclosed  in 
U.S.  Patent  Application  Serial  No.  270,713,  filed 

20  11/14/88,  entitled  "Arrayed  Disk  Drive  System  and 
Method"  and  assigned  to  the  assignee  of  the 
present  invention.  Accordingly,  it  is  to  be  under- 
stood  that  the  invention  is  not  to  be  limited  by  the 
specific  illustrated  embodiment,  but  only  by  the 

25  scope  of  the  appended  claims. 

Claims 

1.  A  system  for  ensuring  the  completion  and  in- 
30  tegrity  of  data  modification  operations  to  a 

redundant  data  storage  array  subsystem,  com- 
prising: 

a.  first  host  processor  means  for  initiating 
data  modification  operations  for  data 

35  records  and  for  generating  host  check  point 
information  about  said  data  modification  op- 
erations; 
b.  second  host  processor  means,  coupled 
to  the  first  host  processor  means,  for  receiv- 

40  ing  the  host  check  point  information  and  for 
assuming  control  of  initiated  data  modifica- 
tion  operations  if  the  first  host  processor 
means  fails; 
c.  first  and  second  buffer  means,  coupled  to 

45  the  first  and  second  host  processor  means, 
for  receiving  entire  generated  data  modifica- 
tion  operations  from  the  first  or  second  host 
processor  means,  whereby  subsequent  fail- 
ure  of  either  host  processor  means  does  not 

50  affect  the  received  data  modification  oper- 
ations; 
d.  a  redundant  array  of  data  storage  means 
for  storing  data  records  indicated  by  said 
data  modification  operations; 

55  e.  first  array  processor  means,  coupled  to 
the  first  buffer  means  and  to  the  redundant 
array  of  data  storage  means,  for  receiving 
data  modification  operations  from  the  first 
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buffer  means,  for  controlling  the  completion 
of  the  data  modification  operations  to  the 
redundant  array  of  data  storage  means,  and 
for  generating  array  check  point  information 
about  said  data  modification  operations;  5 
f.  second  array  processor  means,  coupled 
to  the  second  buffer  means,  to  the  redun- 
dant  array  of  data  storage  means,  and  to 
the  first  array  processor  means,  for  receiv- 
ing  data  modification  operations  from  the  10 
second  buffer  means,  for  receiving  the  array 
check  point  information,  and  for  assuming 
control  of  the  completion  of  the  data  modi- 
fication  operations  if  the  first  array  proces- 
sor  means  fails.  is 

2.  The  system  of  Claim  1,  wherein  each  array 
processor  means  further  includes  non-volatile 
storage  means  for  storing  selected  information 
about  each  data  modification  operation  until  20 
such  data  modification  operation  is  completed. 

3.  The  system  of  Claim  2,  wherein  the  stored 
information  is  used  to  validate  redundancy 
records  in  the  redundant  array  of  data  storage  25 
means  for  uncompleted  data  modification  oper- 
ations  after  a  power  loss  to  the  redundant 
array  of  data  storage  means. 

4.  The  system  of  Claim  3,  wherein  the  stored  30 
information  is  communicated  to  one  of  the  host 
processors,  and  wherein  the  receiving  host 
processor  includes  means  for  re-initiating  un- 
completed  data  modification  operations. 

5.  The  system  of  Claim  1,  further  including  a 
battery  backup  means,  coupled  to  the  first  and 
second  array  processor  means,  and  to  the 
redundant  array  of  data  storage  means,  for 
supplying  electrical  power  to  the  first  and  sec- 
ond  array  processor  means  and  the  redundant 
array  of  data  storage  means  if  the  primary 
power  supply  thereto  fails. 

6.  A  method  for  ensuring  the  completion  and 
integrity  of  data  modification  operations  to  a 
redundant  data  storage  array  subsystem,  com- 
prising  the  steps  of: 

a.  providing  a  first  host  processor  means  for 
initiating  data  modification  operations  for 
data  records  and  for  generating  host  check 
point  information  about  said  data  modifica- 
tion  operations; 
b.  providing  a  second  host  processor 
means,  coupled  to  the  first  host  processor 
means,  for  receiving  the  host  check  point 
information  and  for  assuming  control  of  ini- 
tiated  data  modification  operations  if  the  first 

host  processor  means  fails; 
c.  providing  first  and  second  buffer  means, 
coupled  to  the  first  and  second  host  proces- 
sor  means,  for  receiving  entire  generated 

5  data  modification  operations  from  the  first  or 
second  host  processor  means,  whereby 
subsequent  failure  of  either  host  processor 
means  does  not  affect  the  received  data 
modification  operations; 

io  d.  providing  a  redundant  array  of  data  stor- 
age  means  for  storing  data  records  indi- 
cated  by  said  data  modification  operations; 
e.  providing  a  first  array  processor  means, 
coupled  to  the  first  buffer  means  and  to  the 

is  redundant  array  of  data  storage  means,  for 
receiving  data  modification  operations  from 
the  first  buffer  means,  for  controlling  the 
completion  of  the  data  modification  oper- 
ations  to  the  redundant  array  of  data  stor- 

20  age  means,  and  for  generating  array  check 
point  information  about  said  data  modifica- 
tion  operations; 
f.  providing  a  second  array  processor 
means,  coupled  to  the  second  buffer 

25  means,  to  the  redundant  array  of  data  stor- 
age  means,  and  to  the  first  array  processor 
means,  for  receiving  data  modification  oper- 
ations  from  the  second  buffer  means,  for 
receiving  the  array  check  point  information, 

30  and  for  assuming  control  of  the  completion 
of  the  data  modification  operations  if  the 
first  array  processor  means  fails. 

7.  The  method  of  Claim  6,  further  including  the 
35  step  of  storing  selected  information  about  each 

data  modification  operation  in  a  non-volatile 
storage  component  until  such  data  modification 
operation  is  completed. 

40  8.  The  method  of  Claim  7,  further  including  the 
step  of  using  the  stored  information  to  validate 
redundancy  records  in  the  redundant  array  of 
data  storage  means  for  uncompleted  data 
modification  operations  after  a  power  loss  to 

45  the  redundant  array  of  data  storage  means. 

9.  The  method  of  Claim  8,  further  including  the 
step  of  communicating  the  stored  information 
to  one  of  the  host  processors,  and  using  the 

50  stored  information  in  such  host  processor  to 
re-initiate  uncompleted  data  modification  oper- 
ations. 

10.  The  method  of  Claim  6,  further  including  the 
55  step  of  providing  a  battery  backup  means, 

coupled  to  the  first  and  second  array  proces- 
sor  means,  and  to  the  redundant  array  of  data 
storage  means,  for  supplying  electrical  power 

8 



15 EP  0  551  718  A2 16 

to  the  first  and  second  array  processor  means 
and  the  redundant  array  of  data  storage  means 
if  the  primary  power  supply  thereto  fails. 

11.  A  method  for  ensuring  the  completion  and 
integrity  of  data  modification  operations  to  a 
redundant  data  storage  array  subsystem,  com- 
prising  the  steps  of: 

a.  initiating  data  modification  operations  for 
data  records  in  a  first  host  processor,  and 
generating  host  check  point  information 
about  said  data  modification  operations; 
b.  receiving  the  host  check  point  information 
in  a  second  host  processor,  and  assuming 
control  by  the  second  host  processor  of 
initiated  data  modification  operations  if  the 
first  host  processor  fails; 
c.  receiving  entire  generated  data  modifica- 
tion  operations  in  first  and  second  buffers, 
whereby  subsequent  failure  of  either  host 
processor  does  not  affect  the  received  data 
modification  operations; 
d.  receiving  data  modification  operations 
from  the  first  buffer  in  a  first  array  proces- 
sor,  the  first  array  processor  controlling 
completion  of  the  data  modification  oper- 
ations  to  a  redundant  array  of  data  storage 
means  and  generation  of  array  check  point 
information  about  said  data  modification  op- 
erations; 
e.  receiving  the  data  modification  operations 
from  the  second  buffer  and  the  array  check 
point  information  from  the  first  array  proces- 
sor  in  a  second  array  processor,  the  second 
array  processor  assuming  control  of  the 
completion  of  the  data  modification  oper- 
ations  if  the  first  array  processor  fails. 

12.  The  method  of  Claim  11,  further  including  the 
step  of  storing  selected  information  about  each 
data  modification  operation  in  a  non-volatile 
storage  component  until  such  data  modification 
operation  is  completed. 

13.  The  method  of  Claim  12,  further  including  the 
step  of  using  the  stored  information  to  validate 
redundancy  records  in  the  redundant  array  of 
data  storage  means  for  uncompleted  data 
modification  operations  after  a  power  loss  to 
the  redundant  array  of  data  storage  means. 

14.  The  method  of  Claim  13,  further  including  the 
step  of  re-initiating  uncompleted  data  modifica- 
tion  operations  indicated  by  the  stored  infor- 
mation. 

15.  The  method  of  Claim  11,  further  including  sup- 
plying  electrical  power  to  the  first  and  second 

array  processor  means  and  the  redundant  ar- 
ray  of  data  storage  means  from  a  battery  bac- 
kup  system  if  the  primary  power  supply  there- 
to  fails. 
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