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(54) EVENT DATA MODELLING

(57) A computer system for controlling access to
medical resources, the system comprising at least one
processor configured to: provide at least one trained ma-
chine learning model which has been trained on a training
data set comprising healthcare event associated data,
the at least one trained machine learning model having
an input for receiving at least one operating data set as-

sociated with a particular healthcare event and an output
for generating at least one value associated with the par-
ticular healthcare event; provide the at least one operat-
ing data set to the trained model and to receive the at
least one value; and in dependence upon the at least one
value, generate an indication of an assignment of medical
resources for a patient associated with the event.
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Description

Technical Field

[0001] The present disclosure relates to systems for
accessing medical resources and treatment.

Background

[0002] Hospitals and medical centres are equipped
with extensive resources for treating patients, including
general practitioners and specialists with access to spe-
cialist equipment. Existing patient access models rely on
individuals presenting themselves to a hospital or med-
ical centre. At a medical centre, they may have an ap-
pointment to attend. At a hospital, they may present at
an emergency unit. At the first point of call, patients de-
scribe their symptoms, and in an emergency context
there may be a triaging system in place.
[0003] It is often the case that medical resources may
not be appropriately allocated for patients. The medical
resources that are assigned for a patient for their treat-
ment may depend upon accurate diagnosis of a patient
condition, which may be lacking in an initial triage stage.
Furthermore, appropriate control over the access to med-
ical resources may depend upon predictions of the use
of medical resources by that patient, e.g. their length of
stay in hospital.
[0004] Where there is a triaging system in place, the
detailed process may take many hours to accomplish. In
the meantime, relevant medical resources, such as scan-
ning equipment, specialists, x-ray machines, may be
standing idle.
[0005] What is needed is a way to control access to
medical resources and treatments to optimise their use.

Summary

[0006] The use of trained models on curated health
related event data can significantly improve access to
medical resources and treatment.
[0007] According to a first aspect, there is provided a
computer system for controlling access to medical re-
sources, the system comprising at least one processor
configured to: provide at least one trained machine learn-
ing model which has been trained on a training data set
comprising healthcare event associated data, the at least
one trained machine learning model having an input for
receiving at least one operating data set associated with
a particular healthcare event and an output for generating
at least one value associated with the particular health-
care event; provide the at least one operating data set
to the trained model and to receive the at least one value;
and in dependence upon the at least one value, generate
an indication of an assignment of medical resources for
a patient associated with the event.
[0008] In some embodiments, the at least one proces-
sor is configured to generate the at least one operating

data set in dependence upon data input at a client device.
[0009] In some embodiments, the at least one proces-
sor is configured to: request data from a data store in
dependence upon data input at a client device; and gen-
erate the at least one operating data set in dependence
upon the data requested from the data store.
[0010] In some embodiments, the data requested from
the data store comprises data retrieved from an electron-
ic health record of the patient.
[0011] In some embodiments, the data requested from
the data store comprises an indication of the availability
of healthcare resources.
[0012] In some embodiments, the at least one value
comprises at least one probability associated with one
or more diagnoses for the patient.
[0013] In some embodiments, the at least one value
comprises an indication of available healthcare resourc-
es.
[0014] In some embodiments, the at least one value
comprises a predicted outcome associated with the par-
ticular healthcare event.
[0015] In some embodiments, the indication of the as-
signment of medical resources comprises a medical ap-
pointment booking.
[0016] In some embodiments, the indication of the as-
signment of medical resources comprises at least one
of: an indication of a selected test for a patient; and an
indication of a selected treatment for a patient.
[0017] In some embodiments, the at least one trained
machine learning model comprises a plurality of machine
learning models, each of the plurality of models having
an input for receiving an operating data set associated
with the particular healthcare event and an output for
generating at least one value associated with the partic-
ular healthcare event, wherein the at least one processor
is configured to: provide a first operating data set to a
first of the models to generate a first at least one value;
provide a second operating data set to a second of the
models to generate a second at least one value; and in
dependence upon both the first at least one value and
the second at least one value, generate an indication of
an assignment of medical resources for the patient as-
sociated with the event.
[0018] In some embodiments, the at least one proces-
sor is configured to: in dependence upon the first at least
one value, generate an initial indication of an assignment
of medical resources for the patient; subsequently, per-
form the providing the second operating data set to the
second of the models to generate the second at least
one value; and subsequently, in dependence upon the
second at least one value, generate the indication of the
assignment of medical resources for the patient.
[0019] In some embodiments, the initial indication of
the assignment of medical resources for the patient com-
prises an indication of a test for the patient, wherein the
at least one processor is configured to: subsequently,
receive data comprising results from the test for the pa-
tient; and generate the second operating data set in de-
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pendence upon the results from the test for the patient.
[0020] In some embodiments, the computer system
comprises a client device and a back-end system.
[0021] In some embodiments, the back-end system
comprises at least one processor configured to: perform
the providing the at least one operating data set to the
at least one trained model and receiving the at least one
value; cause the at least one value to be provided to the
client device, wherein the client device comprises at least
one processor configured to, perform the generation of
the indication of the assignment of medical resources in
dependence upon the at least one value.
[0022] In some embodiments, the back-end system
comprises at least one processor configured to: perform
the providing the at least one operating data set to the
at least one trained model and receiving the at least one
value; perform the generation of the indication of the as-
signment of medical resources in dependence upon the
at least one value; and provide the indication of the as-
signment of medical resources to the client device.
[0023] In some embodiments, the at least one proces-
sor is configured to provide one or more further operating
data sets to the at least one trained model to obtain one
or more further values, wherein each of the one or more
further operating data sets is associated with a different
patient, wherein the generation of an indication of an as-
signment of medical resources for the patient associated
with the event is performed in dependence upon the one
or more further values.
[0024] In some embodiments, the at least one value
comprises an indication of a value of assigning a first
medical resource to the patient associated with the event,
wherein at least one of the one or more further values
comprises an indication of a value of assigning the first
medical resource to a further patient, wherein the gen-
eration of an indication of an assignment of medical re-
sources for the patient associated with the event com-
prises comparing the value of assigning the first medical
resource to the patient associated with the event with the
value of assigning the first medical resource to the further
patient so as to prioritise access to the first medical re-
source.
[0025] In some embodiments, the at least one proces-
sor is configured to provide a third operating data set to
the at least one trained model to obtain an indication of
a value of assigning a second medical resource to the
patient associated with the event, wherein the generation
of the indication of the assignment of medical resources
for the patient associated with the event is performed in
dependence upon the value of assigning the second
medical resource to the patient associated with the event.
[0026] According to a second aspect, there is provided
a computer implemented method for controlling access
to medical resources, the method comprising: provide at
least one trained machine learning model which has been
trained on a training data set comprising healthcare event
associated data, the at least one trained machine learn-
ing model having an input for receiving at least one op-

erating data set associated with a particular healthcare
event and an output for generating at least one value
associated with the particular healthcare event; provide
the at least one operating data set to the trained model
to receive the at least one value; and in dependence upon
the at least one value, generate an indication of an as-
signment of medical resources for a patient associated
with the event.
[0027] In some embodiments, the method comprises
generating the at least one operating data set in depend-
ence upon data input at a client device.
[0028] In some embodiments, the method comprises:
requesting data from a data store in dependence upon
data input at a client device; and generating the at least
one operating data set in dependence upon the data re-
quested from the data store.
[0029] In some embodiments, the data requested from
the data store comprises data retrieved from an electron-
ic health record of the patient.
[0030] In some embodiments, the data requested from
the data store comprises an indication of the availability
of healthcare resources.
[0031] In some embodiments, the at least one value
comprises at least one probability associated with one
or more diagnoses for the patient.
[0032] In some embodiments, the at least one value
comprises an indication of available healthcare resourc-
es.
[0033] In some embodiments, the at least one value
comprises a predicted outcome associated with the par-
ticular healthcare event.
[0034] In some embodiments, the indication of the as-
signment of medical resources comprises a medical ap-
pointment booking.
[0035] In some embodiments, the indication of the as-
signment of medical resources comprises at least one
of: an indication of a selected test for a patient; and an
indication of a selected treatment for a patient.
[0036] In some embodiments, the at least one trained
machine learning model comprises a plurality of machine
learning models, each of the plurality of models having
an input for receiving an operating data set associated
with the particular healthcare event and an output for
generating at least one value associated with the partic-
ular healthcare event, wherein the at least one processor
is configured to: provide a first operating data set to a
first of the models to generate a first at least one value;
provide a second operating data set to a second of the
models to generate a second at least one value; and in
dependence upon both the first at least one value and
the second at least one value, generate an indication of
an assignment of medical resources for the patient as-
sociated with the event.
[0037] In some embodiments, the at least one proces-
sor is configured to: in dependence upon the first at least
one value, generate an initial indication of an assignment
of medical resources for the patient; subsequently, per-
form the providing the second operating data set to the
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second of the models to generate the second at least
one value; and subsequently, in dependence upon the
second at least one value, generate the indication of the
assignment of medical resources for the patient.
[0038] In some embodiments, the initial indication of
the assignment of medical resources for the patient com-
prises an indication of a test for the patient, wherein the
at least one processor is configured to: subsequently,
receive data comprising results from the test for the pa-
tient; and generate the second operating data set in de-
pendence upon the results from the test for the patient.
[0039] In some embodiments, the method is imple-
mented in a computer system comprises a client device
and a back-end system.
[0040] In some embodiments, the method comprises:
the back-end system providing the at least one operating
data set to the at least one trained model and receiving
the at least one value; the back-end system causing the
at least one value to be provided to the client device; the
client device performing the generation of the indication
of the assignment of medical resources in dependence
upon the at least one value.
[0041] In some embodiments, the method comprises:
the back-end system providing the at least one operating
data set to the at least one trained model and receiving
the at least one value; the back-end system performing
the generation of the indication of the assignment of med-
ical resources in dependence upon the at least one value;
and the back-end system providing the indication of the
assignment of medical resources to the client device.
[0042] In some embodiments, the method comprises
providing one or more further operating data sets to the
at least one trained model to obtain one or more further
values, wherein each of the one or more further operating
data sets is associated with a different patient, wherein
the generation of an indication of an assignment of med-
ical resources for the patient associated with the event
is performed in dependence upon the one or more further
values.
[0043] In some embodiments, the at least one value
comprises an indication of a value of assigning a first
medical resource to the patient associated with the event,
wherein at least one of the one or more further values
comprises an indication of a value of assigning the first
medical resource to a further patient, wherein the gen-
eration of an indication of an assignment of medical re-
sources for the patient associated with the event com-
prises comparing the value of assigning the first medical
resource to the patient associated with the event with the
value of assigning the first medical resource to the further
patient so as to prioritise access to the first medical re-
source.
[0044] In some embodiments, the method comprises
providing a third operating data set to the at least one
trained model to obtain an indication of a value of assign-
ing a second medical resource to the patient associated
with the event, wherein the generation of the indication
of the assignment of medical resources for the patient

associated with the event is performed in dependence
upon the value of assigning the second medical resource
to the patient associated with the event.

Brief Description of Drawings

[0045]

Figure 1 is a schematic illustration of the operation
of a system for controlling access to medical resourc-
es using machine learning models;
Figure 1A is a schematic illustration of the collection
of data for training a machine learning model;
Figure 1B is a schematic illustration of a data item
associated with an event;
Figure 2 is a schematic illustration of the process for
producing a set of training data from sets of data
items associated with events;
Figure 2A is a schematic illustration of the process
for producing different sets of training data for train-
ing different machine learning models;
Figure 3 is a schematic illustration of the process for
producing a set of operating data from a set of data
items associated with a patient;
Figure 3A is a schematic illustration of the process
for producing different sets of operating data for input
to different machine learning models during an op-
erating phase;
Figure 4 is a simplified schematic view of a neural
network;
Figure 5 is a simplified schematic view of a neuron;
Figure 6 is a simplified schematic view of decision
tree;
Figure 7 is a schematic view of the process for train-
ing and operating machine learning models;
Figure 8 is a schematic view of a system for imple-
menting a process for training and operating ma-
chine learning models;
Figure 9 is a schematic view of a user device for
interacting with the system; and
Figure 10 illustrates an example of the calculation of
feature scores from raw data.

Detailed Description

[0046] In the following, access to medical treatment
and resources may be better controlled by using trained
machine learning models and new and curated data as-
sociated with an event. Techniques for generating train-
ing data to train the models are also presented. An event
in this context may be understood to mean an "episode
of care" in which a patient interacts with a provider of
healthcare. An event, therefore, includes an appoint-
ment, hospital admissions, surgery, out of hour’s phone
calls, presentation of a patient in an emergency depart-
ment, etc. Information regarding past occurrences of
these events, along with associated data, is used to gen-
erate training data sets to train machine learning models.
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The trained machine learning models are used to deter-
mine parameters governing access to particular medical
resources.
[0047] As an example, a trained model may suggest a
diagnosis for a patient. The diagnostic output of the model
is then used by the computer system to determine pa-
rameters governing access to medical resources re-
quired to treat the condition that has been suggested for
the patient. Information related to a particular event is
collected and processed to produce a training data set,
which is then used to train a model which will be able to
generate predictions of use of certain medical resources
in various contexts.
[0048] As another example, a trained model may pro-
vide a prediction of the likelihood of a patient’s discharge
from hospital being delayed. This likelihood output by the
model is then used by the computer system to determine
a parameter governing access to medical resources. For
example, if a prediction is made by the model that a de-
layed discharge is likely, the computer system may allo-
cate or suggest additional medical resources for the pa-
tient.
[0049] Reference is made to Figure 1, which illustrates
an example of the use of a system 10 of event related
information during an operating phase to provide inputs
to machine learning models so as to produce outputs that
are used to control access to medical resources 15. The
medical resources 15 may include beds, tests, and treat-
ments that are available for a patient 20.
[0050] The system 10 in this case, comprises one or
more triaging terminals 25 that are configured to receive
data input to the terminal. This ’input data’ may be asso-
ciated with a medical emergency in the case that the
patient presents at the accident and emergency depart-
ment of a hospital. The information that is input to the
triaging terminal 25 may, for example, comprise one or
more of: a patient identifier, information regarding a pa-
tient’s condition, time of day at which the patient present-
ed, certain biographical details of a patient (e.g. age or
gender), location of the event, whether the event has
been flagged as urgent, the symptoms the patient is cur-
rently experiencing, any recent history of travel, any med-
ication taken within a certain time period (e.g. the last 48
hours). This information may be input to an appropriate
triaging terminal 25 by one or more healthcare staff 30.
Each of the triaging terminals 25 comprises a computer
system, which may be a general purpose personal com-
puter or a special purpose computing device. An example
of a computing device 700, which may provide each triag-
ing terminal 25 is shown, and later described, with respect
to Figure 9. The computing device 700 more broadly may
be any client device, such as a phone or tablet. An ex-
ample of a system 600, which may provide the system
40, is shown and later described with respect to Figure
8. The system 40 is a back-end system for processing
machine learning models in response to information re-
ceived from a client device 25.
[0051] The system 10 comprises a network 35, which

receives packets from the triaging terminals 25 and pro-
vides the packets to a machine learning system 40. The
network 35 includes an internal network, which is linked
to the triaging terminals 25. In the case that the machine
learning system 40 is provided at a remote location from
the triaging terminals 25, the network 35 further includes
an external network enabling communication with the
machine learning system 40 at the remote location.
[0052] The machine learning system 40 provides a
model supervisor and one or more machine learning
models. The model supervisor receives the input infor-
mation from the appropriate triaging terminal 25 and se-
lects an appropriate machine learning model to perform
processing so as to control access to medical resources
15.
[0053] The model supervisor executed by the machine
learning system 40 may determine that, in order to run a
particular machine learning model to assign medical re-
sources, further information is required. The information
may, for example, be data from a patient’s electronic
health record, data relating to the current use of resourc-
es in the hospital (e.g. number of beds currently occu-
pied), environmental data, etc. This additional data is
stored in one or more data stores 50. The additional data
stored in one or more data stores 50 is pre-existing data
that exists before the input data is input to one of the
triaging terminals 25. This additional data may comprise
patient’s date of birth, gender, blood type, address, long-
term conditions they are living with, repeat medication
they are taking. In response to determining that the ad-
ditional data is required, the machine learning system 40
sends a request over the network 45 to the one or more
data stores 50. The requested data is returned to the
machine learning system 40.
[0054] In some cases, data retrieved at the machine
learning system 40 may be used to derive additional in-
formation. For example, if a patient postcode is provided
to the system 10 from one of additional data sources 50,
the patient post code is used to perform a look up into
another of said additional data sources 50 to obtain a
social deprivation score for an area.
[0055] In some cases, the machine learning system 40
determines that it needs more input data in order to pro-
ceed and obtain a result from one or more machine learn-
ing models, the machine learning system 40 may issue
a request for further information from the relevant triaging
terminal 25. This could be, for example, a request to col-
lect information regarding additional symptoms from the
patient or to gather the patient’s ethnicity. This data is
entered at the terminal 25 and returned to the model sys-
tem 40.
[0056] In some cases, the input values required for in-
put to the selected one or more models may not be avail-
able in either the data items received from the terminal
25 nor in the data items received from the additional data
sources 50. In this case, the input values may be imputed
from the available data items, even if those data items
do not expressly map to the input values. For example,
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in the situation where a patient’s body mass index is not
known, it may be imputed using a formula based on the
patient’s gender, age, and social deprivation score. By
imputing the input values for a model indirectly from the
data items, the selected one or more models may be run
when the data items directly encoding for a particular
feature are unavailable. In other cases, if the data is un-
available, then the system 40 may determine not to run
the model. This may occur if the system 40 is unable to
impute the values from available data items indirectly. In
this case, the system 40 returns an error code to the
terminal 25, which is displayed on a screen of the termi-
nal.
[0057] Together, the requested additional information
retrieved from data store 50 along with the initial event
details input to the terminal 25 form a set of data items
associated with the event. Each of these data items com-
prises a descriptor indicating a particular feature, e.g. a
patient symptom, a number of beds available in the hos-
pital, the number of staff available, the competen-
cies/skills of the available staff, or the type of diagnostic
test available in the hospital (e.g. X-ray, ultrasound, MRI,
CT scans). The set of data items are processed to pro-
duce a set of input values for a machine learning model.
In some embodiments, the data received in the initial
event details and additional information is processed by
the machine learning system 40 to form a set of data
items in a standard format before being passed to a con-
version module in the machine learning system 40 to
produce input values for a selected model. The set of
data items provided to the conversion module is de-
scribed in more detail later in this description.
[0058] The process of producing the input values for a
model is explained in more detail below. The input values
(or ’scores’) together form an operating data set for the
event that can be provided to a model during an operating
phase to obtain an output. A conversion module in system
40 provides the determined scores to the model super-
visor in system 40. These scores are used as inputs to
a selected one or more machine learning models to ob-
tain one or more outputs. Therefore, together, the data
input at the terminal 25 and the data retrieved from data
store 50 are used to derive a plurality of input values for
input to a machine learning model to obtain an output
used to assign medical resources 15 for the patient 20.
[0059] When the selected machine learning model has
been applied to determine an output, the output is used
to control the assignment of medical resources. Terminal
25 outputs an indication of an assignment of medical re-
sources 15 for use by the patient 20. For example, the
terminal 25 may output an indication of a particular treat-
ment or test to be carried out for the patient. The terminal
25 may output an indication that a patient is to be admitted
to hospital.
[0060] In order to produce the indication of the assign-
ment of medical resources for use by the patient 20, the
machine learning system 40 or the terminal 25 may per-
form processing of the output from one or more of the

machine learning models. For example, a set of output
values from a model may represent the probability of a
patient having particular condition. These probabilities
are post-processed to produce an assignment of medical
resources for the patient. In one example, the output val-
ues may indicate that the patient has a certain threshold
probability of heart problems. In response to this indica-
tion, the terminal 25 outputs an instruction that a CT scan
is to be carried out for the patient 20. The post processing
of the output/s from the machine learning model/s can
be performed by the machine learning system 40, with
the indication of the assignment of medical resources
being provided to the terminal 25. Alternatively, system
40 may send the output/s from the machine learning mod-
el/s to the terminal 25, which itself determines the indi-
cation of the assignment of medical resources.
[0061] Although the system 10 illustrated in Figure 1
may be applied to determine how to triage patients who
present in an accident and emergency department, it is
not so limited, but may be applied to assign medical re-
sources for patients in different contexts, such as the
assignment of resources for patients already admitted to
hospital. These different contexts are described in further
detail below.
[0062] Reference is made to Figure 1A, which illus-
trates the use of a system 800 during a training phase to
train one of the machine learning models that are oper-
ated by the machine learning system 40 during an oper-
ating phase as discussed above with respect to Figure
1. An example of a system 600, which may provide the
system 800, is shown and later described with respect
to Figure 8.
[0063] Input data is retrieved from a store 850. The
input data store 850 is a database storing information
associated with the event. This may be information en-
tered when a patient presents at a triaging terminal 25
as shown in Figure 1A. The information in the input data
store 850, can comprise information entered by a patient
when an event is booked. It can be information entered
by a patient prior to an appointment, for example, by the
patient entering the information on their phone prior a
consultation. The information can, additionally or alter-
natively, comprise information provided upon presenta-
tion of the patient at a healthcare service provider. The
information in input data store 850 may comprise data
collected and stored a long time prior to the event but,
which is immediately available at the client device. This
includes biographical information regarding the patient,
such as the patient’s sex or address.
[0064] The input data held in store 850 comprises at
least initial event details providing records of episodes
of care. The initial event details comprises the basic in-
formation regarding an episode of care, such as a hos-
pital admission, an urgent care attendance, an outpatient
appointment, a GP appointment, or a home visit. The
initial event details may be provided when an event (e.g.
an appointment) is booked or when a patient presents in
an emergency department. The initial event details com-
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prise information, such as the date, time, location, patient
ID, identifying the event as such. The input data held in
store 850 may also comprise information about the pa-
tient - such as symptoms, age, gender, long-term condi-
tions, current repeat medication - that is entered along
with the information detailing the event.
[0065] Additional data/external data is also retrieved
from additional data sources 855. The additional data is
associated with specific events identified in the initial
event details. For example, the additional data may com-
prise an indication of pollution or pollen levels over recent
days in the area of the event. It may comprise data about
current infectious disease statistics in the area at which
one of the events took place.
[0066] The additional data may comprise health record
data of a patient that isn’t entered as part of the input
data that is held in store 850. This additional data may
comprise patient’s date of birth, gender, blood type, ad-
dress, long-term conditions they are living with, and the
repeat medication they are taking.
[0067] The system 800 is configured to request some
or all of the additional data in dependence upon the re-
quired input values for the model being trained. For ex-
ample, if the model 865 requires the social deprivation
index at the location of the event, the system 800 issues
a request for this information and the information is re-
turned to the system 800 from the additional data sourc-
es. The additional data is also retrieved in dependence
upon the initial event details. The system 800 receives
the initial event details and uses information in the initial
event details to formulate a request for additional data
from additional data sources. For example, the system
800 uses the indication of the location of the event in the
initial event details to retrieve the social deprivation index
at that location from the additional data sources 855. The
initial event details and additional data are, therefore, pro-
vided to the system 800. Together they form a raw data
set comprising data associated with different events.
[0068] The initial event details for each event comprise
a patient identifier associated with the event. These iden-
tifiers may be included in requests (e.g. requests for a
patient’s health record) for additional data sent to data
sources 855, and therefore used to select the appropriate
additional data from the additional data sources 855.
[0069] Together, the requested additional information
along with the initial event details form a set of data items
associated with the event. Each of these data items com-
prises a descriptor indicating a particular feature, e.g. a
patient symptom, or a number of beds available in the
hospital. In some embodiments, the data received in the
initial event details and additional information is proc-
essed by the system 800 to form a set of data items in a
standard format before being passed to the conversion
module 840a to produce the training data.
[0070] The set of data items used for generating both
the training and operating data for any particular event
may comprise a very large number of data items, contain
descriptors spanning many categories, e.g. weather, pol-

len count, patient demographic information, patient
health information, social deprivation, operational hospi-
tal statistics, pollution data. Sets of data items are estab-
lished for a number of different events. The number of
events for which the training data set is established may
comprise many thousands, up to hundreds of millions of
events.
[0071] Each of the data items in one of the sets of data
items may indicate one or more of the following: depri-
vation score of the area in which the patient lives or in
which the event is scheduled to take place; the age of
the patient; the ethnicity of the patient; rurality of the area
in which the patient lives or in which the event is sched-
uled to take place; the sex of the patient; time and date
associated with the event; number of healthcare events
associated with the patient that have occurred with a pre-
defined time period (e.g. number of hospital admissions
within the last two years); amount of time that the patient
has been registered at the practice at which the event is
scheduled to take place; whether the event has been
flagged as urgent; whether the patient has children; men-
tal health diagnoses for the patient; frailty score; number
of people registered at the healthcare service/facility
where the event takes place; distance between the pa-
tient’s home and the event takes place; whether the pa-
tient’s first language is English or not; length of time that
the healthcare staff will have already spent working be-
fore attending to the patient on that day; the number of
healthcare staff available on a particular day; and the
number of healthcare staff of a relevant speciality that
are available on a particular day.
[0072] In some embodiments, each of the data items
falls into at least one of the following categories: patient-
level clinical data; patient-level administrative data; pa-
tient-level demographic data; organisational-level data;
and additional temporal data.
[0073] Patient-level clinical data includes indications
of diagnoses, symptoms, medication, immunisations,
laboratory tests, and numeric clinical results. It includes
both historical information (e.g. long-term conditions that
the patient is living with) and acute clinical information at
a point in time (e.g. the presenting complaint of a patient
in an emergency department).
[0074] Patient-level administrative data is drawn from
databases of electronic medical records and healthcare
information systems. It includes, for example, information
regarding appointments (such as outpatient appoint-
ments and GP appointments), hospital admissions, dis-
charges, delays, urgent care attendances, and referrals
for specialist care. Each of these data items has several
different components, including a time associated the
event. For example, a hospital admission for a patient
includes details of the date and time of admission, the
length of stay, the admission source, and whether it was
planned or unplanned.
[0075] Patient-level demographic data is drawn from
databases of electronic medical records and healthcare
information systems. It includes indicators of one or more
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of: a patient’s gender, marital status, occupation, depri-
vation index, rural / urban classification, spoken-lan-
guage, and ethnicity.
[0076] Organisational-level data contains information
about the healthcare institution associated with the event,
such as its facilities, and its staff. For example, for a hos-
pital this data may include the number of beds, the
number and type of wards, the medical specialties that
the hospital provides care for, the number of consultants,
the number of nurses, the available treatment facilities,
and the diagnostic testing facilities the hospital provides.
[0077] Additional temporal data contains time-depend-
ent data regarding the event. This data describes the
state of healthcare facilities and/or external systems at
a given point in time. For example, it includes information
about the number of free beds in a hospital at a given
time, the number of nursing staff on duty, or the number
of patients waiting to be seen in the emergency depart-
ment. For external systems, the data may include the
time of day, the time of year, weather data, pollution data,
regional immunisation rates, and/or geographic popula-
tion levels.
[0078] An example of a possible data item format is
shown in Figure 1B. The data item 100 exists in a stand-
ard format. The data item 100 comprises a descriptor of
a feature. The descriptor may, for example, be an indi-
cation of the number of beds available in a hospital or an
indication that a patient has been referred to a kidney
specialist. In some cases, therefore, the descriptor com-
prises a value, e.g. the indication of the number of beds
available, associated with a particular feature. In other
cases, the descriptor does not provide a value associated
with a feature, but simply indicates presence or absence
of a feature, e.g. referral to a kidney specialist.
[0079] The data item 100 also includes a time associ-
ated with the feature. The time could indicate the time at
which the number of beds indicated by the descriptor are
available or a date on which the patient was referred to
the kidney specialist. The data item 100 comprises a lo-
cation associated with the feature. The location may be
the hospital or ward on which the beds are available or
the healthcare institution at which the referral was made.
[0080] For certain types of feature, a data item 100
may comprise metadata. For example, in the case that
the data item 100 relates to a patient blood test result,
the descriptor may comprise an indication of the type of
test (e.g. HbAlc test) and a value indicating the numeric
result of the test. The metadata may comprise an indica-
tion of the units of measurement, enabling the numeric
result to be interpreted. Additionally or alternatively, the
metadata may comprise an expected numeric range for
a normal result for the patient.
[0081] Reference is made to Figure 2, which illustrates
an example of how sets of data items, where each set of
data items is associated with an event, may be used to
generate training data for an artificial intelligence model,
such as artificial intelligence model 865.
[0082] There is a set of data items for each event, for

example set 205 of data items. The set 205 includes data
items, such as data item 215. Each set of data items for
an event is associated with an event identifier, such as
an identifier of an event in which a patient presents at an
accident and emergency department of a hospital. The
event identifier 210 for set 205 of data items is shown in
Figure 2. The sets may be in the form of lists or any other
kind of array. Each data item has a descriptor which de-
scribes a feature or indicator associated with the event,
such as an event time, patient symptoms, patient history,
treatment type, etc.
[0083] A conversion module 840 receives the sets of
data items and generates from them, sets of training data
for different models. An example set 225 of training data
is shown in Figure 2.
[0084] Each training data set is organised in an array
of columns and rows, each row being associated with a
particular event, and each column being associated with
a particular indicator or feature. It would be appreciated
that any other organisation of the data structure may be
utilised, but what is important is that each event may in-
tersect with each particular feature or indicator. The con-
version module 840 generates a score for each intersec-
tion. For example, in the training data set 225, in the
intersection box of event 1 with chest pain, a score of 3.6
has been generated by the conversion module 840 and
is inserted into the training data array. Each intersection
of event and feature is assigned a particular score. One
or more columns of the training data array 225 are re-
served for labels for the model. In the example training
data set 225 illustrated, the labels are heart disease and
pancreatitis. The score in the heart disease column indi-
cates whether or not the patient was diagnosed with heart
disease. The score in the pancreatitis column indicates
whether or not the patient was diagnosed with pancrea-
titis. The training data set shown may be a training data
set that would be used for training a model for making a
prediction of a possible disease for a patient that presents
with chest pain at a hospital. This prediction is then used
by the system to control allocation of medical resources
for a patient. Although only two different diagnoses are
shown in Figure 2, in practice, there are likely to be a
large number of different diagnoses possible for a patient
presenting with the complaint of chest pain and, there-
fore, a large number of labels for the model. For example,
the labels may also include bacterial or viral infection,
pulmonary embolism, muscular pain, stable angina, my-
ocardial infarction, anxiety attack, myocarditis, pericar-
ditis, pneumonia, asthma, lung cancer, gastroesopha-
geal reflux disease, and rib problems.
[0085] As noted, each row in the training data structure
225 is associated with an event. However, the same pa-
tient may be associated with multiple rows. For example,
if a patient has had three hospital admissions, then there
may be three rows for that patient in the training data set.
Each row will contain scores representing administrative
details of the admission - the date, the time, the length
of stay, the admission source etc. Each row also contains
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scores representing the organisational state at the time
of the admission - for example, the number of free beds
and the number of patients waiting to be discharged. It
also contains scores representing additional temporal
data - e.g. the external weather data and the PM 2.5
pollution readings at the time. The row also contains
scores representing features from the patient’s medical
record at the time of the admission - for example, their
recorded diagnoses, laboratory test values, blood pres-
sure readings etc. It also contains scores representing
the patient’s demographic data - e.g. marital status, dep-
rivation score, ethnicity etc.
[0086] Once a training data structure, such as training
data structure 225, has been produced, the training data
structure is applied to train a machine learning model.
The training data structure is applied to train a model in
a supervised manner. For example, in the case that the
model is a neural network, a backpropagation algorithm
may be applied to adjust the weights associated with the
connections between nodes of the network, so that the
neural network reproduces the labels of the machine
learning model from the training data. The trained ma-
chine learning model is produced by the system 800. The
trained machine learning model may then be operated
during an operating phase to produce outputs from op-
erating phase data. The trained machine learning model
may then be operating during the operating phase to pro-
duce outputs for controlling access to medical resources.
Such a trained model may be operated by the machine
learning system 40 shown in Figure 1, which is used by
a triaging system 10 to control access to medical resourc-
es. The trained model takes an operating data set as an
input, and produces an output in dependence upon this
operating data set.
[0087] Reference is made to Figure 3, which illustrates
an example of how a set 310 of data items associated
with an event ID 315 is converted by the conversion mod-
ule 840a into an operating data set 320 comprising a set
of scores associated with each feature. The set 310 of
data items comprises data items that are derived from
the initial event data associated with the event. The set
of data items 310 also comprises additional data, such
as data from patient health records. Each of the set of
data items 310 includes a descriptor related to a feature
or indicator. Some descriptors comprise initial event in-
formation, such as a time of the event, whilst other de-
scriptors comprise patient health data, such as symp-
toms and diagnoses associated with that patient. The
conversion module 840a receives the set of data items
310 and outputs the operating data set 320 determined
in dependence upon the set of data items 310. The ex-
ample operating data set 320 shown in Figure 3 corre-
sponds to the training data set 225 shown in Figure 2. In
other words, the operating data set 320 is for use as an
input, during the operating phase, to the model trained
by the training data set 225 during the training phase.
[0088] The operating data set 320 comprises scores
associated with a plurality of features. A score may be

determined in dependence upon the number of times in
the set of data items 310, a descriptor indicating that fea-
ture appears. E.g. a score associated with a patient
symptom may be higher if descriptors of that feature ap-
pear more frequently in the set 310 of data items. The
score for a feature may be determined in dependence
upon the time associated with a particular data item re-
corded in the set 310 of data items, e.g. the time at which
a symptom applied to the patient.
[0089] Unlike a training data set, an operating data set
does not include labels for the models. As shown in the
example of Figure 3, the example of an operating data
set 320 that is shown does not include the indications of
whether or not the patient had certain diseases (i.e. heart
disease and pancreatitis) in the corresponding training
data set 225 illustrated in Figure 2. Instead, in the oper-
ating phase, the output from the model is used to deter-
mine the probability of the patient having each of these
diseases. An output of 1 from a first node of the model
indicates that the patient certainly has heart disease,
whilst an output of 0 from the first node of the model
indicates that the patient certainly does not have heart
disease. Numbers between 0 and 1 provide an indication
of the probability that the patient has heart disease. Sim-
ilarly, an output of 1 from a second node of the model
indicates that the patient certainly has pancreatitis, whilst
an output of 0 from the second node of the model indi-
cates that the patient certainly does not have pancreatitis.
Numbers between 0 and 1 provide an indication of the
probability that the patient has pancreatitis.
[0090] Therefore, it is understood that for a range of
different possible diagnoses, the output provides a pos-
sible probability associated with each diagnosis. These
probabilities are used to control access to medical re-
sources, by selecting the medical resource (e.g. CT scan
or a microbiology test) for confirming or refuting the most
likely diagnosis indicated by the model. For example, if
the output from the model trained using the training data
set 225 indicates that the patient has a higher probability
of heart disease than of pancreatitis, the system may
generate a request for a CT scan. On the other hand, if
the output from the model trained using the training data
set 225 indicates that the patient has a higher probability
of pancreatitis than heart disease, then the system may
generate a request for a microbiology. Heart disease and
pancreatitis are examples, but different models may be
applied to generate other outputs suggesting a need for
certain medical resources.
[0091] The outputs from the machine learning models
discussed may also be applied to perform treatment plan-
ning, and to control treatment and diagnosis. For exam-
ple, one or more machine learning models may be ap-
plied to determine how long an inpatient is likely to stay
in hospital for. One or more machine learning models
may also be applied to predict the resources or staff that
are likely to be used by the patient. Such predictions can
be used to perform treatment planning. The predictions
may be used to select a treatment option for a patient,
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depending upon the patient’s predicted use of medical
resources.
[0092] The techniques described herein may be ap-
plied to train and operate machine learning models to
determine outputs other than values predicting access
to medical resources. These outputs may then be applied
by the system to select treatment and diagnosis options.
[0093] Medical resources in this context may be un-
derstood to be services and equipment that can be used
for providing healthcare for a patient. These include out-
patient appointments, clinical assessment, nursing care,
diagnostic tests, examinations and medical equipment.
The medical resources may be used to perform medical
treatment or diagnosis. Examples of medical treatments
include prescriptions of medicines, prescriptions of med-
ical aids, patient education, immunisation, radiotherapy,
and surgery. The medical treatment and diagnosis is ad-
ministered by healthcare institutions, such as clinics,
general practices, acute hospitals, urgent care centres,
trauma centres, and specialist medical facilities.
[0094] As an example, one or more machine learning
models, may be applied to determine estimates for wait-
ing times for different types of medical resource. Such
outputs may be used to control treatment or diagnosis
for patients. For example, a machine learning model may
output likely waiting times for a patient to access a gastric
specialist and a kidney specialist. These output waiting
times may be processed by the system to obtain a rec-
ommendation as to which specialist the patient should
see. Hence, different types of machine learning model
can be trained and applied for use in performing treat-
ment planning.
[0095] As another example, one or more machine
learning models may be applied to select between differ-
ent types for scan, e.g. MRI or CT, for patients. A model
may directly output a score associated with MRI and a
score associated with CT. CT scans are cheaper, more
comfortable and better for some conditions. MRI does
not require the same exposure to ionising radiation, but
is more expensive and can be difficult for some patients
to undertake.
[0096] The machine learning system 40 or terminal 25
shown in Figure 1, produces treatment recommenda-
tions from the output of machine learning models by post-
processing output values from the models. In this case,
the post-processing comprises generating a treatment
recommendation based on the output values for the mod-
els. Following the example described above of the kidney
and gastric specialist, in response to receiving from the
models, output values representing likely waiting times
for both a gastric specialist and a kidney specialist, these
output values are post-processed to obtain a recommen-
dation as to which specialist the patient should see (i.e.
the one with the shorter waiting time). The recommen-
dation as to which specialist is used to control access to
medical resources. The system 40 or terminal 25 books
an appointment with the specialist in accordance with the
recommendation, thereby performing an assignment of

medical resources.
[0097] Different data sets may be provided to multiple
machine learning models and the outputs used from
those multiple models used to assign medical resources.
As an example, the predicted use of resources output by
a machine learning model may be post-processed in
combination with the urgency of patients output by an-
other machine learning model. The result of this post-
processing may be used to provide treatment recommen-
dations so as to prioritise certain patients, with more ur-
gent patients requiring fewer medical resources being
given priority. For example, a first machine learning mod-
el may predict waiting times (e.g. depending upon rele-
vant staff available) for access to a particular medical
resources, whilst a second machine learning model may
predict the probability that a patient has a particular con-
dition. The outputs are used together by the system to
control the patient’s access to the medical resources.
The system is more likely to give the patient access to
the resource if the resource has a high availability, e.g.
waiting times are short, and the patient has a high prob-
ability of having a relevant condition requiring access to
the resource. The system is less likely to be give the
patient access to the resource if the resource has a low
availability, e.g. waiting times are long, and the patient
has a low probability of having a relevant condition re-
quiring access to the resource. The relevant condition
may be chest pain, with the medical resource being a CT
scan.
[0098] In some cases, the assignment of medical re-
sources for a patient may depend upon model outputs
relating to other patients. For example, the selected one
or more models may be run by the system to obtain a
result reflecting the value of a particular medical resource
for a patient. Such model/s may be applied to data as-
sociated with a plurality of patients in order to determine
the value of the particular medical resource for each pa-
tient. Post processing is then carried out by the system
in order to assign the medical resource to one or more
of the patients in dependence upon the value that the
medical resource holds for each of the patients. In effect,
the assignment of the resource is carried out based on
the priority of each patient, as indicated by the one or
more models. For example, a model may be run for a
patient that outputs an indication of the value of a CT
scan for that patient. For example, the model may output
an indication that a CT scan of a patient’s heart is highly
recommend given the patient’s report of chest pain and
family history of heart disease. The system collects mod-
el outputs for a plurality of patients, each output indicating
the value that the CT scan holds for each patient. The
system post-processes the outputs indicating the value
of the CT scan for each patient and assigns a CT scan
to be carried out for a subset of the patients for which the
outputs indicate that a CT scan has the highest value.
Therefore, the CT scan resources are assigned to those
patients having the highest priority.
[0099] In some cases, the system of prioritising the pa-
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tient’s access to medical recourses based on the value
of those resources to patients may take into account al-
ternative options available to a patient. If there are alter-
native medical resources that could be assigned to a pa-
tient, the patient may be assigned the alternative medical
resource that has less value for them. For example, a
first model may be run to determine the value of a CT
scan for a patient. A second model may be run to deter-
mine the value of an MRI scan for a patient. Post-process-
ing is then carried out to assign either a CT scan or an
MRI scan for a patient. Even if the CT scan is a prefer-
ential test when compared to an MRI scan, the MRI scan
may be assigned for the patient if the CT scan resources
are in high demand by other patients.
[0100] In some cases, patients may have a higher pri-
ority of access to the CT scan due to an absence of al-
ternative test options (e.g. MRI scanning). For example,
the system may run a CT model that outputs an indication
that a CT scan would provide a high level of value for
diagnosing a first patient, whilst outputting a moderate
level of value for diagnosing a second patient. The sys-
tem may also run an MRI model that outputs an indication
that an MRI scan would provide a moderate level of value
for diagnosing a first patient, whilst outputting an indica-
tion of no value for diagnosing a second patient. The
system then performs post-processing in dependence
upon these indications and assigns the CT scan resourc-
es for the second patient, despite them providing lower
value for diagnosis for the second patient than for the
first patient, since the second patient does not have the
MRI scan as a viable alternative. The system assigns the
MRI scan resources for the first patient, despite the CT
scan providing higher value for the first patient because,
unlike for the second patient, the MRI scan is a viable
alternative to the CT scan.
[0101] Therefore, the models can be used to determine
the value of different medical resources for different pa-
tients so as to assign resources to patients in depend-
ence upon the priority of access of those patients to those
resources.
[0102] Reference is made to Figure 2A, which illus-
trates different training data structures that could be pro-
duced for training machine learning models. Like ele-
ments to those in Figure 2 are referenced using the same
reference numerals.
[0103] Models may be generated for making many dif-
ferent types of determination, each model using a differ-
ent training data structure. Figure 2A shows further ex-
amples of other training data structures that can be gen-
erated from sets of data items associated with events.
[0104] The example training data structures include a
training data structure 255 for training a model for deter-
mining the probability of a patient’s discharge from hos-
pital being delayed. The system would run this model at
the time of the patient’s admission into the hospital. The
relevant ’event’ for each row of the training data structure
is, therefore, an admission of the patient into hospital.
Delayed discharges are very frequently due to problems

with the availability of resources for the patient in com-
munity care and social care. For example, a patient may
not be able to be discharged until community nurse visits
for wound care have been scheduled and their social
care requirements (e.g. meal-on-wheels) have been re-
started, following their stay in hospital. Suitable features
or indicators (those having predictive value for determin-
ing a delayed discharge) are retrieved and added to the
sets of data items, which are then used to generate
scores for the training data structure for this model. As
can be seen in the training data structure, two of the fea-
tures used to train the model are the availability of wound
care nurses, and the availability of meal-on-wheels. Early
prediction of a delayed discharge allows control to be
made over appropriate medical resources, such as the
allocation of patients to hospital beds.
[0105] In this case, the label column is populated with
binary information (1 or 0) indicating whether or not a
delayed discharge occurred for the patient that was ad-
mitted to hospital.
[0106] Also, shown in Figure 2A is a training data struc-
ture 250 for training a model to predict the length of stay
for a patient for a patient admitted to hospital. The model
in this case is a regression model. The length-of-stay is
the time between admission and discharge. A long
length-of-stay for a patient is often associated with poor
health outcomes including, for example, mortality and
risk of nosocomial infection. Prediction of long length-of-
stay allows the system to assign access to appropriate
medical resources early in their admission. For example,
a long length of stay may indicate that a patient needs
early access to a multidisciplinary team (MDT), com-
prised of staff from a range of clinical specialties. This
team will then address the patient’s clinical needs as
quickly and comprehensively as possible.
[0107] Suitable features or indicators (those having
predictive value for determining a length of stay, such as
previous stay duration during a hospital admission or
frailty of patient) are retrieved and added to the sets of
data items, which are then used by the conversion mod-
ule 840 to generate scores for the training data structure
250 for this model. In the training data set 250, the label
column is populated with a value indicating the length of
stay of the patient.
[0108] Also shown in Figure 2A is the training data
structure 225 that is discussed above with respect to Fig-
ure 2. As described above, this training data structure
225 is used to train a model for determining the probability
that a patient has heart disease and the probability that
a patient has pancreatitis.
[0109] The model that is trained using the training data
structure 225 may be used to select an order set. An
order set is a group of related orders which a physician
can place with a few keystrokes or mouse clicks in a
clinical information system. An order set allows users to
issue prepackaged groups of orders that apply to certain
diseases / disorders. These orders can cover almost all
healthcare resources or treatments. Most frequently,
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however, the orders relate to specific laboratory tests,
radiology tests, or prescribed medication.
[0110] The system uses the model trained using train-
ing data structure 225 described above to classify the
most likely set of potential diagnoses for a given patient.
It subsequently identifies the most appropriate order sets
to request for the patient in dependence upon the most
likely set of potential diagnoses. The system may use
other models than that trained using the training data
structure 225. The system may use a number of deep
learning classification models that predict which order
sets should be requested for a patient. The system may
make a determination of the order set to be requested
for a patient upon their admission to a healthcare insti-
tution.
[0111] The assignment of order sets by the system is
patient specific. The system may assign orders sets to
patients with the same presenting complaint differently,
based on data items derived from their health records.
For example, different patients presenting with chest pain
may have different order sets assigned- if the algorithm
determines that a patient has a high-risk of heart disease
(e.g. using the model trained using training data structure
225), then the order set will include a CT scan. This scan
- which is costly and not without risk - would not be or-
dered for a patient with a low heart disease risk.
[0112] To assign an order set for a patient, the system
may apply an iterative process. The initial output of a first
machine learning model is used to generate an appro-
priate assignment of an order set for the patient. Part of
the order set contains the tests required to confirm or
reject the potential diagnosis made by the first machine
learning model. At a later time, the results of these or-
dered tests become available for review. If the potential
diagnosis output by the first model is confirmed, an ap-
propriate treatment is assigned for the patient. On the
other hand, if the initial diagnoses are rejected on the
basis of the test results, the operating data structure input
to the model is expanded to include at least one score
representing the test results. This operating data struc-
ture is input to a second machine learning model. The
second machine learning differs from the first machine
learning model in that it includes at least one additional
input node for receiving the at least one score represent-
ing the test results and in that it does not have the output
node representing the initial potential diagnosis made by
the first machine learning model. By running the second
machine learning model a new potential diagnosis can
be obtained, which may then be used to assign medical
resources for treatment or diagnosis.
[0113] As an example, a patient may present in hos-
pital with recent onset of chest pain. A model supervisor
selects the most general deep-learning model for this
presenting complaint. This model has all possible clas-
sification output nodes for chest pain. The possible output
nodes for the model may represent: bacterial or viral in-
fection, pulmonary embolism, muscular pain, heart dis-
ease, stable angina, myocardial infarction, anxiety at-

tack, myocarditis, pericarditis, pneumonia, asthma, gas-
troesophageal reflux disease, and pancreatitis and rib
problems.
[0114] In response to input of an appropriate set of
values from an operating data set, the model outputs a
set of values, each indicating the likelihood for each di-
agnostic classification. The set of values indicate that
angina is the most likely diagnostic classification. In de-
pendence upon the set of values, the system, therefore,
suggests the appropriate order set for the patient - in this
case an ECG test, a CT coronary angiography, and cer-
tain laboratory blood tests. Once all of these tests have
been performed, the test results indicate that the patient
does not have angina.
[0115] The model supervisor then selects a second
model. The operating data set that was input to the first
model is updated to include the new blood tests results
from the tests that have been performed. In this case,
the second model is for the same presenting complaint
- chest pain - but includes an input node for receiving a
score associated with the new blood test results. The
second model also lacks the output node associated with
the angina diagnosis since this diagnosis has already
been ruled out clinically. The second model then runs on
the updated data set and outputs a set of values indicat-
ing that the most likely diagnosis is a bacterial or viral
infection. In response to this determination, the system
outputs an instruction for further testing, such as further
blood test and a chest x-ray.
[0116] This process of using different models and or-
dering tests then continues iteratively until the diagnosis
is determined.
[0117] Other than the controlling of order sets, a further
way in which a model that provides potential diagnoses
(such as that produced using training data structure 225)
may be used is in the triaging of patients. In this case,
based on the patient-level data and the presenting com-
plaint, a model outputs a set of values indicating a set of
potential diagnoses for different diseases. Based on the
probabilities for these diagnoses, the system triages pa-
tients into different categories, making sure that the pa-
tients who require immediate access to resources and
treatment get it.
[0118] For example, a model can output values indi-
cating the risk level of a patient for both sepsis and acute
kidney injury (AKI). In both cases, these patients need
to be triaged extremely quickly and put on treatment as
soon as possible. In the case of sepsis, patients need to
be administered with courses of broad spectrum antibi-
otics (e.g. ceftriaxone, azithromycin, ciprofloxacin, van-
comycin, and piperacillin-tazobactam). In the case of
AKI, patients may need immediate intravenous fluid ther-
apy, antibiotics, and certain medications stopping. The
system outputs an indication of the treatment to be ap-
plied in each case in dependence upon the risk level.
[0119] In each of the example training data structures
225, 250, 255 shown in Figure 2A, different features for
which scores are provided are shown. For example, in
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the training data structure 250 for the length of stay mod-
el, scores for frailty of the patient are provided. Such
scores are not provided in the training data structure 225
for the disease diagnosis model, but scores for chest pain
are instead provided. Therefore, in some embodiments,
different features are scored in the different training data
sets. However, in other example embodiments of this
application, the set of features that are scored in the dif-
ferent training data structures may be the same, with only
the selected labels (e.g. "length of stay", "Delayed Dis-
charge", "Heart Disease" and "Pancreatitis") being dif-
ferent between the training data sets.
[0120] For each of the training data sets shown in Fig-
ure 2A, the data items for producing the respective train-
ing data set may comprise descriptors indicating any of
the features listed above for producing the training data
set 225.
[0121] Reference is made to Figure 3A, which shows
operating data sets corresponding to the training data
sets shown in Figure 2A that are generated by the con-
version module 840. Like elements to those in Figure 3
are referenced with like reference numerals. Figure 3A
illustrates how a set 330 of data items is processed by
the conversion module 840a to produce the operating
data set 340. This operating data set 340 is used as an
input to the model trained by the training data set 250 to
obtain an estimate of the length of stay that will be re-
quired of a patient. Figure 3A also shows how a set 350
of data items is processed by the conversion module
840a to produce the operating data set 360. This oper-
ating data set 360 is used as an input to the model trained
by the training data set 255 to obtain the probability that
a delayed discharge will occur for the hospital admission.
[0122] For each of the training data sets shown in Fig-
ure 3A, the data items for producing the respective train-
ing data set may comprise descriptors indicating any of
the features listed above in set of data items 310 for pro-
ducing the operating data set 320.
[0123] The conversion module 840a may perform the
same function transformations to produce the operating
data set feature scores (without producing the labels) as
performed by the conversion module 840 when produc-
ing the equivalent training data set feature scores.
[0124] Reference is made to Figure 10, which illus-
trates an example of how a feature score, which can be
included in the training and operating data sets, is pro-
duced from raw data. Specifically, Figure 10 illustrates
an example of producing a feature score relating to ab-
dominal pain. A set of raw data items relating to a patient’s
health status is shown in this example. This raw data
represents information about a patient that may be ex-
tracted from one or more health records of a patient, or
obtained from an app in the client device, for example.
[0125] The raw data may exist in several different for-
mats. The raw data may include encoded data (e.g. a 5
byte code or 18-digit integer) used to encode patient
health records across the health service. The raw data
may include, or may be wholly, free text. The raw data

may include a numeric value for a measurement de-
scribed by the coded or free text label. Each item of raw
data then comprises at least a coded or non-coded de-
scriptive label. Each item of raw data includes a times-
tamp indicating its time of recordal. At least some items
of raw data may separately indicate a time indicating
when the descriptor applied.
[0126] A pre-processing stage (which is shown as
S310 in Figure 7, which is discussed in more detail below)
is performed by the system, and involves producing a set
of data items in the standard format from the raw data.
The standard format may include descriptors of features
comprising a coded format (e.g. the standard 5 byte code)
and/or comprising free text. The raw data may include
data items in the standard format, and so, for these data
items, no conversion to the standard format takes place.
For example, as shown in Figure 10, the raw data in-
cludes information recording that abdominal pain was
reported on 6 January 2019. This information may be
stored in the patient record as a data item in the standard
format. When the whole data set is placed in the standard
format, a copy of this data item is stored as part of the
standard format data, without being converted to a dif-
ferent format.
[0127] Some of the raw data may not be in the standard
format, but can be mapped to one or more data items in
the standard format. This record in the raw data may be
used to produce a plurality of data items in the standard
format. As shown in Figure 10, the raw data from a pa-
tient’s record contains encoded information recording
that the patient had abdominal pain on the 5th February
2018. The same record on 5th February 2018 also con-
tains an encoded data item indicating that Tylenol was
prescribed. The same record on 5th February 2018 also
contains free text describing the patient symptom of pain
in the right side and indicating Tylenol was prescribed.
From this raw data, three different data items in the stand-
ard format are produced by the system. Each of these
standard format data items is used by the conversion
module to determine the score for the feature ’abdominal
pain’.
[0128] The raw data shown in Figure 10 further in-
cludes a record of "abdo pain" made on 6th January 2019
and a record of "Abdom pain" made on 10th May 2019.
These records are both placed into the set of data items
in the standard format with a date and time at which the
indicated feature was applicable and the relevant coded
or free text information. The record of the weight made
on 10th May 2019 has also been converted during pre-
processing to be in the standard format from the raw for-
mat.
[0129] Once a set of data items from a patient’s records
has been extracted and converted to a set of items in the
standard format, feature extraction (S315a or S315b in
Figure 7) is then performed by the conversion module to
produce scores to be input to a machine learning model
(e.g. a neural network or decision tree). In the example
shown in Figure 10, all of the data items in the standard
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format, with the exception of weight (which is not relevant
to the feature ’Abdominal pain’) are used to determine
the score associated with the feature ’Abdominal Pain’.
The score provides an indication of the impact of the fea-
ture and may, but not exclusively, represent the severity
of the symptom. The score is provided to the machine
learning model as an input when evaluating a result (e.g.
patient outcome, diagnosis) for a patient.
[0130] When determining a feature score in depend-
ence upon the data items, different transformations may
be applied to determine the feature scores in depend-
ence upon the data items. The transformations may vary
between models, with different transformations being ap-
plied to determine scores associated with different mod-
el. The transformations may vary for different types of
features score, with different transformations being ap-
plied to different data items.
[0131] In some examples, the score for a feature is
determined in dependence upon a single data item. For
example, the time of admission of a patient into a hospital
provided in a data item, may be used by the conversion
module to produce a feature score representing this time.
However, in other cases, the score that is assigned to a
particular feature may be determined in dependence up-
on the number of times that the relevant data items ap-
pear in the set of data items. For example, in the example
of Figure 10, the score assigned for abdominal pain may
be higher due to multiple data items indicating abdominal
pain that are present in the standard format data.
[0132] Although the score for certain features may be
dependent upon the number of times that certain data
items appear in the set of data items, there may be certain
limitations upon the counting of data items when deter-
mining the score. Specifically, the score that is calculated
in dependence upon the number of data items depends
upon whether a plurality of the data items were recorded
within a certain time window. If a plurality of data items
were recorded within a predefined time window, those
plurality of data items are counted as being a single data
item for the purposes of determining the feature score.
The time windows repeat sequentially one after the other.
[0133] In an example, a time period of one day may be
defined for calculating a score associated with abdominal
pain. A plurality of sequential time windows of one day
are defined. Any data items indicating abdominal pain
that fall within a particular one day time window are treat-
ed as a single data item for the purposes of determining
the feature score.
[0134] Another way in which the score that is assigned
to a particular feature may depend upon the applicable
time associated with the data items is through the use of
a decay function. For example, when determining a
score, more weight may be given to records that were
made more recently or for which the applicable time is
more recent. For example, when determining the score
to be assigned for chest pain, the information that chest
pain was recorded on 5 February 2018, may be given
more weight than the information that chest pain was

recorded on 10 May 2017. The calculation of the score
is performed using rule based operations executed by
the conversion module. The rules may be based on math-
ematical functions, for example linear or sigmoid. Param-
eters for the rules can be adjusted (gradient, mini-
mum/maximums, coefficients) during the optimisation
phase (S340 in Figure 7). For example, the contribution
to a score for chest pain may be adjusted to approach
zero as the time elapsed since a data item indicating
chest pain approaches 2 years.
[0135] Another way of generating the score is to use
a binary score for indicators which are either present or
not present. For example, a family history of the particular
disease is scored by 1 or 0 for a patient, regardless of
the number of times a family history of the disease ap-
pears in the set of data items for that patient. For example,
a person either has a family history of heart disease or
they do not, and a score associated with a family history
of heart disease will be set to either 1 or 0.
[0136] Another technique for generating a score that
is performed by the conversion module is to determine
the score in dependence upon the rate of change of a
numeric value indicating by a series of data items. For
example, the conversion module may determine a score
indicating the rate of change of a patient’s health condi-
tion in dependence a plurality of data items, each com-
prising a descriptor for that health condition.
[0137] Another way of generating a score is to gener-
ate an average of values which have been reported over
a time period. For example, if a column in the training
data set relates to smoking, and the patient has reported
different number of cigarettes being smoked per day at
different times in their history, an aggregate number can
be recorded as the score. The aggregate number could,
for example, be an average or a mean, or any other sta-
tistical representation of the individually reported num-
bers. One possibility is a rolling mean of previously col-
lected values. Such a rolling mean may be applied to
determine a score associated with blood test values.
[0138] The conversion module also applies categori-
sation to determine the scores for a particular patient.
For example, each data item may be placed into a cate-
gory depending upon a value for a feature that it repre-
sents. A statistical operation (e.g. averaging or determin-
ing standard deviation) is then performed to the catego-
risation values to obtain a score for the feature. A numeric
value is associated with each category and is assigned
for each data item in that category. The average of the
numeric values for each data item is determined and used
to provide a score for a patient. The standard deviation
of the determined numeric values may also be deter-
mined and used for determining the score for the patient.
[0139] In some cases, as mentioned, the data items
may comprise metadata. For example, a data item rep-
resenting a blood test measurement may comprise an
indication of the units of measurement. The conversion
module calculate the features scores in dependence up-
on this metadata. For example, the conversion module
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may interpret the descriptor (e.g. containing a blood test
result) using the metadata (e.g. the unit of measurement
for the blood test result).
[0140] The following description provides an example
explanation of machine learning processes that may be
used to implement embodiments of the application. Fur-
thermore, a description of the hardware in which embod-
iments may be implemented is provided.
[0141] Machine Learning is a branch of research for
enabling computer systems to solve problems and per-
form tasks without explicit instructions. Machine learning
systems autonomously analyse data sets, referred to as
’training data’, in order to train mathematical models dur-
ing a training phase. Once trained on the basis of the
training data, the mathematical model is then applied to
data sets to make predictions and/or decisions during an
operating phase.
[0142] There are two distinct types of machine learn-
ing, referred to as supervised learning and unsupervised
learning. In supervised learning, the training data for con-
structing the model includes both input data and desired
output data. The parameters of the model are tuned on
the basis of the input data so as to result in a model that
is able to approximately generate the output data from
the input data. The output data typically comprises a set
of labels that have been provided by humans to label the
sets of input data.
[0143] Supervised learning may be used to perform
classification of input data into a particular category. For
example, a mathematical model that is trained to perform
optical character recognition may, when provided with
data representing an image of a letter of the alphabet,
output an indication of the one of the 26 different letters
of the alphabet that is shown in the image. This type of
model is referred to as a classifier model, since the image
is classified into one of a set of categories (i.e. letters of
the alphabet). Another type of supervised learning model
may be used to perform regression analysis of input data.
In this case, the output data comprises one or more con-
tinuous values rather than a discrete class. For example,
a mathematical model may be trained to output an esti-
mate for the value of a property given a set of input data,
including location, size, age, etc.
[0144] In unsupervised learning, the training data for
constructing the model includes input data, but does not
include labels or outputs of the model. Instead of training
the model to reproduce the output data from the input
data, in unsupervised learning, the model is trained on
the basis of commonalities in the training data and pro-
vides outputs based on the presence or absence of those
commonalities in the future input data. Unsupervised
learning has applications in dimensionality reduction and
in cluster analysis.
[0145] One type of model widely used in the field of
machine learning is the artificial neural network. Neural
networks comprise arrangements of sets of nodes which
are interconnected by links and which interact with each
other. The principles of neural networks in computing are

based on information about how electrical stimuli convey
information in the human brain. For this reason, the nodes
are often referred to as neurons. They may also be re-
ferred to as vertices. The links are sometimes referred
to as edges. The network can take input data and certain
nodes perform operations on the data. The result of these
operations is passed to other nodes. The output of each
node is referred to as its activation or node value. Each
link is associated with a weight. A weight defines the con-
nectivity between nodes of the neural network. Many dif-
ferent techniques are known by which neural networks
are capable of learning, which takes place by altering
values of the weights.
[0146] Figure 4 shows an extremely simplified version
of one arrangement of nodes in a neural network. This
type of arrangement is often used in learning or training
and comprises an input layer of nodes, a hidden layer of
nodes and an output layer of nodes. In reality, there will
be many nodes in each layer, and nowadays there may
be more than one layer per section. Each node of the
input layer Ni is capable of producing at its output an
activation or node value which is generated by carrying
out a function on data provided to that node. A vector of
node values from the input layer is scaled by a vector of
respective weights at the input of each node in the hidden
layer, each weight defining the connectivity of that par-
ticular node with its connected node in the hidden layer.
In practice, networks may have millions of nodes and be
connected multi-dimensionally, so the vector is more of-
ten a tensor. The weights applied at the inputs of the
node Nh are labelled w0....w2. Each node in the input
layer is connected at least initially to each node in the
hidden layer. Each node in the hidden layer can perform
an activation function on the data which is provided to
them and can generate similarly an output vector which
is supplied to each of the nodes No in the output layer
N0. Each node weights its incoming data, for example by
carrying out the dot product of the input activations of the
node and its unique weights for the respective incoming
links. It then performs an activation function on the
weighted data. The activation function can be for exam-
ple a sigmoid. See Figure 5. The network learns by op-
erating on data input at the input layer, assigning weights
to the activations from each node and acting on the data
input to each node in the hidden layer (by weighting it
and performing the activation function). Thus, the nodes
in the hidden layer operate on the weighted data and
supply outputs to the nodes in the output layer. Nodes
of the output layer may also assign weights. Each weight
is characterised by a respective error value. Moreover,
each node may be associated with an error condition.
The error condition at each node gives a measure of
whether the error in the weight of the node falls below a
certain level or degree of acceptability. There are differ-
ent learning approaches, but in each case there is a for-
ward propagation through the network from left to right
in Figure 4, a calculation of overall error, and a backward
propagation from right to left in Figure 4 through the net-
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work of the error. In the next cycle, each node takes into
account the back-propagated error and produces a re-
vised set of weights. In this way, the network can be
trained to perform its desired operation.
[0147] Different types of neural network are known.
One type of neural network is a feedforward neural net-
work, in which the information in the network travels
through the network in only one direction from the input
layer to the output layer. In each case, the activation of
the next layer depends upon the activation of the previous
layer and the weights of the connections between the
two layers. Feed forward neural networks can be time
aware, in which case, the activation of a particular node
is dependent upon time values associated with the input
data. Another type of neural network is a recurrent neural
network, in which, outputs from nodes of the neural net-
works are provided as inputs to earlier nodes in the neural
network. This may be performed by providing the outputs
of the neural network as inputs to the neural network.
Alternatively, this may be performed by nodes in the hid-
den layer/s of the network receiving as inputs, their pre-
vious output from one or more iterations prior to their
current iteration. A special type of recurrent neural net-
work is a Long Short Term Memory (LSTM) neural net-
work, in which nodes retain information for longer periods
of time and are, therefore, capable of processing data
having time gaps.
[0148] Other than neural networks, another model that
may be used for performing machine learning is a deci-
sion tree. A decision tree is an example of a supervised
machine learning model. Reference is made to Figure 6,
which illustrates an example of a decision tree 200. The
decision tree 200 comprises a series of nodes. During
the operating phase, input data is provided to the top of
the decision tree, and decisions are made on the basis
of the data to reach a certain output at the bottom of the
tree. The decision tree 200 comprises a root node 205,
which represents the start of the decision tree. At the root
node 205 a decision is made on the basis of every set of
input data fed into the tree, as to which branch of the tree
to proceed down for that set of data. The decision made
for a first set of data at the root node 205 may cause the
decision process to proceed to decision node 210a. On
the other hand, a decision made for a second set of data
at the root node 205 may cause the decision process to
proceed to decision node 210b.
[0149] When the process has proceeded to one of the
decision nodes 210a, 210b, a decision associated with
the particular decision node is then made by applying
certain criteria to the set of input data. This decision is
then used to determine the next node in the decision tree,
to which the process proceeds. This next node may be
a further decision node, such as decision node 210c or
it may be a terminal node (i.e. a leave), such as terminal
nodes 215a, 215b, 215c, 215d, 215e. Each of the termi-
nal nodes represents an output or target value of the
decision tree. Hence, by making decisions based on the
input values at the root node 205 and each subsequent

decision node, the model eventually identifies a terminal
node and corresponding output. Hence, decision trees
can be used to produce an output from one or more input
values.
[0150] One type of decision tree is a classification tree,
which classifies the one or more input values into a dis-
crete category. Another type of decision tree is a regres-
sion tree, where the target variable changes continuously
with the input values.
[0151] Therefore, as described, a decision tree may
be used, during an operating phase, to output a classifi-
cation and/or a continuous value in dependence upon
the input value. During the training phase, the decision
tree can be trained by splitting the input data into different
subsets based on the values in the input data. The proc-
ess is repeated on each subset in a recursive manner,
until either the data points in a subset at a node in the
tree all have the same value for the output or when split-
ting no longer adds value to the predictions. Once a de-
cision tree is trained, it is then applied to new input data,
during an operating phase, to determine previously un-
known results.
[0152] One limitation present in the use of such deci-
sion trees, is their tendency to overfit to the data used to
train them. Partitioning the data into subsets until all of
the data points correspond to the same output, overfits
to the training data, such that poor predictions for future
input data sets during the operating phase may result.
To overcome this limitation a technique known as a ran-
dom forest may be applied. A random forest involves,
during the training phase, constructing a plurality of de-
cision trees using randomly selected different subsets of
the input data. During the operating phase, the same
input is provided to each of the decision trees. In the case
of classification, the output from the random forest is the
mode of the outputs from each of the individual decision
trees. On the other hand, in the case of regression anal-
ysis, the output from the random forest is the mean of
the outputs from each of the individual decision trees.
Applying this random forest, where the outputs from a
plurality of decision trees are averaged, addresses the
problem of overfitting to the data.
[0153] Another type of model that may be used for ma-
chine learning is a clustering algorithm, such as the k-
mean clustering algorithm. This is a type of unsupervised
machine learning, which is used to assign different data
points into different groups. The algorithm iteratively as-
signs each data point to one of k groups based on the
features that are provided.
[0154] Reference is made to Figure 7, which illustrates
an overall process 300 by which machine learning can
be applied to analyse data. The Figure illustrates one or
more data sources 302, which could be, for example, one
or more databases storing patient records or a memory
storing data input at a terminal. At S305 data is selected
from the one or more data sources 302. The data selec-
tion is carried out in dependence upon the particular re-
quest that is being carried out. For example, a certain set
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of data may be extracted for estimating a hospital stay
time for a patient. A different set of data may be extracted
for outputting a possible diagnosis for a patient.
[0155] At S310, the selected data is enriched and pre-
processed. Enriching the data comprises augmenting the
raw data with further information. This information may
allow for the data to be interpreted and converted to a
standard format. This information may be provided on
demand. For example, based on the received raw data,
the system determines that further information is required
for providing to the machine learning model. This further
information can be retrieved and applied to augment the
data from the selected raw data.
[0156] The pre-processing step involves converting
the raw data retrieved at S305 into a standard format that
can be analysed. Since the data retrieved at S305 may
be retrieved from multiple sources, this retrieved raw data
may exist in multiple different formats. By pre-processing
the data at S310, the information from the data is con-
verted to a standard format for analysis. The pre-process-
ing carried out at S310 also includes any necessary data
cleansing operations. These operations are performed
on the raw data to correct or remove any corrupt or in-
accurate parts of the data.
[0157] At S315a, features and labels are extracted
from the pre-processed data resulting from S310 to pro-
duce a training data set. The feature extraction comprises
extracting information that is suitable for providing to a
machine learning model from the data to train the model.
This stage involves deriving from the data in the standard
format, a set of input values (i.e. scores) representing
the features for providing to a machine learning model
and labels. These features and labels are used for train-
ing one or more models during the training phase. The
labels represent expected outputs from a model. Togeth-
er the feature scores and labels constitute one or more
training data sets.
[0158] At S320, the features and labels extracted from
the data at S315a are used to train a model selected from
amongst a plurality of candidate models. A candidate
model is selected from a set of candidate models that is
suitable for performing a particular analysis. For exam-
ple, a first type of model may be suitable for outputting a
possible diagnosis for a patient. Another type of model
may be more suitable for estimating the waiting time for
a patient. The selected model is trained in a supervised
manner using the features and labels extracted at S315a.
The model selection may be made prior to the feature
extraction process, with the features extracted from the
data items being dependent upon the selected model.
[0159] During training at S320, the parameters (e.g.
the weights for a neural network) of the model are tuned
so as to reproduce the labels from the features. By doing
so, a trained model is produced.
[0160] At S315b, feature extraction is performed for an
operating phase. Input values representing features are
determined from a set of data items (as discussed above
for steps S305, S310, and S315a) and provided to a

trained model during an operating phase. The operating
data set that is determined at this step does not include
the labels present in the training data set. Furthermore,
each operating data set is associated with a different
event.
[0161] At S325, the trained model is applied to the fea-
tures extracted from a data set provided at S315b. The
trained model outputs results, which at S330 can be an-
alysed in a number of ways. The results may be displayed
to a user on a user interface. The results may be used
to inform decision making, e.g. by providing a recom-
mended treatment for a patient. The results may be used
to perform further analytics.
[0162] At S335, the analysis of the outputs from the
models is used to perform re-training of the models. The
re-training may be performed in dependence upon data
provided at a later date that can be used to optimise the
model.
[0163] At S340, optimisation of one or more of the stag-
es in the machine learning pipeline is carried out. This
optimisation is carried out on the basis of the results and
the analysis carried out at S330. For example, indications
of the accuracy of the machine learning that are deter-
mined by comparing the results of the machine learning
to future results () can be used to optimise different stages
in the pipeline. The optimisation may involve comparing
results from different models and selecting a model from
amongst the candidate models in response to determin-
ing that this selected model yields superior results to an-
other candidate model.
[0164] The optimisation involves optimising any of the
other stages in the pipeline, such as modifying the data
selection at S305 so as to modify the data selected from
the databases 302 for analysis by one or more machine
learning models. The optimisation may involve modifying
the enrichment stage of the pipeline so that new or dif-
ferent types of data are used for augmenting data sets.
The optimisation may involve modifying the format into
which raw data is placed during pre-processing. The op-
timisation may involve modifying the feature extraction
performed at S315a/S315b, so that different features are
extracted or that different input values are used to rep-
resent the features.
[0165] Reference is made to Figure 8, which illustrates
a data processing system 600, in which embodiments of
the application may be implemented. The system 600
provides one or more machine learning models, and may
execute these model during an operating phase. The sys-
tem 600 may train these models. The system 600 may
provide the system 800 illustrated in Figure 1A and/or
the system 40 illustrated in Figure 1.
[0166] The system 600 is shown as a single enclosed
apparatus. However, in some embodiments, the system
600 is a distributed system, with multiple data processing
apparatuses operating in communication with one other.
The system 600 may comprise a server, back-end sys-
tem, or the like for performing processing on behalf of
one or more client devices.
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[0167] The system 600 comprises at least one random
access memory 610, at least one read only memory 620,
at least one data processing unit 640, 630 and an in-
put/output interface 650. The memories 610, 620, store
data for inputting to the one or more models and for stor-
ing results of the processing performed during execution
of the one or more models. At least one of the memories
610, 620 store data items associated with the patients
and the operating data that is obtained from the data
items by the conversion module. At least one of the mem-
ories 610, 620 additionally store computer executable
code which, when executed by at least one data process-
ing unit 620, 630, provide the one or more machine learn-
ing models and the conversion module. At least one of
the data processing units 630, 640 performs one or more
of: the processing associated with the one or more mod-
els, the training of the models, and any necessary pre-
processing of data for use by the models. At least one of
the data processing units 630, 640 execute the computer
executable code to provide the one or more models, the
API, conversion module, and model supervisor. Via the
interface 650, the system 600 receives the data items for
constructing the training data sets and/or the data items
for constructing the operating data sets. The system 600
additionally sends via the interface 650, the results pro-
duced by running the models on input data.
[0168] Therefore the described example embodiments
of the application may be implemented by one or more
of the data processing units 620, 630 of the system. The
data processors may be of any type suitable to the local
technical environment, and may include one or more of
general purpose computers, special purpose computers,
microprocessors, digital signal processors (DSPs), ap-
plication specific integrated circuits (ASIC), gate level cir-
cuits and processors based on multi core processor ar-
chitecture, as non-limiting examples. An appropriately
adapted computer program code product or products
may be executed on one or more of the data processing
units 620, 630 for implementing the example embodi-
ments. The program code product for providing the op-
eration may be stored on, provided and embodied by
means of an appropriate carrier medium.
[0169] As noted, the system 600 on which data is proc-
essed using the one or more models may perform the
processing on behalf of one or more client devices or
terminals (e.g. triaging terminals) that are configured to
communicate with the system 600. Reference is made
to Figure 9, which illustrates an example of an electronic
device 700, which functions as such a client device 700.
The electronic device 700 may be a mobile user equip-
ment (UE), a personal computer (PC), a terminal or work-
station or some other form of device. The device 700 may
provide any of the triaging terminals 25 illustrated in Fig-
ure 1.
[0170] The device 700 comprises an interface 740 over
which it sends and receive signals with the system 700.
The interface 740 may be a transceiver apparatus con-
figured to send and receive communications over a radio

interface. The transceiver apparatus may be provided,
for example, by means of a radio part and associated
antenna arrangement. The antenna arrangement may
be arranged internally or externally to the device 700.
[0171] The device 700 is provided with at least one
data processing entity 715, at least one random access
memory 720, at least one read only memory 725, and
other possible components 730 for use in software and
hardware aided execution of tasks it is designed to per-
form, including control of, access to, and communications
with access systems and other communication devices.
The at least one random access memory 720 and the at
least one read only memory 725 may be in communica-
tion with the data processing entity 715, which may be a
data processor. The data processing, storage and other
relevant control apparatus can be provided on an appro-
priate circuit board and/or in chipsets. A user may control
the operation of the device 700 by means of a suitable
user interface such as key pad 710, voice commands,
touch sensitive screen or pad, combinations thereof or
the like. A display 705, a speaker and a microphone can
be also provided in the device 700. The display 705 en-
ables a user to select data for processing by the system
600 and/or view results of the processing. Furthermore,
the device 700 may comprise appropriate connectors (ei-
ther wired or wireless) to other devices and/or for con-
necting external accessories, for example hands-free
equipment, thereto.
[0172] At least one of the memories 720, 725 may be
configured to store at least some of the data items that
are used by the system 600 to construct the operating
and/or training data sets. The at least one data process-
ing entity 715 is configured to cause these data items to
be sent via interface 730 to the system 600 for process-
ing. The at least one data processing entity 715 may ad-
ditionally or alternatively cause the sending of an instruc-
tion via interface 730 to cause data items to be retrieved
from a further entity 600 and delivered to the system for
constructing operating and/or training data sets.
[0173] The device 700 may additionally receive results
(e.g. assignment of medical resources to a patient) of
processing by one or more machine learning models op-
erating on the system 600. These results are received
by the interface 730 and stored in at least one of the
memories 720, 725. The results may be displayed to a
user of the device 700 on the display 705.

Claims

1. A computer system for controlling access to medical
resources, the system comprising at least one proc-
essor configured to:
provide at least one trained machine learning model
which has been trained on a training data set com-
prising healthcare event associated data, the at least
one trained machine learning model having an input
for receiving at least one operating data set associ-
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ated with a particular healthcare event and an output
for generating at least one value associated with the
particular healthcare event;

provide the at least one operating data set to the
trained model and to receive the at least one
value; and
in dependence upon the at least one value, gen-
erate an indication of an assignment of medical
resources for a patient associated with the
event.

2. A computer system as claimed in claim 1, wherein
the at least one processor is configured to generate
the at least one operating data set in dependence
upon data input at a client device.

3. A computer system as claimed in claim 1 or claim 2,
wherein the at least one processor is configured to:

request data from a data store in dependence
upon data input at a client device; and
generate the at least one operating data set in
dependence upon the data requested from the
data store.

4. A computer system as claimed in any preceding
claim, wherein the at least one value comprises at
least one probability associated with one or more
diagnoses for the patient.

5. A computer system as claimed in any preceding
claim, wherein the at least one value comprises an
indication of available healthcare resources.

6. A computer system as claimed in any preceding
claim, wherein the at least one value comprises a
predicted outcome associated with the particular
healthcare event.

7. A computer system as claimed in any preceding
claim, wherein the indication of the assignment of
medical resources comprises a medical appoint-
ment booking.

8. A computer system as claimed in any preceding
claim, wherein the indication of the assignment of
medical resources comprises at least one of:

an indication of a selected test for a patient; and
an indication of a selected treatment for a pa-
tient.

9. A computer system as claimed in any preceding
claim, wherein the at least one trained machine
learning model comprises a plurality of machine
learning models, each of the plurality of models hav-
ing an input for receiving an operating data set as-

sociated with the particular healthcare event and an
output for generating at least one value associated
with the particular healthcare event,
wherein the at least one processor is configured to:

provide a first operating data set to a first of the
models to generate a first at least one value;
provide a second operating data set to a second
of the models to generate a second at least one
value; and
in dependence upon both the first at least one
value and the second at least one value, gener-
ate an indication of an assignment of medical
resources for the patient associated with the
event.

10. A computer system as claimed in claim 9, wherein
the at least one processor is configured to:

in dependence upon the first at least one value,
generate an initial indication of an assignment
of medical resources for the patient;
subsequently, perform the providing the second
operating data set to the second of the models
to generate the second at least one value; and
subsequently, in dependence upon the second
at least one value, generate the indication of the
assignment of medical resources for the patient.

11. A computer system as claimed in any preceding
claim, comprising a client device and a back-end sys-
tem, wherein the back-end system comprises at
least one processor configured to:

perform the providing the at least one operating
data set to the at least one trained model and
receiving the at least one value;
cause the at least one value to be provided to
the client device,
wherein the client device comprises at least one
processor configured to, perform the generation
of the indication of the assignment of medical
resources in dependence upon the at least one
value.

12. A computer system as claimed in any preceding
claim, comprising a client device and a back-end sys-
tem, wherein the back-end system comprises at
least one processor configured to:

perform the providing the at least one operating
data set to the at least one trained model and
receiving the at least one value;
perform the generation of the indication of the
assignment of medical resources in depend-
ence upon the at least one value; and
provide the indication of the assignment of med-
ical resources to the client device.
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13. A computer system as claimed in any preceding
claim, wherein the at least one processor is config-
ured to provide one or more further operating data
sets to the at least one trained model to obtain one
or more further values, wherein each of the one or
more further operating data sets is associated with
a different patient,
wherein the generation of an indication of an assign-
ment of medical resources for the patient associated
with the event is performed in dependence upon the
one or more further values.

14. A computer system as claimed in claim 13, wherein
the at least one value comprises an indication of a
value of assigning a first medical resource to the pa-
tient associated with the event, wherein at least one
of the one or more further values comprises an indi-
cation of a value of assigning the first medical re-
source to a further patient,
wherein the generation of an indication of an assign-
ment of medical resources for the patient associated
with the event comprises comparing the value of as-
signing the first medical resource to the patient as-
sociated with the event with the value of assigning
the first medical resource to the further patient so as
to prioritise access to the first medical resource.

15. A computer implemented method for controlling ac-
cess to medical resources, the method comprising:

provide at least one trained machine learning
model which has been trained on a training data
set comprising healthcare event associated da-
ta, the at least one trained machine learning
model having an input for receiving at least one
operating data set associated with a particular
healthcare event and an output for generating
at least one value associated with the particular
healthcare event;
provide the at least one operating data set to the
trained model to receive the at least one value;
and
in dependence upon the at least one value, gen-
erate an indication of an assignment of medical
resources for a patient associated with the
event.
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