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(54) SIMPLE HIERARCHICAL LABEL-SWITCHED PATHS

(57) A device may identify a portion of a la-
bel-switched path (LSP) on which a simple hierarchical
LSP (sH-LSP) is to be used for transferring traffic via a
network. The device may determine attribute information
associated with the sH-LSP. The attribute information
may include information associated with one or more
characteristics of the sH-LSP. The device may provide
an indication associated with identifying an available
sH-LSP or creating a sH-LSP. The indication may include

the attribute information associated with the sH-LSP, and
may be being provided to cause the sH-LSP to be created
on the portion of the LSP or an available sH-LSP, asso-
ciated with the portion of the LSP, to be identified. The
device may receive, based on providing the indication,
an identifier associated with the sH-LSP. The device may
cause the LSP to be set up based on the identifier asso-
ciated with the sH-LSP.
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Description

BACKGROUND

[0001] A label-switched path (LSP) is a network path
through a label switching network, such as a Multi-Pro-
tocol Label Switching (MPLS) network. The LSP may be-
gin at an ingress device located at an edge of the label
switching network (e.g., a first label edge router (LER)),
and may include one or more intermediate network de-
vices (e.g., one or more label switched routers (LSRs))
before ending at an egress device at the edge of the label
switching network (e.g., a second LER).

SUMMARY

[0002] Particular aspects and embodiments are set out
in the appended claims.
[0003] According to some possible implementations,
a method may include: identifying, by a device, a portion
of a label-switched path (LSP) on which a simple hierar-
chical LSP (sH-LSP) is to be used for transferring traffic
via a network; determining, by the device, attribute infor-
mation associated with the sH-LSP, where the attribute
information may include information associated with one
or more characteristics of the sH-LSP; providing, by the
device, an indication associated with identifying an avail-
able sH-LSP or creating a sH-LSP, where the indication
may include the attribute information associated with the
sH-LSP, and where the indication may be provided to
cause the sH-LSP to be created on the portion of the LSP
or an available sH-LSP, associated with the portion of
the LSP, to be identified; receiving, by the device and
based on providing the indication, an identifier associated
with the sH-LSP; and causing, by the device, the LSP to
be set up based on the identifier associated with the sH-
LSP.
[0004] According to some possible implementations,
a device may include one or more processors to: identify
a portion of a label-switched path (LSP) for which a simple
hierarchical LSP (sH-LSP) is to be used to transfer traffic
across a network; determine attribute information asso-
ciated with the sH-LSP, where the attribute information
may identify one or more characteristics of the sH-LSP;
and provide information associated with setting up the
LSP, where the information may include information in-
dicating that the sH-LSP is to be used on the portion of
the LSP and the attribute information associated with the
sH-LSP, and where the information may be provided to
cause the sH-LSP to be automatically created on the
portion of the LSP or to cause an available sH-LSP, ex-
isting on the portion of the LSP, to be identified.
[0005] According to some possible implementations,
a method may include: receiving, by a device, an indica-
tion associated with a simple hierarchical label switched
path (sH-LSP), where the sH-LSP may be associated
with a portion of a LSP, and where the indication may
include attribute information associated with the sH-LSP;

determining, by the device, whether an existing sH-LSP,
associated with the portion of the LSP, is available to be
used on the portion of the LSP; selectively: creating the
sH-LSP based on determining that the existing sH-LSP
is not available to be used on the portion of the LSP,
where the sH-LSP may be created based on the attribute
information, or identifying that the existing sH-LSP is to
be used on the portion of the LSP based on determining
that the existing sH-LSP is available; and providing, by
the device, an identifier associated with the created sH-
LSP or an identifier associated with the existing sH-LSP,
where the identifier may be provided to permit the LSP
to be set up based on the identifier.

BRIEF DESCRIPTION OF THE DRAWINGS

[0006]

Figs. 1A-1H are diagrams of an overview of an ex-
ample implementation described herein;
Fig. 2 is a diagram of an example environment in
which systems and/or methods, described herein,
may be implemented;
Figs. 3A and 3B are diagrams of example compo-
nents of one or more devices of Fig. 2;
Fig. 4 is a flow chart of an example process for pro-
viding an indication, associated with setting up a
LSP, that includes an identifier associated with a sim-
ple hierarchical LSP; and
Fig. 5 is a flow chart of an example process for pro-
viding an indication, associated with setting up a
LSP, that includes attribute information associated
with a simple hierarchical LSP.

DETAILED DESCRIPTION

[0007] The following detailed description of example
implementations refers to the accompanying drawings.
The same reference numbers in different drawings may
identify the same or similar elements.
[0008] Aggregating LSPs to create a hierarchy of LSPs
may allow for improved scalability of a label switching
network (e.g., an MPLS network, a Generalized MPLS
(GMPLS) network, etc.). For example, creating a hierar-
chy of LSPs (e.g., such that an LSP includes a set of a
label-switched concatenation of physical interfaces
and/or a set of hierarchical LSPs (H-LSPs)), may allow
for improved scalability of an MPLS network. One man-
ner in which such a hierarchy may be created is by con-
figuring a router (e.g., a LER, a LSR, etc.) to form an H-
LSP when creating a LSP by, for example, advertising
the LSP as a Traffic Engineering (TE) link (e.g., on a
same Interior Gateway Protocol (IGP) instance as an IGP
instance that was used to create the LSP). The router
may then allow other routers to use the H-LSP for path
computation and/or may nest other H-LSPs created by
the other routers into the H-LSP (e.g., by using the label
stack construct). As such, the H-LSP may include a set
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of hierarchically next-lower H-LSPs where, at a lowest
layer, a hierarchy may include a set of label-switched
sequences of physical interfaces (e.g., as with traditional
LSPs). Similarly, the H-LSP may be included in a hierar-
chically next-higher H-LSP.
[0009] However, distributed management (e.g., de-
ployment, configuration, maintenance, creation, etc.) of
H-LSPs within the network may require a significant
amount of overhead within the network and/or by a user.
For example, management of H-LSPs within the network
may need to be configured on a per router basis. As such,
due to the distributed nature of managing H-LSPs, it may
not be possible for a centralized entity (e.g., a Path Com-
putation Element (PCE)) to instruct a router to create an
H-LSP, even though such instruction may simplify man-
agement of the H-LSP and/or an overlay LSP that in-
cludes the H-LSP.
[0010] Implementations described herein may provide
for a simple H-LSP (sH-LSP) for which management is
simplified such that an amount of resources and/or an
amount of user configuration is reduced (e.g., as com-
pared to a traditional H-LSP). In some implementations,
a sH-LSP differs from a traditional H-LSP in that a cen-
tralized entity, such as a PCE, may cause the sH-LSP to
be created (while is not possible for a centralized entity
to cause a traditional H-LSP to be created). For example,
the PCE may indicate that the sH-LSP is to be used on
a particular portion of a LSP associated with a network
and, thus, may instruct another device to create the sH-
LSP or identify of an existing sH-LSP for use in the LSP.
The sH-LSP also differs from the traditional H-LSP in that
the sH-LSP may be kept private (i.e., not advertised) such
that only the PCE and a head end node, associated with
the sH-LSP, know of the existence of the sH-LSP (while
existence of the traditional H-LSP may be advertised to
other devices).
[0011] In some implementations, the PCE may cause
the LSP to be set up after the PCE receives an identifier
associated with the sH-LSP. In some implementations,
after the sH-LSP is created, the sH-LSP identifier (e.g.,
a TE link identifier) may be kept private (i.e., may not
advertised) such that only the PCE and/or a head end
node of the sH-LSP store or have access to the sH-LSP
identifier. This may prevent overuse and/or congestion
of the sH-LSP since the PCE may monitor and/or manage
use of the sH-LSP for various traffic flows. In some im-
plementations, the PCE may cause the LSP to be set up
based on providing attribute information associated with
the sH-LSP (e.g., such that the sH-LSP is created or iden-
tified during setup of the LSP).
[0012] Figs. 1A-1H are diagrams of an overview of ex-
ample implementations 100 and 150 described herein.
For the purposes of example implementations 100 and
150, assume that a PCE has received an indication to
initiate setup of a LSP for transferring traffic between a
first edge device of a first network (e.g., ND1 in network
1) and a second edge device of a second network (e.g.,
ND12 in network 2). Further, assume that the PCE is

configured to identify one or more portions of the LSP on
which sH-LSPs are to be used when setting up the LSP.
[0013] A sH-LSP may include an H-LSP that is auto-
matically (e.g., without user intervention) and/or dynam-
ically created based on an instruction and/or attribute in-
formation provided by the PCE (and/or an edge device
with intelligence similar to the PCE). As such, in some
implementations, the sH-LSP may be an H-LSP for which
creation, configuration, management, maintenance, or
the like, requires fewer network resources, processing
resources, memory resources, and/or less user config-
uration than a traditional H-LSP.
[0014] As shown in Fig. 1A, for example implementa-
tion 100, the PCE may receive the indication to initiate
the setup of the LSP and may determine (e.g., based on
a configuration of the PCE, based on performing traffic
engineering for network 1, based on performing traffic
engineering for network 2, etc.) that a first sH-LSP is to
be used on a first portion of the LSP (e.g., a sH-LSP from
ND1 to ND5 that traverses network 1) and that a second
sH-LSP is to be used on a second portion of the LSP
(e.g., a sH-LSP from ND5 to ND12 that traverses network
2). In some implementations, the PCE may determine
whether sH-LSPs are to be used on each portion of the
LSP.
[0015] As further shown, after identifying that the first
sH-LSP and the second sH-LSP are to be used, the PCE
may determine attribute information associated with the
first sH-LSP and the second sH-LSP. The attribute infor-
mation may include information that describes one or
more configurations of the sH-LSP such that the sH-LSP
may be capable of supporting the traffic associated with
the LSP. As shown, the PCE may determine first attribute
information associated with the first sH-LSP (e.g., at-
tribute information associated with the sH-LSP from ND1
to ND5) and second attribute information associated with
the second sH-LSP (e.g., attribute information associat-
ed with the sH-LSP from ND5 to ND12).
[0016] As further shown, the PCE may then provide,
to ND1 (i.e., a first device in the first sH-LSP) an indication
associated with the first sH-LSP. As shown, the indication
may include an indication that the first sH-LSP is to be
used for the first portion of the LSP (e.g., from ND1 to
ND5, across network 1) and the first attribute information
associated with the first sH-LSP. As further shown, the
PCE may also provide, to ND5 (i.e., a first device in the
second sH-LSP), an indication associated with the sec-
ond sH-LSP. As shown, the indication may include an
indication that the second sH-LSP is to be used for the
second portion of the LSP (e.g., from ND5 to ND12,
across network 2) and the second attribute information
associated with the second sH-LSP.
[0017] As shown in Fig. 1B, ND1 may receive the in-
dication associated with the first sH-LSP, and may de-
termine whether an existing sH-LSP is available such
that ND1 does not need to create the first sH-LSP. For
example, ND1 may determine that an existing sH-LSP
(e.g., a sH-LSP already supported by ND1) is available
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when an end of the existing sH-LSP matches an end of
the first portion of the LSP (e.g., whether the ND1 already
supports a sH-LSP that ends at ND5), when configura-
tions of the existing sH-LSP match the attribute informa-
tion associated with the first sH-LSP, and/or when the
existing sH-LSP has resources available to support the
traffic associated with the LSP.
[0018] As shown, assume that ND1 determines that
there is no existing sH-LSP available and, therefore, that
ND1 should create the first sH-LSP. As shown, ND1 may
create the first sH-LSP based on the first attribute infor-
mation (e.g., a sH-LSP including ND1, ND4, and ND5).
As further shown, ND1 may provide, to the PCE, an iden-
tifier associated with the first sH-LSP. In some implemen-
tations, the identifier associated with the first sH-LSP may
be kept private such that only the PCE and ND1 are the
only devices to which the first sH-LSP identifier are known
or accessible. This may prevent overuse and/or conges-
tion of the first sH-LSP since other devices may not be
capable of using the first sH-LSP for other traffic flows.
[0019] As shown in Fig. 1C, ND5 may receive the in-
dication associated with the second sH-LSP, and may
determine (e.g., in a manner similar to that described
above) whether an existing sH-LSP is available such that
ND5 does not need to create the second sH-LSP. As
shown, assume that ND5 determines that there is an ex-
isting sH-LSP available (e.g., a sH-LSP including ND5,
ND8, ND7, ND10, and ND12) and, therefore, that ND1
should not create the second sH-LSP. As shown, ND5
may provide, to the PCE, an identifier associated with
the second sH-LSP.
[0020] As shown in Fig. 1D, after the PCE receives the
identifiers associated with the first sH-LSP and the sec-
ond sH-LSP, the PCE may provide an indication associ-
ated with setting up the LSP (e.g., ND1-ND12 LSP Sig-
nal). As shown, the indication may include the identifiers
associated with the first sH-LSP and the second sH-LSP.
As further shown, the LSP may be set up using the iden-
tifiers, and the LSP may be used to transfer traffic across
network 1 and network 2.
[0021] In this way, one or more sH-LSPs may be iden-
tified and/or created, and an LSP may be set up using
one or more identifiers corresponding to the one or more
sH-LSPs. Notably, in example implementation 100, the
first sH-LSP and the second sH-LSP may be created
before the LSP is set up (e.g., based on the identifiers).
Example implementation 150 shows another manner in
which the LSP may be set up using sH-LSPs.
[0022] As shown in Fig. 1E, for example implementa-
tion 150, the PCE may receive the indication to initiate
the setup of the LSP and may determine that the first sH-
LSP is to be used on the first portion of the LSP and that
the second sH-LSP is to be used on the second portion
of the LSP. As further shown, after identifying that the
first sH-LSP and the second sH-LSP are to be used, the
PCE may determine attribute information associated with
the first sH-LSP and the second sH-LSP.
[0023] As further shown, the PCE may then provide,

to ND1 (i.e., a first device in the LSP), an indication as-
sociated with setting up the LSP (e.g., the ND1-ND12
LSP Signal). As shown, the indication, associated with
setting up the LSP, may include the first attribute infor-
mation associated with the first sH-LSP, and the second
attribute information associated with the second sH-LSP
(e.g., rather than sH-LSP identifiers as described with
regard to example implementation 100).
[0024] As shown in Fig. 1F, ND1 may receive the in-
dication associated with setting up the LSP, and may
determine whether an existing sH-LSP is available such
that ND1 does not need to create the first sH-LSP. As
shown, assume that ND1 determines that there is no ex-
isting sH-LSP available and, therefore, that ND1 should
create the first sH-LSP. As shown, ND1 may create the
first sH-LSP based on the first attribute, and may set up
a portion of the LSP associated with the first sH-LSP
(e.g., such that a first portion of the LSP is set up).
[0025] As shown in Fig. 1G, ND1 may then provide the
indication associated with setting up the LSP to a next
edge device associated with the LSP (e.g., ND5 at the
end of the first sH-LSP and the start of the second sH-
LSP). As shown, ND5 may receive the indication asso-
ciated with setting up the LSP, and may determine wheth-
er an existing sH-LSP is available such that ND5 does
not need to create the second sH-LSP. As shown, as-
sume that ND5 determines that there is an existing sH-
LSP available and, therefore, that ND5 should not create
the second sH-LSP. As shown, ND5 may set up a portion
of the LSP associated with the second sH-LSP (e.g., such
that the first portion of the LSP and the second portion
of the LSP are set up).
[0026] As shown in Fig. 1H, after ND5 sets up the sec-
ond portion of the LSP (e.g., including the second sH-
LSP), the set up of the LSP may be complete, and the
LSP (e.g., the LSP from ND1 to ND12) may be used to
transfer traffic across network 1 and network 2.
[0027] In this way, an LSP may be set up concurrently
with one or more sH-LSPs being identified and/or created
based on attribute associated with the one or more sH-
LSPs. Notably, in example implementation 150, the first
sH-LSP and the second sH-LSP may be created during
setup of the LSP (e.g., based on the attribute informa-
tion).
[0028] Fig. 2 is a diagram of an example environment
200 in which systems and/or methods, described herein,
may be implemented. As shown in Fig. 2, environment
200 may include a PCE 205 and two or more networks
210-1 through 210-N (N > 1) (hereinafter referred to col-
lectively as networks 210, and individually as network
210). As shown, each network 210 may include a group
of edge devices 215 (e.g., edge device 215-1 at an edge
of network 210-1, edge device 215-1N at edges of net-
work 210-1 and network 210-N, and edge device 215-N
at an edge of network 210-N), and a group of network
devices 220 (e.g., network device 220-1.1 through net-
work device 220-1.A (A > 1) included in network 210-1,
and network device 220-N.1 through network device 220-
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N.B (B > 1) included in network 210-N). Devices of en-
vironment 200 may interconnect via wired connections,
wireless connections, or a combination of wired and wire-
less connections.
[0029] PCE 205 may include a device capable of iden-
tifying a portion of a LSP on which a sH-LSP is to be used
to transfer traffic, determining attribute information asso-
ciated with the sH-LSP, and causing the LSP to be set
up such that the LSP includes the sH-LSP. For example,
PCE 205 may include a server, a group of servers, a
gateway, a router, a switch, a server, a modem, a network
interface card (NIC), a hub, a bridge, an optical add-drop
multiplexer (OADM), or the like. In some implementa-
tions, PCE 205 may be capable of performing traffic en-
gineering associated with one or more networks 210 by,
for example, analyzing traffic data associated with the
one or more networks 210.
[0030] Network 210 may include one or more wired
and/or wireless label switching networks that support use
of LSPs and sH-LSPs to transfer traffic. For example,
network 210 may include a MPLS network, GMPLS net-
work, or the like. In some implementations, network 210
may include a local area network ("LAN"), a wide area
network ("WAN"), a metropolitan area network ("MAN"),
a telephone network (e.g., the Public Switched Tele-
phone Network ("PSTN")), an ad hoc network, an intran-
et, the Internet, a fiber optic-based network, a private
network, a cloud computing network, and/or a combina-
tion of these or other types of networks. In some imple-
mentations, network 210 may include a group of edge
devices 215 and a group of network devices 220.
[0031] Edge device 215 may include a device, posi-
tioned at an edge of one or more networks 210, that is
capable of creating, using, and/or maintaining a sH-LSP.
For example, edge device 215 may include a server, a
group of servers, a gateway, a router, a switch, a server,
a modem, a NIC, a hub, a bridge, an optical add-drop
multiplexer OADM, or the like. In some implementations,
edge device 215 may be positioned at edges of one or
more networks 210. In some implementations, edge de-
vice 215 may include a LER associated with an MPLS
network.
[0032] Network device 220 may include a device, po-
sitioned at an interior of network 210, that is capable of
transferring traffic via a sH-LSP. For example, network
device 220 may include a server, a group of servers, a
gateway, a router, a switch, a server, a modem, a NIC,
a hub, a bridge, an optical add-drop multiplexer OADM,
or the like. In some implementations, network device 220
may include a LSR associated with an MPLS network.
[0033] The number and arrangement of devices and
networks shown in Fig. 2 are provided as an example.
In practice, there may be additional devices and/or net-
works, fewer devices and/or networks, different devices
and/or networks, or differently arranged devices and/or
networks than those shown in Fig. 2. Furthermore, two
or more devices shown in Fig. 2 may be implemented
within a single device, or a single device shown in Fig. 2

may be implemented as multiple, distributed devices. Ad-
ditionally, or alternatively, a set of devices (e.g., one or
more devices) of environment 200 may perform one or
more functions described as being performed by another
set of devices of environment 200.
[0034] Fig. 3A is a diagram of example components of
a device 300. Device 300 may correspond to edge device
215 and/or network device 220. In some implementa-
tions, edge device 215 and/or network device 220 may
include one or more devices 300 and/or one or more
components of device 300. As shown in Fig. 3A, device
300 may include one or more input components 305-1
through 305-C (C ≥ 1) (hereinafter referred to collectively
as input components 305, and individually as input com-
ponent 305), a switching component 310, one or more
output components 315-1 through 315-D (D ≥ 1) (here-
inafter referred to collectively as output components 315,
and individually as output component 315), and a routing
component 320.
[0035] Input component 305 may include points of at-
tachment for physical links and may be points of entry
for traffic, such as packets. Input component 305 may
process received traffic, such as by performing data link
layer encapsulation or decapsulation. In some imple-
mentations, input component 305 may send packets to
output component 315 via switching component 310.
[0036] Switching component 310 may interconnect in-
put components 305 with output components 315.
Switching component 310 may be implemented using
one or more of multiple, different techniques. For exam-
ple, switching component 310 may be implemented via
busses, via crossbars, and/or with shared memories. The
shared memories may act as temporary buffers to store
traffic from input components 305 before the traffic is
eventually scheduled for delivery to output components
315. In some implementations, switching component 310
may enable input components 305, output components
315, and/or routing component 320 to communicate.
[0037] Output component 315 may include points of
attachment for physical links and may be points of exit
for traffic, such as packets. Output component 315 may
store packets and may schedule packets for transmission
on output physical links. Output component 315 may in-
clude scheduling algorithms that support priorities and
guarantees. Output component 315 may support data
link layer encapsulation or decapsulation, and/or a vari-
ety of higher-level protocols. In some implementations,
output component 315 may send packets and/or receive
packets.
[0038] Routing component 320 may include one or
more processors, microprocessors, field-programmable
gate arrays (FPGAs), application-specific integrated cir-
cuit (ASICs), or similar types of processing components.
In some implementations, routing component 320 may
communicate with other devices, networks, and/or sys-
tems connected to device 300 to exchange information
regarding network topology. Routing component 320
may create routing tables based on the network topology
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information, create forwarding tables based on the rout-
ing tables, and forward the forwarding tables to input
components 305 and/or output components 315. Input
components 305 and/or output components 315 may use
the forwarding tables to perform route lookups for incom-
ing packets.
[0039] The number and arrangement of components
shown in Fig. 3A are provided as an example. In practice,
device 300 may include additional components, fewer
components, different components, or differently ar-
ranged components than those shown in Fig. 3A. Addi-
tionally, or alternatively, a set of components (e.g., one
or more components) of device 300 may perform one or
more functions described as being performed by another
set of components of device 300.
[0040] Fig. 3B is a diagram of example components of
a device 325. Device 325 may correspond to PCE 205.
In some implementations, PCE 205 may include one or
more devices 325 and/or one or more components of
device 325. As shown in Fig. 3B, device 325 may include
a bus 330, a processor 335, a memory 340, a storage
component 345, an input component 350, an output com-
ponent 355, and a communication interface 360.
[0041] Bus 330 may include a component that permits
communication among the components of device 325.
Processor 335 is implemented in hardware, firmware, or
a combination of hardware and software. Processor 335
may include a processor (e.g., a central processing unit
(CPU), a graphics processing unit (GPU), an accelerated
processing unit (APU), etc.), a microprocessor, and/or
any processing component (e.g., an FPGA, an ASIC,
etc.) that interprets and/or executes instructions. In some
implementations, processor 335 may include one or
more processors that are programmed to perform a func-
tion. Memory 340 may include a random access memory
(RAM), a read only memory (ROM), and/or another type
of dynamic or static storage device (e.g., a flash memory,
a magnetic memory, an optical memory, etc.) that stores
information and/or instructions for use by processor 335.
[0042] Storage component 345 may store information
and/or software related to the operation and use of device
325. For example, storage component 345 may include
a hard disk (e.g., a magnetic disk, an optical disk, a mag-
neto-optic disk, a solid state disk, etc.), a compact disc
(CD), a digital versatile disc (DVD), a floppy disk, a car-
tridge, a magnetic tape, and/or another type of computer-
readable medium, along with a corresponding drive.
[0043] Input component 350 may include a component
that permits device 325 to receive information, such as
via user input (e.g., a touch screen display, a keyboard,
a keypad, a mouse, a button, a switch, a microphone,
etc.). Additionally, or alternatively, input component 350
may include a sensor for sensing information (e.g., a glo-
bal positioning system (GPS) component, an accelerom-
eter, a gyroscope, an actuator, etc.). Output component
355 may include a component that provides output infor-
mation from device 325 (e.g., a display, a speaker, one
or more light-emitting diodes (LEDs), etc.).

[0044] Communication interface 360 may include a
transceiver-like component (e.g., a transceiver, a sepa-
rate receiver and transmitter, etc.) that enables device
325 to communicate with other devices, such as via a
wired connection, a wireless connection, or a combina-
tion of wired and wireless connections. Communication
interface 360 may permit device 325 to receive informa-
tion from another device and/or provide information to
another device. For example, communication interface
360 may include an Ethernet interface, an optical inter-
face, a coaxial interface, an infrared interface, a radio
frequency (RF) interface, a universal serial bus (USB)
interface, a Wi-Fi interface, a cellular network interface,
or the like.
[0045] Device 325 may perform one or more processes
described herein. Device 325 may perform these proc-
esses in response to processor 335 executing software
instructions stored by a computer-readable medium,
such as memory 340 and/or storage component 345. A
computer-readable medium is defined herein as a tran-
sitory or non-transitory memory device. A memory device
includes memory space within a single physical storage
device or memory space spread across multiple physical
storage devices.
[0046] Software instructions may be read into memory
340 and/or storage component 345 from another com-
puter-readable medium or from another device via com-
munication interface 360. When executed, software in-
structions stored in memory 340 and/or storage compo-
nent 345 may cause processor 335 to perform one or
more processes described herein. Additionally, or alter-
natively, hardwired circuitry may be used in place of or
in combination with software instructions to perform one
or more processes described herein. Thus, implementa-
tions described herein are not limited to any specific com-
bination of hardware circuitry and software.
[0047] The number and arrangement of components
shown in Fig. 3B are provided as examples. In practice,
device 325 may include additional components, fewer
components, different components, or differently ar-
ranged components than those shown in Fig. 3B. Addi-
tionally, or alternatively, a set of components (e.g., one
or more components) of device 325 may perform one or
more functions described as being performed by another
set of components of device 325.
[0048] Fig. 4 is a flow chart of an example process 400
for providing an indication, associated with setting up a
LSP, that includes an identifier associated with a sH-LSP.
In some implementations, one or more process blocks
of Fig. 4 may be performed by PCE 205 and/or edge
device 215. In some implementations, one or more proc-
ess blocks of Fig. 4 may be performed by another device
or a group of devices separate from or including PCE
205 and/or edge device 215, such as one or more net-
work device 220.
[0049] As shown in Fig. 4, process 400 may include
identifying a portion of a LSP on which a simple hierar-
chical LSP is to be used for traffic to be provided via a
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network (block 410). For example, PCE 205 may identify
a portion of a LSP on which a sH-LSP is to be used for
traffic to be provided via network 210. In some implemen-
tations, PCE 205 may identify the portion of the LSP when
PCE 205 receives information indicating that the traffic
is to be provided via network 210.
[0050] The sH-LSP may include an H-LSP that is au-
tomatically (e.g., without user intervention) and/or dy-
namically created or identified based on an instruction
and/or attribute information provided by PCE 205 (and/or
edge device 215 with intelligence similar to PCE 205).
As such, in some implementations, the sH-LSP may be
an H-LSP for which creation, configuration, manage-
ment, maintenance, or the like, requires fewer network
resources, processing resources, memory resources,
and/or less user configuration than a traditional H-LSP.
For example, since the sH-LSP may be automatically
and/or dynamically created based on the instruction and
the attribute information, an edge device associated with
the sH-LSP need not have intelligence to determine
whether to create the sH-LSP, may not need to store
state information associated with the sH-LSP, and/or
may not need to advertise a link associated with the sH-
LSP.
[0051] The LSP may include a network path through
one or more networks 210 (e.g., one or more MPLS net-
works), including one or more edge devices 215 and one
or more network devices 220, via which the traffic is to
travel based on label switching. In some implementa-
tions, PCE 205 may be configured to cause traffic to
traverse the one or more networks 210 (e.g., via edge
devices 215 and network devices 220) using an LSP
(e.g., an overlay LSP including one or more sH-LSPs).
In some implementations, the LSP may traverse multiple
networks 210. In some implementations, PCE 205 may
identify (e.g., based on a configuration of PCE 205, based
on information associated with the one or more edge de-
vices 215 and/or one or more network devices 220, based
on information associated with network 210, etc.) one or
more portions of the LSP on which sH-LSPs are to be
used, as described below.
[0052] In some implementations, PCE 205 may iden-
tify the portion of the LSP on which the sH-LSP is to be
used based on analyzing information associated with net-
work 210. For example, PCE 205 may be configured to
perform (e.g., in order to improve performance of network
210) traffic engineering for network 210 by, for example,
analyzing, predicting and/or regulating behavior of traffic
travelling via network 210. Here, as a result of performing
traffic engineering, PCE 205 may identify the portion of
the LSP on which the sH-LSP is to be used. In some
implementations, the portion of the LSP may correspond
to a particular network 210 (e.g., such that each portion
of the LSP is associated with a different network 210).
[0053] Additionally, or alternatively, PCE 205 may
identify the portion of the LSP based on information as-
sociated with network 210. For example, PCE 205 may
be store or have access to network policy information

indicating that PCE 205 is to minimize a total number
LSPs in network 210. In this example, PCE 205 may iden-
tify the portion of the LSP based on the network policy
information (e.g., such that the portion of the LSP that
lies within network 210 uses a sH-LSP).
[0054] Additionally, or alternatively, PCE 205 may
identify the portion of the LSP based on information as-
sociated with edge devices 215 and/or network devices
220 of network 210. For example, PCE 205 may store or
have access to device policy information indicating that
PCE 205 is to minimize an amount of memory used by
one or more edge devices 215 and/or one or more net-
work devices 220 to store state information associated
with transferring traffic. In this example, PCE 205 may
identify the portion of the LSP based on the device policy
information (e.g., such that the portion of the LSP that
includes the one or more edge devices 215 and/or the
one or more network devices 220 uses a sH-LSP).
[0055] Additionally, or alternatively, PCE 205 may
identify the portion of the LSP based on receiving user
input indicating that the portion of the LSP is to use the
sH-LSP.
[0056] In some implementations, PCE 205 may iden-
tify one or more portions of the LSP on which sH-LSPs
are to be used. For example, assume that a LSP includes
a first portion associated with a first network 210, a sec-
ond portion associated with a second network 210, and
a third portion associated with a third network 210. Here,
in this example, PCE 205 may identify (e.g., based on
performing traffic engineering) that a first sH-LSP is to
be used on the first portion of the LSP, that a sH-LSP is
not to be used on the second portion of the LSP, and that
a second sH-LSP is to be used on the third portion of the
LSP.
[0057] As such, in some implementations, PCE 205
may identify one or more portions of the LSP on which
sH-LSPs are not to be used. In such a case, PCE 205
may determine a manner in which the traffic is to traverse
the one or more portions of the LSP on which sH-LSPs
are not to be used, such as using a strict network hop, a
loose network hop, or the like.
[0058] As further shown in Fig. 4, process 400 may
include determining attribute information associated with
the simple hierarchical LSP (block 420). For example,
PCE 205 may determine attribute information associated
with the sH-LSP. In some implementations, PCE 205
may determine the attribute information when (e.g., be-
fore, after, concurrently with, etc.) PCE 205 identifies the
portion of the LSP on which the sH-LSP is to be used for
the traffic.
[0059] The attribute information, associated with the
sH-LSP, may include information that describes one or
more configurations of the sH-LSP such that the sH-LSP
may be capable of supporting the traffic. For example,
the attribute information may include information associ-
ated with an attribute flag configuration, information as-
sociated with an automatic bandwidth configuration, in-
formation associated with a sH-LSP bandwidth configu-
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ration, information associated with a re-optimization con-
figuration, information associated with a priority configu-
ration, information associated with a failure protection
configuration, information associated with a route record-
ing configuration, or the like.
[0060] In some implementations, PCE 205 may deter-
mine the attribute information based on identifying the
portion of the LSP on which the sH-LSP is to be used.
For example, as described above, PCE 205 may perform
traffic engineering to identify the portion of the LSP on
which the sH-LSP is to be used. Here, the result of the
traffic engineering may also identify one or more config-
urations of the sH-LSP that are needed to support trans-
fer of the traffic via the sH-LSP.
[0061] In some implementations, PCE 205 may deter-
mine attribute information that includes one or more con-
figurations of the sH-LSP. Additionally, or alternatively,
PCE 205 may determine attribute information that in-
cludes a sH-LSP profile. For example, PCE 205 may
store or have access to a set of sH-LSP profiles, where
each sH-LSP profile is associated with a different set of
sH-LSP configurations. Here, PCE 205 may determine
the attribute information in the manner described above,
and may identify a particular sH-LSP profile, of the set
of sH-LSP profiles, that includes attribute information that
matches (e.g., meets, exceeds, matches within a config-
uration threshold, etc.) the attribute information deter-
mined by PCE 205. In some implementations, informa-
tion associated with the set of sH-LSP profiles may be
stored or accessible by PCE 205.
[0062] In some implementations, PCE 205 may deter-
mine attribute information for multiple sH-LSPs. For ex-
ample, if PCE 205 determines that a first sH-LSP is to
be used on a first portion of the LSP, and that a second
sH-LSP is to be used on a second (e.g., different) portion
of the LSP, then PCE 205 may determine first attribute
information for the first sH-LSP and second attribute in-
formation for the second sH-LSP.
[0063] As further shown in Fig. 4, process 400 may
include providing an indication, associated with the sH-
LSP, that includes the attribute information (block 430).
For example, PCE 205 may provide an indication, asso-
ciated with the sH-LSP, that includes the attribute infor-
mation. In some implementations, PCE 205 may provide
the indication including the attribute information after
PCE 205 determines the attribute information associated
with the sH-LSP.
[0064] The indication may include an indication to iden-
tify an available sH-LSP based on the attribute informa-
tion, or create a sH-LSP based on the attribute informa-
tion (e.g., when no available sH-LSP is identified). In
some implementations, PCE 205 may provide the indi-
cation in an object associated with a path computation
protocol such as an explicit route object (ERO) associ-
ated with a PCE Communication Protocol (PCEP), or an-
other type of protocol associated with providing a path
computation function. In such a case, PCE 205 may pro-
vide the indication in an attribute flag type-length-value

(TLV) carried in a sub-object of the ERO, such as an
ERO_HOP_ATTRIBUTES sub-object.
[0065] In some implementations, PCE 205 may pro-
vide the indication to edge device 215 associated with
the sH-LSP. For example, assume that PCE 205 deter-
mines that a first sH-LSP is to be used on a first portion
of the LSP, determines first attribute information associ-
ated with the first sH-LSP, determines that a second sH-
LSP is to be used on a second portion of the LSP, and
determines second attribute information associated with
the second sH-LSP. Here, PCE 205 may provide, to an
ingress edge device 215 of the first sH-LSP, a first object
that includes the first attribute information. PCE 205 may
similarly provide, to an ingress edge device 215 of the
second sH-LSP, a second object that includes the sec-
ond attribute information.
[0066] In some implementations, the indication may in-
clude information that identifies the portion of the LSP on
which the sH-LSP is to be used. For example, the indi-
cation may include information (e.g., a network address,
a device name, a device identifier, etc.) that identifies
edge device 215 at which the sH-LSP is to start (e.g., an
ingress edge device 215), edge device 215 at which the
sH-LSP is to end (e.g., an egress edge device 215), net-
work 210 associated with the sH-LSP, or the like.
[0067] In some implementations, PCE 205 may also
provide the attribute information in the object. For exam-
ple, PCE 205 may provide the attribute information by
including information that identifies the sH-LSP profile
(e.g., a profile name, a profile identifier, etc.) in a hop-
attribute TLV of the ERO (e.g., a SYMBOLIC-PROFILE-
NAME hop-attribute TLV). As another example, PCE 205
may provide the attribute information by including infor-
mation that identifies one or more configurations of the
sH-LSP in the ERO (e.g., such that each of the one or
more configurations is signaled separately within the
ERO).
[0068] As further shown in Fig. 4, process 400 may
include receiving the indication, associated with the sH-
LSP, that includes the attribute information (block 440).
For example, edge device 215 may receive the indica-
tion, associated with the sH-LSP, that includes the at-
tribute information. In some implementations, edge de-
vice 215 may receive the indication when PCE 205 pro-
vides the indication.
[0069] In some implementations, the indication may in-
clude the object associated with the path computation
protocol. For example, the indication may include the
ERO associated with PCEP, where the ERO may include
the attribute information associated with the sH-LSP.
[0070] As further shown in Fig. 4, process 400 may
include identifying an available sH-LSP based on the at-
tribute information or creating a sH-LSP based on the
attribute information (block 450). For example, edge de-
vice 215 may identify an available sH-LSP based on the
attribute information or create a sH-LSP based on the
attribute information. In some implementations, edge de-
vice 215 may identify an available sH-LSP or create a
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sH-LSP when edge device 215 receives the indication,
associated with the sH-LSP, that includes that attribute
information.
[0071] In some implementations, edge device 215 may
identify an available sH-LSP based when an existing sH-
LSP (e.g., already supported by edge device 215) is avail-
able to support traffic such that a new sH-LSP need not
be created. In other words, edge device 215 may deter-
mine whether a sH-LSP exists such that edge device 215
does not need to create an additional sH-LSP.
[0072] In some implementations, edge device 215 may
identify an available sH-LSP based on information asso-
ciated with an existing sH-LSP. For example, edge de-
vice 215 may store or have access to information asso-
ciated with one or more existing sH-LSPs supported by
edge device 215. Here, edge device 215 may determine
that an existing sH-LSP is available based on, for exam-
ple, determining whether an end of the existing sH-LSP
matches an end of the sH-LSP associated with the indi-
cation (e.g., a same edge device 215, a same network
address, etc.). Alternatively, edge device 215 may deter-
mine that no existing sH-LSP is available when the end
of the sH-LSP, associated with the indication, is not
shared with any existing sH-LSP. Similarly, edge device
215 may determine that no existing sH-LSP is available
when no sH-LSPs are being supported by edge device
215.
[0073] Additionally, or alternatively, edge device 215
may determine whether an existing sH-LSP is available
based on one or more configurations of the existing sH-
LSP. For example, edge device 215 may determine
whether configurations of the existing sH-LSP match
(e.g., meet, exceed, match within a threshold, etc.) con-
figurations included in the attribute information provided
by PCE 205. As an example, edge device 215 may de-
termine whether a sH-LSP bandwidth configuration of
the existing sH-LSP matches a sH-LSP bandwidth con-
figuration included in the attribute information, and may
determine whether the sH-LSP is available, accordingly.
As another example, edge device 215 may determine
whether a profile associated with the existing sH-LSP
matches a profile identified in the attribute information.
[0074] Additionally, or alternatively, edge device 215
may determine whether a sH-LSP is available based on
usage information associated with the existing sH-LSP.
For example, edge device 215 may determine a number
of other LSPs that are using the existing sH-LSP and
may determine whether the existing sH-LSP is available
based on whether the number of other LSPs that are
using the existing sH-LSP satisfies a usage threshold.
As another example, edge device 215 may determine an
amount of unused bandwidth associated with the existing
sH-LSP, and may determine whether existing sH-LSP is
available based on whether the amount of unused band-
width satisfies a threshold and/or is sufficient to support
the traffic.
[0075] In some implementations, when the end of the
existing sH-LSP matches the end of the sH-LSP associ-

ated with the indication, when the configurations of the
existing sH-LSP match the attribute information, and
when the usage information of the existing sH-LSP indi-
cates that the existing sH-LSP can support the traffic,
then edge device 215 may identify the existing sH-LSP
as an available sH-LSP (e.g., such that edge device 215
does not need to create a sH-LSP).
[0076] Alternatively, when the end of the existing sH-
LSP does not match the end of the sH-LSP associated
with the indication, when the configurations of the existing
sH-LSP do not match the attribute information, when the
usage information of the existing sH-LSP indicates that
the existing sH-LSP cannot support the traffic, or when
edge device 215 does not currently support any sH-
LSPs, then edge device 215 may not identify the existing
sH-LSP as an available sH-LSP. In some implementa-
tions, edge device 215 may determine that no existing
sH-LSP, supported by edge device 215, is available.
[0077] In some implementations, when edge device
215 does not identify an available sH-LSP, edge device
215 may create the sH-LSP based on the attribute infor-
mation. For example, edge device 215 may create the
sH-LSP based on the one or more configurations includ-
ed in the attribute information. As another example, edge
device 215 may create the sH-LSP based on a profile
identified in the attribute information (e.g., when edge
device 215 stores or has access to configurations corre-
sponding to the profile).
[0078] In some implementations, the sH-LSP, created
by edge device 215, may be used within another LSP
(e.g., a LSP created at a later time). For example, the
created sH-LSP may be seen as an existing sH-LSP dur-
ing set up of another LSP at a later time, and edge device
215 may determine whether the created sH-LSP is avail-
able for use on a portion of the other LSP in the manner
described above.
[0079] As further shown in Fig. 4, process 400 may
include providing an identifier associated with the avail-
able sH-LSP or the created sH-LSP (block 460). For ex-
ample, edge device 215 may provide an identifier asso-
ciated with the available sH-LSP or the created sH-LSP.
In some implementations, edge device 215 may provide
the identifier, associated with the available sH-LSP, when
edge device 215 identifies the available sH-LSP. Addi-
tionally, or alternatively, edge device 215 may provide
the identifier, associated with the created sH-LSP, when
edge device 215 creates the sH-LSP.
[0080] In some implementations, the identifier may in-
clude information that identifies the available sH-LSP or
the created sH-LSP, such as a TE-link identifier. In some
implementations, edge device 215 may provide the iden-
tifier to PCE 205. For example, edge device 215 may be
configured to automatically provide the identifier, asso-
ciated with the available sH-LSP, after edge device 215
identifies the available sH-LSP. As another example,
edge device 215 may be configured to automatically pro-
vide the identifier, associated with the created sH-LSP,
after edge device 215 creation of the sH-LSP is complete.
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In some implementations, the identifier associated with
the sH-LSP may be kept private such that only PCE 205
and/or network device 220 that created the sH-LSP store
or have access to the identifier. Here, PCE 205 and/or
network device 220 may monitor and/or manage usage
of the sH-LSP in order to prevent overuse and/or traffic
congestion of the sH-LSP.
[0081] In some implementations, multiple edge devic-
es 215 may provide corresponding multiple identifiers.
For example, a first edge device 215, associated with a
first sH-LSP corresponding to a first portion of the LSP,
may provide a first identifier associated with a sH-LSP
created by the first edge device 215 (e.g., based on a
first indication provided by PCE 205). Here, a second
edge device 215, associated with a second sH-LSP cor-
responding to a second portion of the LSP, may provide
a second identifier associated with a sH-LSP identified
as available (e.g., based on a second indication provided
by PCE 205). In some implementations, PCE 205 may
set up the LSP based on the multiple identifiers, as de-
scribed below.
[0082] As further shown in Fig. 4, process 400 may
include receiving the identifier associated with the avail-
able sH-LSP or the created sH-LSP (block 470). For ex-
ample, PCE 205 may receive the identifier associated
with the available sH-LSP or the created sH-LSP. In some
implementations, PCE 205 may receive the identifier
when edge device 215 provides the identifier. In some
implementations, PCE 205 may receive multiple identi-
fiers corresponding to multiple sH-LSPs to be included
in the LSP.
[0083] As further shown in Fig. 4, process 400 may
include providing an indication, associated with setting
up the LSP, that includes the identifier (block 480). For
example, PCE 205 may provide an indication, associated
with setting up the LSP, that includes the identifier. In
some implementations, PCE 205 may provide the indi-
cation after PCE 205 receives the identifier. Additionally,
or alternatively, PCE 205 may provide the indication
when PCE receives information indicating that PCE is to
provide the indication associated with setting up the LSP.
[0084] In some implementations, the indication may in-
clude an object associated with setting up the LSP for
transfer of the traffic, such as an ERO associated with a
Resource Reservation Protocol (RSVP), or another pro-
tocol associated with setting up an LSP. For example,
the indication may include an RSVP ERO, associated
with setting up an LSP, that includes a TE-link identifier
associated with the sH-LSP.
[0085] In some implementations, PCE 205 may pro-
vide the indication in order to cause the LSP to be set up
based on the identifier. For example, assume that PCE
205 receives a first identifier corresponding to a first sH-
LSP to be included in the LSP, and a second identifier
corresponding to a second sH-LSP to be included in the
LSP. Here, PCE 205 may provide the indication to a first
edge device 215 associated with the first sH-LSP. The
first edge device 215 may, using the first identifier, set

up a first portion of the LSP such that the LSP includes
the first sH-LSP. The first edge device 215 may provide
(e.g., forward) the indication to a second edge device
215 associated with the second sH-LSP. The second
edge device 215 may, using the second identifier, set up
a second portion of the LSP such that the LSP includes
the second sH-LSP.
[0086] In this way, PCE 205 may cause a LSP to be
set up based on one or more identifiers associated with
one or more sH-LSPs to be included in the LSP. Notably,
as described with respect to process 400, PCE 205 may
cause the one or more sH-LSPs to be identified as avail-
able and/or created before PCE 205 initiates set up of
the LSP. However, in some implementations, PCE 205
may cause the one or more sH-LSPs to be identified as
available and/or created concurrently with causing the
LSP to be set up, as described below with respect to
process 500.
[0087] Although Fig. 4 shows example blocks of proc-
ess 400, in some implementations, process 400 may in-
clude additional blocks, fewer blocks, different blocks, or
differently arranged blocks than those depicted in Fig. 4.
Additionally, or alternatively, two or more of the blocks
of process 400 may be performed in parallel.
[0088] Fig. 5 is a flow chart of an example process 500
for providing an indication, associated with setting up a
LSP, that includes attribute information associated with
a sH-LSP. In some implementations, one or more proc-
ess blocks of Fig. 5 may be performed by PCE 205 and/or
edge device 215. In some implementations, one or more
process blocks of Fig. 5 may be performed by another
device or a group of devices separate from or including
PCE 205 and/or edge device 215, such as one or more
network device 220.
[0089] As shown in Fig. 5, process 500 may include
identifying a portion of a LSP on which a simple hierar-
chical LSP is to be used for traffic to be provided via a
network (block 510). For example, PCE 205 may identify
a portion of a LSP on which a sH-LSP is to be used for
traffic to be provided via network 210, in a manner similar
to that described above with regard to Fig. 4
[0090] As further shown in Fig. 5, process 500 may
include determining attribute information associated with
the simple hierarchical LSP (block 520). For example,
PCE 205 may determine attribute information associated
with the sH-LSP, in a manner similar to that described
above with regard to Fig. 4.
[0091] As further shown in Fig. 5, process 500 may
include providing an indication, associated with setting
up the LSP, that includes the attribute information (block
530). For example, PCE 205 may provide an indication,
associated with setting up the LSP, that includes the at-
tribute information. In some implementations, PCE 205
may provide the indication after PCE 205 determines the
attribute information. Additionally, or alternatively, PCE
205 may provide the indication when PCE receives in-
formation indicating that PCE is to provide the indication
associated with setting up the LSP.
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[0092] In some implementations, the indication may in-
clude an object associated with setting up the LSP for
transfer of the traffic based on identifying an available
sH-LSP using the attribute information or creating a sH-
LSP using the attribute information. For example, the in-
dication may include an RSVP ERO, associated with set-
ting up the LSP, that includes the attribute information
associated with the sH-LSP. In such a case, PCE 205
may provide the indication in an attribute TLV carried in
a sub-object of the ERO, such as an
ERO_HOP_ATTRIBUTES sub-object. The indication,
associated with setting up the LSP, may include the at-
tribute information associated with the sH-LSP (e.g., rath-
er than an identifier associated with the sH-LSP, as de-
scribed with regard to example process 400, since PCE
205 may not have knowledge of the identifier and/or the
sH-LSP may not yet exist).
[0093] In some implementations, PCE 205 may pro-
vide the indication to a first edge device 215 associated
with the LSP (e.g., a head-end node of the LSP). In some
implementations, PCE 205 may provide the indication in
order to cause the LSP to be set up based on identifying
available sH-LSPs or creating sH-LSPs using the at-
tribute information, as described in further detail below.
[0094] As further shown in Fig. 5, process 500 may
include receiving the indication, associated with setting
up the LSP, that includes the attribute information (block
540). For example, edge device 215 (e.g., the head-end
node of the LSP) may receive the indication, associated
with setting up the LSP, that includes the attribute infor-
mation. In some implementations, edge device 215 may
receive the indication when PCE 205 provides the indi-
cation.
[0095] As further shown in Fig. 5, process 500 may
include identifying an available sH-LSP based on the at-
tribute information or creating a sH-LSP based on the
attribute information (block 550). For example, edge de-
vice 215 may identify an available sH-LSP based on the
attribute information or create a sH-LSP based on the
attribute information, in a manner similar to that described
above with regard to Fig. 4.
[0096] In some implementations, edge device 215 may
determine whether a sH-LSP is available after determin-
ing whether a sH-LSP is to be used on a portion of the
LSP associated with edge device 215. For example, as-
sume PCE 205 provides an indication that a sH-LSP is
to be used on a second portion of the LSP (e.g., a second
portion starting at a second edge device 215 and at an
end of a first portion of the LSP), but not on the first portion
of the LSP (e.g., starting at a first edge device 215). Here,
when the first edge device 215 receives the object, the
first edge device 215 may determine that a sH-LSP is
not to be used on the first portion of the LSP and (e.g.,
after setting up the portion of the LSP in some other man-
ner, such as using a strict hop, a loose hop, etc.) may
provide the object to the second edge device 215. The
second edge device 215 may then determine, based on
the indication, that a sH-LSP is to be used on the second

portion of the LSP, and may proceed with determining
whether a sH-LSP is available for use on the portion of
the LSP.
[0097] In some implementations, based on identifying
the available sH-LSP or creating the sH-LSP, edge de-
vice 215 may set up the LSP such that the LSP includes
the available sH-LSP or the created sH-LSP. In other
words, the LSP may be set up concurrently with the iden-
tification of the available sH-LSP or the creation of the
sH-LSP (e.g., rather than providing an identifier associ-
ated with the sH-LSP such that the sH-LSP may be set
up at a later time, as described in connection with process
400).
[0098] For example, assume that PCE 205 determines
attribute information for a first sH-LSP to be included in
the LSP, and attribute information for a second sH-LSP
to be included in the LSP. Here, PCE 205 may provide
the indication (e.g., including the first and second at-
tribute information) to a first edge device 215 associated
with the first sH-LSP. The first edge device 215 may,
using the first attribute information, identify a first avail-
able sH-LSP or create a first sH-LSP, and may then set
up a first portion of the LSP such that the LSP includes
the first available sH-LSP or the first created sH-LSP.
The first edge device 215 may then provide (e.g., forward)
the indication to a second edge device 215 associated
with the second sH-LSP, as described below. The sec-
ond edge device 215 may, using the second attribute
information, identify a second available sH-LSP or create
a second sH-LSP, and may then set up a second portion
of the LSP such that the LSP includes the second avail-
able sH-LSP or the second created sH-LSP. This process
may be repeated until the entire LSP is set up (e.g., in-
cluding multiple sH-LSPs).
[0099] As further shown in Fig. 5, process 500 may
include providing the indication, associated with setting
up the LSP (block 560). For example, edge device 215
may provide the indication associated with setting up the
LSP. In some implementations, edge device 215 may
provide the indication after edge device 215 identifies the
available sH-LSP or creates the sH-LSP. Additionally, or
alternatively, edge device 215 may provide the indication
when edge device 215 sets up a portion of the LSP as-
sociated with the available sH-LSP or the created sH-
LSP.
[0100] In some implementations, edge device 215 may
forward the indication, provided by PCE 205, to another
edge device 215 such that the other edge device 215
may identify an available sH-LSP or create an LSP, and
set up another portion of the LSP, as described in the
above example.
[0101] Notably, as described with respect to process
500, PCE 205 may cause the one or more sH-LSPs to
be identified as available and/or created during setup of
the LSP (e.g., rather than before setup of the LSP, as
described with regard to process 400).
[0102] Although Fig. 5 shows example blocks of proc-
ess 500, in some implementations, process 500 may in-
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clude additional blocks, fewer blocks, different blocks, or
differently arranged blocks than those depicted in Fig. 5.
Additionally, or alternatively, two or more of the blocks
of process 500 may be performed in parallel.
[0103] Implementations described herein may provide
for a simple H-LSP (sH-LSP) for which management is
simplified such that an amount of resources and/or an
amount of user configuration is reduced (e.g., as com-
pared to a traditional H-LSP). In some implementations,
a sH-LSP differs from a traditional H-LSP in that a cen-
tralized entity, such as a PCE, may cause the sH-LSP to
be created (while is not possible for a centralized entity
to cause a traditional H-LSP to be created). For example,
the PCE may indicate that the sH-LSP is to be used on
a particular portion of a LSP associated with a network
and, thus, may instruct another device to create the sH-
LSP or identify of an existing sH-LSP for use in the LSP.
The sH-LSP also differs from the traditional H-LSP in that
the sH-LSP may be kept private (i.e., not advertised) such
that only the PCE and a head end node, associated with
the sH-LSP, know of the existence of the sH-LSP (while
existence of the traditional H-LSP may be advertised to
other devices).
[0104] In some implementations, the PCE may cause
the LSP to be set up after the PCE receives an identifier
associated with the sH-LSP. In some implementations,
after the sH-LSP is created, the sH-LSP identifier (e.g.,
a TE link identifier) may be kept private (i.e., may not
advertised) such that only the PCE and/or a head end
node of the sH-LSP store or have access to the sH-LSP
identifier. This may prevent overuse and/or congestion
of the sH-LSP since the PCE may monitor and/or manage
use of the sH-LSP for various traffic flows. In some im-
plementations, the PCE may cause the LSP to be set up
based on providing attribute information associated with
the sH-LSP (e.g., such that the sH-LSP is created or iden-
tified during setup of the LSP).
[0105] Therefore, from one perspective, there has
been described that a device may identify a portion of a
label-switched path (LSP) on which a simple hierarchical
LSP (sH-LSP) is to be used for transferring traffic via a
network. The device may determine attribute information
associated with the sH-LSP. The attribute information
may include information associated with one or more
characteristics of the sH-LSP. The device may provide
an indication associated with identifying an available sH-
LSP or creating a sH-LSP. The indication may include
the attribute information associated with the sH-LSP, and
may be being provided to cause the sH-LSP to be created
on the portion of the LSP or an available sH-LSP, asso-
ciated with the portion of the LSP, to be identified. The
device may receive, based on providing the indication,
an identifier associated with the sH-LSP. The device may
cause the LSP to be set up based on the identifier asso-
ciated with the sH-LSP.
[0106] Further examples of and consistent with the
present disclosure are set out in the following numbered
clauses.

Clause 1 A method, comprising: identifying, by a de-
vice, a portion of a label-switched path (LSP) on
which a simple hierarchical LSP (sH-LSP) is to be
used for transferring traffic via a network; determin-
ing, by the device, attribute information associated
with the sH-LSP, the attribute information including
information associated with one or more character-
istics of the sH-LSP; providing, by the device, an
indication associated with identifying an available
sH-LSP or creating a sH-LSP, the indication includ-
ing the attribute information associated with the sH-
LSP, and the indication being provided to cause the
sH-LSP to be created on the portion of the LSP or
an available sH-LSP, associated with the portion of
the LSP, to be identified; receiving, by the device
and based on providing the indication, an identifier
associated with the sH-LSP; and causing, by the de-
vice, the LSP to be set up based on the identifier
associated with the sH-LSP.
Clause 2 The method of clause 1, where identifying
the portion of the LSP comprises: performing traffic
engineering in connection with the network; and
identifying the portion of the LSP based on a result
of performing the traffic engineering in connection
with the network.
Clause 3 The method of clause 1 or 2, where deter-
mining the attribute information comprises: deter-
mining attribute information that identifies one or
more configurations of the sH-LSP; and identifying
a profile, of a plurality of profiles, that substantially
matches the one or more configurations of the sH-
LSP.
Clause 4 The method of clause 1, 2 or 3, where the
indication associated with identifying an available
sH-LSP or creating a sH-LSP includes an explicit
route object (ERO).
Clause 5 The method of clause 4, where the ERO
is associated with a Path Computation Element
Communication Protocol.
Clause 6 The method of any preceding clause,
where the portion of the LSP is a first portion of the
LSP, the sH-LSP is a first sH-LSP, the network is a
first network, the attribute information is first attribute
information, the indication includes a first indication,
and the identifier includes a first identifier: where the
method further comprises: identifying a second por-
tion of the LSP on which a second sH-LSP is to be
used for transferring the traffic via a second network,
the second portion of the LSP being different from
the first portion of the LSP, the second sH-LSP being
different from the first sH-LSP, and the second net-
work being different from the first network; and de-
termining second attribute information associated
with the second sH-LSP; providing a second indica-
tion associated with identifying an available sH-LSP
or creating a sH-LSP, the second indication including
the second attribute information associated with the
second sH-LSP, the second indication being provid-
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ed to cause the second sH-LSP to be created on the
second portion of the LSP or an available sH-LSP,
associated with the second portion of the LSP, to be
identified; receiving, based on providing the second
indication, a second identifier associated with the
second sH-LSP; and causing the LSP to be set up
based on the second identifier associated with the
second sH-LSP.
Clause 7 The method of any preceding clause,
where the network includes a Multi-Protocol Label
Switching (MPLS) network or a Generalized MPLS
network.
Clause 8 A device, comprising: one or more proces-
sors to: identify a portion of a label-switched path
(LSP) for which a simple hierarchical LSP (sH-LSP)
is to be used to transfer traffic across a network; de-
termine attribute information associated with the sH-
LSP, the attribute information identifying one or more
characteristics of the sH-LSP; and provide informa-
tion associated with setting up the LSP, the informa-
tion including information indicating that the sH-LSP
is to be used on the portion of the LSP and the at-
tribute information associated with the sH-LSP, and
the information being provided to cause the sH-LSP
to be automatically created on the portion of the LSP
or to cause an available sH-LSP, existing on the por-
tion of the LSP, to be identified.
Clause 9 The device of clause 8, where the one or
more processors, when identifying the portion of the
LSP, are to: perform traffic engineering in connection
with the network; and identify the portion of the LSP
based on a result of performing the traffic engineer-
ing in connection with the network.
Clause 10 The device of clause 8 or 9, where the
one or more processors, when identifying the portion
of the LSP, are to: determine network policy infor-
mation associated with the network; and identify the
portion of the LSP based on the network policy in-
formation associated with the network.
Clause 11 The device of clause 8, 9 or 10, where
the one or more processors, when determining the
attribute information associated with the sH-LSP, are
to: determine attribute information that identifies one
or more configurations of the sH-LSP; and identify a
profile, of a plurality of profiles, that matches the one
or more configurations of the sH-LSP.
Clause 12 The device of any of clauses 8 to 11, where
the information associated with setting up the LSP
includes an explicit route object (ERO) associated
with a Resource Reservation Protocol.
Clause 13 The device of any of clauses 8 to 12, where
the portion of the LSP is a first portion of the LSP,
the sH-LSP is a first sH-LSP, the network is a first
network, and the attribute information is first attribute
information, where the one or more processors are
further to: identify a second portion of the LSP for
which a second sH-LSP is to be used to transfer
traffic across a second network, the second portion

of the LSP being different from the first portion of the
LSP, the second sH-LSP being different from the
first sH-LSP, and the second network being different
from the first network; and determine second at-
tribute information associated with the second sH-
LSP; where the information associated with setting
up the LSP further includes: an indication that the
second sH-LSP is to be used on the second portion
of the LSP and the second attribute information as-
sociated with the second sH-LSP, the information
associated with setting up the LSP being provided
to cause the second sH-LSP to be created on the
second portion of the LSP, or to cause an available
sH-LSP, existing on the second portion of the LSP,
to be identified.
Clause 14 The device of any of clauses 8 to 13, where
the network includes a Multi-Protocol Label Switch-
ing (MPLS) network or a Generalized MPLS network.
Clause 15 A method comprising: receiving, by a de-
vice, an indication associated with a simple hierar-
chical label switched path (sH-LSP), the sH-LSP be-
ing associated with a portion of a LSP, and the indi-
cation including attribute information associated with
the sH-LSP; determining, by the device, whether an
existing sH-LSP, associated with the portion of the
LSP, is available to be used on the portion of the
LSP; selectively: creating the sH-LSP based on de-
termining that the existing sH-LSP is not available
to be used on the portion of the LSP, the sH-LSP
being created based on the attribute information, or
identifying that the existing sH-LSP is to be used on
the portion of the LSP based on determining that the
existing sH-LSP is available; and providing, by the
device, an identifier associated with the created sH-
LSP or an identifier associated with the existing sH-
LSP, the identifier being provided to permit the LSP
to be set up based on the identifier.
Clause 16 The method of clause 15, where deter-
mining whether the existing sH-LSP is available to
be used on the portion of the LSP comprises: iden-
tifying an end of the existing sH-LSP; and determin-
ing whether the existing sH-LSP is available based
on whether the end of the existing sH-LSP matches
an end of the portion of the LSP.
Clause 17 The method of clause 15 or 16, where
determining whether the existing sH-LSP is available
to be used on the portion of the LSP comprises: iden-
tifying one or more configurations of the existing sH-
LSP; and determining whether the existing sH-LSP
is available based on whether the one or more con-
figurations of the existing sH-LSP match one or more
corresponding configurations included in the at-
tribute information.
Clause 18 The method of clause 15, 16 or 17 where
determining whether the existing sH-LSP is available
to be used on the portion of the LSP comprises: de-
termining usage information associated with the ex-
isting sH-LSP; and determining whether the existing
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sH-LSP is available based on the usage information
associated with the existing sH-LSP.
Clause 19 The method of any of clauses 15 to 18,
where the identifier associated with the created sH-
LSP or the existing sH-LSP includes a Traffic Engi-
neering (TE) link identifier.
Clause 20 The method of any of clauses 15 to 19,
further comprising: determining that the sH-LSP is
not being used to transfer traffic associated with the
LSP; and tearing down the sH-LSP based on deter-
mining that the sH-LSP is not being used to transfer
traffic associated with the LSP.

[0107] The foregoing disclosure provides illustr ation
and description, but is not intended to be exhaustive or
to limit the implementations to the precise form disclosed.
Modifications and variations are possible in light of the
above disclosure or may be acquired from practice of the
implementations.
[0108] As used herein, the term component is intended
to be broadly construed as hardware, firmware, and/or a
combination of hardware and software.
[0109] Some implementations are described herein in
connection with thresholds. As used herein, satisfying a
threshold may refer to a value being greater than the
threshold, more than the threshold, higher than the
threshold, greater than or equal to the threshold, less
than the threshold, fewer than the threshold, lower than
the threshold, less than or equal to the threshold, equal
to the threshold, etc.
[0110] It will be apparent that systems and/or methods,
described herein, may be implemented in different forms
of hardware, firmware, or a combination of hardware and
software. The actual specialized control hardware or soft-
ware code used to implement these systems and/or
methods is not limiting of the implementations. Thus, the
operation and behavior of the systems and/or methods
were described herein without reference to specific soft-
ware code-it being understood that software and hard-
ware can be designed to implement the systems and/or
methods based on the description herein.
[0111] Even though particular combinations of fea-
tures are recited in the claims and/or disclosed in the
specification, these combinations are not intended to limit
the disclosure of possible implementations. In fact, many
of these features may be combined in ways not specifi-
cally recited in the claims and/or disclosed in the speci-
fication. Although each dependent claim listed below may
directly depend on only one claim, the disclosure of pos-
sible implementations includes each dependent claim in
combination with every other claim in the claim set.
[0112] No element, act, or instruction used herein
should be construed as critical or essential unless explic-
itly described as such. Also, as used herein, the articles
"a" and "an" are intended to include one or more items,
and may be used interchangeably with "one or more."
Furthermore, as used herein, the terms "group" and "set"
are intended to include one or more items (e.g., related

items, unrelated items, a combination of related items
and unrelated items, etc.), and may be used interchange-
ably with "one or more." Where only one item is intended,
the term "one" or similar language is used. Also, as used
herein, the terms "has," "have," "having," or the like are
intended to be open-ended terms. Further, the phrase
"based on" is intended to mean "based, at least in part,
on" unless explicitly stated otherwise.

Claims

1. A method, comprising:

identifying, by a device, a portion of a label-
switched path (LSP) on which a simple hierar-
chical LSP (sH-LSP) is to be used for transfer-
ring traffic via a network;
determining, by the device, attribute information
associated with the sH-LSP, the attribute infor-
mation including information associated with
one or more characteristics of the sH-LSP;
providing, by the device, an indication associat-
ed with identifying an available sH-LSP or cre-
ating a sH-LSP, the indication including the at-
tribute information associated with the sH-LSP,
and the indication being provided to cause the
sH-LSP to be created on the portion of the LSP
or an available sH-LSP, associated with the por-
tion of the LSP, to be identified;
receiving, by the device and based on providing
the indication, an identifier associated with the
sH-LSP; and
causing, by the device, the LSP to be set up
based on the identifier associated with the sH-
LSP.

2. The method of claim 1, where identifying the portion
of the LSP comprises:

performing traffic engineering in connection with
the network; and
identifying the portion of the LSP based on a
result of performing the traffic engineering in
connection with the network.

3. The method of claim 1 or 2, where determining the
attribute information comprises:

determining attribute information that identifies
one or more configurations of the sH-LSP; and
identifying a profile, of a plurality of profiles, that
substantially matches the one or more configu-
rations of the sH-LSP.

4. The method of claim 1, 2 or 3, where the indication
associated with identifying an available sH-LSP or
creating a sH-LSP includes an explicit route object
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(ERO).

5. The method of claim 4, where the ERO is associated
with a Path Computation Element Communication
Protocol.

6. The method of any preceding claim, where the por-
tion of the LSP is a first portion of the LSP, the sH-
LSP is a first sH-LSP, the network is a first network,
the attribute information is first attribute information,
the indication includes a first indication, and the iden-
tifier includes a first identifier:

where the method further comprises:

identifying a second portion of the LSP on
which a second sH-LSP is to be used for
transferring the traffic via a second network,
the second portion of the LSP being differ-
ent from the first portion of the LSP, the sec-
ond sH-LSP being different from the first sH-
LSP, and the second network being differ-
ent from the first network; and
determining second attribute information
associated with the second sH-LSP;
providing a second indication associated
with identifying an available sH-LSP or cre-
ating a sH-LSP, the second indication in-
cluding the second attribute information as-
sociated with the second sH-LSP, the sec-
ond indication being provided to cause the
second sH-LSP to be created on the second
portion of the LSP or an available sH-LSP,
associated with the second portion of the
LSP, to be identified;
receiving, based on providing the second
indication, a second identifier associated
with the second sH-LSP; and
causing the LSP to be set up based on the
second identifier associated with the sec-
ond sH-LSP.

7. The method of any preceding claim, where the net-
work includes a Multi-Protocol Label Switching
(MPLS) network or a Generalized MPLS network.

8. A computer program product comprising machine
executable instructions which, when loaded and ex-
ecuted by a processor, cause the processor to per-
form operations according to the method of any one
of claims 1-7.

9. A device, comprising:

one or more processors to:

identify a portion of a label-switched path
(LSP) for which a simple hierarchical LSP

(sH-LSP) is to be used to transfer traffic
across a network;
determine attribute information associated
with the sH-LSP, the attribute information
identifying one or more characteristics of
the sH-LSP; and
provide information associated with setting
up the LSP, the information including infor-
mation indicating that the sH-LSP is to be
used on the portion of the LSP and the at-
tribute information associated with the sH-
LSP, and the information being provided to
cause the sH-LSP to be automatically cre-
ated on the portion of the LSP or to cause
an available sH-LSP, existing on the portion
of the LSP, to be identified.

10. The device of claim 9, where the one or more proc-
essors, when identifying the portion of the LSP, are
to:

perform traffic engineering in connection with
the network; and
identify the portion of the LSP based on a result
of performing the traffic engineering in connec-
tion with the network.

11. The device of claim 9 or 10, where the one or more
processors, when identifying the portion of the LSP,
are to:

determine network policy information associat-
ed with the network; and
identify the portion of the LSP based on the net-
work policy information associated with the net-
work.

12. The device of claim 9, 10 or 11, where the one or
more processors, when determining the attribute in-
formation associated with the sH-LSP, are to:

determine attribute information that identifies
one or more configurations of the sH-LSP; and
identify a profile, of a plurality of profiles, that
matches the one or more configurations of the
sH-LSP.

13. The device of any of claims 9 to 12, where the infor-
mation associated with setting up the LSP includes
an explicit route object (ERO) associated with a Re-
source Reservation Protocol.

14. The device of any of claims 9 to 13, where the portion
of the LSP is a first portion of the LSP, the sH-LSP
is a first sH-LSP, the network is a first network, and
the attribute information is first attribute information,
where the one or more processors are further to:
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identify a second portion of the LSP for which a
second sH-LSP is to be used to transfer traffic
across a second network, the second portion of
the LSP being different from the first portion of
the LSP, the second sH-LSP being different from
the first sH-LSP, and the second network being
different from the first network; and
determine second attribute information associ-
ated with the second sH-LSP; where the infor-
mation associated with setting up the LSP fur-
ther includes: an indication that the second sH-
LSP is to be used on the second portion of the
LSP and the second attribute information asso-
ciated with the second sH-LSP, the information
associated with setting up the LSP being pro-
vided to cause the second sH-LSP to be created
on the second portion of the LSP, or to cause
an available sH-LSP, existing on the second por-
tion of the LSP, to be identified.

15. The device of any of claims 9 to 14, where the net-
work includes a Multi-Protocol Label Switching
(MPLS) network or a Generalized MPLS network.
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