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(54) IDENTIFYING ENTITIES USING A DEEP-LEARNING MODEL

(57) In one embodiment, a method includes access-
ing a first set of entities, with which a user has interacted,
and a second set of entities in a social-networking sys-
tem. A first set of vector representations of the first set
of entities are determined using a deep-learning model.
A target entity is selected from the first set of entities, and
the vector representation of the target entity is removed
from the first set. The remaining vector representations
in the first set are combined to determine a vector rep-
resentation of the user. A second set of vector represen-
tations of the second set of entities are determined using
the deep-learning model. Similarity scores are computed
between the user and each of the target entity and the
entities in the second set of entities. Vector representa-
tions of entities in the second set of entities are updated
based on the similarity scores using the deep-learning
model.
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Description

TECHNICAL FIELD

[0001] This disclosure generally relates to training a
deep-learning model.

BACKGROUND

[0002] Deep-learning is a type of machine learning that
may involve training a model in a supervised or unsuper-
vised setting. Deep-learning models may be trained to
learn representations of data. As an example and not by
way of limitation, a deep-learning model may represent
data as vectors of intensity values. Deep-learning models
may be used in classification of data. Classification may
involve determining which of a set of categories a data
point belongs to by training the deep-learning model.

SUMMARY OF PARTICULAR EMBODIMENTS

[0003] In particular embodiments, a social-networking
system may use a deep-learning model to predict rele-
vant entities for a user. The deep-learning model may be
trained to map entities to vector representations. A vector
representation of a user may be determined based on a
set of entities with which the user has interacted in a
social-networking system. In particular embodiments, a
target entity may be selected and removed from the set
of entities with which the user has interacted. The vector
representations of the remaining entities in the set of en-
tities may be combined to yield a vector representation
of the user. The deep-learning model may be trained us-
ing the target entity as a supervisory signal. Vector rep-
resentations of entities with which the user has not inter-
acted may be determined using the deep-learning model.
An embedding of an entity or the user may be determined
based on the respective vector representation, which
may correspond to coordinates of a point in a multi-di-
mensional embedding space. The embedding may be a
representation of an entity or user in the embedding
space. The embedding space may include one or more
user embeddings and a plurality of embeddings of enti-
ties. These user and entity embeddings may be used to
accomplish any number of suitable tasks. As an example
and not by way of limitation, the social-networking system
may employ a search algorithm to identify one or more
entities-with which the user has not interacted-that have
embeddings proximate to the user embedding in the em-
bedding space. The social-networking system may de-
termine that the identified entities are relevant to the user.
[0004] In particular embodiments, the identified enti-
ties may be sent as recommendations to a client system
of the user. The identified entities may be displayed to
the user as suggestions on an interface of an application
running on the client system (e.g., a messaging platform
or an application associated with the social-networking
system). The user may select one or more entities from

the set of identified entities, and the selected entity may,
as an example and not by way of limitation, link the user
to another page in an application hosted by the social-
networking system.
[0005] In particular embodiments, entities may be
identified (e.g., in response to a search query that in-
cludes a user) and may have embeddings in the embed-
ding space that are proximate to an embedding of a user
(e.g., the identified entities may be relevant to user). The
entities that have corresponding embeddings that are
close to the embedding of a user and that a user has not
yet interacted with may be cached or pre-cached. As an
example and not by way of limitation, the identified enti-
ties may be cached or pre-cached for the respective one
or more users (i.e., the one or more users having em-
beddings close to the embeddings of the identified enti-
ties and who have not yet interacted with the identified
entities). The caching or pre-caching may be implement-
ed or performed at the server-side or at the client-side
for, as an example and not by way of limitation, one or
more particular users or for each of the users. Caching
or pre-caching may allow for the entities to be accessed
faster. As an example and not by way of limitation, the
entities (e.g., identified entities that are determined to be
relevant to the user) may be quickly accessed if the re-
spective user requests them or if a server pushes a rec-
ommendation (e.g., the identified entities) to the user
(e.g., to a client system of the user). By using the pro-
posed method, it is possible to identify entities (e.g., data
objects stored within one or more databases of a com-
puting system-as an example and not by way of limitation,
a social networking system) that are relevant to a partic-
ular user. The identified entities may each be associated
with a probability of being accessed by the respective
user (i.e., the user to whom the identified entities have
been determined to be relevant). In particular embodi-
ments, entities may be selected based on the probability
of being accessed by a particular user exceeding a cer-
tain minimum probability. Caching or pre-caching such
entities may be effective in avoiding useless caching
and/or in reducing data traffic and/or in improving the
speed or access time for accessing respective entities.
Amongst all possible entities (e.g., billions of entities),
only a subset of the entities may be found relevant in
each search. By using the proposed method, the subset
of relevant entities may be sent to the client system or
cached or pre-cached by the client system. Training, as
described herein, may result in an embedding space that
may be accessed quicker by a server, client system, or
any other suitable computing device or platform than the
data may be accessed without carrying out the proposed
method of training. Relevant entities, including, as an ex-
ample and not by way of limitation, entities determined
to be relevant to a user (e.g., associated with embeddings
proximate to an embedding of the user in the embedding
space) may be quickly obtained and/or identified by ex-
ecuting a search (e.g., a distance search) in the embed-
ding space. In particular embodiments, clustering of en-
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tities may be based on the respective database used. In
other words, the clustering may be database specific.
Clustering of relevant entities may be carried out, as an
example and not by way of limitation, for one or more
users of the social networking system based on the pro-
posed method.
[0006] In particular embodiments, the entities, informa-
tion associated with entities, or both, may be stored as
data objects, as an example and not by way of limitation,
in one or more databases or data stores. These databas-
es or data stores may be, as an example and not by way
of limitation, in one or more data centers, which might be
geographically distributed (e.g., in different locations, cit-
ies, countries and/or continents). In particular embodi-
ments, an embedding space may be used to make pre-
dictions of relevance of one or more entities with respect
to one or more particular users, each user, one or more
users of a social networking system, or any combination
thereof, and the users may each be located within a re-
spective geographical location. Entities predicted to be
of relevance and corresponding information may be
stored, based on the determined relevance, in a data-
base located closer in distance to the one or more users.
The entities determined to be relevant and the associated
information may also be pre-cached or cached, as an
example and not by way of limitation, on one or more
client systems, one or more servers, or any combination
thereof, which are located close in distance to the geo-
graphical location of the one or more users or client sys-
tems. Such embodiments may be effective in reducing
the load and/or data traffic between remote databases
and/or data centers. These embodiments may also im-
prove (e.g., reduce) access times (e.g., for accessing
particular entities).
[0007] In particular embodiments, the entities may fur-
ther be clustered or re-clustered. Clustering may lead to
faster search results (i.e. to a reduction of the search time
and thereby to a reduction in the load of search engines)
and/or to less data traffic across corresponding data net-
works. Clusters may be stored across data stores based
on their positions or location in the embedding space.
This storage scheme may improve data access times
and/or search times. As an example and not by way of
limitation, storing clusters of entities across data stores
based on their respective locations in the embedding
space may result in a search engine being able to visit
fewer data stores in order to retrieve relevant results.
Additionally, by clustering embeddings, search results
retrieved from the embedding space may be more accu-
rate/specific as compared to applications retrieving
search results from an embedding space where no clus-
tering is performed, because the search results may be
additionally based on attributes of the entities and not
only on a general high-level classification. A client system
may not have to continue submitting more and more re-
fined searches in order to get adequate search results
for the user, which means that the number and intensity
of interactions between client system and server may be

reduced. Additionally, the clustering may provide for
more diversified search results, as search results from
different clusters may be pulled in to the search results
intentionally. Even though particular embodiments are
described in which the determination of embeddings is
performed by a server, this is by way of example, not by
way of limitation, and a client system may determine
some or all of the embeddings of entities in the embed-
ding space. As an example and not by way of limitation,
an entity may be a visual content item, and preprocessing
of the visual content item may be performed on or by the
client system (e.g., determining one or more attributes
of the visual content item). The user may then be pre-
sented (e.g., at an interface of the client system) with one
or more search terms corresponding to the visual content
(e.g., each search term being based on one or more at-
tributes of the visual content).The user may then be
prompted to confirm the search terms (e.g., by the client
system or server issuing the respective prompt).
[0008] The embodiments disclosed herein are only ex-
amples, and the scope of this disclosure is not limited to
them. Particular embodiments may include all, some, or
none of the components, elements, features, functions,
operations, or steps of the embodiments disclosed here-
in. Embodiments according to the invention are in par-
ticular disclosed in the attached claims directed to a meth-
od, a storage medium, a system and a computer program
product, wherein any feature mentioned in one claim cat-
egory, e.g., method, can be claimed in another claim cat-
egory, e.g., system, as well. The dependencies or refer-
ences back in the attached claims are chosen for formal
reasons only. However any subject matter resulting from
a deliberate reference back to any previous claims (in
particular multiple dependencies) can be claimed as well,
so that any combination of claims and the features thereof
are disclosed and can be claimed regardless of the de-
pendencies chosen in the attached claims. The subject-
matter which can be claimed comprises not only the com-
binations of features as set out in the attached claims but
also any other combination of features in the claims,
wherein each feature mentioned in the claims can be
combined with any other feature or combination of other
features in the claims. Furthermore, any of the embodi-
ments and features described or depicted herein can be
claimed in a separate claim and/or in any combination
with any embodiment or feature described or depicted
herein or with any of the features of the attached claims.
[0009] In an embodiment according to the invention, a
computer-implemented method comprises:

accessing, by one or more computing devices:

a first set of entities, e.g. a first set of data objects
stored in one or more data stores, that a user of
a social-networking system has interacted with
in the social-networking system, and
a second set of entities, e.g. a second set of data
objects stored in one or more data stores, in the
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social-networking system;

determining, by one or more computing devices, a
first set of vector representations of the first set of
entities using a deep-learning model;
selecting, by one or more computing devices, a tar-
get entity from the first set of entities;
removing, by one or more computing devices, from
the first set of vector representations the vector rep-
resentation of the target entity;
combining, by one or more computing devices, the
remaining vector representations in the first set of
vector representations to determine a vector repre-
sentation of the user;
determining, by one or more computing devices, a
second set of vector representations of the second
set of entities using the deep-learning model;
computing, by one or more computing devices:

a similarity score between the target entity and
the user by comparing the vector representation
of the user with the vector representation of the
target entity, and
similarity scores between the user and the enti-
ties in the second set of entities by comparing
the vector representation of the user with the
vector representations of the entities in the sec-
ond set of entities; and

updating, by one or more computing devices, the
vector representations of one or more entities in the
second set of entities based on the similarity scores
using the deep-learning model.

[0010] As indicated above, updating the vector repre-
sentations may be used or be applied for improving or
optimizing data access times, and/or for reducing data
traffic between remote devices. For further advanta-
geous effects, reference is made to the discussion above
and further below, related for example to the embed-
dings.
[0011] The deep-learning model may for example be
a machine-learning model, a neural network, a latent
neural network, any other suitable deep-learning model,
or any combination thereof, reference is made to the dis-
cussion above and below.
[0012] The usability of a deep-learning model, for ex-
ample in embodiment as described herein, is one of the
findings of the proposed method, wherein using the deep-
learning model in connection with vector representations
of users and/or entities has revealed to be particularly
efficient for improving data access and/or for reducing
data traffic, in particular in large scale databases, such
for example used by or in social networking databases.
[0013] A similarity score may be a parameter repre-
sentative of a similarity between entities and/or an entity
and a user representation.
[0014] In an embodiment according to the invention,

the method further may comprise:

determining, by one or more computing devices, an
embedding for the user, each entity of the first set of
entities, and each entity of the second set of entities,
wherein:

each embedding corresponds to a point in a mul-
ti-dimensional embedding space,
the embedding space comprises a plurality of
points corresponding to a plurality of entities;
and
each embedding is based on a respective vector
representation determined using the deep-
learning model.

[0015] The embedding space may for example be a
multi-dimensional space, e.g., a d-dimensional space,
where d is a hyper-parameter that controls capacity, for
example a natural number, and may include a plurality
of points corresponding to embeddings of entities. As
used herein, an embedding of an entity may refer to a
representation of an entity in the embedding space.
[0016] In embodiments, the deep-learning model (e.g.,
a neural network) may include one or more indices that

are configured to map entities to vectors in ,

where  denotes the set of real numbers and d is a hy-
per-parameter that controls capacity, for example a nat-
ural number. The vectors may be d-dimensional intensity
vectors. As used herein, intensity values may be any suit-
able values in the range of -1 to 1. Each of the vector
representations of entities may provide coordinates for
respective points in the embedding space.
[0017] In particular embodiments, the deep-learning
model may include one or more indices trained to map
entities to vector representations.
[0018] In particular embodiments, one more entities
and/or a group of entities and/or each entity, of for ex-
ample a selected number of entities, or a respective vec-
tor representation (e.g., one-to-one mapping), may be
mapped, e.g. by a social-networking system, using, as
an example and not by way of limitation, a dictionary gen-
erated using the deep-learning model.
[0019] In an embodiment according to the invention,
the method further may comprise assigning, by one or
more computing devices, a respective ranking to the tar-
get entity and to each entity of the second set of entities
based on the similarity scores, and wherein updating the
vector representations of the one or more entities of the
second set of entities may further be based on the rank-
ings.
[0020] Each of the one or more entities of the second
set of entities whose vector representations are updated
optionally may have a similarity score that is greater than
the similarity score of the target entity. In the model as
used herein, the higher the similarity score, the more sim-
ilar the compared entities and/or user representations
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are. For example, a fist entity having a similarity score
higher than a second entity may be more similar to the
user representation than the second entity.
[0021] In an embodiment according to the invention,
the method further may comprise identifying one or more
entities of a plurality of entities as relevant to the user by
applying a search algorithm to the embedding space,
wherein points corresponding to one or more embed-
dings of the identified entities may be within a threshold
distance of the point corresponding to the embedding of
the user in the embedding space.
[0022] In an embodiment according to the invention,
the method further may comprise sending, to a client sys-
tem of the user, the one or more identified entities for
display to the user.
[0023] The target entity may be selected randomly.
[0024] The user may not have interacted with the sec-
ond set of entities in the social-networking system.
[0025] The social-networking system may comprise a
social graph comprising a plurality of nodes and a plurality
of edges connecting the nodes, each of the edges be-
tween two of the nodes representing a single degree of
separation between them, the nodes comprising:

a first node corresponding to the user; and
a plurality of second nodes that each correspond to
a respective entity.

[0026] The nodes and/or edges of the social graph da-
tabase of the social networking system may be used as
the entities mentioned herein.
[0027] The user may have interacted with the first set
of entities by a social-networking action of the user,
wherein the social-networking action is taken with re-
spect to the first node and a respective second node cor-
responding to a respective entity of the first set of entities.
[0028] The social-networking action may represent an
expression of affinity for an entity.
[0029] At least one of the entities may comprise a page
hosted by the social-networking system.
[0030] The vector representations may comprise d-di-
mensional intensity vectors.
[0031] In an embodiment according to the invention,
one or more computer-readable non-transitory storage
media may embody software that is operable when ex-
ecuted to:

access:

a first set of entities that a user of a social-net-
working system has interacted with in the social-
networking system, and
a second set of entities in the social-networking
system;

determine a first set of vector representations of the
first set of entities using a deep-learning model;
select a target entity from the first set of entities;

remove from the first set of vector representations
the vector representation of the target entity;
combine the remaining vector representations in the
first set of vector representations to determine a vec-
tor representation of the user;
determine a second set of vector representations of
the second set of entities using the deep-learning
model;
compute:

a similarity score between the target entity and
the user by comparing the vector representation
of the user with the vector representation of the
target entity, and

similarity scores between the user and the entities
in the second set of entities by comparing the vector
representation of the user with the vector represen-
tations of the entities in the second set of entities; and
update the vector representations of one or more
entities in the second set of entities based on the
similarity scores using the deep-learning model.

[0032] For advantages and advantageous effects,
and/or for further embodiments, reference is made to the
discussion above related to the method, which shall apply
mutatis mutandis.
[0033] The software may further be operable when ex-
ecuted to:

determine an embedding for the user, each entity of
the first set of entities, and each entity of the second
set of entities, wherein:

each embedding corresponds to a point in a mul-
ti-dimensional embedding space,
the embedding space comprises a plurality of
points corresponding to a plurality of entities;
and
each embedding is based on a respective vector
representation determined using the deep-
learning model.

[0034] The software may further be operable when ex-
ecuted to assign a respective ranking to the target entity
and to each entity of the second set of entities based on
the similarity scores, and wherein updating the vector
representations of the one or more entities of the second
set of entities may further be based on the rankings.
[0035] In an embodiment according to the invention, a
system may comprise: one or more processors; and a
memory coupled to the processors comprising instruc-
tions executable by the processors, the processors op-
erable when executing the instructions to:

access:

a first set of entities that a user of a social-net-
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working system has interacted with in the social-
networking system, and
a second set of entities in the social-networking
system;

determine a first set of vector representations of the
first set of entities using a deep-learning model;
select a target entity from the first set of entities;
remove from the first set of vector representations
the vector representation of the target entity;
combine the remaining vector representations in the
first set of vector representations to determine a vec-
tor representation of the user;
determine a second set of vector representations of
the second set of entities using the deep-learning
model;
compute:

a similarity score between the target entity and
the user by comparing the vector representation
of the user with the vector representation of the
target entity, and
similarity scores between the user and the enti-
ties in the second set of entities by comparing
the vector representation of the user with the
vector representations of the entities in the sec-
ond set of entities; and

update the vector representations of one or more
entities in the second set of entities based on the
similarity scores using the deep-learning model.
For advantages and advantageous effects, and/or
for further embodiments, reference is made to the
discussion above related to the method, which shall
apply mutatis mutandis.

[0036] The processors may further be operable when
executing the instructions to:

determine an embedding for the user, each entity of
the first set of entities, and each entity of the second
set of entities, wherein:

each embedding corresponds to a point in a mul-
ti-dimensional embedding space,
the embedding space comprises a plurality of
points corresponding to a plurality of entities;
and
each embedding is based on a respective vector
representation determined using the deep-
learning model.

[0037] The processors may further be operable when
executing the instructions to assign a respective ranking
to the target entity and to each entity of the second set
of entities based on the similarity scores, and wherein
updating the vector representations of the one or more
entities of the second set of entities may further be based

on the rankings.
[0038] In a further embodiment according to the inven-
tion, one or more computer-readable non-transitory stor-
age media embody software that is operable when exe-
cuted to perform a method according to the invention or
any of the above mentioned embodiments.
[0039] In a further embodiment according to the inven-
tion, a system comprises: one or more processors; and
at least one memory coupled to the processors and com-
prising instructions executable by the processors, the
processors operable when executing the instructions to
perform a method according to the invention or any of
the above mentioned embodiments.
[0040] In a further embodiment according to the inven-
tion, a computer program product, preferably comprising
a computer-readable non-transitory storage media, is op-
erable when executed on a data processing system to
perform a method according to the invention or any of
the above mentioned embodiments.

BRIEF DESCRIPTION OF THE DRAWINGS

[0041]

FIG. 1 illustrates an example network environment
associated with a social-networking system.
FIG. 2 illustrates an example social graph.
FIG. 3 illustrates an example deep-learning model.
FIG. 4 illustrates an example dictionary mapping en-
tities to vector representations.
FIG. 5 illustrates an example method for determining
an embedding of user using a deep-learning model.
FIG. 6 illustrates an example method for training a
deep-learning model.
FIG. 7 illustrates an example view of an embedding
space.
FIG. 8 illustrates an example method for updating
vector representations of entities using a deep-learn-
ing model.
FIG. 9 illustrates an example computer system.

DESCRIPTION OF EXAMPLE EMBODIMENTS

System Overview

[0042] FIG. 1 illustrates an example network environ-
ment 100 associated with a social-networking system.
Network environment 100 includes a client system 130,
a social-networking system 160, and a third-party system
170 connected to each other by a network 110. Although
FIG. 1 illustrates a particular arrangement of client sys-
tem 130, social-networking system 160, third-party sys-
tem 170, and network 110, this disclosure contemplates
any suitable arrangement of client system 130, social-
networking system 160, third-party system 170, and net-
work 110. As an example and not by way of limitation,
two or more of client system 130, social-networking sys-
tem 160, and third-party system 170 may be connected
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to each other directly, bypassing network 110. As another
example, two or more of client system 130, social-net-
working system 160, and third-party system 170 may be
physically or logically co-located with each other in whole
or in part. Moreover, although FIG. 1 illustrates a partic-
ular number of client systems 130, social-networking sys-
tems 160, third-party systems 170, and networks 110,
this disclosure contemplates any suitable number of cli-
ent systems 130, social-networking systems 160, third-
party systems 170, and networks 110. As an example
and not by way of limitation, network environment 100
may include multiple client system 130, social-network-
ing systems 160, third-party systems 170, and networks
110.
[0043] This disclosure contemplates any suitable net-
work 110. As an example and not by way of limitation,
one or more portions of network 110 may include an ad
hoc network, an intranet, an extranet, a virtual private
network (VPN), a local area network (LAN), a wireless
LAN (WLAN), a wide area network (WAN), a wireless
WAN (WWAN), a metropolitan area network (MAN), a
portion of the Internet, a portion of the Public Switched
Telephone Network (PSTN), a cellular telephone net-
work, or a combination of two or more of these. Network
110 may include one or more networks 110.
[0044] Links 150 may connect client system 130, so-
cial-networking system 160, and third-party system 170
to communication network 110 or to each other. This dis-
closure contemplates any suitable links 150. In particular
embodiments, one or more links 150 include one or more
wireline (such as for example Digital Subscriber Line
(DSL) or Data Over Cable Service Interface Specification
(DOCSIS)), wireless (such as for example Wi-Fi or
Worldwide Interoperability for Microwave Access
(WiMAX)), or optical (such as for example Synchronous
Optical Network (SONET) or Synchronous Digital Hier-
archy (SDH)) links. In particular embodiments, one or
more links 150 each include an ad hoc network, an in-
tranet, an extranet, a VPN, a LAN, a WLAN, a WAN, a
WWAN, a MAN, a portion of the Internet, a portion of the
PSTN, a cellular technology-based network, a satellite
communications technology-based network, another link
150, or a combination of two or more such links 150.
Links 150 need not necessarily be the same throughout
network environment 100. One or more first links 150
may differ in one or more respects from one or more
second links 150.
[0045] In particular embodiments, client system 130
may be an electronic device including hardware, soft-
ware, or embedded logic components or a combination
of two or more such components and capable of carrying
out the appropriate functionalities implemented or sup-
ported by client system 130. As an example and not by
way of limitation, a client system 130 may include a com-
puter system such as a desktop computer, notebook or
laptop computer, netbook, a tablet computer, e-book
reader, GPS device, camera, personal digital assistant
(PDA), handheld electronic device, cellular telephone,

smartphone, augmented/virtual reality device, other suit-
able electronic device, or any suitable combination there-
of. This disclosure contemplates any suitable client sys-
tems 130. A client system 130 may enable a network
user at client system 130 to access network 110. A client
system 130 may enable its user to communicate with
other users at other client systems 130.
[0046] In particular embodiments, client system 130
may include a web browser 132, such as MICROSOFT
INTERNET EXPLORER, GOOGLE CHROME or
MOZILLA FIREFOX, and may have one or more add-
ons, plug-ins, or other extensions, such as TOOLBAR or
YAHOO TOOLBAR. A user at client system 130 may
enter a Uniform Resource Locator (URL) or other ad-
dress directing the web browser 132 to a particular server
(such as server 162, or a server associated with a third-
party system 170), and the web browser 132 may gen-
erate a Hyper Text Transfer Protocol (HTTP) request and
communicate the HTTP request to server. The server
may accept the HTTP request and communicate to client
system 130 one or more Hyper Text Markup Language
(HTML) files responsive to the HTTP request. Client sys-
tem 130 may render a webpage based on the HTML files
from the server for presentation to the user. This disclo-
sure contemplates any suitable webpage files. As an ex-
ample and not by way of limitation, webpages may render
from HTML files, Extensible Hyper Text Markup Lan-
guage (XHTML) files, or Extensible Markup Language
(XML) files, according to particular needs. Such pages
may also execute scripts such as, for example and with-
out limitation, those written in JAVASCRIPT, JAVA, MI-
CROSOFT SILVERLIGHT, combinations of markup lan-
guage and scripts such as AJAX (Asynchronous JAVA-
SCRIPT and XML), and the like. Herein, reference to a
webpage encompasses one or more corresponding web-
page files (which a browser may use to render the web-
page) and vice versa, where appropriate.
[0047] In particular embodiments, social-networking
system 160 may be a network-addressable computing
system that can host an online social network. Social-
networking system 160 may generate, store, receive, and
send social-networking data, such as, for example, user-
profile data, concept-profile data, social-graph informa-
tion, or other suitable data related to the online social
network. Social-networking system 160 may be ac-
cessed by the other components of network environment
100 either directly or via network 110. In particular em-
bodiments, social-networking system 160 may include
one or more servers 162. Each server 162 may be a
unitary server or a distributed server spanning multiple
computers or multiple datacenters. Servers 162 may be
of various types, such as, for example and without limi-
tation, web server, news server, mail server, message
server, advertising server, file server, application server,
exchange server, database server, proxy server, another
server suitable for performing functions or processes de-
scribed herein, or any combination thereof. In particular
embodiments, each server 162 may include hardware,
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software, or embedded logic components or a combina-
tion of two or more such components for carrying out the
appropriate functionalities implemented or supported by
server 162. In particular embodiments, social-networking
system 160 may include one or more data stores 164.
Data stores 164 may be used to store various types of
information. In particular embodiments, the information
stored in data stores 164 may be organized according to
specific data structures. In particular embodiments, each
data store 164 may be a relational, columnar, correlation,
or other suitable database. Although this disclosure de-
scribes or illustrates particular types of databases, this
disclosure contemplates any suitable types of databas-
es. Particular embodiments may provide interfaces that
enable a client system 130, a social-networking system
160, or a third-party system 170 to manage, retrieve,
modify, add, or delete, the information stored in data store
164.
[0048] In particular embodiments, social-networking
system 160 may store one or more social graphs in one
or more data stores 164. In particular embodiments, a
social graph may include multiple nodes-which may in-
clude multiple user nodes (each corresponding to a par-
ticular user) or multiple concept nodes (each correspond-
ing to a particular concept)-and multiple edges connect-
ing the nodes. Social-networking system 160 may pro-
vide users of the online social network the ability to com-
municate and interact with other users. In particular em-
bodiments, users may join the online social network via
social-networking system 160 and then add connections
(e.g., relationships) to a number of other users of social-
networking system 160 to whom they want to be con-
nected. Herein, the term "friend" may refer to any other
user of social-networking system 160 with whom a user
has formed a connection, association, or relationship via
social-networking system 160.
[0049] In particular embodiments, social-networking
system 160 may provide users with the ability to take
actions on various types of items or objects, supported
by social-networking system 160. As an example and not
by way of limitation, the items and objects may include
groups or social networks to which users of social-net-
working system 160 may belong, events or calendar en-
tries in which a user might be interested, computer-based
applications that a user may use, transactions that allow
users to buy or sell items via the service, interactions with
advertisements that a user may perform, or other suitable
items or objects. A user may interact with anything that
is capable of being represented in social-networking sys-
tem 160 or by an external system of third-party system
170, which is separate from social-networking system
160 and coupled to social-networking system 160 via a
network 110.
[0050] In particular embodiments, social-networking
system 160 may be capable of linking a variety of entities.
As an example and not by way of limitation, social-net-
working system 160 may enable users to interact with
each other as well as receive content from third-party

systems 170 or other entities, or to allow users to interact
with these entities through an application programming
interfaces (API) or other communication channels.
[0051] In particular embodiments, a third-party system
170 may include one or more types of servers, one or
more data stores, one or more interfaces, including but
not limited to APIs, one or more web services, one or
more content sources, one or more networks, or any oth-
er suitable components, e.g., with which servers may
communicate. A third-party system 170 may be operated
by a different entity from an entity operating social-net-
working system 160. In particular embodiments, howev-
er, social-networking system 160 and third-party systems
170 may operate in conjunction with each other to provide
social-networking services to users of social-networking
system 160 or third-party systems 170. In this sense,
social-networking system 160 may provide a platform, or
backbone, which other systems, such as third-party sys-
tems 170, may use to provide social-networking services
and functionality to users across the Internet.
[0052] In particular embodiments, a third-party system
170 may include a third-party content object provider. A
third-party content object provider may include one or
more sources of content objects, which may be commu-
nicated to a client system 130. As an example and not
by way of limitation, content objects may include infor-
mation regarding things or activities of interest to the user,
such as, for example, movie show times, movie reviews,
restaurant reviews, restaurant menus, product informa-
tion and reviews, or other suitable information. As anoth-
er example and not by way of limitation, content objects
may include incentive content objects, such as coupons,
discount tickets, gift certificates, or other suitable incen-
tive objects.
[0053] In particular embodiments, social-networking
system 160 also includes user-generated content ob-
jects, which may enhance a user’s interactions with so-
cial-networking system 160. User-generated content
may include anything a user can add, upload, send, or
"post" to social-networking system 160. As an example
and not by way of limitation, a user communicates posts
to social-networking system 160 from a client system
130. Posts may include data such as status updates or
other textual data, location information, photos, videos,
links, music or other similar data or media. Content may
also be added to social-networking system 160 by a third-
party through a "communication channel," such as a
newsfeed or stream.
[0054] In particular embodiments, social-networking
system 160 may include a variety of servers, sub-sys-
tems, programs, modules, logs, and data stores. In par-
ticular embodiments, social-networking system 160 may
include one or more of the following: a web server, action
logger, API-request server, relevance-and-ranking en-
gine, content-object classifier, notification controller, ac-
tion log, third-party-content-object-exposure log, infer-
ence module, authorization/privacy server, search mod-
ule, advertisement-targeting module, user-interface
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module, user-profile store, connection store, third-party
content store, or location store. Social-networking sys-
tem 160 may also include suitable components such as
network interfaces, security mechanisms, load balanc-
ers, failover servers, management-and-network-opera-
tions consoles, other suitable components, or any suita-
ble combination thereof. In particular embodiments, so-
cial-networking system 160 may include one or more us-
er-profile stores for storing user profiles. A user profile
may include, for example, biographic information, demo-
graphic information, behavioral information, social infor-
mation, or other types of descriptive information, such as
work experience, educational history, hobbies or prefer-
ences, interests, affinities, or location. Interest informa-
tion may include interests related to one or more cate-
gories. Categories may be general or specific. As an ex-
ample and not by way of limitation, if a user "likes" an
article about a brand of shoes the category may be the
brand, or the general category of "shoes" or "clothing."
A connection store may be used for storing connection
information about users. The connection information may
indicate users who have similar or common work expe-
rience, group memberships, hobbies, educational histo-
ry, or are in any way related or share common attributes.
The connection information may also include user-de-
fined connections between different users and content
(both internal and external). A web server may be used
for linking social-networking system 160 to one or more
client systems 130 or one or more third-party system 170
via network 110. The web server may include a mail serv-
er or other messaging functionality for receiving and rout-
ing messages between social-networking system 160
and one or more client systems 130. An API-request serv-
er may allow a third-party system 170 to access informa-
tion from social-networking system 160 by calling one or
more APIs. An action logger may be used to receive com-
munications from a web server about a user’s actions on
or off social-networking system 160. In conjunction with
the action log, a third-party-content-object log may be
maintained of user exposures to third-party-content ob-
jects. A notification controller may provide information
regarding content objects to a client system 130. Infor-
mation may be pushed to a client system 130 as notifi-
cations, or information may be pulled from client system
130 responsive to a request received from client system
130. Authorization servers may be used to enforce one
or more privacy settings of the users of social-networking
system 160. A privacy setting of a user determines how
particular information associated with a user can be
shared. The authorization server may allow users to opt
in to or opt out of having their actions logged by social-
networking system 160 or shared with other systems
(e.g., third-party system 170), such as, for example, by
setting appropriate privacy settings. Third-party-content-
object stores may be used to store content objects re-
ceived from third parties, such as a third-party system
170. Location stores may be used for storing location
information received from client systems 130 associated

with users. Advertisement-pricing modules may combine
social information, the current time, location information,
or other suitable information to provide relevant adver-
tisements, in the form of notifications, to a user.

Social Graphs

[0055] FIG. 2 illustrates example social graph 200. In
particular embodiments, social-networking system 160
may store one or more social graphs 200 in one or more
data stores. In particular embodiments, social graph 200
may include multiple nodes-which may include multiple
user nodes 202 or multiple concept nodes 204-and mul-
tiple edges 206 connecting the nodes. Example social
graph 200 illustrated in FIG. 2 is shown, for didactic pur-
poses, in a two-dimensional visual map representation.
In particular embodiments, a social-networking system
160, client system 130, or third-party system 170 may
access social graph 200 and related social-graph infor-
mation for suitable applications. The nodes and edges
of social graph 200 may be stored as data objects, for
example, in a data store (such as a social-graph data-
base). Such a data store may include one or more search-
able or queryable indexes of nodes or edges of social
graph 200.
[0056] In particular embodiments, a user node 202
may correspond to a user of social-networking system
160. As an example and not by way of limitation, a user
may be an individual (human user), an entity (e.g., an
enterprise, business, or third-party application), or a
group (e.g., of individuals or entities) that interacts or
communicates with or over social-networking system
160. In particular embodiments, when a user registers
for an account with social-networking system 160, social-
networking system 160 may create a user node 202 cor-
responding to the user, and store the user node 202 in
one or more data stores. Users and user nodes 202 de-
scribed herein may, where appropriate, refer to regis-
tered users and user nodes 202 associated with regis-
tered users. In addition or as an alternative, users and
user nodes 202 described herein may, where appropri-
ate, refer to users that have not registered with social-
networking system 160. In particular embodiments, a us-
er node 202 may be associated with information provided
by a user or information gathered by various systems,
including social-networking system 160. As an example
and not by way of limitation, a user may provide his or
her name, profile picture, contact information, birth date,
sex, marital status, family status, employment, education
background, preferences, interests, or other demograph-
ic information. In particular embodiments, a user node
202 may be associated with one or more data objects
corresponding to information associated with a user. In
particular embodiments, a user node 202 may corre-
spond to one or more webpages.
[0057] In particular embodiments, a concept node 204
may correspond to a concept. As an example and not by
way of limitation, a concept may correspond to a place

15 16 



EP 3 188 086 A1

10

5

10

15

20

25

30

35

40

45

50

55

(e.g., for example, a movie theater, restaurant, landmark,
or city); a website (e.g., a website associated with social-
network system 160 or a third-party website associated
with a web-application server); an entity (e.g., a person,
business, group, sports team, or celebrity); a resource
(e.g., an audio file, video file, digital photo, text file, struc-
tured document, or application) which may be located
within social-networking system 160 or on an external
server, such as a web-application server; real or intellec-
tual property (e.g., a sculpture, painting, movie, game,
song, idea, photograph, or written work); a game; an ac-
tivity; an idea or theory; an object in a augmented/virtual
reality environment; another suitable concept; or two or
more such concepts. A concept node 204 may be asso-
ciated with information of a concept provided by a user
or information gathered by various systems, including
social-networking system 160. As an example and not
by way of limitation, information of a concept may include
a name or a title; one or more images (e.g., an image of
the cover page of a book); a location (e.g., an address
or a geographical location); a website (which may be as-
sociated with a URL); contact information (e.g., a phone
number or an email address); other suitable concept in-
formation; or any suitable combination of such informa-
tion. In particular embodiments, a concept node 204 may
be associated with one or more data objects correspond-
ing to information associated with concept node 204. In
particular embodiments, a concept node 204 may corre-
spond to one or more webpages.
[0058] In particular embodiments, a node in social
graph 200 may represent or be represented by a web-
page (which may be referred to as a "profile page"). Pro-
file pages may be hosted by or accessible to social-net-
working system 160. Profile pages may also be hosted
on third-party websites associated with a third-party serv-
er 170. As an example and not by way of limitation, a
profile page corresponding to a particular external web-
page may be the particular external webpage and the
profile page may correspond to a particular concept node
204. Profile pages may be viewable by all or a selected
subset of other users. As an example and not by way of
limitation, a user node 202 may have a corresponding
user-profile page in which the corresponding user may
add content, make declarations, or otherwise express
himself or herself. As another example and not by way
of limitation, a concept node 204 may have a correspond-
ing concept-profile page in which one or more users may
add content, make declarations, or express themselves,
particularly in relation to the concept corresponding to
concept node 204.
[0059] In particular embodiments, a concept node 204
may represent a third-party webpage or resource hosted
by a third-party system 170. The third-party webpage or
resource may include, among other elements, content,
a selectable or other icon, or other inter-actable object
(which may be implemented, for example, in JavaScript,
AJAX, or PHP codes) representing an action or activity.
As an example and not by way of limitation, a third-party

webpage may include a selectable icon such as "like,"
"check-in," "eat," "recommend," or another suitable ac-
tion or activity. A user viewing the third-party webpage
may perform an action by selecting one of the icons (e.g.,
"check-in"), causing a client system 130 to send to social-
networking system 160 a message indicating the user’s
action. In response to the message, social-networking
system 160 may create an edge (e.g., a check-in-type
edge) between a user node 202 corresponding to the
user and a concept node 204 corresponding to the third-
party webpage or resource and store edge 206 in one or
more data stores.
[0060] In particular embodiments, a pair of nodes in
social graph 200 may be connected to each other by one
or more edges 206. An edge 206 connecting a pair of
nodes may represent a relationship between the pair of
nodes. In particular embodiments, an edge 206 may in-
clude or represent one or more data objects or attributes
corresponding to the relationship between a pair of
nodes. As an example and not by way of limitation, a first
user may indicate that a second user is a "friend" of the
first user. In response to this indication, social-networking
system 160 may send a "friend request" to the second
user. If the second user confirms the "friend request,"
social-networking system 160 may create an edge 206
connecting the first user’s user node 202 to the second
user’s user node 202 in social graph 200 and store edge
206 as social-graph information in one or more of data
stores 164. In the example of FIG. 2, social graph 200
includes an edge 206 indicating a friend relation between
user nodes 202 of user "A" and user "B" and an edge
indicating a friend relation between user nodes 202 of
user "C" and user "B." Although this disclosure describes
or illustrates particular edges 206 with particular at-
tributes connecting particular user nodes 202, this dis-
closure contemplates any suitable edges 206 with any
suitable attributes connecting user nodes 202. As an ex-
ample and not by way of limitation, an edge 206 may
represent a friendship, family relationship, business or
employment relationship, fan relationship (including,
e.g., liking, etc.), follower relationship, visitor relationship
(including, e.g., accessing, viewing, checking-in, sharing,
etc.), subscriber relationship, superior/subordinate rela-
tionship, reciprocal relationship, non-reciprocal relation-
ship, another suitable type of relationship, or two or more
such relationships. Moreover, although this disclosure
generally describes nodes as being connected, this dis-
closure also describes users or concepts as being con-
nected. Herein, references to users or concepts being
connected may, where appropriate, refer to the nodes
corresponding to those users or concepts being connect-
ed in social graph 200 by one or more edges 206.
[0061] In particular embodiments, an edge 206 be-
tween a user node 202 and a concept node 204 may
represent a particular action or activity performed by a
user associated with user node 202 toward a concept
associated with a concept node 204. As an example and
not by way of limitation, as illustrated in FIG. 2, a user
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may "like," "attended," "played," "listened," "cooked,"
"worked at," or "watched" a concept, each of which may
correspond to an edge type or subtype. A concept-profile
page corresponding to a concept node 204 may include,
for example, a selectable "check in" icon (such as, for
example, a clickable "check in" icon) or a selectable "add
to favorites" icon. Similarly, after a user clicks these icons,
social-networking system 160 may create a "favorite"
edge or a "check in" edge in response to a user’s action
corresponding to a respective action. As another exam-
ple and not by way of limitation, a user (user "C") may
listen to a particular song ("Imagine") using a particular
application (SPOTIFY, which is an online music applica-
tion). In this case, social-networking system 160 may cre-
ate a "listened" edge 206 and a "used" edge (as illustrated
in FIG. 2) between user nodes 202 corresponding to the
user and concept nodes 204 corresponding to the song
and application to indicate that the user listened to the
song and used the application. Moreover, social-net-
working system 160 may create a "played" edge 206 (as
illustrated in FIG. 2) between concept nodes 204 corre-
sponding to the song and the application to indicate that
the particular song was played by the particular applica-
tion. In this case, "played" edge 206 corresponds to an
action performed by an external application (SPOTIFY)
on an external audio file (the song "Imagine"). Although
this disclosure describes particular edges 206 with par-
ticular attributes connecting user nodes 202 and concept
nodes 204, this disclosure contemplates any suitable
edges 206 with any suitable attributes connecting user
nodes 202 and concept nodes 204. Moreover, although
this disclosure describes edges between a user node
202 and a concept node 204 representing a single rela-
tionship, this disclosure contemplates edges between a
user node 202 and a concept node 204 representing one
or more relationships. As an example and not by way of
limitation, an edge 206 may represent both that a user
likes and has used at a particular concept. Alternatively,
another edge 206 may represent each type of relation-
ship (or multiples of a single relationship) between a user
node 202 and a concept node 204 (as illustrated in FIG.
2 between user node 202 for user "E" and concept node
204 for "SPOTIFY").
[0062] In particular embodiments, social-networking
system 160 may create an edge 206 between a user
node 202 and a concept node 204 in social graph 200.
As an example and not by way of limitation, a user viewing
a concept-profile page (such as, for example, by using a
web browser or a special-purpose application hosted by
the user’s client system 130) may indicate that he or she
likes the concept represented by the concept node 204
by clicking or selecting a "Like" icon, which may cause
the user’s client system 130 to send to social-networking
system 160 a message indicating the user’s liking of the
concept associated with the concept-profile page. In re-
sponse to the message, social-networking system 160
may create an edge 206 between user node 202 asso-
ciated with the user and concept node 204, as illustrated

by "like" edge 206 between the user and concept node
204. In particular embodiments, social-networking sys-
tem 160 may store an edge 206 in one or more data
stores. In particular embodiments, an edge 206 may be
automatically formed by social-networking system 160
in response to a particular user action. As an example
and not by way of limitation, if a first user uploads a pic-
ture, watches a movie, or listens to a song, an edge 206
may be formed between user node 202 corresponding
to the first user and concept nodes 204 corresponding
to those concepts. Although this disclosure describes
forming particular edges 206 in particular manners, this
disclosure contemplates forming any suitable edges 206
in any suitable manner.

Training a Deep-Learning Model

[0063] Particular embodiments identify one or more
entities as being relevant to a user using a deep-learning
model. In particular embodiments, an entity may be any
suitable entity that may be represented by a concept node
204 or user node 202 in social graph 200 (e.g., person,
business, group, sports team, or celebrity). In particular
embodiments, an entity may be, as an example and not
by way of limitation, a page hosted by social-networking
system 160 (e.g., profile pages, place pages, business
pages), text content (e.g., one or more n-grams), visual
content (e.g., one or more images), audio content (e.g.,
one or more audio recordings), video content (e.g., one
or more video clips), a label (e.g., a sticker or hashtag),
any other suitable type of content, any other suitable en-
tity, or any combination thereof. As used herein, labels
may be hashtags, emoji, stickers, ideograms, any other
suitable text annotations, any other suitable characters,
symbols, or images, which each may represent an idea
or thing with or without using letters or words, or any
combination thereof. As used herein, hashtags may be
single tokens made up of natural language n-grams or
abbreviations, prefixed with the character "#" (e.g.,
#blessed). As used herein, n-grams may be words or
groups of words, any part of speech, punctuation marks
(e.g., "!"), colloquialisms (e.g., "go nuts"), acronyms (e.g.,
"BRB"), abbreviations (e.g., "mgmt."), exclamations
("ugh"), alphanumeric characters, symbols, written char-
acters, accent marks, or any combination thereof.
[0064] FIG. 3 illustrates an example deep-learning
model 310. Deep-learning model 310 may be a machine-
learning model, a neural network, a latent neural network,
any other suitable deep-learning model, or any combi-
nation thereof. In particular embodiments, deep-learning
model 310 may have a plurality of layers of abstraction.
Inputs 302, 304, 306, and 308 may be any suitable
number of entities. Outputs 312 may be one or more em-
beddings of entities. The embedding space may be a
multi-dimensional space (e.g., d-dimensional, where d is
a hyper-parameter that controls capacity) and may in-
clude a plurality of points corresponding to embeddings
of entities. As used herein, an embedding of an entity
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refers to a representation of an entity in the embedding
space. Although a particular number of input entities 302,
304, 306, and 308 are illustrated in FIG. 3, deep-learning
model 310 may generate embeddings of entities for any
suitable number of input entities 302, 304, 306, and 308.
[0065] In particular embodiments, deep-learning mod-
el 310 (e.g., a neural network) may include one or more

indices that map entities to vectors in , where 
denotes the set of real numbers and d is a hyper-param-
eter that controls capacity. The vectors may be d-dimen-
sional intensity vectors. As used herein, intensity values
may be any suitable values in the range of -1 to 1. Each
of the vector representations of entities may provide co-
ordinates for respective points in the embedding space.
Although a particular number of input entities 302, 304,
306, and 308 are illustrated in FIG. 3, deep-learning mod-
el 310 may provide mappings between any suitable
number of entities 302, 304, 306, and 308 and vector
representations.
[0066] Deep-learning model 310 may be trained to
generate optimal embeddings of entities. Deep-learning
model 310 may include one or more indices (i.e., diction-
aries), which may be dynamically updated as the deep-
learning model 310 is trained. The one or more indices
may be generated during a training phase of deep-learn-
ing model 310. In particular embodiments, the deep-
learning model may include one or more indices trained
to map entities to vector representations. Deep-learning
model 310 may be, for example, a neural network or a
latent neural network. Deep-learning model 310 may be
initialized using a random distribution. That is, deep-
learning model 310 may initially have randomly-assigned
mappings (i.e., between entities 302, 304, 306, and 308
and vector representations, based on which embeddings
of entities 302, 304, 306, and 308 may be generated).
As an example and not by way of limitation, the random
distribution may be a Gaussian distribution. The training
may result in the one or more indices of deep-learning
model 310 generating more optimal mappings than the
initial mappings.
[0067] In particular embodiments, the deep-learning
model 310 may have one or more of the features of the
deep-learning model described in co-pending U.S. Pat-
ent Application Nos. 14/949436, filed 23 November 2015,
and 62/251352, filed 5 November 2015, which are incor-
porated by reference herein.
[0068] Although this disclosure describes and illus-
trates particular embodiments of FIG. 3 as being imple-
mented by social-networking system 160, this disclosure
contemplates any suitable embodiments of FIG. 3 as be-
ing implemented by any suitable platform or system. As
an example, and not by way of limitation, particular em-
bodiments of FIG. 3 may be implemented by client sys-
tem 130, third-party system 170, or any other suitable
system. Furthermore, although this disclosure describes
and illustrates particular components, devices, or sys-
tems carrying out particular steps of the method of FIG.

3, this disclosure contemplates any suitable combination
of any suitable components, devices, or systems carrying
out any suitable steps of the method of FIG. 3.
[0069] FIG. 4 illustrates example dictionary 400 map-
ping entities 402, 404, 406, and 408 to vector represen-
tations 412, 414, 416, and 418. Entities 402, 404, 406,
and 408 may be, as an example and not by way of limi-
tation, pages hosted by social-networking system 160.
In particular embodiments, dictionary 400 may be gen-
erated by social-networking system 160. In particular em-
bodiments, dictionary 400 may map entities to vectors in

, where  denotes the set of real numbers and d
is a hyper-parameter that controls capacity. Vector rep-
resentations 412, 414, 416, and 418 may be d-dimen-
sional intensity vectors. As used herein, intensity values
may be any suitable values in the range of -1 to 1. For
illustrative purposes and not by way of limitation, the in-
tensity values in example vector representations 412,
414, 416, and 418 are depicted as patterns in FIG. 4. For
example, dictionary 400 maps entity 402 to vector rep-
resentation 412, which is illustrated as the top row of cells
of various patterns, adjacent to page 402, in dictionary
400. Although dictionary 400 is depicted as being of a
particular size (i.e., dimensions), this is merely illustra-
tive, not by way of limitation. Dictionary 400 may be of
any suitable sizes. Dictionary 400 may provide mappings
between any suitable number of entities and vector rep-
resentations.
[0070] Each of the vector representations of the enti-
ties, determined using dictionary 400 may provide coor-
dinates for respective points in an embedding space. The
embedding space may be a multi-dimensional space
(e.g., d-dimensional) and may include a plurality of points
corresponding to entity embeddings. As used herein, an
entity embedding refers to a representation of an entity
in the embedding space based on the vector represen-
tation of the entity (e.g., determined using dictionary 400).
Each entity embedding may correspond to a respective
point in the embedding space. In particular embodiments,
each entity may be represented as a set of entities (e.g.,
a page may be represented as a set of text items appear-
ing on the page), and the entity embedding may be de-
termined based on vector representations of the set of
entities (e.g., a non-linear combination of the vector rep-
resentations of text items on the page). As another ex-
ample and not by way of limitation, a user may be rep-
resented as a set of entities (e.g., as a set of pages that
the user has "liked" in social-networking system 160),
and an embedding of the user may be determined based
on the vector representations of the entities in the set.
Each of the entities in the set may, as described above,
be represented, in turn, as a set of entities (e.g., each
entity vector representation may be based on vector rep-
resentations of a set of entities). This technique for hier-
archically representing entities as sets of entities may
continue as many levels as suitable. That is, as an ex-
ample and not by way of limitation, each entity may be
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represented as a set of entities, which may each be rep-
resented as a set of entities, and so forth.
[0071] Dictionary 400 may be part of a deep-learning
model. To generate optimal embeddings, the deep-learn-
ing model may be trained. Dictionary 400 may be gen-
erated during a training phase of the deep-learning mod-
el. The deep-learning model may be, for example, a con-
volutional neural network. Dictionary 400 may be initial-
ized using a random distribution. That is, dictionary 400
may initially have randomly-assigned mappings. As an
example and not by way of limitation, the random distri-
bution may be a Gaussian distribution. The training may
result in dictionary 400 generating more optimal map-
pings than the initial mappings.
[0072] Although this disclosure describes and illus-
trates particular embodiments of FIG. 4 as being imple-
mented by social-networking system 160, this disclosure
contemplates any suitable embodiments of FIG. 4 as be-
ing implemented by any suitable platform or system. As
an example, and not by way of limitation, particular em-
bodiments of FIG. 4 may be implemented by client sys-
tem 130 or third-party system 170. Furthermore, although
this disclosure describes and illustrates particular com-
ponents, devices, or systems carrying out particular
steps of the method of FIG. 4, this disclosure contem-
plates any suitable combination of any suitable compo-
nents, devices, or systems carrying out any suitable
steps of the method of FIG. 4.
[0073] FIG. 5 illustrates an example method for deter-
mining an embedding of user using a deep-learning mod-
el. In particular embodiments, a user may be represented
as a set of entities with which the user has interacted in
social-networking system 160. In other words, an em-
bedding may be determined for the user based on the
vector representations of a set of entities. The set of en-
tities may be an unordered set. At step 510, social-net-
working system 160 may access a first set of entities that
the user has interacted with in social-networking system
160. The user may interact with the entities of the first
set of entities in social-networking system 160 using any
suitable social-networking action. As an example and not
by way of limitation, the interaction may be an expression
of affinity for the entity. As another example and not by
way of limitation, the user may interact with an entity by
"liking" the entity, sharing the entity, publishing a post
that includes a reference to the entity, composing and
sending a message to another user in which the entity is
mentioned, performing any other suitable social-net-
working action, or any combination thereof. In particular
embodiments, a first node in social graph 200, described
in connection with FIG. 2, may correspond to the user,
and a plurality of second nodes in social graph 200 may
each correspond to an entity. The user may interact with
the first set of entities by a social-networking action of
the user, and the social-networking action may be taken
with respect to the first node and a respective second
node corresponding to a respective entity of the first set
of entities. For example, the social-networking action

may result in the creation of an edge in social graph 200
between a first node corresponding to the user and a
second node corresponding to an entity. The first set of
entities may include any suitable number of entities. In
the illustrated example of FIG. 5, the first set of entities
is shown as including entities 502, 504, 506, and 508:
pages corresponding to "ice hockey," "Brooklyn," "cof-
fee," and "apple pie." Entities 502, 504, 506, and 508 of
the first set of entities may be, as an example and not by
way of limitation, pages hosted by social-networking sys-
tem 160 that the user has "liked" or otherwise expressed
affinity for in social-networking system 160.
[0074] At step 520, social-networking system 160 may
determine a first set of vector representations for the first
set of entities. In particular embodiments, social-network-
ing system 160 may map each entity 502, 504, 506, and
508 to a respective vector representation (e.g., one-to-
one mapping), using, as an example and not by way of
limitation, dictionary 400, which is generated using the
deep-learning model. Each entity 502, 504, 506, and 508
may be mapped to a respective vector representation
522, 524, 526, and 528 using any of the techniques de-
scribed above in connection with FIG. 4 or any other suit-
able techniques.
[0075] At step 530, social-networking system 160 may
select a target entity from the first set of entities. In the
illustrated example of FIG. 5, social-networking system
160 selects entity 508 as the target entity. In particular
embodiments, the target entity may be selected random-
ly. In particular embodiments, the target entity may be
selected by the deep-learning model. In particular em-
bodiments, the target entity may be selected using a heu-
ristic method for finding hard examples of entities. For
example, entities may be clustered or hashed in the em-
bedding space (e.g., using the deep-learning model), and
hard examples may be entities in the same cluster or
hash in the embedding space. In the illustrated example
of FIG. 5, the target entity is depicted as entity 508, which
corresponds to a page for "apple pie" that is hosted by
social-networking system 160.
[0076] At step 540, social-networking system 160 may
remove the vector representation of the target entity se-
lected at step 530 from the first set of vector representa-
tions. In the illustrated example of FIG. 5, the vector rep-
resentation 528 of the target entity 508 has been removed
from the first set of vector representations. The resultant
first set of vector representations is shown as including
vector representations 522, 524, and 526, which corre-
spond respectively to entities 502, 504, and 506.
[0077] At step 550, social-networking system 160 may
combine the remaining vector representations 522, 524,
and 526. Any suitable technique may be used to combine
vector representations 522, 524, and 526 into a single
vector representation 560, including, as an example and
not by way of limitation, convolution, averaging, any other
suitable non-linear combination technique, any other
suitable technique, or any combination thereof. In the
illustrated example of FIG. 5, social-networking system
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160 combines the three vectors 522, 524, and 526 (e.g.,
a 3-tap convolution) and then performs a max pooling
operation to yield one vector representation 560 of the
user.
[0078] An embedding of the user may be determined
based on the combination of the vector representations.
In particular embodiments, social-networking system
160 may determine an embedding of the user based on
the vector representation 560. As used herein, an em-
bedding of a user may refer to a representation of the
user in an embedding space based on the combined vec-
tor representation 560 of the user. Coordinates for a point
in an embedding space may be determined based on
vector representation 560 of the user. In particular em-
bodiments, the deep-learning model may be used to gen-
erate a plurality of user embeddings. Each of these user
embeddings may be based on a respective vector rep-
resentation that corresponds to a particular point in an
embedding space. In particular embodiments, the deep-
learning model may be used to generate a plurality of
embeddings of entities. Each of the entity embeddings
may be based on a respective vector representation that
corresponds to a particular point in the embedding space.
In particular embodiments, the point in the embedding
space corresponding to the user may be proximate to
points in the embedding space corresponding to entities
in the first set of entities (i.e., entities with which the user
has interacted in social-networking system 160).
[0079] Although this disclosure describes and illus-
trates particular embodiments of FIG. 5 as being imple-
mented by social-networking system 160, this disclosure
contemplates any suitable embodiments of FIG. 5 occur-
ring on any suitable interface and as being implemented
by any suitable platform or system. As an example, and
not by way of limitation, particular embodiments of FIG.
5 may be implemented by client system 130 or third-party
system 170. Furthermore, although this disclosure de-
scribes and illustrates particular components, devices,
or systems carrying out particular steps of the method of
FIG. 5, this disclosure contemplates any suitable combi-
nation of any suitable components, devices, or systems
carrying out any suitable steps of the method of FIG. 5.
[0080] FIG. 6 illustrates an example method for training
a deep-learning model. The deep-learning model may
be trained to minimize or reduce error between the vector
representation of the user and the vector representations
of entities that are relevant to the user. In particular em-
bodiments, a goal of the training of the deep-learning
model may be to generate entity embeddings for relevant
entities that correspond to points in an embedding space
that are proximate to the point corresponding to the user
embedding. Relevance, between a user and an entity,
may be determined based on any suitable factors, includ-
ing for example and not by way of limitation, the user’s
prior interaction with entities in social-networking system
160, any other suitable social-networking information of
the user, or both (e.g., information regarding social-net-
working connections of the user). In particular embodi-

ments, the deep-learning model may be trained using
the target entity 508 (e.g., page corresponding to "apple
pie") selected at step 530 of FIG. 5 as a supervisory sig-
nal. As an example and not by way of limitation, the deep-
learning model may trained so that the embedding of
target entity 508 is more proximate to the user embedding
in the embedding space than the embeddings of entities
with which the user has not interacted.
[0081] At step 610, social-networking system 160 may
determine vector representations for a second set of en-
tities using the deep-learning model. As an example and
not by way of limitation, the vector representations of the
entities in the second set of entities may be determined
using a dictionary 400. In particular embodiments, the
second set of entities may be randomly selected from a
plurality of entities. In particular embodiments, the sec-
ond set of entities may include one or more entities with
which the user has not interacted in social-networking
system 160. The second set of entities may be consid-
ered, for purposes of training the deep-learning model,
negative examples (i.e., entities not known to be relevant
to the user), whereas the first set of entities may be pos-
itive examples (i.e., entities known to be relevant to the
user). The second set of entities may include any suitable
number of entities. In an example and not by way of lim-
itation, the second set of entities may include fifty entities
that are randomly selected by social-networking system
160. In particular embodiments, the number of entities in
the second set of entities may be based on a loss function
of the deep-learning model. As an example and not by
way of limitation, the number of entities in the second set
of entities may be a fixed hyper-parameter based on the
available computational budget. In particular embodi-
ments, a loss function may be used to train the deep-
learning model. To learn the optimal weights (i.e., param-
eters) of the deep-learning model, social-networking sys-
tem 160 may minimize a loss function (i.e., minimize er-
ror). In particular embodiments, social-networking sys-
tem 160 may update vector representations of the sec-
ond set of entities in a batch. As an example and not by
way of limitation, a set of negative examples of entities
(e.g., entities not known to be relevant to the user) may
be selected as a batch of an arbitrary, fixed size. As an
example and not by way of limitation, the size of the batch
(i.e., the number of entities in the second set of entities)
may be a parameter that is fixed in advance across all
training of the deep-learning model. As another example
and not by way of limitation, the size of the batch may
also change over time during training or the deep-learn-
ing model. As another example and not by way of limita-
tion, the size of the batch may be a function of the deep-
learning model. Social-networking system 160 may then
perform a batch gradient update over this second set of
entities (i.e., the batch of negative examples).
[0082] At step 620, social-networking system 160 may
determine similarity scores by comparing the vector rep-
resentation of the user 560 with the vector representa-
tions determined at step 610 of each entity of the second

25 26 



EP 3 188 086 A1

15

5

10

15

20

25

30

35

40

45

50

55

set of entities. Thus, social-networking system 160 may
determine a measure of similarity to the user for each
entity of the second set of entities. Although FIG. 6 is
depicted as comparing vector representation of the user
560 to a single vector representation of an entity 612 of
the second set of entities, it will be understood that this
is for illustrative purposes only and not by way of limita-
tion. Rather, vector representation of the user 560 may
be compared to a vector representation of each entity of
the second set of entities so that a similarity score may
be computed for each entity of the second set of entities.
In particular embodiments, a similarity score between the
user and an entity of the second set of entities may be
determined based on an angle between the vector rep-
resentations of the user 560 and the vector representa-
tion of the entity. In particular embodiments, a similarity
score between the user and an entity of the second set
of entities may be determined by computing a dot product
of vector representation of the user 560 and the vector
representation of the entity. In particular embodiments,
a similarity score may be determined based on Euclidean
distance, cosine similarity, or any other suitable tech-
nique for computing a measure of pairwise relevance of
points in an embedding space.
[0083] At step 630, social-networking system 160 may
determine a similarity score by comparing the vector rep-
resentation of the user 560 with the vector representation
528 of the target entity 508, determined at step 520 of
FIG. 5. Thus, social-networking system 160 may deter-
mine a measure of similarity to the user for the target
entity. The similarity score between the user and the tar-
get entity 508 may be determined using any of the tech-
niques described in connection with step 620 or using
any other suitable technique.
[0084] In particular embodiments, social-networking
system 160 may rank the target entity and the entities of
the second set of entities against each other based on
the similarity scores determined for each at steps 620
and 630. Ranking may be accomplished by assigned
each entity a numerical rank, assigning each entity a po-
sition in a single-columned table, or using any other suit-
able technique for ranking the entities against each other
based on the similarity scores of each. As an example
and not by way of limitation, social-networking system
160 may assign each entity a numerical rank, and a high-
er numerical rank may correspond to a higher similarity
score.
[0085] At step 640, social-networking system 160 may
update vector representations of one or more entities in
the second set of entities based on the similarity scores
determined at steps 620 and 630. In particular embodi-
ments, the vector representations may be updated based
on a comparison of the similarity score determined at
step 620 with each of the similarity scores determined at
step 630. In particular embodiments, social-networking
system 160 may assign rankings to each of the target
entity and the second set of entities, and the one or more
weights of the deep-learning model may be updated fur-

ther based on the rankings. As described above, the
deep-learning model may trained so that the embedding
of target entity 508 is more proximate to the user embed-
ding in the embedding space than the embeddings of
entities with which the user has not interacted. Thus, the
deep-learning model, may be trained so that each of the
entities of the second set of entities (i.e., negative sam-
ples) has a lower similarity score than the target entity
(i.e., a positive sample). In other words, the deep-learning
model may be trained so that each of the entities of the
second set of entities is ranked lower than the target en-
tity. Social-networking system 160 may determine that
one or more of the entities of the second set of entities
are ranked above or have higher similarity scores than
the target entity (i.e., have corresponding embeddings
that are more proximate to the user embedding in the
embedding space), and social-networking system 160
may update vector representations of one or more enti-
ties of the second set of entities. As an example and not
by way of limitation, an entity in the second set of entities
may be a page hosted by social-networking system 160
that corresponds to "running." In the same example, so-
cial-networking system 160 may determine that the "run-
ning" entity has a higher similarity score (i.e., computed
between the vector representation of the user 560 and
the vector representation of the "running" entity) than the
target entity (i.e., computed between the vector repre-
sentation of the user 560 and the vector representation
528 of the target entity 508). Social-networking system
160 may update the vector representation of the "run-
ning" entity so that an updated similarity score for the
"running" entity (i.e., computed between the vector rep-
resentation of the user 560 and the updated vector rep-
resentation of the "running" entity) is less than the simi-
larity score for the target entity 508.
[0086] In particular embodiments, social-networking
system 160 may update the vector representations of the
one or more entities of the second set of entities by up-
dating one or more weights of the deep-learning model.
Initial values of the one or more weights of the deep-
learning model may be randomly determined (e.g., using
a Gaussian distribution). In particular embodiments, one
or more of the weights of the deep-learning model may
be updated to minimize error using similarity scores de-
termined at steps 620, between the user and the entities
of the second set of entities, and at step 630, between
the user and the target entity 508. In particular embodi-
ments, one or more weights of the deep-learning model
may be updated to minimize error given by Eq. 1. The
weights of the deep-learning model may be updated to
yield better vector representations for the second set of
entities. This method described in steps 610-640 may be
repeated, and a stochastic gradient descent function may
be used to gradually refine the weights. Training the
deep-learning model by updating the weights may im-
prove the mappings of dictionary 400.
[0087] Although this disclosure describes and illus-
trates particular embodiments of FIG. 6 as being imple-
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mented by social-networking system 160, this disclosure
contemplates any suitable embodiments of FIG. 6 occur-
ring on any suitable interface and as being implemented
by any suitable platform or system. As an example, and
not by way of limitation, particular embodiments of FIG.
6 may be implemented by client system 130 or third-party
system 170. Furthermore, although this disclosure de-
scribes and illustrates particular components, devices,
or systems carrying out particular steps of the method of
FIG. 6, this disclosure contemplates any suitable combi-
nation of any suitable components, devices, or systems
carrying out any suitable steps of the method of FIG. 6.
[0088] FIG. 7 illustrates an example view of an embed-
ding space 700. Embedding space 700 includes a point
710 corresponding to an embedding of a user 710 and
a plurality of points 730 corresponding to a plurality of
entity embeddings. The plurality of entity embeddings
may be determined based on the vector representations
of the entities determined using the deep-learning model
(e.g., after it has been trained as described in connection
with FIG. 5-6), and the entity embeddings may be repre-
sented in embedding space 700 as points 730. The user
embedding may be determined based on the vector rep-
resentation of the user 560 determined using the deep-
learning model, as described in connection with FIG. 5,
and the user embedding may be represented in embed-
ding space 700 as point 710. Although embedding space
700 is illustrated as being a three-dimensional space, it
will be understood that this is for illustrative purposes
only, not by way of limitation, and embedding space 700
may be of any suitable dimension. As an example and
not by way of limitation, embedding space 700 may be
d-dimensional, and the vector representations on which
the embeddings are based (e.g., user and entity embed-
dings) may be d-dimensional intensity vectors, where d
denotes any suitable number of dimensions. Although
embedding space 700 is depicted as having only one
embedding of a user 710, it will be understood that this
is for illustrative purposes only, not by way of limitation,
and embedding space 700 may include a plurality of
points corresponding to a plurality of other users of social-
networking system 160. As an example and not by way
of limitation, the steps of FIGS. 5 and 6 may be repeated
for other users, to generate embeddings for the other
users. In the same example, the deep-learning model
may be trained so that the entity embeddings are addi-
tionally based on target entities from sets of entities rep-
resenting the other users.
[0089] In particular embodiments, embedding space
700 may be used to predict entities (e.g., entities in the
second set of entities) that are relevant to the user. In
particular embodiments, social-networking system 160
may identify one or more points corresponding to em-
beddings of entities that are relevant to the user using a
search algorithm. In particular embodiments, an entity
may be relevant to the user if there is a predicted likeli-
hood that the user will interact with the entity. The search
algorithm may be applied to embedding space 700 to

identify points corresponding to entity embeddings that
are within a threshold distance of point 710 correspond-
ing to the embedding of the user. Each of these entity
embeddings may be associated with a respective entity
that may be identified as relevant to the user. In the illus-
trated example of FIG. 7, the threshold distance is de-
picted as an area 720 in embedding space 700. As an
example and not by way of limitation, point 710 may be
a point corresponding to the embedding of the user, and
the points identified as being within area 720 of point 710
may include points corresponding to embeddings of en-
tities including pages hosted by social-networking sys-
tem 160 that correspond to "Wayne Gretzky" and "Boston
Crème Pie." In particular embodiments, social-network-
ing system 160 may use any suitable technique for iden-
tifying one or more entities that are relevant to a user. As
an example and not by way of limitation, social-network-
ing system 160 may use locality-sensitive hashing, hier-
archical clustering techniques, ball tree techniques, bi-
nary search tree techniques, a space-partitioning data
structure for organizing points in a k-dimensional space
(e.g., a k-dimensional tree), quantization, any other suit-
able search algorithm or technique, or any combination
thereof. As another example and not by way of limitation,
social-networking system 160 may identify a predeter-
mined number of entities as relevant to a user based on
the rankings assigned to the entities based on the com-
puted similarity scores, as described in connection with
FIG. 6. As an example and not by way of limitation, after
the deep-learning model has completed training, social-
networking system 160 may select the top ten entities
based on their rankings (excluding the target entity 508,
which the user is known to have interacted with) as rel-
evant to the user.
[0090] In particular embodiments, social-networking
system 160 may send the one or more entities identified
as being relevant to the user to a user’s client system
130 for display to the user. In particular embodiments,
the one or more identified entities may be displayed to
the user at an interface of an application running on the
user’s client system (e.g., an application associated with
social-networking system 160 or a web browser). As an
example and not by way of limitation, the user may enter
a search query via an interface of an application running
on the user’s client system 130 (e.g., an application as-
sociated with social-networking system 160), and social-
networking system 160 may provide search results
based on the rankings of the entities that are responsive
to the search query (e.g., identified entities may appear
higher in search results) as suggestions to the user in
the application. As another example and not by way of
limitation, the one or more identified entities may be de-
livered to the user as a notification (e.g., You like "ice
hockey," so you may also like "Wayne Gretsky").
[0091] In particular embodiments, an entity identified
as relevant to the user may be on with which the user
will interact, as predicted by social-networking system
160. In particular embodiments, social-networking sys-
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tem 160 may use embedding space 700 to predict the
entities with which the user will positively interact. As an
example and not by way of limitation, social-networking
system 160 may apply a search algorithm to identify one
or more entity embeddings (with which the user has not
yet interacted) within a predetermined distance 720 of
the embedding of the user (e.g., point 710). The social-
networking system 160 may then identify entities (e.g.,
pages hosted by social-networking system 160) associ-
ated with these identified entity embeddings to predict
an entity with which the user may positively interact (e.g.,
"like," click on, or otherwise interact with on social-net-
working system 160).
[0092] Although this disclosure describes and illus-
trates particular embodiments of FIG. 7 as being imple-
mented by social-networking system 160, this disclosure
contemplates any suitable embodiments of FIG. 7 occur-
ring on any suitable interface and as being implemented
by any suitable platform or system. As an example, and
not by way of limitation, particular embodiments of FIG.
7 may be implemented by client system 130 or third-party
system 170. Furthermore, although this disclosure de-
scribes and illustrates particular components, devices,
or systems carrying out particular steps of the method of
FIG. 7, this disclosure contemplates any suitable combi-
nation of any suitable components, devices, or systems
carrying out any suitable steps of the method of FIG. 7.
[0093] FIG. 8 illustrates an example method 800 for
updating vector representations of entities using a deep-
learning model. The method may begin at step 810,
where social-networking system 160 may access a first
set of entities that a user of a social-networking system
has interacted with in the social-networking system and
a second set of entities in the social-networking system.
At step 820, social-networking system 160 may deter-
mine a first set of vector representations of the first set
of entities using a deep-learning model. At step 830, so-
cial-networking system 160 may select a target entity
from the first set of entities. At step 840, social-networking
system 160 may remove from the first set of vector rep-
resentations the vector representation of the target entity.
At step 850, social-networking system 160 may combine
the remaining vector representations in the first set of
vector representations to determine a vector represen-
tation of the user. At step 860, social-networking system
160 may determine a second set of vector representa-
tions of the second set of entities using the deep-learning
model. At step 870, social-networking system 160 may
compute a similarity score between the target entity and
the user by comparing the vector representation of the
user with the vector representation of the target entity.
At step 880, social-networking system 160 may compute
similarity scores between the user and the entities in the
second set of entities by comparing the vector represen-
tation of the user with the vector representations of the
entities in the second set of entities. At step 820, social-
networking system 160 may update the vector represen-
tations of one or more entities in the second set of entities

based on the similarity scores using the deep-learning
model.
[0094] Particular embodiments may repeat one or
more steps of the method of FIG. 8, where appropriate.
Although this disclosure describes and illustrates partic-
ular steps of the method of FIG. 8 as occurring in a par-
ticular order, this disclosure contemplates any suitable
steps of the method of FIG. 8 occurring in any suitable
order. Moreover, although this disclosure describes and
illustrates an example method for updating vector repre-
sentations of entities using a deep-learning model includ-
ing the particular steps of the method of FIG. 8, this dis-
closure contemplates any suitable method for updating
vector representations of entities using a deep-learning
model including any suitable steps, which may include
all, some, or none of the steps of the method of FIG. 8,
where appropriate. Furthermore, although this disclosure
describes and illustrates particular components, devices,
or systems carrying out particular steps of the method of
FIG. 8, this disclosure contemplates any suitable combi-
nation of any suitable components, devices, or systems
carrying out any suitable steps of the method of FIG. 8.

Social Graph Affinity and Coefficient

[0095] In particular embodiments, social-networking
system 160 may determine the social-graph affinity
(which may be referred to herein as "affinity") of various
social-graph entities for each other. Affinity may repre-
sent the strength of a relationship or level of interest be-
tween particular objects associated with the online social
network, such as users, concepts, content, actions, ad-
vertisements, other objects associated with the online
social network, or any suitable combination thereof. Af-
finity may also be determined with respect to objects as-
sociated with third-party systems 170 or other suitable
systems. An overall affinity for a social-graph entity for
each user, subject matter, or type of content may be es-
tablished. The overall affinity may change based on con-
tinued monitoring of the actions or relationships associ-
ated with the social-graph entity. Although this disclosure
describes determining particular affinities in a particular
manner, this disclosure contemplates determining any
suitable affinities in any suitable manner.
[0096] In particular embodiments, social-networking
system 160 may measure or quantify social-graph affinity
using an affinity coefficient (which may be referred to
herein as "coefficient,"). The coefficient may represent
or quantify the strength of a relationship between partic-
ular objects associated with the online social network.
The coefficient may also represent a probability or func-
tion that measures a predicted probability that a user will
perform a particular action based on the user’s interest
in the action. In this way, a user’s future actions may be
predicted based on the user’s prior actions, where the
coefficient may be calculated at least in part a the history
of the user’s actions. Coefficients may be used to predict
any number of actions, which may be within or outside
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of the online social network. As an example and not by
way of limitation, these actions may include various types
of communications, such as sending messages, posting
content, or commenting on content; various types of ob-
servation actions, such as accessing or viewing profile
pages, media, or other suitable content; various types of
coincidence information about two or more social-graph
entities, such as being in the same group, tagged in the
same photograph, checked-in at the same location, or
attending the same event; or other suitable actions. Al-
though this disclosure describes measuring affinity in a
particular manner, this disclosure contemplates measur-
ing affinity in any suitable manner.
[0097] In particular embodiments, social-networking
system 160 may use a variety of factors to calculate a
coefficient. These factors may include, for example, user
actions, types of relationships between objects, location
information, other suitable factors, or any combination
thereof. In particular embodiments, different factors may
be weighted differently when calculating the coefficient.
The weights for each factor may be static or the weights
may change according to, for example, the user, the type
of relationship, the type of action, the user’s location, and
so forth. Ratings for the factors may be combined ac-
cording to their weights to determine an overall coefficient
for the user. As an example and not by way of limitation,
particular user actions may be assigned both a rating and
a weight while a relationship associated with the partic-
ular user action is assigned a rating and a correlating
weight (e.g., so the weights total 100%). To calculate the
coefficient of a user towards a particular object, the rating
assigned to the user’s actions may comprise, for exam-
ple, 60% of the overall coefficient, while the relationship
between the user and the object may comprise 40% of
the overall coefficient. In particular embodiments, the so-
cial-networking system 160 may consider a variety of var-
iables when determining weights for various factors used
to calculate a coefficient, such as, for example, the time
since information was accessed, decay factors, frequen-
cy of access, relationship to information or relationship
to the object about which information was accessed, re-
lationship to social-graph entities connected to the object,
short- or long-term averages of user actions, user feed-
back, other suitable variables, or any combination there-
of. As an example and not by way of limitation, a coeffi-
cient may include a decay factor that causes the strength
of the signal provided by particular actions to decay with
time, such that more recent actions are more relevant
when calculating the coefficient. The ratings and weights
may be continuously updated based on continued track-
ing of the actions upon which the coefficient is based.
Any type of process or algorithm may be employed for
assigning, combining, averaging, and so forth the ratings
for each factor and the weights assigned to the factors.
In particular embodiments, social-networking system
160 may determine coefficients using machine-learning
algorithms trained on historical actions and past user re-
sponses, or data farmed from users by exposing them

to various options and measuring responses. Although
this disclosure describes calculating coefficients in a par-
ticular manner, this disclosure contemplates calculating
coefficients in any suitable manner.
[0098] In particular embodiments, social-networking
system 160 may calculate a coefficient based on a user’s
actions. Social-networking system 160 may monitor such
actions on the online social network, on a third-party sys-
tem 170, on other suitable systems, or any combination
thereof. Any suitable type of user actions may be tracked
or monitored. Typical user actions include viewing profile
pages, creating or posting content, interacting with con-
tent, tagging or being tagged in images, joining groups,
listing and confirming attendance at events, checking-in
at locations, liking particular pages, creating pages, and
performing other tasks that facilitate social action. In par-
ticular embodiments, social-networking system 160 may
calculate a coefficient based on the user’s actions with
particular types of content. The content may be associ-
ated with the online social network, a third-party system
170, or another suitable system. The content may include
users, profile pages, posts, news stories, headlines, in-
stant messages, chat room conversations, emails, ad-
vertisements, pictures, video, music, other suitable ob-
jects, or any combination thereof. Social-networking sys-
tem 160 may analyze a user’s actions to determine
whether one or more of the actions indicate an affinity
for subject matter, content, other users, and so forth. As
an example and not by way of limitation, if a user may
make frequently posts content related to "coffee" or var-
iants thereof, social-networking system 160 may deter-
mine the user has a high coefficient with respect to the
concept "coffee". Particular actions or types of actions
may be assigned a higher weight and/or rating than other
actions, which may affect the overall calculated coeffi-
cient. As an example and not by way of limitation, if a
first user emails a second user, the weight or the rating
for the action may be higher than if the first user simply
views the user-profile page for the second user.
[0099] In particular embodiments, social-networking
system 160 may calculate a coefficient based on the type
of relationship between particular objects. Referencing
the social graph 200, social-networking system 160 may
analyze the number and/or type of edges 206 connecting
particular user nodes 202 and concept nodes 204 when
calculating a coefficient. As an example and not by way
of limitation, user nodes 202 that are connected by a
spouse-type edge (representing that the two users are
married) may be assigned a higher coefficient than a user
nodes 202 that are connected by a friend-type edge. In
other words, depending upon the weights assigned to
the actions and relationships for the particular user, the
overall affinity may be determined to be higher for content
about the user’s spouse than for content about the user’s
friend. In particular embodiments, the relationships a us-
er has with another object may affect the weights and/or
the ratings of the user’s actions with respect to calculating
the coefficient for that object. As an example and not by

33 34 



EP 3 188 086 A1

19

5

10

15

20

25

30

35

40

45

50

55

way of limitation, if a user is tagged in first photo, but
merely likes a second photo, social-networking system
160 may determine that the user has a higher coefficient
with respect to the first photo than the second photo be-
cause having a tagged-in-type relationship with content
may be assigned a higher weight and/or rating than hav-
ing a like-type relationship with content. In particular em-
bodiments, social-networking system 160 may calculate
a coefficient for a first user based on the relationship one
or more second users have with a particular object. In
other words, the connections and coefficients other users
have with an object may affect the first user’s coefficient
for the object. As an example and not by way of limitation,
if a first user is connected to or has a high coefficient for
one or more second users, and those second users are
connected to or have a high coefficient for a particular
object, social-networking system 160 may determine that
the first user should also have a relatively high coefficient
for the particular object. In particular embodiments, the
coefficient may be based on the degree of separation
between particular objects. The lower coefficient may
represent the decreasing likelihood that the first user will
share an interest in content objects of the user that is
indirectly connected to the first user in the social graph
200. As an example and not by way of limitation, social-
graph entities that are closer in the social graph 200 (i.e.,
fewer degrees of separation) may have a higher coeffi-
cient than entities that are further apart in the social graph
200.
[0100] In particular embodiments, social-networking
system 160 may calculate a coefficient based on location
information. Objects that are geographically closer to
each other may be considered to be more related or of
more interest to each other than more distant objects. In
particular embodiments, the coefficient of a user towards
a particular object may be based on the proximity of the
object’s location to a current location associated with the
user (or the location of a client system 130 of the user).
A first user may be more interested in other users or
concepts that are closer to the first user. As an example
and not by way of limitation, if a user is one mile from an
airport and two miles from a gas station, social-network-
ing system 160 may determine that the user has a higher
coefficient for the airport than the gas station based on
the proximity of the airport to the user.
[0101] In particular embodiments, social-networking
system 160 may perform particular actions with respect
to a user based on coefficient information. Coefficients
may be used to predict whether a user will perform a
particular action based on the user’s interest in the action.
A coefficient may be used when generating or presenting
any type of objects to a user, such as advertisements,
search results, news stories, media, messages, notifica-
tions, or other suitable objects. The coefficient may also
be utilized to rank and order such objects, as appropriate.
In this way, social-networking system 160 may provide
information that is relevant to user’s interests and current
circumstances, increasing the likelihood that they will find

such information of interest. In particular embodiments,
social-networking system 160 may generate content
based on coefficient information. Content objects may
be provided or selected based on coefficients specific to
a user. As an example and not by way of limitation, the
coefficient may be used to generate media for the user,
where the user may be presented with media for which
the user has a high overall coefficient with respect to the
media object. As another example and not by way of
limitation, the coefficient may be used to generate adver-
tisements for the user, where the user may be presented
with advertisements for which the user has a high overall
coefficient with respect to the advertised object. In par-
ticular embodiments, social-networking system 160 may
generate search results based on coefficient information.
Search results for a particular user may be scored or
ranked based on the coefficient associated with the
search results with respect to the querying user. As an
example and not by way of limitation, search results cor-
responding to objects with higher coefficients may be
ranked higher on a search-results page than results cor-
responding to objects having lower coefficients.
[0102] In particular embodiments, social-networking
system 160 may calculate a coefficient in response to a
request for a coefficient from a particular system or proc-
ess. To predict the likely actions a user may take (or may
be the subject of) in a given situation, any process may
request a calculated coefficient for a user. The request
may also include a set of weights to use for various factors
used to calculate the coefficient. This request may come
from a process running on the online social network, from
a third-party system 170 (e.g., via an API or other com-
munication channel), or from another suitable system. In
response to the request, social-networking system 160
may calculate the coefficient (or access the coefficient
information if it has previously been calculated and
stored). In particular embodiments, social-networking
system 160 may measure an affinity with respect to a
particular process. Different processes (both internal and
external to the online social network) may request a co-
efficient for a particular object or set of objects. Social-
networking system 160 may provide a measure of affinity
that is relevant to the particular process that requested
the measure of affinity. In this way, each process receives
a measure of affinity that is tailored for the different con-
text in which the process will use the measure of affinity.
[0103] In connection with social-graph affinity and af-
finity coefficients, particular embodiments may utilize one
or more systems, components, elements, functions,
methods, operations, or steps disclosed in U.S. Patent
Application No. 11/503093, filed 11 August 2006, U.S.
Patent Application No. 12/977027, filed 22 December
2010, U.S. Patent Application No. 12/978265, filed 23
December 2010, and U.S. Patent Application No.
13/632869, filed 01 October 2012, each of which is in-
corporated by reference herein.
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Systems and Methods

[0104] FIG. 9 illustrates an example computer system
900. In particular embodiments, one or more computer
systems 900 perform one or more steps of one or more
methods described or illustrated herein. In particular em-
bodiments, one or more computer systems 900 provide
functionality described or illustrated herein. In particular
embodiments, software running on one or more compu-
ter systems 900 performs one or more steps of one or
more methods described or illustrated herein or provides
functionality described or illustrated herein. Particular
embodiments include one or more portions of one or
more computer systems 900. Herein, reference to a com-
puter system may encompass a computing device, and
vice versa, where appropriate. Moreover, reference to a
computer system may encompass one or more computer
systems, where appropriate.
[0105] This disclosure contemplates any suitable
number of computer systems 900. This disclosure con-
templates computer system 900 taking any suitable
physical form. As example and not by way of limitation,
computer system 900 may be an embedded computer
system, a system-on-chip (SOC), a single-board compu-
ter system (SBC) (such as, for example, a computer-on-
module (COM) or system-on-module (SOM)), a desktop
computer system, a laptop or notebook computer sys-
tem, an interactive kiosk, a mainframe, a mesh of com-
puter systems, a mobile telephone, a personal digital as-
sistant (PDA), a server, a tablet computer system, or a
combination of two or more of these. Where appropriate,
computer system 900 may include one or more computer
systems 900; be unitary or distributed; span multiple lo-
cations; span multiple machines; span multiple data cent-
ers; or reside in a cloud, which may include one or more
cloud components in one or more networks. Where ap-
propriate, one or more computer systems 900 may per-
form without substantial spatial or temporal limitation one
or more steps of one or more methods described or il-
lustrated herein. As an example and not by way of limi-
tation, one or more computer systems 900 may perform
in real time or in batch mode one or more steps of one
or more methods described or illustrated herein. One or
more computer systems 900 may perform at different
times or at different locations one or more steps of one
or more methods described or illustrated herein, where
appropriate.
[0106] In particular embodiments, computer system
900 includes a processor 902, memory 904, storage 906,
an input/output (I/O) interface 908, a communication in-
terface 910, and a bus 912. Although this disclosure de-
scribes and illustrates a particular computer system hav-
ing a particular number of particular components in a
particular arrangement, this disclosure contemplates any
suitable computer system having any suitable number of
any suitable components in any suitable arrangement.
[0107] In particular embodiments, processor 902 in-
cludes hardware for executing instructions, such as those

making up a computer program. As an example and not
by way of limitation, to execute instructions, processor
902 may retrieve (or fetch) the instructions from an inter-
nal register, an internal cache, memory 904, or storage
906; decode and execute them; and then write one or
more results to an internal register, an internal cache,
memory 904, or storage 906. In particular embodiments,
processor 902 may include one or more internal caches
for data, instructions, or addresses. This disclosure con-
templates processor 902 including any suitable number
of any suitable internal caches, where appropriate. As
an example and not by way of limitation, processor 902
may include one or more instruction caches, one or more
data caches, and one or more translation lookaside buff-
ers (TLBs). Instructions in the instruction caches may be
copies of instructions in memory 904 or storage 906, and
the instruction caches may speed up retrieval of those
instructions by processor 902. Data in the data caches
may be copies of data in memory 904 or storage 906 for
instructions executing at processor 902 to operate on;
the results of previous instructions executed at processor
902 for access by subsequent instructions executing at
processor 902 or for writing to memory 904 or storage
906; or other suitable data. The data caches may speed
up read or write operations by processor 902. The TLBs
may speed up virtual-address translation for processor
902. In particular embodiments, processor 902 may in-
clude one or more internal registers for data, instructions,
or addresses. This disclosure contemplates processor
902 including any suitable number of any suitable internal
registers, where appropriate. Where appropriate, proc-
essor 902 may include one or more arithmetic logic units
(ALUs); be a multicore processor; or include one or more
processors 902. Although this disclosure describes and
illustrates a particular processor, this disclosure contem-
plates any suitable processor.
[0108] In particular embodiments, memory 904 in-
cludes main memory for storing instructions for processor
902 to execute or data for processor 902 to operate on.
As an example and not by way of limitation, computer
system 900 may load instructions from storage 906 or
another source (such as, for example, another computer
system 900) to memory 904. Processor 902 may then
load the instructions from memory 904 to an internal reg-
ister or internal cache. To execute the instructions, proc-
essor 902 may retrieve the instructions from the internal
register or internal cache and decode them. During or
after execution of the instructions, processor 902 may
write one or more results (which may be intermediate or
final results) to the internal register or internal cache.
Processor 902 may then write one or more of those re-
sults to memory 904. In particular embodiments, proces-
sor 902 executes only instructions in one or more internal
registers or internal caches or in memory 904 (as op-
posed to storage 906 or elsewhere) and operates only
on data in one or more internal registers or internal cach-
es or in memory 904 (as opposed to storage 906 or else-
where). One or more memory buses (which may each
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include an address bus and a data bus) may couple proc-
essor 902 to memory 904. Bus 912 may include one or
more memory buses, as described below. In particular
embodiments, one or more memory management units
(MMUs) reside between processor 902 and memory 904
and facilitate accesses to memory 904 requested by
processor 902. In particular embodiments, memory 904
includes random access memory (RAM). This RAM may
be volatile memory, where appropriate Where appropri-
ate, this RAM may be dynamic RAM (DRAM) or static
RAM (SRAM). Moreover, where appropriate, this RAM
may be single-ported or multi-ported RAM. This disclo-
sure contemplates any suitable RAM. Memory 904 may
include one or more memories 904, where appropriate.
Although this disclosure describes and illustrates partic-
ular memory, this disclosure contemplates any suitable
memory.
[0109] In particular embodiments, storage 906 in-
cludes mass storage for data or instructions. As an ex-
ample and not by way of limitation, storage 906 may in-
clude a hard disk drive (HDD), a floppy disk drive, flash
memory, an optical disc, a magneto-optical disc, mag-
netic tape, or a Universal Serial Bus (USB) drive or a
combination of two or more of these. Storage 906 may
include removable or non-removable (or fixed) media,
where appropriate. Storage 906 may be internal or ex-
ternal to computer system 900, where appropriate. In par-
ticular embodiments, storage 906 is non-volatile, solid-
state memory. In particular embodiments, storage 906
includes read-only memory (ROM). Where appropriate,
this ROM may be mask-programmed ROM, programma-
ble ROM (PROM), erasable PROM (EPROM), electrical-
ly erasable PROM (EEPROM), electrically alterable
ROM (EAROM), or flash memory or a combination of two
or more of these. This disclosure contemplates mass
storage 906 taking any suitable physical form. Storage
906 may include one or more storage control units facil-
itating communication between processor 902 and stor-
age 906, where appropriate. Where appropriate, storage
906 may include one or more storages 906. Although this
disclosure describes and illustrates particular storage,
this disclosure contemplates any suitable storage.
[0110] In particular embodiments, I/O interface 908 in-
cludes hardware, software, or both, providing one or
more interfaces for communication between computer
system 900 and one or more I/O devices. Computer sys-
tem 900 may include one or more of these I/O devices,
where appropriate. One or more of these I/O devices may
enable communication between a person and computer
system 900. As an example and not by way of limitation,
an I/O device may include a keyboard, keypad, micro-
phone, monitor, mouse, printer, scanner, speaker, still
camera, stylus, tablet, touch screen, trackball, video
camera, another suitable I/O device or a combination of
two or more of these. An I/O device may include one or
more sensors. This disclosure contemplates any suitable
I/O devices and any suitable I/O interfaces 908 for them.
Where appropriate, I/O interface 908 may include one or

more device or software drivers enabling processor 902
to drive one or more of these I/O devices. I/O interface
908 may include one or more I/O interfaces 908, where
appropriate. Although this disclosure describes and illus-
trates a particular I/O interface, this disclosure contem-
plates any suitable I/O interface.
[0111] In particular embodiments, communication in-
terface 910 includes hardware, software, or both provid-
ing one or more interfaces for communication (such as,
for example, packet-based communication) between
computer system 900 and one or more other computer
systems 900 or one or more networks. As an example
and not by way of limitation, communication interface 910
may include a network interface controller (NIC) or net-
work adapter for communicating with an Ethernet or other
wire-based network or a wireless NIC (WNIC) or wireless
adapter for communicating with a wireless network, such
as a WI-FI network. This disclosure contemplates any
suitable network and any suitable communication inter-
face 910 for it. As an example and not by way of limitation,
computer system 900 may communicate with an ad hoc
network, a personal area network (PAN), a local area
network (LAN), a wide area network (WAN), a metropol-
itan area network (MAN), or one or more portions of the
Internet or a combination of two or more of these. One
or more portions of one or more of these networks may
be wired or wireless. As an example, computer system
900 may communicate with a wireless PAN (WPAN)
(such as, for example, a BLUETOOTH WPAN), a WI-FI
network, a WI-MAX network, a cellular telephone network
(such as, for example, a Global System for Mobile Com-
munications (GSM) network), or other suitable wireless
network or a combination of two or more of these. Com-
puter system 900 may include any suitable communica-
tion interface 910 for any of these networks, where ap-
propriate. Communication interface 910 may include one
or more communication interfaces 910, where appropri-
ate. Although this disclosure describes and illustrates a
particular communication interface, this disclosure con-
templates any suitable communication interface.
[0112] In particular embodiments, bus 912 includes
hardware, software, or both coupling components of
computer system 900 to each other. As an example and
not by way of limitation, bus 912 may include an Accel-
erated Graphics Port (AGP) or other graphics bus, an
Enhanced Industry Standard Architecture (EISA) bus, a
front-side bus (FSB), a HYPERTRANSPORT (HT) inter-
connect, an Industry Standard Architecture (ISA) bus, an
INFINIBAND interconnect, a low-pin-count (LPC) bus, a
memory bus, a Micro Channel Architecture (MCA) bus,
a Peripheral Component Interconnect (PCI) bus, a PCI-
Express (PCIe) bus, a serial advanced technology at-
tachment (SATA) bus, a Video Electronics Standards As-
sociation local (VLB) bus, or another suitable bus or a
combination of two or more of these. Bus 912 may include
one or more buses 912, where appropriate. Although this
disclosure describes and illustrates a particular bus, this
disclosure contemplates any suitable bus or intercon-
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nect.
[0113] Herein, a computer-readable non-transitory
storage medium or media may include one or more sem-
iconductor-based or other integrated circuits (ICs) (such,
as for example, field-programmable gate arrays (FPGAs)
or application-specific ICs (ASICs)), hard disk drives
(HDDs), hybrid hard drives (HHDs), optical discs, optical
disc drives (ODDs), magneto-optical discs, magneto-op-
tical drives, floppy diskettes, floppy disk drives (FDDs),
magnetic tapes, solid-state drives (SSDs), RAM-drives,
SECURE DIGITAL cards or drives, any other suitable
computer-readable non-transitory storage media, or any
suitable combination of two or more of these, where ap-
propriate. A computer-readable non-transitory storage
medium may be volatile, non-volatile, or a combination
of volatile and non-volatile, where appropriate.

Miscellaneous

[0114] Herein, "or" is inclusive and not exclusive, un-
less expressly indicated otherwise or indicated otherwise
by context. Therefore, herein, "A or B" means "A, B, or
both," unless expressly indicated otherwise or indicated
otherwise by context. Moreover, "and" is both joint and
several, unless expressly indicated otherwise or indicat-
ed otherwise by context. Therefore, herein, "A and B"
means "A and B, jointly or severally," unless expressly
indicated otherwise or indicated otherwise by context.
[0115] The scope of this disclosure encompasses all
changes, substitutions, variations, alterations, and mod-
ifications to the example embodiments described or il-
lustrated herein that a person having ordinary skill in the
art would comprehend. The scope of this disclosure is
not limited to the example embodiments described or il-
lustrated herein. Moreover, although this disclosure de-
scribes and illustrates respective embodiments herein
as including particular components, elements, feature,
functions, operations, or steps, any of these embodi-
ments may include any combination or permutation of
any of the components, elements, features, functions,
operations, or steps described or illustrated anywhere
herein that a person having ordinary skill in the art would
comprehend. Furthermore, reference in the appended
claims to an apparatus or system or a component of an
apparatus or system being adapted to, arranged to, ca-
pable of, configured to, enabled to, operable to, or oper-
ative to perform a particular function encompasses that
apparatus, system, component, whether or not it or that
particular function is activated, turned on, or unlocked,
as long as that apparatus, system, or component is so
adapted, arranged, capable, configured, enabled, oper-
able, or operative.

Claims

1. A computer-implemented method comprising:

accessing, by one or more computing devices:

a first set of entities, e.g. a first set of data
objects stored in one or more data stores,
that a user of a social-networking system
has interacted with in the social-networking
system, and
a second set of entities, e.g. a second set
of data objects stored in one or more data
stores, in the social-networking system;

determining, by one or more computing devices,
a first set of vector representations of the first
set of entities using a deep-learning model;
selecting, by one or more computing devices, a
target entity from the first set of entities;
removing, by one or more computing devices,
from the first set of vector representations the
vector representation of the target entity;
combining, by one or more computing devices,
the remaining vector representations in the first
set of vector representations to determine a vec-
tor representation of the user;
determining, by one or more computing devices,
a second set of vector representations of the
second set of entities using the deep-learning
model;
computing, by one or more computing devices:

a similarity score between the target entity
and the user by comparing the vector rep-
resentation of the user with the vector rep-
resentation of the target entity, and
similarity scores between the user and the
entities in the second set of entities by com-
paring the vector representation of the user
with the vector representations of the enti-
ties in the second set of entities; and

updating, by one or more computing devices,
the vector representations of one or more enti-
ties in the second set of entities based on the
similarity scores using the deep-learning model.

2. The method of Claim 1, further comprising:

determining, by one or more computing devices,
an embedding for the user, each entity of the
first set of entities, and each entity of the second
set of entities, wherein:

each embedding corresponds to a point in
a multi-dimensional embedding space,
the embedding space comprises a plurality
of points corresponding to a plurality of en-
tities; and
each embedding is based on a respective
vector representation determined using the
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deep-learning model.

3. The method of Claim 1 or 2, further comprising:

assigning, by one or more computing devices,
a respective ranking to the target entity and to
each entity of the second set of entities based
on the similarity scores, and wherein updating
the vector representations of the one or more
entities of the second set of entities is further
based on the rankings;

wherein each of the one or more entities of the sec-
ond set of entities whose vector representations are
updated optionally have a similarity score that is
greater than the similarity score of the target entity.

4. The method of any of Claims 1 to 3, further compris-
ing:

identifying one or more entities of a plurality of
entities as relevant to the user by applying a
search algorithm to the embedding space,
wherein points corresponding to one or more
embeddings of the identified entities are within
a threshold distance of the point corresponding
to the embedding of the user in the embedding
space;
optionally-comprising sending, to a client sys-
tem of the user, the one or more identified enti-
ties for display to the user, and/or
-optionally comprising caching or pre-caching
one or more identified entities on a client device
associated with a user and/or on a server,
wherein caching or pre-caching preferably is
performed for one or more users or for each user
of a selected group of users; and/or
optionally comprising clustering entities select-
ed from the identified entities, and optionally
storing clusters of entities on data stores based
on their position in the embedding space.

5. The method of any of Claims 1 to 4, wherein the
target entity is selected randomly.

6. The method of any of Claims 1 to 5, wherein the user
has not interacted with the second set of entities in
the social-networking system.

7. The method of any of Claims 1 to 6, wherein the
social-networking system comprises a social graph
comprising a plurality of nodes and a plurality of edg-
es connecting the nodes, each of the edges between
two of the nodes representing a single degree of sep-
aration between them, the nodes comprising:

a first node corresponding to the user; and
a plurality of second nodes that each correspond

to a respective entity.

8. The method of Claim 7, wherein the user has inter-
acted with the first set of entities by a social-network-
ing action of the user, wherein the social-networking
action is taken with respect to the first node and a
respective second node corresponding to a respec-
tive entity of the first set of entities;
preferably wherein the social-networking action rep-
resents an expression of affinity for an entity.

9. The method of any of Claims 1 to 8, wherein at least
one of the entities comprises a page hosted by the
social-networking system.

10. The method of any of Claims 1 to 9, wherein the
vector representations comprise d-dimensional in-
tensity vectors.

11. One or more computer-readable non-transitory stor-
age media embodying software that is operable
when executed to carry out a method according to
at least one of claims 1 to 10, in particular to:

access:

a first set of entities that a user of a social-
networking system has interacted with in
the social-networking system, and
a second set of entities in the social-net-
working system;

determine a first set of vector representations of
the first set of entities using a deep-learning
model;
select a target entity from the first set of entities;
remove from the first set of vector representa-
tions the vector representation of the target en-
tity;
combine the remaining vector representations
in the first set of vector representations to deter-
mine a vector representation of the user;
determine a second set of vector representa-
tions of the second set of entities using the deep-
learning model;
compute:

a similarity score between the target entity
and the user by comparing the vector rep-
resentation of the user with the vector rep-
resentation of the target entity, and
similarity scores between the user and the
entities in the second set of entities by com-
paring the vector representation of the user
with the vector representations of the enti-
ties in the second set of entities; and

update the vector representations of one or
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more entities in the second set of entities based
on the similarity scores using the deep-learning
model.

12. The media of Claim 11, wherein the software is fur-
ther operable when executed to:

determine an embedding for the user, each en-
tity of the first set of entities, and each entity of
the second set of entities, wherein:

each embedding corresponds to a point in
a multi-dimensional embedding space,
the embedding space comprises a plurality
of points corresponding to a plurality of en-
tities; and
each embedding is based on a respective
vector representation determined using the
deep-learning model.

13. The media of Claim 11 or 12, wherein the software
is further operable when executed to assign a re-
spective ranking to the target entity and to each entity
of the second set of entities based on the similarity
scores, and wherein updating the vector represen-
tations of the one or more entities of the second set
of entities is further based on the rankings.

14. A system comprising: one or more processors; and
a memory coupled to the processors comprising in-
structions executable by the processors, the proc-
essors operable when executing the instructions to
carry out a method according to at least one of claims
1 to 10, in particular to:

access:

a first set of entities that a user of a social-
networking system has interacted with in
the social-networking system, and
a second set of entities in the social-net-
working system;

determine a first set of vector representations of
the first set of entities using a deep-learning
model;
select a target entity from the first set of entities;
remove from the first set of vector representa-
tions the vector representation of the target en-
tity;
combine the remaining vector representations
in the first set of vector representations to deter-
mine a vector representation of the user;
determine a second set of vector representa-
tions of the second set of entities using the deep-
learning model;
compute:

a similarity score between the target entity
and the user by comparing the vector rep-
resentation of the user with the vector rep-
resentation of the target entity, and
similarity scores between the user and the
entities in the second set of entities by com-
paring the vector representation of the user
with the vector representations of the enti-
ties in the second set of entities; and

update the vector representations of one or
more entities in the second set of entities based
on the similarity scores using the deep-learning
model.

15. The system of Claim 14, wherein the processors are
further operable when executing the instructions to:

determine an embedding for the user, each en-
tity of the first set of entities, and each entity of
the second set of entities, wherein:

each embedding corresponds to a point in
a multi-dimensional embedding space,
the embedding space comprises a plurality
of points corresponding to a plurality of en-
tities; and
each embedding is based on a respective
vector representation determined using the
deep-learning model; and/or
wherein the processors are further operable
when executing the instructions to assign a
respective ranking to the target entity and
to each entity of the second set of entities
based on the similarity scores, and wherein
updating the vector representations of the
one or more entities of the second set of
entities is further based on the rankings.
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