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Description

BACKGROUND OF THE INVENTION

1. Field of the Invention

[0001] The present invention relates to load balancing
for networks with bundles of communication links be-
tween one network device and at least one pair of differ-
ent network devices, such as a pair of provider edge
nodes through which customer networks are connected
to a provider network, such as a metropolitan area net-
work (MAN).

2. Description of the Related Art

[0002] Networks of general purpose computer sys-
tems and special purpose devices connected by external
communication links are well known and widely used in
commerce. The networks often include one or more net-
work devices that facilitate the passage of information
between the computer systems and special purpose de-
vices. A network node is a network device or computer
system or other special purpose device connected by the
communication links.
[0003] Information is exchanged between network
nodes according to one or more of many well known,
new or still developing protocols. In this context, a pro-
tocol consists of a set of rules defining how the nodes
interact with each other based on information sent over
the communication links. The protocols are effective at
different layers of operation within each node, from gen-
erating and receiving physical signals of various types,
to selecting a link for transferring those signals, to the
format of information indicated by those signals, to iden-
tifying which software application executing on a compu-
ter system sends or receives the information. The con-
ceptually different layers of protocols for exchanging in-
formation over a network are described in the Open Sys-
tems Interconnection (OSI) Reference Model. The OSI
Reference Model is generally described in more detail in
Section 1.1 of the reference book entitled Interconnec-
tions Second Edition, by Radia Perlman, published Sep-
tember 1999.
[0004] Communications between nodes are typically
effected by exchanging discrete packets of data. Each
packet typically comprises 1] header information associ-
ated with a particular protocol, and 2] payload information
that follows the header information and contains infor-
mation to be processed, often independently of that par-
ticular protocol. In some protocols, the packet includes
3] trailer information following the payload and indicating
the end of the payload information. The header includes
information such as the source of the packet, its desti-
nation, the length of the payload, and other properties
used by the protocol. Often, the data in the payload for
the particular protocol includes a header and payload for
a different protocol associated with a different, usually

higher layer of the OSI Reference Model. The protocol
in the payload is said to be encapsulated in the protocol
of the header. The headers included in a packet travers-
ing multiple heterogeneous networks, such as the Inter-
net, typically include a physical (layer 1) header, a data-
link (layer 2) header, an internetwork (layer 3) header
and a transport (layer 4) header, as defined by the Open
Systems Interconnection (OSI) Reference Model. The
physical layer protocol identifies the physical media used
to communicate with another device. The data-link pro-
tocol identifies a different node connected by the physical
media to a particular node.
[0005] Some protocols span the layers of the OSI Ref-
erence Model. For example, the Ethernet local area net-
work (LAN) protocol includes both layer 1 and layer 2
information. The International Electrical and Electronics
Engineers (IEEE) 802.3 protocol, an implementation of
the Ethernet protocol, includes layer 1 information and
some layer 2 information.
[0006] Routers and switches are network devices that
determine which communication link or links to employ
to support the progress of packets through the network.
For example, Ethernet switches forward packets accord-
ing to the Ethernet protocol at layer 2 based on unique
identifiers for each device connected. Some current rout-
ers implement sophisticated algorithms that provide high
performance forwarding of packets based on combining
layer 2 and layer 3 header information, or some other
combination, and knowledge of network topology beyond
the adjacent nodes.
[0007] As used here, a port is a physical interface on
a network device that is, or can be, connected to a cable
to serve as a communication link with a port on another
network device. For example, three types of widely used
Ethernet ports have three different bandwidths of 100
Megabits per second (Mbps, where 1 Megabit = 106 bi-
nary digits called bits), 1 Gigabit per second (Gbps, where
1 Gigabit = 109 bits), or 10 Gbps. These three ports and
links are termed Fast Ethernet, Gigabit Ethernet and 10
Gigabit Ethernet, respectively. Optical metropolitan area
networks (MANs) and wide area networks (WANs) have
been developed using special optical ports on nodes that
repeat and switch optical signals, correcting for attenu-
ation and other signal degradation. Optical protocols for
these networks include a Synchronous Optical Network
(SONET), Synchronous Digital Hierarchy (SDH) and Op-
tical Transport Network (OTN) protocols.
[0008] In some circumstances, such as for redundancy
or to provide needed bandwidth, some networks bundle
multiple communication links between a pair of network
nodes. For example, if network traffic between a partic-
ular server and an Ethernet switch in an office building
needs bandwidth up to 500 Mbps, then it might be more
cost-effective to connect five Fast Ethernet ports on each
device rather than to install a Gigabit Ethernet port on
each device and string a single Gigabit cable in the walls
between them. Also the five Fast Ethernet links provide
device resiliency against hardware failure on one port or
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link. The five Fast Ethernet links in this example constitute
a bundle of communication links. Link Aggregation Con-
trol Protocol (LACP) is part of an IEEE specification
(802.3ad) that allows several physical ports to be bundled
together to form a single logical channel. LACP allows a
switch to negotiate an automatic bundle by sending
LACP packets to the adjacent node.
[0009] Bundled communication links are commercially
available. For example bundled Ethernet links are avail-
able from Cisco Systems, Inc. of San Jose, California as
ETHERCHANNEL™ capabilities on Ethernet switches
and routers. As another example, one of the two con-
nected devices bundle the links into a group for redun-
dancy using FLEXLINK. Bundled links are also available
on routers for use with SONET for optical communication
links as part of packet over SONET (POS) technology
from Cisco Systems.
[0010] A load-balancing process is used on the send-
ing network node of the pair connected by a bundle of
communication links for the purpose of determining
which communication link to use for sending one or more
data packets to the receiving network node of the pair.
A goal of load-balancing is to prevent one link from being
heavily utilized to the point of congestion, while one or
more other links in the bundle are under-utilized. Current
balancing algorithms use a variety or methods to asso-
ciate data packets with a specific port in a set of ports
connected to the communication links in the bundle. Typ-
ically, information in a header portion of a data packet is
used to derive a value that is associated with one port of
the set, often using a hash function to make the associ-
ation. The algorithm is designed to generate a value in
a range of values that are associated with the full set of
ports. Thus data packets directed to the receiving node
are distributed over all communication links in the bundle
by the load balancing process. Many load-balancing
processes are designed so that all data packets in the
same data flow are sent through the same port.
[0011] As more enterprises access wider metropolitan
area networks for communication with remote sites, the
enterprise procures service from a service provider for
access to a MAN and WAN. The enterprise equipment
is connected to service provider equipment at the edge
of the service provider network. It is common for a service
provider to provide a pair of so called edge nodes at the
service provider edge so that service to the customer is
not interrupted if one device fails.
[0012] Data packets are transferred across the provid-
er network using virtual point-to-point links, so that traffic
from one customer is not seen by other customers using
the provider network. Such virtual point-to-point links ap-
pear to end users to be direct connections, but in fact
may involve multiple intermediate network nodes. Virtual
point-to-point links at layer 2 (data-link layer) also called
pseudowires (PW) are available in a variety of protocols
for a variety of different physical media. Such protocols
include Multi-Protocol Label switching (MPLS), shared
packet rings, and resilient packet ring (RPR) protocol for

use over Ethernet media as well as optical media. Other
protocols include MAC-in-MAC and Generic Routing En-
capsulation (GRE) tunnels for Ethernet media. One or
more pseudo wires are collected to form a virtual local
area network (VLAN) or a virtual private network (VPN).
[0013] Virtual point-to-point links through the pair of
devices on a provider edge provide redundancy in case
of failure of either device using available processes, such
as Spanning Tree or Back-Up PW. However, no previ-
ously known processes provide load balancing among
data-links from one device to two or more other interme-
diate network nodes, such as the pair of provider edge
nodes. Thus the capability to load-balance traffic from
remote sites across the pair of provider edge nodes is
not made available. As a result, one link or link-bundle
between the customer device and one provider edge
node may become congested while one or more links or
link-bundles of a different provider edge node to the same
customer network are under-utilized.
[0014] US 2006/047851 discloses a computer network
includes a core network connected with first and second
Ethernet access domain networks, each of Ethernet ac-
cess domain networks including a user-facing provider
edge (u-PE) device, a primary network-facing provider
edge (n-PE) device, a redundant n-PE device, and a plu-
rality of aggregation provider edge (Agg-PE) devices pro-
viding connectivity between to the u-PE device and the
primary and redundant n-PE devices, the Agg-PE devic-
es running a spanning-tree protocol (STP) algorithm.; A
primary data path is provided along with first and second
redundant data paths that include first and second re-
dundant pseudowires (PWs), respectively, connected
across the core network, the first and second redundant
data paths being blocked by the STP algorithm when the
primary data path is available, the STP algorithm un-
blocking either the first or second redundant data path in
response to a failure of the primary data path. US
2004/156313 discloses a method for transporting layer-
2 frames, such as Ethernet MAC, ATM AAL5, and Frame
Relay, over MPLS, SONET/SDH, or OTN optical trans-
port networks as well as electrical transport networks is
disclosed. The method establishes "pseudo-wires" be-
tween, for example, routers, Layer-2 packet switches, or
SONET/SDH switches. Inter-related ingress and egress
resource tables may be used by provider edge nodes to
negotiate consistently managed data tunnels across a
provider network on behalf of data flowing from/to a di-
verse base of customer edge nodes. Based on the fore-
going, there is a clear need for a load-balancing process
for data- links distributed across the pair of provider edge
nodes. In general, there is a need for a load-balancing
process for data links to a given node when the data links
are distributed across two or more different intermediate
network nodes.

BRIEF DESCRIPTION OF THE DRAWINGS

[0015] The present invention is illustrated by way of
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example, and not by way of limitation, in the figures of
the accompanying drawings and in which like reference
numerals refer to similar elements and in which:

FIG. 1A is a block diagram that illustrates a network
that includes a bundle of virtual point-to-point links,
according to an embodiment;
FIG. 1B is a block diagram of a data packet trans-
mitted over virtual point-to-point links;
FIG. 2 is a flow diagram that illustrates at a high level
a method for balancing traffic load on a bundle of
virtual point-to-point links, according to an embodi-
ment;
FIG. 3 is a flow diagram that illustrates a step of the
method of FIG. 2, according to an embodiment;
FIG. 4 is a block diagram that illustrates a data struc-
ture for storing information about bundles of virtual
point-to-point links, according to an embodiment;
and
FIG. 5 is a block diagram that illustrates a router upon
which an embodiment of the invention may be im-
plemented.

DETAILED DESCRIPTION

[0016] A method and apparatus are described for bal-
ancing of data packet traffic loads over a virtual link bun-
dle in a network. In the following description, for the pur-
poses of explanation, numerous specific details are set
forth in order to provide a thorough understanding of the
present invention. It will be apparent, however, to one
skilled in the art that the present invention may be prac-
ticed without these specific details. In other instances,
well-known structures and devices are shown in block
diagram form in order to avoid unnecessarily obscuring
the present invention.
[0017] The invention is described in the following sec-
tions in the context of load balancing layer 2 virtual links
over an optical ring using RPR protocol to create loop-
free virtual point-to-point links between pairs of provider
edge nodes. However, the invention is not limited to this
context. In other embodiments, different layer 2 virtual
point-to-point links are bundled, such as links using
MPLS, MAC-in-MAC and a GRE tunnel protocols, among
others. In other embodiments, virtual point-to-point links
that pass through two or more different nodes at or away
from the provider edge are bundled for load balancing.
In some embodiments, the virtual point-to-point links bun-
dled for load balancing are also grouped for redundancy
to protect against device failure at one or more nodes.

1.0 NETWORK OVERVIEW

[0018] FIG. 1A is a block diagram that illustrates a net-
work 100 that includes a bundle of virtual point-to-point
links, according to an embodiment. A computer network
is a geographically distributed collection of interconnect-
ed sub-networks (e.g., sub-networks 102a, 102b, 102c

collectively referenced hereinafter as sub-networks 102)
for transporting data between network nodes (e.g., net-
work nodes 110a, 110b, 110c, 110d, 110e, 110f, 110g,
collectively referenced hereinafter as network nodes
110). A local area network (LAN) is an example of such
a sub-network 102. A metropolitan area network (MAN)
and wide area network (WAN) are further examples of
such sub-networks. The network’s topology is defined by
an arrangement of end nodes that communicate with one
another, typically through one or more intermediate net-
work nodes such as a router or switch, which facilitates
transmitting data between end nodes. As used herein,
an end node is a node that is configured to originate or
terminate communications over the network. In contrast,
an intermediate network node facilitates the passage of
data between end nodes. In FIG. 1A, the network nodes
110 are all intermediate nodes. In other embodiments,
such as embodiments without sub-networks 102a, 102b,
one or more network nodes, e.g. nodes 110a, 110d, are
end nodes. Each sub-network 102 includes zero or more
intermediate network nodes.
[0019] Each network node 110 includes two or more
physical ports, such as port 111a and port 111b on net-
work node 110a; port 112a and port 113a on network
node 110b; port 112b and port 113b on network node
110c; port 112c and port 113c on network node 110e;
port 112d and port 113d on network node 110f; and port
111c and port 111d on network node 110d. The ports are
connected by communication links. Each physical port
and physical communication link can carry one or more
logical links, also called virtual links. A virtual link is a
subset of all data packets that traverse a physical link.
The members of the subset are associated by some vir-
tual link identifier, such as a virtual LAN (VLAN) tag sup-
ported by Ethernet network nodes, carried in a header
or payload portion of the appropriate protocol.
[0020] A network topology as illustrated in FIG. 1A is
useful in many example scenarios. For example, in one
embodiment, sub-network 102c is a MAN using an optical
physical layer, while sub-networks 102a, 102b are Eth-
ernet LANs that belong to an enterprise at two different
sites in the metropolitan area served my sub-network
102c. The network node 110a connects the LAN repre-
sented by sub-network 102a to two network nodes 110b,
110c that serve as a pair of provider edge nodes for pro-
vider sub-network 102c. Similarly, the network node 110d
connect the LAN represented by sub-network 102b to
two network nodes 110d, 110e that serve as a pair of
provider edge nodes for provider sub-network 102c.
[0021] It is assumed for purposes of illustration that
ports 111a, 111b, 111c, 111d (collectively referenced
hereinafter as ports 111) and that ports 112a, 112b, 112c,
112d (collectively referenced hereinafter as ports 112)
are Fast Ethernet ports. It is further assumed that ports
113a, 113b, 113c, 113d (collectively referenced herein-
after as ports 113) are optical ports for connection to an
optical ring. It is further assumed that sub-network 102c
is an optical network, such as an optical ring using the
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SONET protocol.
[0022] Data link layer protocols are used to identify to
each network node 110 a different network node 110
connected at a port of the network node. For example,
the Ethernet layer 2 protocol identifies to network node
110b that port 111a of network node 110a with a unique
media access control (MAC) number is connected via
the link at port 112a. Similarly, the Ethernet layer 2 pro-
tocol identifies to network node 110a that port 112a of
network node 110b with a different MAC number is con-
nected via the link at port 111a.
[0023] To traverse the provider sub-network 102c that
is a MAN or WAN, data link protocols, like Ethernet layer
2, and payloads are encapsulated by the provider edge
nodes in a point-to-point protocol, such as MPLS. The
point-to-point protocol ensures that a data packet re-
ceived from a first port on a first node is communicated
only to a second port on a second node and to no other
port on that node or any other node outside the provider
edge. This path through the sub-network 102c between
the two particular nodes is called a pseudo wire. Config-
uration data is used to define the two ports that are con-
nected by the point-to-point link and provide a unique
label to be included in the point-to-point protocol header
of data packets traversing the sub-network 102c, includ-
ing provider edge network nodes 110b, 110c, 110d,
110e.
[0024] In the illustrated embodiment, one virtual point-
to-point link (called a pseudo wire) of the point-to-point
protocol serves as a virtual link 116a between port 111a
on node 110a and port 111c on node 110d. A second
virtual link 116b connects port 111b on node 110a and
port 111c on node 110d. The portions of the virtual links
116a, 116b through network 102c are shown as dashed
lines.
[0025] Similarly, other virtual links may be defined to
provide more connectivity among the customer network
nodes. For example, two more virtual links (not shown)
are often established between the ports 111a and 111b
on node 110a to port 111d on node 110d, through pro-
vider edge network node 110f. The collection of these
two virtual links and virtual links 116a, 116b may consti-
tute a virtual private network (VPN). In some embodi-
ments, a VLAN is established. In a VLAN all ports on the
VLAN see all traffic with the other ports on the VLAN. To
complete a VLAN for ports 111, two additional virtual links
(not shown) are established in sub-network 102c; a first
between ports 111a and 111b connecting port 113a and
port 113b, and a second between ports 111c and 111d
connecting port 113c and 113d.
[0026] Embodiments of the invention may be demon-
strated using virtual link 116a and virtual link 116b alone.
Therefore other virtual links in a VPN or VLAN are not
shown in FIG. 1A, in order to avoid obscuring the inven-
tion.

2.0 STRUCTURAL OVERVIEW

[0027] According to the illustrated embodiment, the
provider edge nodes 110b, 110c, 110e, 110f include vir-
tual link load balancing (LB) processes 120a, 120b, 120c,
120d, respectively (collectively referenced hereinafter as
virtual link LB processes 120). In other embodiments
more or fewer network nodes 110 include a virtual link
LB process 120. As described in more detail below, the
virtual link LB process (e.g., process 120c) bundles two
or more virtual links (e.g., virtual links 116a, 116b) that
pass through two or more different intermediate network
nodes (e.g., provider edge nodes 110b and 110c) to the
same LAN (e.g., sub-network 102a) of one or more net-
work nodes (e.g., node 110a). This provides load balanc-
ing of traffic through the two or more different intermedi-
ate network nodes that reach the same LAN, for which
load balancing is not available in the prior art.
[0028] In an illustrated embodiment, the virtual load
balancing bundle identifier is configured on the network
nodes. In some embodiments, an identifier for the virtual
load balancing bundle of virtual links is included in a head-
er for the point to point protocol.. FIG. 1B is a block dia-
gram that illustrates a packet 130 communicated over a
network, such as network 100. Packet 130 includes pay-
loads 138, 148, each encapsulated by at least one net-
work header, e.g., headers 132, 142, respectively. Each
header 132, 142 is formatted in accordance with a net-
work communication protocol; header 132 is formatted
according to a first protocol and header 142 is formatted
according to a second protocol. The header 142 for the
second protocol is included within the payload 138 of the
first protocol. The header for a protocol typically includes
type fields that identify the protocol to which the header
belongs and the next protocol in the payload, if any. For
example, the header 132 for the first protocol includes
type fields 136. The header for a protocol often includes
a destination address or a source address, or both, for
the information in the payload. For example, the header
132 for the first protocol includes address fields 134
where the source and receiver address for the first pro-
tocol is located within the packet 130.
[0029] In the illustrated embodiment, the first protocol
is a point-to-point protocol and first protocol header 132
includes a point-to-point link identifier field 137. In some
embodiments, the first protocol header 132 also includes
a LB bundle affiliation field 138, that identifies this virtual
link as a member of a group for load balancing.
[0030] In the illustrated embodiment, the second pro-
tocol header 142 is a data-link layer header, such an
Ethernet layer 2 header. This header includes a source
MAC field 144a that holds data that indicates the MAC
number of the port that is a source of the packet and a
destination MAC field 144b that holds data that indicates
the MAC number of the port that is a destination of the
packet. In such embodiments, the MAC numbers serve
as data-link layer addresses for source and destination.
The first protocol header 132 is a header for a point to
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point protocol used in sub-network 102c, such as a RPR
header, a MPLS header, a GRE header, or MAC-in-MAC
header. The point-to-point header includes field 137 that
indicates the virtual link, e.g., by a MPLS label or a VLAN
identifier.
[0031] Although fields are shown as contiguous blocks
of data in a particular order in FIG. 1B for purposes of
illustration, in various embodiments one or more fields
or portions thereof are included in the data packet in a
different position or order or both.
[0032] According to some embodiments of the inven-
tion, the virtual link LB processes 120 include a data
structure used to associate data link addresses (such as
MAC addresses) with physical and virtual links.
[0033] FIG. 4 is a block diagram that illustrates a data
structure 400 for storing information about bundles of vir-
tual point-to-point links, according to an embodiment.
The data structure is stored in one or more portions of
memory as part of LB process 120. Although fields are
shown as contiguous blocks in a particular order in a
contiguous portion of memory for purposes of illustration,
in other embodiments, one or more fields or portions
thereof are stored in a different order or location in mem-
ory and associations are provided by pointers.
[0034] In the illustrated embodiment, the data structure
400 includes a record for each physical port on the net-
work node, such as physical link record 410, physical link
record 420, and additional physical link records indicated
by ellipsis 430 (collectively referenced hereinafter as
physical link record 410). Each physical link record 410
includes a physical link identifier field 411, 421, and oth-
ers, respectively, (collectively referenced hereinafter as
physical link ID field 411) that uniquely identifies the port
on the network node, such as a MAC address for the
port. Each physical link record 410, 420 also includes a
MAC list field 417, 427, respectively, (collectively refer-
enced hereinafter as MAC list field 417) that lists the MAC
addresses that have appeared on the link to that port. In
other embodiments, the MAC addresses are stored in a
separate data structure and simply point to the physical
link ID field (e.g., fields 411, 421) that they are associated
with.
[0035] As used in a method described below, each
physical link record 410 in the data structure 400 also
includes a virtual link ID field for every virtual link that
passes through that port. The virtual link is identified in
this field in any manner known in the art. For example,
the virtual link is identified in this field by a VPN name
and virtual circuit number. As depicted in data structure
400, physical link record 410 includes virtual link ID fields
412a, 412b and additional virtual link ID fields indicated
by ellipsis 419. Similarly, physical link record 420 in-
cludes virtual link ID fields 422a, 422b and additional vir-
tual link ID fields indicated by ellipsis 429. Virtual link ID
fields 412a, 412b, 422a, 422b and additional virtual link
ID fields indicated by ellipses 419 and 429 are collectively
referenced hereinafter as virtual link ID field 412. If there
are no virtual links using a port then, in various embodi-

ments, virtual link ID field 412 for the record 410 is empty
or omitted.
[0036] Associated with each virtual link ID field 412a,
412b, 422a, 422b and additional fields indicated by el-
lipses 419 and 429 is a virtual link group field 414a, 414b,
424a, 424b, and additional fields indicated by ellipses
419 and 429 respectively. Virtual link group fields 414a,
414b, 424a, 424b and additional virtual link ID fields in-
dicated by ellipses 419 and 429 are collectively refer-
enced hereinafter as virtual link group field 414. This vir-
tual link group field 414 is used to hold data that indicates
a group of virtual links that are bundled together for load
balancing purposes, if any. For example, if physical link
ID field 411 of record 410 holds data that indicates port
113c, then virtual link ID fields 412a, 412b, and others
indicated by ellipsis 419 hold data that indicates virtual
links 116a, 116b, and others such as a virtual link be-
tween ports 111c and 111d, through ports 113c and 113d.
In this example, the data in virtual link group field 414a
and 414b for virtual links 116a and 116b, respectively,
hold data that indicates group X to which those virtual
links belong for load balancing purposes. If the virtual
link is not associated with any group for load balancing
purposes, then, in various embodiments, the associated
virtual link group field is empty or omitted.
[0037] Also associated with each virtual link ID field
412a, 412b, 422a, 422b and additional fields indicated
by ellipses 419 and 429 is a virtual link MAC list field
416a, 416b, 426a, 426b and additional fields indicated
by ellipses 419 and 429, respectively. Virtual link MAC
list fields 416a, 416b, 426a, 426b and additional virtual
link MAC list fields indicated by ellipses 419 and 429 are
collectively referenced hereinafter as virtual link MAC list
field 416. This virtual link MAC list field 416 lists the MAC
addresses that have appeared on the virtual link identi-
fied in the corresponding virtual link ID field. In other em-
bodiments, the MAC addresses are stored in a separate
data structure and simply point to the virtual link ID field
412 that they are associated with.

3.0 METHOD FOR BALANCING TRAFFIC LOAD

[0038] FIG. 2 is a flow diagram that illustrates a method
200 at a LB process 120 for balancing data packet traffic
load over links from multiple nodes, according to an em-
bodiment. Although steps are shown in FIG. 2 and sub-
sequent flow diagram FIG. 3 in a particular order for pur-
poses of illustration, in other embodiments one or more
steps are performed in a different order or overlapping
in time or are omitted, or changed in some combination
of ways.
[0039] In step 210, data is received that identifies a
group of virtual links that reach the same local area net-
work. This group can be bundled for load balancing of
traffic to the local area network, as well as for redundancy.
Any method known in the art may be used to receive this
data. In some embodiments, one or more groups are
predefined and stored within source code or in files stored
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with the executable code or in files or a database acces-
sible to the LB process 120. In some embodiments, a
network administrator inputs a group identifier and a list
of virtual links that are members of the group either in
response to prompts from the LB process 120 or inde-
pendently of prompts. In some embodiments, the group
is defined when the virtual links are configured. In some
embodiments, the group data is included in a message
sent to the LB process 120 from a process on a different
node. For example, in some embodiments, each node
where virtual links converge (e.g., network node 110d)
identifies some or all of those converging virtual links as
members of a group to be bundled for load balancing
purposes and sends a control plane message along the
virtual links identifying those virtual links as members of
a group to be bundled for load balancing purposes. The
LB process 120 in each intermediate network node that
receives this control plane message (e.g., LB process
120c) thus receives the data that defines the group during
step 210.
[0040] For example, in some embodiments the RPR
protocol is extended to include a new attribute 138 that
holds data that indicates group (i.e., an LB bundle affili-
ation) for the data link encapsulated by the RPR header.
[0041] It is assumed for purposes of illustration that
virtual link 116a and virtual link 116b are two virtual links
among six virtual links in a VLAN that connects sub-net-
work 102a of a company to sub-network 102b of the same
company. It is further assumed that only virtual link 116a
and virtual link 116b of the VLAN are affiliated with Group
X, bundled for load balancing. The affiliation of virtual
links 116a and 116b with group X is determined based
on data received during step 210. Any method may be
used to affiliate the virtual links with a group. In an illus-
trated embodiment, the virtual links are affiliated using
one or more linked data structures, such as data structure
400. As a result of step 210, in this embodiment, multiple
virtual links identified in virtual link ID field 412 are asso-
ciated with a group of virtual links (such as Group X) that
are bundled for load balancing purposes by virtue of data
indicating the Group, if any, in virtual link group field 414.
For example, data indicating virtual links 116a, 116b is
stored in virtual link ID fields 412a, 412b, respectively;
and data indicating Group X is stored in virtual link group
fields 414a, 414b, respectively, as a result of step 210.
[0042] In step 220, data packets are received by the
LB process 120. For example, in switches and routers,
data packets are received at one port, stored in part or
in whole temporarily into memory, and then forwarded
through the same or different port. During step 220, the
LB process 120 inspects the packet data to obtain the
data-link address (e.g., the MAC number) for the source
port and destination port. If the port receiving the packet
does not have the MAC number in the destination ad-
dress, then the packet is forwarded over one or more
other ports without processing at the local node. In some
embodiments the destination port is not specified, but
the field 144b holds a special code, and the data packet

is a broadcast to be processed by every node that re-
ceives it. Normal processing of data packets at the data
link layer is well known in the art and not described further
here.
[0043] It is assumed for purposes of illustration that
many data packets initiated by a network node (not-
shown) with MAC address A in sub-network 102a are
received at network node 110e. Some of these data pack-
ets are transported over virtual link 116a, and some over
virtual link 116b, each with MAC address A in the source
address field 144a.
[0044] In step 230, the data-link addresses associated
with a group of virtual links are learned based on the
source addresses in the received data packets. For ex-
ample, MAC source addresses associated with every vir-
tual link affiliated with a particular bundle are learned dur-
ing step 230. Step 230 is described in more detail below
with reference to FIG. 3 and data structures described
with reference to FIG. 4. For example MAC address A is
stored in virtual link MAC list fields 416a, and 416b during
step 230 as a result of finding MAC address A as a source
in one or more data packets received over each of virtual
links 116a, 116b. In prior art approaches, a MAC address
is associated with only one virtual link at any given time,
but not with a virtual link bundle. As an example, if the
MAC address A first appears on virtual link 116a, it is
associated with virtual link 116a. If the same MAC ad-
dress A now appears on virtual link 116b, the association
of MAC address A with virtual link is 116a is removed
and a new association of MAC address A with virtual link
116b is created.
[0045] In step 240, it is determined whether the desti-
nation data-link address is associated with a group of
virtual links bundled for load balancing. It is assumed for
purposes of illustration that at some time after process
120c on network node 110e learns that MAC address A
is associated with multiple virtual links 116a, 116b, then
network node 110e receives a data packet from network
node 110d with a destination MAC address A. By refer-
ence to data structure 400, it is determined that field 416a
holds data that indicates MAC address A and is associ-
ated with field 414a that holds data that indicates Group
X. Thus, it is determined that the destination address is
associated with a group bundled for load balancing.
[0046] If the destination data-link address is not asso-
ciated with a group of virtual links bundled for load bal-
ancing, then control passes to step 244. In step 244, the
data packet is forwarded on the only port associated with
the destination MAC. Step 244 is routinely followed in
prior art approaches. Control then passes back to step
220 to receive the next data packet.
[0047] However, if it is determined in step 240 that the
destination data-link address is associated with a group
of virtual links bundled for load balancing, then control
passes to step 250. In step 250 only one virtual link in
the group of virtual links bundled for load balancing is
selected to receive the data packet.
[0048] For example, during step 240, it is determined
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that destination MAC address A is associated with Group
X, and control passes to step 250. In step 250 one virtual
link in the Group X is selected based on load balancing
considerations. It is assumed for purposes of illustration
that virtual link 116a has been relatively heavily used, so
that during step 250 virtual link 116b is selected.
[0049] In step 260, the data packet is forwarded to the
destination using the selected virtual link and no other.
For example, the data packet is forwarded to network
node with MAC address A in sub-network 102a over vir-
tual link 116b. Virtual link 116a is not used even though
it is also associated with the MAC address A.
[0050] In some embodiments, a broadcast or multicast
that would normally be sent over all virtual links, is found
in step 240 to be associated with the group (e.g., group
X) and control passes to step 250 to select only one virtual
link in the group. Control then passes to step 260 to send
the broadcast or multicast only over the selected virtual
link among the Group. The data packet is also sent to
one member of other groups, and to all virtual links that
are not members of groups bundled for load balancing.
Thus, if link 116b is selected, the multicast is sent over
virtual link 116b but not over virtual link 116a. Once the
multicast or broadcast is received at the remote sub-net-
work, that sub-network may enforce any procedure to
keep from sending the same broadcast or multicast pack-
et repeatedly to the same node that has received it.
[0051] FIG. 3 is a flow diagram that illustrates step 230
of the method of FIG. 2, according to an embodiment
300. Method 300 is an embodiment of step 230. Control
passes to method 300 from step 220 and passes after
method 300 to step 240. In step 220 a data packet is
received.
[0052] In step 330, it is determined whether the data
packet was received over a virtual link. Any method may
be used to determine whether the packet was received
over a virtual link. For example, in some embodiments a
virtual link identifier is included in field 137 of a point-to-
point protocol header 132 of the data packet 130. If the
point-to-point header 132 is missing or the virtual link
identifier field 137 is empty, it is determined that the data
packet is not received over a virtual link.
[0053] If it is determined in step 330, that the data pack-
et is not received over a virtual link, then control passes
to step 334. In step 334, the data-link source address
(e.g., the MAC source address) is stored in association
with the port through which the data packet was received
by storing the MAC source address in a MAC list field
417 in the physical link record 410 for that port. If the
same MAC address is already associated with a different
physical port (e.g., in field 427 of record 420), the asso-
ciation with the different physical port is eliminated (e.g.,
the MAC address is deleted from MAC list field 427), and
the MAC address is said to be moved to the physical port
where the more recent data packet was received. Control
then passes to step 240.
[0054] If it is determined in step 330, that the data pack-
et is received over a virtual link, then control passes to

step 340. In step 340, it is determined whether the virtual
link is a member of group bundled for load balancing.
Any method may be used to determine whether the virtual
link is a member of group bundled for load balancing. For
example, it is determined whether a virtual link found in
data link ID field 412 is associated with a virtual link group
field 414 that holds data that indicates a group (e.g.,
Group X).
[0055] If it is determined in step 340, that the virtual
link is not a member of a group bundled for load balanc-
ing, then control passes to step 344. In step 344, the
data-link source address (e.g., the MAC source address)
is stored in association with the virtual link of the data
packet by storing the MAC source address in a MAC list
field 416 (e.g., field 424a) associated with the virtual link
ID field 412 (e.g., field 422a) that holds data that indicates
that virtual link. If the same MAC address is already as-
sociated with a different virtual link (e.g., in field 426b),
the association with the different virtual link is eliminated
(e.g., the MAC address is deleted from MAC list field
426b), and the MAC address is said to be moved to the
virtual link where the more recent data packet was re-
ceived. Control then passes to step 240.
[0056] If it is determined in step 340, that the virtual
link is a member of a group bundled for load balancing,
then control passes to step 350. In step 350, it is deter-
mined whether the data link source address (e.g., the
MAC source address) is already associated with the vir-
tual link. Any method may be used to determine whether
the MAC address is already associated with the virtual
link. For example, it is determined whether the MAC ad-
dress is included in a virtual link MAC list field 416 that
is associated with the virtual link ID field 412 that holds
data that indicates the virtual link of the current data pack-
et. For example, it is determined whether the MAC ad-
dress A is in the MAC list field 416a associated with virtual
link ID field 412a that holds data that indicates virtual link
116a..
[0057] If it is determined in step 350, that the source
address is not already associated with the virtual link,
then control passes to step 354. In step 354, the data-
link source address (e.g., the MAC source address) is
stored in association with the virtual link of the data packet
by storing the MAC source address in a MAC list field
416 (e.g., field 414a) associated with the virtual link ID
field 412 (e.g., field 412a) that holds data that indicates
that virtual link. If the same MAC address is already as-
sociated with a different virtual link (e.g., in field 416b),
the association with the different virtual link is not elimi-
nated (e.g., the MAC address is not deleted from MAC
list field 416b). Unlike the prior art approaches, the same
MAC source address may be associated with multiple
virtual links. The same Mac address is expected to even-
tually appear in association with all virtual links in the
same group. For example, MAC address A is expected
to eventually be listed in both fields 416a, 416b associ-
ated with virtual links 116a, 116b indicated by data stored
in fields 412a, 412b, respectively. Control then passes
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to step 240.
[0058] If it is determined in step 350, that the source
address is already associated with the virtual link, then
control passes directly to step 240. There is no need to
add the MAC address to the list for this virtual link.
[0059] Using these methods, the multiple virtual links
that all reach the same destination data-link layer ad-
dress, even across different provider edge nodes of a
matched set, are known and network traffic load is bal-
anced across all those virtual links.

4.0 IMPLEMENTATION MECHANISMS -- HARDWARE 
OVERVIEW

[0060] FIG. 5 is a block diagram that illustrates a com-
puter system 500 upon which an embodiment of the in-
vention may be implemented. The preferred embodiment
is implemented using one or more computer programs
running on a network element such as a router device.
Thus, in this embodiment, the computer system 500 is a
router.
[0061] Computer system 500 includes a communica-
tion mechanism such as a bus 510 for passing informa-
tion between other internal and external components of
the computer system 500. Information is represented as
physical signals of a measurable phenomenon, typically
electric voltages, but including, in other embodiments,
such phenomena as magnetic, electromagnetic, pres-
sure, chemical, molecular atomic and quantum interac-
tions. For example, north and south magnetic fields, or
a zero and non-zero electric voltage, represent two states
(0, 1) of a binary digit (bit). A sequence of binary digits
constitutes digital data that is used to represent a number
or code for a character. A bus 510 includes many parallel
conductors of information so that information is trans-
ferred quickly among devices coupled to the bus 510.
One or more processors 502 for processing information
are coupled with the bus 510. A processor 502 performs
a set of operations on information. The set of operations
include bringing information in from the bus 510 and plac-
ing information on the bus 510. The set of operations
also typically include comparing two or more units of in-
formation, shifting positions of units of information, and
combining two or more units of information, such as by
addition or multiplication. A sequence of operations to be
executed by the processor 502 constitute computer in-
structions.
[0062] Computer system 500 also includes a memory
504 coupled to bus 510. The memory 504, such as a
random access memory (RAM) or other dynamic storage
device, stores information including computer instruc-
tions. Dynamic memory allows information stored therein
to be changed by the computer system 500. RAM allows
a unit of information stored at a location called a memory
address to be stored and retrieved independently of in-
formation at neighboring addresses. The memory 504 is
also used by the processor 502 to store temporary values
during execution of computer instructions. The computer

system 500 also includes a read only memory (ROM)
506 or other static storage device coupled to the bus 510
for storing static information, including instructions, that
is not changed by the computer system 500. Also coupled
to bus 510 is a non-volatile (persistent) storage device
508, such as a magnetic disk or optical disk, for storing
information, including instructions, that persists even
when the computer system 500 is turned off or otherwise
loses power.
[0063] The term computer-readable medium is used
herein to refer to any medium that participates in provid-
ing information to processor 502, including instructions
for execution. Such a medium may take many forms,
including, but not limited to, non-volatile media, volatile
media and transmission media. Non-volatile media in-
clude, for example, optical or magnetic disks, such as
storage device 508. Volatile media include, for example,
dynamic memory 504. Transmission media include, for
example, coaxial cables, copper wire, fiber optic cables,
and waves that travel through space without wires or ca-
bles, such as acoustic waves and electromagnetic
waves, including radio, optical and infrared waves. Sig-
nals that are transmitted over transmission media are
herein called carrier waves.
[0064] Common forms of computer-readable media in-
clude, for example, a floppy disk, a flexible disk, a hard
disk, a magnetic tape or any other magnetic medium, a
compact disk ROM (CD-ROM), a digital video disk (DVD)
or any other optical medium, punch cards, paper tape,
or any other physical medium with patterns of holes, a
RAM, a programmable ROM (PROM), an erasable
PROM (EPROM), a FLASH-EPROM, or any other mem-
ory chip or cartridge, a carrier wave, or any other medium
from which a computer can read.
[0065] Information, including instructions, is provided
to the bus 510 for use by the processor from an external
terminal 512, such as a terminal with a keyboard con-
taining alphanumeric keys operated by a human user, or
a sensor. A sensor detects conditions in its vicinity and
transforms those detections into signals compatible with
the signals used to represent information in computer
system 500. Other external components of terminal 512
coupled to bus 510, used primarily for interacting with
humans, include a display device, such as a cathode ray
tube (CRT) or a liquid crystal display (LCD) or a plasma
screen, for presenting images, and a pointing device,
such as a mouse or a trackball or cursor direction keys,
for controlling a position of a small cursor image present-
ed on the display and issuing commands associated with
graphical elements presented on the display of terminal
512. In some embodiments, terminal 512 is omitted.
[0066] Computer system 500 also includes one or
more instances of a communications interface 570 cou-
pled to bus 510. Communication interface 570 provides
a two-way communication coupling to a variety of exter-
nal devices that operate with their own processors, such
as printers, scanners, external disks, and terminal 512.
Firmware or software running in the computer system
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500 provides a terminal interface or character-based
command interface so that external commands can be
given to the computer system. For example, communi-
cation interface 570 may be a parallel port or a serial port
such as an RS-232 or RS-422 interface, or a universal
serial bus (USB) port on a personal computer. In some
embodiments, communications interface 570 is an inte-
grated services digital network (ISDN) card or a digital
subscriber line (DSL) card or a telephone modem that
provides an information communication connection to a
corresponding type of telephone line. In some embodi-
ments, a communication interface 570 is a cable modem
that converts signals on bus 510 into signals for a com-
munication connection over a coaxial cable or into optical
signals for a communication connection over a fiber optic
cable. As another example, communications interface
570 may be a local area network (LAN) card to provide
a data communication connection to a compatible LAN,
such as Ethernet. Wireless links may also be implement-
ed. For wireless links, the communications interface 570
sends and receives electrical, acoustic or electromag-
netic signals, including infrared and optical signals, which
carry information streams, such as digital data. Such sig-
nals are examples of carrier waves
[0067] In the illustrated embodiment, special purpose
hardware, such as an application specific integrated cir-
cuit (IC) 520, is coupled to bus 510. The special purpose
hardware is configured to perform operations not per-
formed by processor 502 quickly enough for special pur-
poses. Examples of application specific ICs include
graphics accelerator cards for generating images for dis-
play, cryptographic boards for encrypting and decrypting
messages sent over a network, speech recognition, and
interfaces to special external devices, such as robotic
arms and medical scanning equipment that repeatedly
perform some complex sequence of operations that are
more efficiently implemented in hardware.
[0068] In the illustrated computer used as a router, the
computer system 500 includes switching system 530 as
special purpose hardware for switching information for
flow over a network. Switching system 530 typically in-
cludes multiple communications interfaces, such as com-
munications interface 570, for coupling to multiple other
devices. In general, each coupling is with a network link
532 that is connected to another device in or attached to
a network, such as local network 580 in the illustrated
embodiment, to which a variety of external devices with
their own processors are connected. In some embodi-
ments an input interface or an output interface or both
are linked to each of one or more external network ele-
ments. Although three network links 532a, 532b, 532c
are included in network links 532 in the illustrated em-
bodiment, in other embodiments, more or fewer links are
connected to switching system 530. Network links 532
typically provides information communication through
one or more networks to other devices that use or process
the information. For example, network link 532b may pro-
vide a connection through local network 580 to a host

computer 582 or to equipment 584 operated by an Inter-
net Service Provider (ISP). ISP equipment 584 in turn
provides data communication services through the pub-
lic, world-wide packet-switching communication network
of networks now commonly referred to as the Internet
590. A computer called a server 592 connected to the
Internet provides a service in response to information
received over the Internet. For example, server 592 pro-
vides routing information for use with switching system
530.
[0069] The switching system 530 includes logic and
circuitry configured to perform switching functions asso-
ciated with passing information among elements of net-
work 580, including passing information received along
one network link, e.g. 532a, as output on the same or
different network link, e.g., 532c. The switching system
530 switches information traffic arriving on an input in-
terface to an output interface according to predetermined
protocols and conventions that are well known. In some
embodiments, switching system 530 includes its own
processor and memory to perform some of the switching
functions in software. In some embodiments, switching
system 530 relies on processor 502, memory 504, ROM
506, storage 508, or some combination, to perform one
or more switching functions in software. For example,
switching system 530, in cooperation with processor 504
implementing a particular protocol, can determine a des-
tination of a packet of data arriving on input interface on
link 532a and send it to the correct destination using out-
put interface on link 532c. The destinations may include
host 582, server 592, other terminal devices connected
to local network 580 or Internet 590, or other routing and
switching devices in local network 580 or Internet 590.
[0070] The invention is related to the use of computer
system 500 for implementing the techniques described
herein. According to one embodiment of the invention,
those techniques are performed by computer system 500
in response to processor 502 executing one or more se-
quences of one or more instructions contained in memory
504. Such instructions, also called software and program
code, may be read into memory 504 from another com-
puter-readable medium such as storage device 508. Ex-
ecution of the sequences of instructions contained in
memory 504 causes processor 502 to perform the meth-
od steps described herein. In alternative embodiments,
hardware, such as application specific integrated circuit
520 and circuits in switching system 530, may be used
in place of or in combination with software to implement
the invention. Thus, embodiments of the invention are
not limited to any specific combination of hardware and
software.
[0071] The signals transmitted over network link 532
and other networks through communications interfaces
such as interface 570, which carry information to and
from computer system 500, are exemplary forms of car-
rier waves. Computer system 500 can send and receive
information, including program code, through the net-
works 580, 590 among others, through network links 532
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and communications interfaces such as interface 570. In
an example using the Internet 590, a server 592 transmits
program code for a particular application, requested by
a message sent from computer 500, through Internet
590, ISP equipment 584, local network 580 and network
link 532b through communications interface in switching
system 530. The received code may be executed by proc-
essor 502 or switching system 530 as it is received, or
may be stored in storage device 508 or other non-volatile
storage for later execution, or both. In this manner, com-
puter system 500 may obtain application program code
in the form of a carrier wave.
[0072] Various forms of computer readable media may
be involved in carrying one or more sequence of instruc-
tions or data or both to processor 502 for execution. For
example, instructions and data may initially be carried on
a magnetic disk of a remote computer such as host 582.
The remote computer loads the instructions and data into
its dynamic memory and sends the instructions and data
over a telephone line using a modem. A modem local to
the computer system 500 receives the instructions and
data on a telephone line and uses an infra-red transmitter
to convert the instructions and data to an infra-red signal,
a carrier wave serving as the network link 532b. An in-
frared detector serving as communications interface in
switching system 530 receives the instructions and data
carried in the infrared signal and places information rep-
resenting the instructions and data onto bus 510. Bus
510 carries the information to memory 504 from which
processor 502 retrieves and executes the instructions
using some of the data sent with the instructions. The
instructions and data received in memory 504 may op-
tionally be stored on storage device 508, either before or
after execution by the processor 502 or switching system
530.

5.0 EXTENSIONS AND ALTERNATIVES

[0073] In the foregoing specification, the invention has
been described with reference to specific embodiments
thereof. It will, however, be evident that various modifi-
cations and changes may be made thereto without de-
parting from the scope of the invention. The specification
and drawings are, accordingly, to be regarded in an il-
lustrative rather than a restrictive sense.

Claims

1. A method for load balancing network traffic over vir-
tual point-to-point data links, comprising the steps of:

receiving (210) configuration data that indicates
a particular plurality of virtual point-to-point data
links at a data-link layer that reach a particular
local area network of one or more network nodes
is a bundle for load-balancing, the particular plu-
rality of point-to-point data links being distributed

across two or more different intermediate net-
work nodes and constituting a virtual network;
associating (300) a particular data-link address
for a particular node of the particular local area
network with each virtual point-to-point data link
of the particular plurality of virtual point-to-point
data links;
receiving (220) a data packet that includes data
that indicates the particular data-link address as
a destination;
determining (250) one virtual point-to-point data
link of the particular plurality of virtual point-to-
point data links to balance traffic among the par-
ticular plurality of virtual point-to-point data links;
and
sending (260) the data packet only over the one
virtual point-to-point data link.

2. A method as recited in Claim 1, wherein the particular
plurality of virtual point-to- point data links are includ-
ed in at least one of a virtual local area network,
VLAN and a virtual private network, VPN.

3. A method as recited in Claim 1, said step of deter-
mining the particular plurality of virtual point-to-point
data links that reaches the particular local area net-
work further comprising receiving over a virtual point-
to-point data link of the particular plurality of virtual
point-to-point data links a control plane data packet
that includes data that indicates a unique identifier
for the particular plurality of virtual point-to-point data
links.

4. A method as recited in Claim 1, said step of associ-
ating a particular data-link address for the particular
node with each virtual point-to-point data link further
comprising the steps of:

receiving a data packet that includes data that
indicates a first virtual point-to-point data link
and a first data-link address as a source of the
data packet;
determining whether the first virtual point-to-
point data link is among the particular plurality
of virtual point-to-point data links; and
if it is determined that the first virtual point-to-
point data link is among the particular plurality
of virtual point-to-point data links, then perform-
ing the steps of

determining whether the first data-link ad-
dress is associated with the first virtual
point-to-point data link; and
if it is determined that the first data-link ad-
dress is not associated with the first virtual
point-to-point data link, then associating the
first data-link address with the first virtual
point-to-point data link without removing an
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association of the first data- link address
with any other virtual point-to-point data
links of the particular plurality of virtual point-
to-point data links.

5. A method as recited in Claim 4, said step of associ-
ating a particular data-link address for the particular
node with each virtual point-to-point data link further
comprising the steps of:

if it is determined that the first virtual point-to-
point data link is not among the particular plu-
rality of virtual point-to-point data links, then per-
forming the steps of

determining whether the first data-link ad-
dress is associated with the first virtual
point-to-point data link; and
if it is determined that the first data-link ad-
dress is not associated with the first virtual
point-to-point data link, then performing the
steps of:

associating the first data-link address
with the first virtual point-to-point data
link,
determining whether the first data-link
address is associated with another vir-
tual point-to-point data link; and
if it is determined that the first data- link
address is associated with the other vir-
tual point-to-point data link, removing
the first data-link address from associ-
ation with the other virtual point-to-point
data link.

6. A method as recited in Claim 1, wherein a virtual
point-to-point data link of the particular plurality of
virtual point-to-point data links is encapsulated in a
loop-free network protocol for transecting a plurality
of data-link layer switches.

7. A method as recited in Claim 6, wherein the loop-
free network protocol is a resilient packet ring, RPR,
protocol.

8. A method as recited in Claim 6, wherein the loop-
free network protocol is a multiple protocol label
switching, MPLS, protocol.

9. A method as recited in Claim 6, wherein the loop-
free network protocol is a media access control,
MAC,-in-MAC protocol.

10. A method as recited in Claim 6, wherein the loop-
free network protocol is a generic routing encapsu-
lation, GRE, tunneling protocol.

11. An apparatus for load balancing network traffic over
virtual point-to-point data links, comprising:

a network interface coupled to a network for
communicating therewith a data packet;
a computer-readable medium for storing infor-
mation;
one or more processors; and
one or more sequences of instructions stored
on the computer-readable medium, which, when
executed by the one or more processors, causes
the one or more processors to carry out a meth-
od according to any of the preceding claims.

Patentansprüche

1. Verfahren zum Lastausgleich von Netzwerkverkehr
über virtuelle Punkt-zu-Punkt-Datenverbindungen,
wobei das Verfahren folgende Schritte umfasst:

Empfangen (210) von Konfigurationsdaten, die
angeben, dass eine jeweilige Vielzahl von virtu-
ellen Punkt-zu-Punkt-Datenverbindungen in ei-
ner Datenverbindungsschicht, die ein jeweiliges
lokales Netzwerk von einem oder mehreren
Netzwerkknoten erreichen, ein Bündel für den
Lastausgleich ist, wobei die jeweilige Vielzahl
von Punkt-zu-Punkt-Datenverbindungen über
zwei oder mehr verschiedene Zwischennetz-
werkknoten verteilt wird und ein virtuelles Netz-
werk bildet;
Zuordnen (300) einer jeweiligen Datenverbin-
dungsadresse für einen jeweiligen Knoten des
jeweiligen lokalen Netzwerks zu jeder virtuellen
Punkt-zu-Punkt-Datenverbindung der jeweili-
gen Vielzahl von virtuellen Punkt-zu-Punkt-Da-
tenverbindungen;
Empfangen (220) eines Datenpakets, das Da-
ten umfasst, die die jeweilige Datenverbin-
dungsadresse als Ziel angibt;
Bestimmen (250) einer virtuellen Punkt-zu-
Punkt-Datenverbindung der jeweiligen Vielzahl
von virtuellen Punkt-zu-Punkt-Datenverbindun-
gen, um Datenverkehr unter der jeweiligen Viel-
zahl von virtuellen Punkt-zu-Punkt-Datenver-
bindungen auszugleichen; und
Senden (260) des Datenpakets nur über die eine
virtuelle Punkt-zu-Punkt-Datenverbindung.

2. Verfahren nach Anspruch 1, wobei die jeweilige Viel-
zahl von virtuellen Punkt-zu-Punkt-Datenverbindun-
gen in mindestens einem virtuellen lokalen Netz-
werk, VLAN, oder virtuellen privaten Netzwerk, VPN,
enthalten ist.

3. Verfahren nach Anspruch 1, wobei der Schritt der
Bestimmung der jeweiligen Vielzahl von virtuellen
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Punkt-zu-Punkt-Datenverbindungen, die das jewei-
lige lokale Netzwerk erreicht, ferner Folgendes um-
fasst: Empfangen über eine virtuelle Punkt-zu-
Punkt-Datenverbindung der jeweiligen Vielzahl von
virtuellen Punkt-zu-Punkt-Datenverbindungen ei-
nes Steuerebenendatenpakets, dass Daten um-
fasst, die eine eindeutige Kennung für die jeweilige
Vielzahl von virtuellen Punkt-zu-Punkt-Datenverbin-
dungen anzeigen.

4. Verfahren nach Anspruch 1, wobei der Schritt des
Zuordnens einer jeweiligen Datenverbindungsa-
dresse für den jeweiligen Knoten zu jeder virtuellen
Punkt-zu-Punkt-Datenverbindung ferner folgende
Schritte umfasst:

Empfangen eines Datenpakets, das Daten um-
fasst, die eine erste virtuelle Punkt-zu-Punkt-
Datenverbindung und eine erste Datenverbin-
dungsadresse als Quelle des Datenpakets an-
zeigt;
Bestimmen, ob sich die erste virtuelle Punkt-zu-
Punkt-Datenverbindung unter der jeweiligen
Vielzahl von virtuellen Punkt-zu-Punkt-Daten-
verbindungen befindet; und
wenn bestimmt wird, dass sich die erste virtuelle
Punkt-zu-Punkt-Datenverbindung unter der je-
weiligen Vielzahl von virtuellen Punkt-zu-Punkt-
Datenverbindungen befindet, Durchführen der
folgenden Schritte:

Bestimmen, ob die erste Datenverbin-
dungsadresse der ersten virtuellen Punkt-
zu-Punkt-Datenverbindung zugeordnet ist;
und
wenn bestimmt wird, dass die erste Daten-
verbindungsadresse nicht der ersten virtu-
ellen Punkt-zu-Punkt-Datenverbindung zu-
geordnet ist, Zuordnen der ersten Daten-
verbindungsadresse zu der ersten virtuel-
len Punkt-zu-Punkt-Datenverbindung, oh-
ne eine Zuordnung der ersten Datenverbin-
dungsadresse zu anderen virtuellen Punkt-
zu-Punkt-Datenverbindungen der jeweili-
gen Vielzahl von virtuellen Punkt-zu-Punkt-
Datenverbindungen zu entfernen.

5. Verfahren nach Anspruch 4, wobei der Schritt des
Zuordnens einer jeweiligen Datenverbindungsa-
dresse für den jeweiligen Knoten zu jeder virtuellen
Punkt-zu-Punkt-Datenverbindung ferner folgende
Schritte umfasst:

wenn bestimmt wird, dass sich die erste virtuelle
Punkt-zu-Punkt-Datenverbindung nicht unter
der jeweiligen Vielzahl von virtuellen Punkt-zu-
Punkt-Datenverbindungen befindet, Durchfüh-
ren der folgenden Schritte:

Bestimmen, ob die erste Datenverbin-
dungsadresse der ersten virtuellen Punkt-
zu-Punkt-Datenverbindung zugeordnet ist;
und
wenn bestimmt wird, dass die erste Daten-
verbindungsadresse nicht der ersten virtu-
ellen Punkt-zu-Punkt-Datenverbindung zu-
geordnet ist, Durchführen der folgenden
Schritte:

Zuordnen der ersten Datenverbin-
dungsadresse zu der ersten virtuellen
Punkt-zu-Punkt-Datenverbindung,
Bestimmen, ob die erste

Datenverbindungsadresse einer anderen
virtuellen Punkt-zu-Punkt-Datenverbin-
dung zugeordnet ist; und
wenn bestimmt wird, dass die erste Daten-
verbindungsadresse der anderen virtuellen
Punkt-zu-Punkt-Datenverbindung zuge-
ordnet ist, Entfernen der ersten Datenver-
bindungsadresse aus der Zuordnung zu der
anderen virtuellen Punkt-zu-Punkt-Daten-
verbindung.

6. Verfahren nach Anspruch 1, wobei eine virtuelle
Punkt-zu-Punkt-Datenverbindung der jeweiligen
Vielzahl von virtuellen Punkt-zu-Punkt-Datenverbin-
dungen in einem schleifenfreien Netzwerkprotokoll
zur Durchtrennung einer Vielzahl von Datenverbin-
dungsschicht-Switches verkapselt ist.

7. Verfahren nach Anspruch 6, wobei das schleifen-
freie Netzwerkprotokoll ein elastisches Paketring-
protokoll (RPR - Resilient Packet Ring) ist.

8. Verfahren nach Anspruch 6, wobei das schleifen-
freie Netzwerkprotokoll ein Vielfachprotokolletikett-
Switch-Protokoll (MPLS - Multiple Protocol Label
Switching) ist.

9. Verfahren nach Anspruch 6, wobei das schleifen-
freie Netzwerkprotokoll ein Medienzugriffssteue-
rungsprotokoll (MAC, -in-MAC - Media Access Con-
trol) ist.

10. Verfahren nach Anspruch 6, wobei das schleifen-
freie Netzwerkprotokoll ein generisches Leitverkap-
selungs- (GRE - Generic Routing Encapsulation)
Tunnelprotokoll ist.

11. Vorrichtung zum Lastausgleich von Netzwerkver-
kehr über virtuelle Punkt-zu-Punkt-Datenverbindun-
gen, wobei die Vorrichtung Folgendes umfasst:

eine Netzwerkschnittstelle, die mit einem Netz-
werk gekoppelt ist, um mit diesem ein Datenpa-
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ket zu übermitteln;
ein computerlesbares Medium zum Speichern
von Informationen;
einen oder mehrere Prozessoren; und
eine oder mehrere Anweisungsfolgen, die auf
dem computerlesbaren Medium gespeichert
sind, die, wenn sie von dem einen oder den meh-
reren Prozessoren ausgeführt werden, den ei-
nen oder die mehreren Prozessoren veranlas-
sen, ein Verfahren nach einem der vorherge-
henden Ansprüche durchzuführen.

Revendications

1. Procédé permettant d’équilibrer les charges de trafic
de réseau sur des liaisons de données de point à
point virtuelles, comportant les étapes consistant à ;

recevoir (210) des données de configuration qui
indiquent qu’une pluralité particulière de liaisons
de données de point à point virtuelles au niveau
d’une couche de liaison de données qui attei-
gnent un réseau local particulier d’un ou de plu-
sieurs noeuds de réseau est un faisceau à des
fins d’équilibrage des charges, la pluralité parti-
culière de liaisons de données de point à point
faisant l’objet d’une distribution en travers de
deux ou plusieurs noeuds de réseau intermé-
diaires différents et constituant un réseau
virtuel ;
associer (300) une adresse particulière de
liaison de données pour un noeud particulier du
réseau local particulier à chaque liaison de don-
nées de point à point virtuelle de la pluralité par-
ticulière de liaisons de données de point à point
virtuelles ;
recevoir (220) un paquet de données qui com-
prend des données qui indiquent l’adresse par-
ticulière de liaison de données comme
destination ;
déterminer (250) une liaison de données de
point à point virtuelle de la pluralité particulière
de liaisons de données de point à point virtuelles
à des fins d’équilibrage du trafic parmi la pluralité
particulière de liaisons de données de point à
point virtuelles ; et
envoyer (260) le paquet de données unique-
ment sur ladite une liaison de données de point
à point virtuelle.

2. Procédé selon la revendication 1, dans lequel la plu-
ralité particulière de liaisons de données de point à
point virtuelles sont incluses dans au moins l’un par-
mi un réseau local virtuel, VLAN, et un réseau privé
virtuel, VPN.

3. Procédé selon la revendication 1, ladite étape con-

sistant à déterminer la pluralité particulière de
liaisons de données de point à point virtuelles qui
atteignent le réseau local particulier comportant par
ailleurs l’étape consistant à recevoir sur une liaison
de données de point à point virtuelle de la pluralité
particulière de liaisons de données de point à point
virtuelles un paquet de données de plan de com-
mande qui comprend des données qui indiquent un
identifiant unique pour la pluralité particulière de
liaisons de données de point à point virtuelles.

4. Procédé selon la revendication 1, ladite étape con-
sistant à associer une adresse particulière de liaison
de données pour le noeud particulier à chaque
liaison de données de point à point virtuelle compor-
tant par ailleurs les étapes consistant à :

recevoir un paquet de données qui comprend
des données qui indiquent une première liaison
de données de point à point virtuelle et une pre-
mière adresse de liaison de données comme
source du paquet de données ;
déterminer si la première liaison de données de
point à point virtuelle se trouve parmi la pluralité
particulière de liaisons de données de point à
point virtuelles ; et
s’il est déterminé que la première liaison de don-
nées de point à point virtuelle se trouve parmi
la pluralité particulière de liaisons de données
de point à point virtuelles, alors effectuer les éta-
pes consistant à déterminer si la première
adresse de liaison de données est associée à
la première liaison de données de point à point
virtuelle ; et
s’il est déterminé que la première adresse de
liaison de données n’est pas associée à la pre-
mière liaison de données de point à point vir-
tuelle, alors associer la première adresse de
liaison de données à la première liaison de don-
nées de point à point virtuelle sans supprimer
une association de la première adresse de
liaison de données à d’autres liaisons de don-
nées de point à point virtuelles quelconques de
la pluralité particulière de liaisons de données
de point à point virtuelles.

5. Procédé selon la revendication 4, ladite étape con-
sistant à associer une adresse particulière de liaison
de données pour le noeud particulier à chaque
liaison de données de point à point virtuelle compor-
tant par ailleurs les étapes consistant à :

s’il est déterminé que la première liaison de don-
nées de point à point virtuelle ne se trouve pas
parmi la pluralité particulière de liaisons de don-
nées de point à point virtuelles, alors effectuer
les étapes consistant à
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déterminer si la première adresse de liaison
de données est associée à la première
liaison de données de point à point virtuelle ;
et
s’il est déterminé que la première adresse
de liaison de données n’est pas associée à
la première liaison de données de point à
point virtuelle, alors effectuer les étapes
consistant à :

associer la première adresse de liaison
de données à la première liaison de
données de point à point virtuelle,
déterminer si la première adresse de
liaison de données est associée à une
autre liaison de données de point à
point virtuelle ; et
s’il est déterminé que la première
adresse de liaison de données est as-
sociée à ladite autre liaison de données
de point à point virtuelle, supprimer la
première adresse de liaison de don-
nées de toute association avec ladite
autre liaison de données de point à
point virtuelle.

6. Procédé selon la revendication 1, dans lequel une
liaison de données de point à point virtuelle de la
pluralité particulière de liaisons de données de point
à point virtuelles est encapsulée dans un protocole
de réseau sans boucle à des fins de découpage
transversal de commutateurs de couches de liaisons
de données.

7. Procédé selon la revendication 6, dans lequel le pro-
tocole de réseau sans boucle est un protocole RPR
(resilient packet ring - anneau de paquet résilient).

8. Procédé selon la revendication 6, dans lequel le pro-
tocole de réseau sans boucle est un protocole MPLS
(multiple protocol label switching - commutation de
labels multiprotocole).

9. Procédé selon la revendication 6, dans lequel le pro-
tocole de réseau sans boucle est un protocole MAC-
in-MAC (media access control - contrôle d’accès au
support).

10. Procédé selon la revendication 6, dans lequel le pro-
tocole de réseau sans boucle est un protocole de
tunnellisation GRE (generic routing encapsulation-
encapsulage d’acheminement générique).

11. Appareil permettant d’équilibrer les charges de trafic
de réseau sur des liaisons de données de point à
point virtuelles, comportant :

une interface de réseau couplée à un réseau à

des fins de communication avec celui-ci d’un pa-
quet de données ;
un support lisible par un ordinateur à des fins de
stockage d’informations ;
un ou plusieurs processeurs ; et
une ou plusieurs séquences d’instructions stoc-
kées sur le support lisible par un ordinateur, qui,
quand elles sont exécutées par lesdits un ou
plusieurs processeurs, entraînent lesdits un ou
plusieurs processeurs à effectuer un procédé
selon l’une quelconque des revendications pré-
cédentes.
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