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(54) SYSTEMS FOR NETWORK RISK ASSESSMENT

(57) Methods, systems, and apparatus, including
computer programs encoded on computer storage me-
dia, for network risk assessment. One of the methods
includes obtaining information describing network traffic
between a plurality of network devices within a network.
A network topology of the network is determined based
on the information describing network traffic, with the net-
work topology including nodes connected by an edge to
one or more other nodes, and with each node being as-
sociated with one or more network devices. Indications
of user access rights of users are associated to respec-
tive nodes included in the network topology. Vulnerability
using network device information or user account infor-
mation is determined. User interface data associated with
the network topology is generated.
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Description

BACKGROUND

[0001] Networks are commonly utilized to connect an
organization’s, e.g., a company’s, computer systems and
electronically stored information. The organization can
utilize components, e.g., routers, to receive connection
requests from network devices, e.g., computer systems,
and route the requests to appropriate devices that can
handle the requests. Networks can include thousands or
millions of network devices, with thousands or millions
of user accounts permitted to access the network devic-
es.
[0002] System administrators, e.g., people that set up
and maintain networks, can attempt to separate their net-
works such that certain users/devices cannot access oth-
er parts of the network. To effect this separation, system
administrators can utilize firewalls to block access, and
utilize access control lists that identify user accounts ex-
pressly permitted to access particular network devices.

SUMMARY

[0003] In general, one innovative aspect of the subject
matter described in this specification can be embodied
in methods that include the actions of obtaining informa-
tion describing network traffic between a plurality of net-
work devices within a network; determining, based on
the information describing network traffic, a network to-
pology of the network, wherein the network topology
comprises a plurality of nodes each connected by an
edge to one or more of the plurality of nodes, and wherein
each node is associated with one or more network de-
vices; associating indications of user access rights of us-
ers to respective nodes included in the network topology;
and generating user interface data associated with the
network topology.
[0004] The foregoing and other embodiments can
each optionally include one or more of the following fea-
tures, alone or in combination. An indication of user ac-
cess rights of a particular user to a particular node com-
prises one or more of: information indicating that the par-
ticular user is permitted access to a space which includes
at least one network device associated with the particular
node, information indicating that a user account associ-
ated with the particular user can provide information to,
or receive information from, at least one network device
associated with the particular node, or information indi-
cating that the user account associated with the particular
user is permitted to access, or has actually attempted to
access, at least one network device associated with the
particular node. The actions include obtaining access
control lists associated with respective nodes, wherein
each access control list identifies user accounts permit-
ted to access one or more network devices associated
with a node. The actions include obtaining access
records associated with respective nodes, wherein each

access record identifies actual access attempts by user
accounts to one or more network devices associated with
a node. Generating user interface data comprises gen-
erating a graph identifying the network topology. Each
edge included in the network topology represents a com-
munication path. The actions include receiving an iden-
tifier of a particular user; obtaining indications of user
access rights of the particular user that are associated
with respective nodes included in the network topology;
and including information in the user interface data iden-
tifying the indications of user access rights.
[0005] Particular embodiments of the subject matter
described in this specification can be implemented so as
to realize one or more of the following advantages. A
system can efficiently determine a network topology de-
scribing connections between network devices of a net-
work, and user accounts permitted to access each net-
work device. The system can then automatically deter-
mine weaknesses in the network, such as a previously
unknown communication path between secure and inse-
cure parts of the network, and quantify risks associated
with the network, e.g., a loss to a company if a network
device or user account were compromised. In this way,
an entity can also obtain visual representations of its net-
work and quickly view the level of access that each user
account or network device has with respect to its network.
[0006] The details of one or more embodiments of the
subject matter of this specification are set forth in the
accompanying drawings and the description below. Oth-
er features, aspects, and advantages of the subject mat-
ter will become apparent from the description, the draw-
ings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0007]

FIG. 1 illustrates a risk assessment system in com-
munication with a network and an example of a de-
termined network topology.

FIG. 2A illustrates an example user interface of a
graph identifying a network topology with associated
compromise values.

FIG. 2B illustrates an example user interface of the
graph showing access rights of a selected node.

FIG. 2C illustrates another example user interface
of the graph showing access rights of the selected
node.

FIG. 2D illustrates an example user interface of the
graph showing access rights of a selected user ac-
count.

FIG. 2E illustrates an example user interface of the
graph showing access rights to an identified critical
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area of a network.

FIG. 3 is a diagram of an example risk assessment
system.

FIG. 4 illustrates a flowchart of an example process
for network risk assessment.

FIG. 5 illustrates a flowchart of an example process
for determining access rights of user accounts.

FIG. 6 illustrates a flowchart of an example process
for determining a compromise risk value associated
with a user account or node.

FIG. 7 illustrates a flowchart of an example process
for determining a total compromise value associated
with a user account or node.

FIG. 8 is a block diagram of an embodiment of the
example risk assessment system.

FIG. 9A is an example user interface illustrating user
account risk values of user accounts.

FIG. 9B is an example user interface illustrating sum-
mary data.

FIG. 9C is an example user interface illustrating mod-
ifications to network device risk values caused by an
external event.

FIG. 9D is an example user interface illustrating re-
medial actions to be taken in response to an external
event.

FIG. 10 is a block diagram of one embodiment of the
risk assessment system, including example compo-
nents and modules.

FIG. 11 is a flowchart of an example process for gen-
erating user interface data describing risk values as-
sociated with user accounts and network devices of
one or more networks.

FIG. 12A is a flowchart of an example process for
determining a network device risk value of a network
device.

FIG. 12B is a flowchart of an example process for
determining a user account risk value of a user ac-
count.

FIG. 13 is a flowchart of an example process for gen-
erating user interface data describing an external
event.

FIG. 14 is a flowchart of an example process for mon-

itoring network security investments implemented in
the networks.

FIG. 15 is an example user interface illustrating sum-
mary information of network devices and user ac-
counts.

FIG. 16 is an example user interface illustrating com-
promise values and compromise vulnerabilities.

FIG. 17 is an example user interface illustrating se-
lection of a user account.

FIG. 18 is an example user interface illustrating user
accounts grouped together according to employee
department.

FIG. 19 is an example user interface illustrating sum-
mary information associated with one or more met-
rics.

FIG. 20 is an example user interface illustrating trend
information associated with a selected metric.

FIG. 21 is an example user interface illustrating sum-
mary information associated with presently occur-
ring investments.

FIG. 22-24 are examples of additional user interfac-
es illustrating additional embodiments.

FIG. 25A illustrates an example user interface for
creating a metric to be applied to user accounts or
systems associated with one or more networks.

FIG. 25B illustrates an example user interface for
creating a metric associated with a network device.

FIG. 25C-25D illustrate an example of creating a
metric.

FIG. 26 illustrates an example process for creating
a metric measuring aspects of a compromise value
or compromise likelihood, and applying the created
metric.

FIG. 27 illustrates an example user interface for mon-
itoring a metric.

FIG. 28A illustrates an example user interface for
presenting a network risk map.

FIG. 28B illustrates a second example user interface
for presenting a network risk map.

FIG. 28C illustrates an example user interface pre-
senting summary information associated with a par-
ticular user account.
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FIG. 28D illustrates a second example user interface
presenting summary information associated with a
user account.

FIG. 28E illustrates a user interface for exporting in-
formation associated with user accounts.

FIG. 29 illustrates an example process for sharing
information associated with a network risk map.

[0008] Like reference numbers and designations in the
various drawings indicate like elements.

DETAILED DESCRIPTION

[0009] In order to facilitate an understanding of the sys-
tems and methods discussed herein, a number of terms
are defined below. The terms defined below, as well as
other terms used herein, should be construed to include
the provided definitions, the ordinary and customary
meaning of the terms, and/or any other implied meaning
for the respective terms. Thus, the definitions below do
not limit the meaning of these terms, but only provide
exemplary definitions.

Definitions

[0010] To facilitate an understanding of the systems
and methods discussed herein, a number of terms are
defined below. The terms defined below, as well as other
terms used herein, should be construed to include the
provided definitions, the ordinary and customary mean-
ing of the terms, and/or any other implied meaning for
the respective terms. Thus, the definitions below do not
limit the meaning of these terms, but only provide exem-
plary definitions.
[0011] Network Devices refers generally to any serv-
er, laptop, desktop, storage device, router, point of sale
machines, and so on. A network device may be accessed
by a single user or may be accessed by multiple users,
such as directly (e.g., sitting at the keyboard of a network
device) and/or remotely (e.g., accessing the network de-
vice via a network).
[0012] Network traffic refers generally to any commu-
nications or data transmitted within a network, such as
may be indicated in router logs, e.g., network flow data
describing communications between network devices,
firewall logs, e.g., data identifying network devices that
are permitted to access particular other network devices,
and proxy logs, e.g., data describing network devices
that request or receive information through a proxy serv-
er.
[0013] Network topology refers generally to the rela-
tionship between various network devices, such as an
indication of network devices and the connections be-
tween those network devices. A network topology may
be determined based on network traffic to identify unique
network devices, and connections from each unique net-

work device to other unique network devices.
[0014] Access information refers generally to any in-
formation describing a level of access that a user account
has within a network. For instance, access information
can include information regarding a particular user ac-
count’s access rights and/or actual accesses to nodes in
a network topology. Such access information may be de-
termined based on access privileges and/or access
records.
[0015] Access privileges refers general to any rules
or information that is used to control what a user can
access. Access privileges may be implemented using a
list of rules that apply to a specific node (or other object,
such as a file, folder, printer, etc.) that defines which user
accounts or groups of user accounts have access to that
object. An Access Control List (ACL) is one example of
access privileges.
[0016] Access records refers generally to information
indicating actual accesses by a network device, such as
to other specific network devices and/or particular direc-
tories, files, etc., within the network. Examples of access
records include those maintained by directory services,
such as MICROSOFT ACTIVE DIRECTORY service. In
some embodiments, access information includes infor-
mation regarding user accounts associated with individ-
uals that can physically touch a network device, e.g., peo-
ple with access rights to a room containing the network
device, which may be tracked using a physical keycard
access log, for example.
[0017] Vulnerability (also referred to herein as "com-
promise vulnerability" or "compromise likelihood") refers
generally to a likelihood of an associated user account
(e.g., "account vulnerability") or network device (e.g.,
"network device vulnerability") being compromised.
[0018] Value (also referred to herein as "compromise
value," or "importance") refers generally to a measure of
an estimated priority an attacker would assign a user
account (e.g., "user account value") or network device
(e.g., "network device value") to compromise. In some
embodiments, a network device value may be indicative
of a cost of data stored by the network device (e.g., alone
or in combination with the above described priority).
[0019] Value metrics refers generally to attributes that
are used in determining value of one or more user ac-
counts, network devices, and/or combinations of user ac-
counts and/or network devices. Value metrics may in-
clude user metrics such as privileges, title, group mem-
berships, and so on. Value metrics may include network
device metrics such as types of operating systems, types
of applications being executed, value of user accounts
that log-in to a network device, title, and so on.
[0020] Risk (also referred to herein as "compromise
risk") refers generally to a combination of vulnerability
and value that may be calculated for each user account
(e.g., "account risk"), network device (e.g., "network de-
vice risk"), and or group of any of these entities.
[0021] Weighting refers generally to an adjustment to
a particular metric, vulnerability, importance, user ac-
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count, network device and/or group of any of these enti-
ties. For example, a weighting may be associated with a
particular importance metric to increase (or decrease)
significance of that particular importance metric in calcu-
lating an importance.
[0022] External event refers generally to a real world
event that informs, or affects, a vulnerability of a user
account or network device. External events may include
exploits that allow for software or hardware included in
one or more network devices to be compromised, com-
promised user data from server systems which host ex-
ternal web pages that may be accessed by employees
(e.g., a social network storing personal information).

Overview

[0023] This specification describes techniques to de-
termine a network risk assessment. For example, a risk
determination system can initially determine a network
topology and obtain access information for each network
device and/or for each user. The system can then provide
information, e.g., to a system administrator, identifying
the network topology and the level of access that each
user account has with the network. The system can re-
ceive selections of user accounts, and provide a visual
representation of the network devices that the user ac-
count can reach, e.g., ping or communicate with, or ac-
cess, e.g., log into.
[0024] To identify risks, e.g., quantifiable risks, such
as account risks and/or system risks, associated with the
network, the system can determine various vulnerabili-
ties and values associated with users and devices within
the network.
[0025] After determining compromise values for net-
work devices, the system can receive an identification of
a user account, or network device, and determine the
total compromise value associated with the user account,
or network device, being compromised, e.g., by an at-
tacker. That is, the system can determine the total com-
promise value for a user account, or network device, from
the respective compromise values of network devices
that the user account, or network device, is permitted to
access. The total compromise value therefore identifies
the risk, e.g., to a company, incurred if a user account or
network device gets compromised.
[0026] Additionally, the system can determine a com-
promise likelihood of a user account, or network device,
being compromised. The compromise likelihood identi-
fies a probability of the network device, or user account,
being compromised, e.g., by an attacker.
[0027] The system can combine, e.g., multiply in a
weighted relationship, the compromise likelihood with the
respective total compromise value to determine a com-
promise risk value. The compromise risk value can be
used to quickly determine how secure a network device,
or user account, is, e.g., by an insurance company, or
by individuals responsible for risk management at a com-
pany. In some embodiments, other inputs, e.g. a security

questionnaire that is completed by a network administra-
tor and/or individual network account holders, may be
included in calculating a final network security evaluation,
such as a network compromise risk value.

Example System Architecture and Network Topolo-
gy

[0028] FIG. 1 illustrates a risk assessment system 100
in communication with a network 110 and an example of
a determined network topology 120. The risk assessment
system 100, e.g., a system of one or more computers,
or software executing on a system of one or more com-
puters (also referred to herein as "the system,") is con-
figured to determine the network topology 120 from net-
work traffic 114, e.g., router logs, firewall logs, proxy logs,
router rules, of network devices included in a network
100. Example methods of determining a network topol-
ogy 120 are described below, with reference to FIG. 4.
The risk assessment system 100 can be used, or oper-
ated, by a system administrator, e.g., an IT staffer, Chief
Technology Officer, technology consultant, manager,
and so on. Thus, any reference to a "system administra-
tor" or "administrator" herein should be interpreted to in-
clude any one or more of these individuals or groups of
individuals, or any other entity that views and interacts
with the various user interfaces disclosed herein.
[0029] The illustrated example of FIG. 1 includes five
nodes, e.g., nodes 1-5 122A-E, with each node including
one or more network devices. Each node was determined
by the risk assessment system 100 to be included in the
network 110. The risk assessment system 100 has also
identified connections between each of the five nodes,
e.g., node 3 122C and node 5 122E have communicated,
by analyzing the network traffic 114. As discussed below
with reference to FIG. 4, the network topology 120 may
be determined in various manners, based on various
combinations of network traffic information 114. In some
embodiments, the network topology 120 is determined
by a third party and then enhanced by the risk assess-
ment system 100, such as to include access information
(e.g., from an access control list) overlaid on the network
topology 120, as discussed further below.
[0030] The risk assessment system 100 may also ob-
tain user account access information 112, e.g., access
privileges and/or access records. Thus, the risk assess-
ment system 100 can provide information identifying
nodes included in the network topology 120 that a par-
ticular user account can access and/or has actually ac-
cessed, which is described below with reference to FIG.
2D.
[0031] The network topology can be generated and/or
updated using various other data sources and/or proc-
esses that can be performed on the network, some of
which are discussed further below with reference to Fig-
ure 4. For example, in some embodiments the system
sends instructions to identified network devices (or some
subset of network devices, such as one device per ac-
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cess policy group) to send traceroute requests to other
network devices. Information obtained in response to
such traceroute requests may be useful in identifying net-
work devices to which the requesting network device ac-
tually has access, paths by which access may be ob-
tained, and network devices to which the requesting de-
vice does not have access. See Figure 4, below, for other
examples of information that may be included in devel-
opment of a network topology.

Example Network Topology User Interfaces

[0032] FIG. 2A illustrates an example user interface of
a graph 200A identifying a network topology with asso-
ciated compromise values. The risk assessment system
100 can generate user interface data, e.g., to provide for
presentation to a system administrator of the network
110, that includes a representation of a network topology,
as described above in FIG. 1. In some implementations,
this representation is a graph 200A, e.g., a directed graph
as illustrated in the example, which includes nodes each
representing one or more network devices, which are
connected to other nodes by edges representing logged
communications and/or possible communication paths
between nodes.
[0033] The example of FIG. 2A further illustrates com-
promise values associated with each node. A compro-
mise value represents an approximate cost that would
be incurred, e.g., to a company that owns the network,
if the node were compromised, e.g. some portion of its
data holdings being made available to an unauthorized
party. For instance, the compromise value can be the
cost of the data stored by the node, such as a value to
recover the data, to pay for specialized services associ-
ated with loss of the data, e.g., credit monitoring, costs
of insurance deductibles and/or increases in premiums,
and/or any other costs. In some embodiments, costs may
be estimated based on the type and quantity of specific
types of data. For example, each item of credit card data
can be associated with a particular compromise value
that is higher than the compromise values for telephone
numbers of customers. Thus, a compromise value for a
node can be calculated by summing the compromise val-
ues for each data item, or a particular set of data items
of types having values of interest, stored on the node,
where each data item has a defined compromise value
based on its type (e.g., credit card data, healthcare data,
contact information, etc.). The risk assessment system
100 can then associate the calculated compromise val-
ues with respective nodes in the graph 200A.
[0034] In the example of Figure 2A, each node in the
graph 200A is labeled with a High ("H"), Medium ("M"),
or Low ("L") compromise value. That is, the graph 200A
provides an easy method of viewing nodes that need to
be secured carefully, e.g., due to a node storing sensi-
tive/valuable data associated with a High compromise
value. In this way, a system administrator can identify
high value nodes for which extra security precautions

may be desirable. In securing a node, the risk assess-
ment system 100 can overlay information on the graph
200A displaying nodes that a selected node has access
to, e.g., can provide information to, or request information
from. Overlaying information describing nodes a selected
node has access to is described below, with reference
to FIG. 2B. In other embodiments, compromise values
may be dollar amounts, and the risk assessment system
100 may calculate a total compromise value for the net-
work from the compromise values for all nodes, a total
compromise value of a node, e.g., the compromise value
for the node and the compromise values for all accessible
nodes, and/or a total compromise value of a user ac-
count, e.g., the compromise values for all nodes acces-
sible to the user account.
[0035] In some embodiments, nodes may additionally
(or alternatively) indicate other attributes associated with
network security, such as compromise likelihood (e.g.,
likelihood of the particular node being accessed by an
unauthorized entity) and/or compromise risk value (e.g.,
some combination of total compromise value and com-
promise likelihood). Thus, in such an embodiment mul-
tiple indicators may be included on each node, such as
an indicator of compromise value (e.g., High, Medium,
Low, some dollar value indicator, and/or some other in-
dicator), an indicator of compromise likelihood (e.g.,
High, Medium, Low, or some other relative indicator),
and/or an indicator of compromise risk value (e.g., High,
Medium, Low, or any other such indicator). In the em-
bodiment of Figure 2E (discussed below), a total Network
Risk Score of "F" ("Failing") is provided, which identifies
a network compromise risk calculated based on compro-
mise risk values associated with the entire network.
[0036] FIG. 2B illustrates an example user interface
210A of the graph 200B showing access rights of a se-
lected node 202. The risk assessment system 100 can
receive a selection of the node 202, such as by a system
administrator clicking on a node of a user interface dis-
playing the graph 200B, and identify nodes that the se-
lected node 202 can access, e.g., communicate with
and/or is physically connected to. In some implementa-
tions, having access to a node can mean that the selected
node 202 can provide a request to the node, e.g., as a
ping, or can access data stored at the node.
[0037] In this example, the node 202 selected by the
system administrator is highlighted with a darker border,
and all nodes that can be reached by the selected node
202 are illustrated with broken lines. In other embodi-
ments, other visualizations may be used to identity a se-
lected node and accessible nodes, such as colors, high-
lighting, etc.
[0038] After receiving a selection of node 202, the
graph 200B is updated to illustrate that the selected node
202 has access to node 204, e.g., by an edge represent-
ing that the two nodes have communicated and/or are
configured to communicate within the network. Addition-
ally, the graph 200 illustrates that selected node 202 has
access to node 208, e.g., by edge 207. This can occur
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when, for instance, node 206 has access to node 208,
and thus is configured to pass communications from se-
lected node 202 to node 208. Furthermore, selected node
202 has access to nodes 212A and 212B by virtue of
node 208.
[0039] The graph 200B can be utilized by a system
administrator to determine a need for a firewall between
nodes 208 and 206, for example, which can be configured
to block network traffic from selected node 202, and allow
only select network traffic from node 206. In this way, a
system administrator can visually examine the network
to determine whether particular nodes, e.g., nodes with
a low compromise value, have unnecessary access to
other nodes, e.g., nodes with higher compromise values.
[0040] FIG. 2C illustrates another example user inter-
face 210B of the graph 200B showing access rights of
the selected node 202. The user interface 210B illus-
trates the graph 200B with nodes, and associated com-
promise values and compromise likelihoods, e.g., a prob-
ability identifying the likelihood that a node can be com-
promised. Examples of determining compromise likeli-
hood are described below, with reference to FIG. 6.
[0041] In this example, the node 214 selected by the
system administrator is highlighted with a darker border,
and all nodes that can be reached by the selected node
214 are illustrated with broken lines. In other embodi-
ments, other visualizations may be used to identity a se-
lected node and accessible nodes, such as colors, high-
lighting, etc.
[0042] The risk assessment system 100 has deter-
mined that node 214 is associated with a low compromise
value and high compromise likelihood, e.g., a high prob-
ability that the node can be compromised, and node 218
is associated with a high compromise value and low com-
promise likelihood, e.g., a low probability that the node
can be compromised. Based on the information dis-
played in the user interface 210B, a system administer
may consider whether the edge 216 between node 214
and node 218 can be eliminated. Since an attacker could
compromise node 214, with a high likelihood of a com-
promise, to gain access to node 218 with a high compro-
mise value, the system administrator can decide that the
edge 214 should be limited, or eliminated. Additionally,
the system administrator could alter node 214 to make
it harder for an attacker to compromise, e.g., increase
password complexity to the node 214, limit user accounts
that can access the node 214, limit physical access to
the node 214, and so on.
[0043] In some implementations, the risk assessment
system 100 can determine a compromise risk value for
each node, e.g., by multiplying the compromise likelihood
and total compromise value for the node. As described
above, the total compromise value for a particular node
is determined from compromise values of nodes the par-
ticular node has access to. In these implementations, the
graph 200B can be updated to include the compromise
risk value, allowing a system administrator to directly
compare nodes. Since each node will have a total com-

promise value scaled by the probability of it being com-
promised, the system administrator can quickly identify
high risk nodes, e.g., nodes associated with high com-
promise risk values. In this way, the system administrator
can quickly identify the risk to a company if the node was
compromised. Examples of determining compromise risk
values are described below, with reference to FIG. 6.
[0044] FIG. 2D illustrates an example user interface
220 of the graph 200D showing access rights of a select-
ed user account. The risk assessment system 100 can
receive an identification of a user account, e.g., a user
account associated with the network described in FIG.
1. For instance, the risk assessment system 100 can pro-
vide a listing of user account names, or search function-
ality, to a system administrator, and the system admin-
istrator can identify a user account. In one embodiment,
a user interface that includes a drop-down (or some other
selection) user interface component, may be accessed
by the system administrator in order to select one or more
user accounts. Such a user interface may allow the net-
work administrator to select groups of users, e.g., new
hires, contractors, employees in particular departments,
etc., filter the user accounts by various attributes, such
as hire date, title, etc., and/or provide other searching
and filtering functionality that allows the network admin-
istrator to easily select one or more user accounts of in-
terest. After receiving the identification of the user ac-
count, the risk assessment system 100 can identify
nodes that the selected user account can access, e.g.,
the user account has access rights to, and/or nodes that
the user account has actually accessed within a defined
period of time. In one embodiment, the user may be pro-
vided with one or more user interface controls (e.g., a
slider or drop-down menu) that allow adjusting of the ac-
cess criteria used to determine access rights of the se-
lected user account for display in the network topology,
such as a slider that allows adjustment of a time period
of actual accesses by the user account to include in the
network topology.
[0045] To identify nodes that the selected user account
can access, the risk assessment system 100 may access
user account access information, such as one or more
access privileges and/or access records, as defined
above. For example, in some embodiments, the risk as-
sessment system 100 discussed herein can map the ac-
cess rights of a particular user account (or group) onto
the network topology (e.g., generated based on NET-
FLOW, proxy logs, etc.), such that "reach" of the user
account within the network can be comprehensively vis-
ualized. A similarly mapping may also be performed
based on access records for a particular user account,
physical access privileges and/or records for a particular
user account, or some combination of various access
information.
[0046] In the example of FIG. 2D, the risk assessment
system 100 has determined that the selected user ac-
count can access each node in the graph (shown in bro-
ken lines), except one node, e.g., node 222. A system
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administrator using the user interface 220 can inspect
the nodes to easily determine whether the selected user
account has greater access rights than is warranted, e.g.,
due to their job position. Additionally, the system admin-
istrator can request that the risk assessment system 100
provide actual log-in information over a defined time pe-
riod, e.g., a selectable time period, and identify whether
the selected user account rarely, or never, accesses cer-
tain nodes to which the user account has access as such
nodes may be candidates for updating their respective
ACLs so that the user account no longer has access
rights.
[0047] In some implementations, the user interface
220 can include a selectable option for updating the net-
work topology to indicate nodes the user account has
access to (e.g., based on access rights) and/ or has ac-
tually accessed (e.g., based on access records). As not-
ed above, in some implementations the risk assessment
system 100 can obtain information identifying nodes that
a person associated with the selected user account can
physically access. For instance, the risk assessment sys-
tem 100 can obtain lists identifying physical badges worn
by people, e.g., employees, and rooms or spaces con-
taining nodes that particular physical badges can access.
The risk assessment system 100 can then identify nodes
in rooms or spaces that the person associated with the
selected user account can physically access.
[0048] As described above, the user interface may
identify nodes that the selected user account has actually
accessed, e.g., over a selectable time period, instead of
nodes the user account can access as in FIG. 2D. In this
embodiment, unnecessary access to nodes can be iden-
tified in the user interface by highlighting nodes that the
user account can access, but has never accessed (over
some selectable period of time selected by the system
administrator, such as a default time period or one that
is dynamically adjustable by the system administrator us-
ing one or more user interface controls). For example,
differences between a particular user account’s access
rights and that particular user account’s access records
(for some time period or based on all records) may be
determined in order to identify possible areas for tight-
ening access rights for that user account.
[0049] In some embodiments, user accounts may have
access to only portions of data on a particular node. Thus,
the user interface 220 may be updated with an indication
that only parts of a particular node are accessible and
may be configured to provide a detailed drill-down of par-
ticular directories, files, etc. that the user account has
access to in response to a request from the system ad-
ministrator (such as double-clicking on a particular node).
[0050] FIG. 2E illustrates an example user interface
230 of the graph 200E showing access rights to an iden-
tified critical area of a network. The risk assessment sys-
tem 100 can receive an identification of a critical area of
the network, e.g., a system administrator can provide
identifications of nodes, e.g., nodes 232A-D, that are in-
tended by the system administrator to be critical e.g.,

important to a company or the network. In some imple-
mentations the risk assessment system 100 can auto-
matically identify nodes likely to be critical, e.g., the sys-
tem 100 can determine compromise values for each node
and identify critical nodes as being associated with high
compromise values. Determining compromise values is
described below, with reference to FIG. 4.
[0051] After identifying a critical area of the network,
the risk assessment system 100 can identify a percent-
age of user accounts that can access the critical area of
the network, as described above with reference to FIG.
2D, and a percentage of nodes that can access the se-
cure area of the network, as described above with refer-
ence to FIG. 2B. That is, the risk assessment system 100
determines the access rights of each node outside of the
critical area, and identifies a number of nodes that can
access any node in the critical area. The risk assessment
system 100 can then compute a percentage of nodes
outside the critical area that can access the critical area,
and provide the percentage to a system administrator
using the user interface 230. Additionally, the risk as-
sessment system 100 can determine a number of edges
that connect to a node in the critical area. For instance,
in the example the risk assessment system 100 has de-
termined that three edges connect to nodes in the critical
area, e.g., node 234 connects to node 232A by an edge,
node 236 connects to node 232A by an edge, and node
238 connects to node 232A by an edge. A larger quantity
of connections to the critical area may be indicative of an
increased risk of compromise of that critical. Any con-
nection to the critical area should be audited to ensure
that only authorize traffic can travel across it.
[0052] Similarly, the risk assessment system 100 can
determine a percentage of user accounts that can ac-
cess, or have accessed, nodes in the critical area. In the
example, the risk assessment system 100 has deter-
mined that 18 out of 20 user accounts can access, or
have accessed, nodes in the critical area.
[0053] In some implementations, the system also cal-
culates one or more metrics related to users’ access to
the network. For example, a metric indicating a total
number of user accounts that have access to a particular
area of the network (and/or have actually accessed),
such as a defined critical area, or number of user ac-
counts that have access to (and/or have actually ac-
cessed) a threshold percentage, or number, of network
nodes, e.g., 70%, 80%, 85% (wherein such percentage
may be provided by the system administrator). In the ex-
ample, the risk assessment system 100 has determined
that 20 out of 20 user accounts can access 80% of the
total number of nodes in the graph. A similar metric could
be provided to indicate a percentage of user accounts
that have actually accessed at least 80% of the total
number of nodes. Furthermore, discrepancies between
these two ratio (e.g., have access and actually accessed)
may trigger alerts, e.g., recommendations, to the system
administrator suggesting tightening of user account ac-
cess rights in view of actual node access being much
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lower than available node access.

Example Network Configuration

[0054] FIG. 3 illustrates a diagram of the risk assess-
ment system 100 in communication with the network 110
in order to build and/or enhance the network topology
based on access rights of user accounts. In this embod-
iment, the risk assessment system 100 is shown in com-
munication with the network 110 that includes one or
more network devices, e.g., network devices 312A-
312N. In some implementations the risk assessment sys-
tem 100 can be a network device included in the network
110, or can be software executing on a network device.
[0055] The risk assessment system 100 is in commu-
nication with, or maintains, one or more databases stor-
ing network traffic information and user account access
information, e.g., the network traffic information database
302 and user account access information database 304.
[0056] In one embodiment, the network traffic informa-
tion database 302 stores router logs, e.g., network traffic
data describing communications between network de-
vices such as NETFLOW data, firewall logs, e.g., data
identifying network devices that are permitted to access
particular other network devices, and/or proxy logs, e.g.,
data describing network devices that request or receive
information through a proxy server. Additionally, the risk
assessment system 100 can provide requests, e.g.,
traceroute requests or pings, to network devices included
in the network 110, and receive identifications of network
devices that the request was routed through. In this way
the risk assessment system 100 can actively identify net-
work devices in communication with each other, e.g., net-
work devices that can provide information to, or receive
information from, other network devices. The risk assess-
ment system 100 can then use these identified network
device communication paths to enrich the network topol-
ogy 120 or store these identified network device commu-
nication paths in the network traffic information database
302.
[0057] In one embodiment, the user account access
information database 304 stores access information de-
scribing a level of access that a user account, e.g., a user
account of the network 110, has with a network device
included in the network 110. For instance, user account
access information can include identifications of user ac-
counts that are permitted to access a network device,
e.g., log into the network device, or user accounts that
can request data from or send data to a network device,
e.g., ping the network device. The information can be
obtained from access rights associated with respective
nodes of the network 110. For example, rights of each
network node in an Access Control List ("ACL") may be
parsed in order to determine, for each user account,
which network nodes the user account can access. The
user account access information may also include infor-
mation obtained from access records particular to each
network node included in the network 110, e.g., informa-

tion identifying user accounts that have accessed a net-
work device, or directory information identifying user ac-
counts. In some implementations, the information can
identify network nodes that particular persons associated
with user accounts can physically touch and/or has phys-
ically touched, e.g., physical access rights or physical
access records. For instance, as described above in FIG.
2D, the information can identify badges worn by people
that allow entry into a room or space containing particular
network devices.
[0058] The risk assessment system 100 includes a net-
work identification engine 320 configured to obtain infor-
mation stored in the network traffic information database
302 and determine and/or update a network topology of
the network 110. As noted above, a network topology
identifies nodes in the network 110, e.g., one or more
network devices grouped as a node, and connections
between the nodes, e.g., network devices permitted to
access other network devices. Additionally, the risk as-
sessment system 100 can actively provide requests to
network devices included in the network 110, e.g., tracer-
oute requests, to identify connections between network
devices. The risk assessment system 100 can also direct
network devices in the network 110 to provide requests
to other network devices, e.g., to identify connections
between network devices, and receive indications of
whether requests to respective devices was successful.
Examples of actively providing requests are described
below, with reference to FIG. 4.
[0059] In some embodiments, an initial network topol-
ogy may be generated by a third party service or software,
and then the risk assessment system 100 updates the
network topology with additional information, such as us-
er account access information, proxy logs, etc. Thus, the
network identification engine 320 can associate user ac-
count access information with the network topology. For
instance, the network identification engine 320 can store
mappings between nodes determined in the network to-
pology, and user accounts permitted to access the
nodes.
[0060] Additionally, the risk assessment system 100
includes a risk determination engine 330 to determine
risks associated with the network 110 being compro-
mised, e.g., by an attacker. For instance, the risk deter-
mination engine 330 can determine compromise values
associated with each node, e.g., approximate costs that
would be incurred to a company that owns the network
110 if one or more network devices were compromised.
The risk determination engine 330 can then identify
nodes that each user account, node, or group of user
accounts or nodes, is permitted to access, and determine
a total compromise value. The total compromise value
represents approximate costs that would be incurred if a
particular user account, or particular node, were compro-
mised. Furthermore, the risk determination engine 330
can determine a total compromise value for the entire
network 110, e.g., from respective compromise values
of each node. Examples of determining a total compro-
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mise value are described below, with reference to FIG. 7.
[0061] The risk determination engine 330 can also de-
termine compromise likelihood for each node, and user
account, associated with the network 110. The compro-
mise likelihood identifies a probability of the node, or user
account, being compromised. Examples of determining
compromise likelihood are described below, with refer-
ence to FIG. 6. The risk assessment system can then
determine a compromise risk value for each node, or
user account, from the compromise likelihood for the
node, or user account, the total compromise value for
the node, or user account, and possible other attributes
associated with the node and/or user account. In one
embodiment, the compromise risk value is a scaled ver-
sion of the total compromise value, scaled by the com-
promise likelihood (e.g., probability that the node, or user
account, can be compromised). Examples of determining
compromise risk values are described below, with refer-
ence to FIG. 6.
[0062] The risk determination engine 330 can also gen-
erate user interface data identifying the network topology,
described above, and risks associated with the network
110. In some implementations the risk determination en-
gine 330 generates a graph of nodes and edges, with
each node representing one or more network devices,
and each edge identifying a connection between two
nodes. The user interface data is configured to be pro-
vided for presentation, and receive interactions from a
system administrator using the risk assessment system
100. Example user interface data is described above,
with reference to FIGS 2A-2E.

Example Methods

[0063] FIG. 4 illustrates a flowchart of an example proc-
ess 400 for network risk assessment. For convenience,
the process 400 will be described as being performed by
a system of one or more computers, e.g., the risk assess-
ment system 100. Depending on the embodiment, the
method of Figure 4 may include fewer or additional blocks
and the blocks may be performed in an order that is dif-
ferent than illustrated.
[0064] In the example of Figure 4, the system obtains
information describing network traffic between network
devices in a network (block 402). The system can obtain
the information, e.g., router logs, router rules, firewall
logs, and so on, from one or more databases. Information
describing network traffic is any information that identifies
one or more network devices that can communicate with,
or access, each other. In some implementations, the sys-
tem maintains the databases and retrieves the informa-
tion, e.g., from routing devices, for storage in the data-
bases. In some other implementations, the system can
access the databases that have been pre-populated with
information describing network traffic.
[0065] As described above, the information can be
from routing systems that route requests from a network
device to an appropriate receiving network device. Rout-

ing systems can include routers, and proxy servers that
hide an identification of the requesting network device
and route the hidden request to a receiving network de-
vice. As described below in block 404, the system may
obtain proxy logs to identify that two network devices are
in communication with each other, even though a proxy
server would ordinarily hide that reality.
[0066] In some implementations the system can ac-
tively determine network devices that can communicate
with, or access, each other by providing traceroute re-
quests to all network devices. A traceroute request re-
ports the route that the request took to get a receiving
network device, e.g., the network devices and routers
that the request was provided to. If the system receives
a response identifying the traceroute, the system can
store information identifying all the network devices in-
volved in the response and the respective connections
between them. Additionally the system can provide a
traceroute request to all possible addresses of network
devices on particular subnets, e.g., the system can cycle
through all permutations of network addresses in the sub-
net, and identify network devices from traceroute re-
quests that receive a response.
[0067] Next, the system determines a network topolo-
gy from the information describing network traffic (block
404). A network topology identifies nodes that each rep-
resents one or more network devices connected by edg-
es, with each edge representing a communication link.
Each edge can be associated with a direction from a node
to another node, e.g., identifying a direction of commu-
nication. Additionally edges can be bi-directional. In
some implementations, the system can represent all net-
work devices that belong to a particular subnet as being
a single node. In some other implementations, a system
administrator using the system can identify that more
than one network device is to belong to a single node.
[0068] To determine the network topology, the system
can obtain router logs, e.g., NETFLOW data, that iden-
tifies network traffic between network devices that pro-
vide requests to, or receive requests from, routers. The
system then identifies pairs of network devices that have
communicated, and represents the network devices as
nodes connected by respective edges.
[0069] The system can also obtain firewall logs, and
identify network devices expressly permitted to commu-
nicate with, or access, other network devices. Addition-
ally, the system can obtain proxy logs, and identify a re-
questing network device, and a receiving network device.
Since a proxy server hides the requesting network de-
vice’s address, e.g., network address, from the receiving
network device, discovering whether two network devic-
es are in communication with each other would be difficult
without proxy log information. The system can also utilize
router rules, e.g., rules specifying a method of routing
requests received from particular network devices. In this
way the system can determine, from the rules, that two
network devices are in communication with each other
by identifying a router rule specifying the communication.
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[0070] In some implementations, the system can ob-
tain information identifying network devices that are
physically connected, e.g., by a direct wired or wireless
connection. The system can store these connected net-
work devices as nodes connected by edges in the net-
work topology.
[0071] Moving to block 406, the system associates
identifications of user accounts permitted to access net-
work devices with respective nodes of the network topol-
ogy. For example, the system obtains access information
from one or more access rights, access records, and/or
other sources. Such information may indicate user ac-
counts that have access to respective nodes and user
accounts that have actually accessed nodes within a de-
fined time period (e.g., the previous week, month, year,
or selectable time period), respectively. From this user
account access information, the system may associate
identifications of the user accounts with nodes that in-
clude the accessible and/or accessed nodes. In one em-
bodiment, the system first overlays access records and
then access privileges onto the network topology gener-
ated in block 404 to provide a network topology with over-
laid access rights and access history information.
[0072] In some implementations, the system can pro-
vide information, e.g., to a system administrator, identi-
fying user accounts permitted to access nodes that they
haven’t actually accessed in a selectable period of time,
e.g., one month, 3 months, one year.
[0073] Furthermore, the system can obtain physical
active control list (ACL) badge information to identify
rooms containing network devices that a person associ-
ated with a user account can physically access. Nodes
including the network devices in the identified rooms are
associated with (e.g. indicated as accessible by) identi-
fications of the user accounts.
[0074] Examples of associating identifications of user
accounts with nodes are further described below, with
reference to FIG. 5.
[0075] The system generates user interface data iden-
tifying the network topology (block 408). In some imple-
mentations, the system generates a graph that identifies
the network topology, e.g., FIG. 2A. The graph can be a
directed graph, and each node in the graph can corre-
spond to a node in the network topology. Similarly, each
directed edge in the graph can correspond to an edge in
the network topology. In some other implementations,
the system generates a table that identifies all nodes that
each particular node can access.
[0076] This user interface data can be provided for
presentation, e.g., to a system administrator using the
system. Additionally, the system can receive interactions
with the user interface data and update the user interface
according to the interaction discussed above, e.g., FIGS.
2A-2D. for example, a network administrator can click on
a particular node of a network topology in order to cause
the system to automatically determine access rights as-
sociated with that node and display those in the network
topology (e.g., via some type of overlay, such as coloring

certain nodes, shading certain nodes, hiding nodes that
are not accessible by the selected node, etc.). In addition,
the network administrator may be able to zoom in and
out of the network to view additional detail or less detail
regarding the network topology. For example, in re-
sponse to a zoom level being decreased (to view more
of the network topology), the system may group nodes
(such as nodes that each have a common connection to
a particular node) for simplified presentation of that group
of nodes. The network administrator can manipulate and
explore the network topology before compromise values
are calculated and/or after such compromise values are
calculated. In one embodiment, compromise values may
be calculated in response to a network administrator se-
lecting one or more nodes on a network.
[0077] In the embodiment of Figure 4, the system de-
termines a compromise value associated with each node
in the network topology (block 410). A compromise value
represents an approximate cost that would be incurred,
e.g., to a company that owns the network, if the node
were compromised, e.g., by an attacker. For nodes that
include more than one network device, e.g., multiple net-
work devices that are part of the same subnet, the system
can determine compromise values of those multiple net-
work devices, and compute a sum of the network devices
for the node.
[0078] For instance, the compromise value can be the
cost of the data stored by the node, such as a value to
recover the data, a value to ensure that all data stored
by nodes has not been tampered with, a value to pay for
specialized services associated with loss of the data
(e.g., credit monitoring), costs of insurance deductibles
and/or increases in premiums, and/or any other costs.
The compromise value of a node can also be the cost
incurred by a company that owns the network if the node
were out of service, e.g., offline. The cost can be the cost
incurred per day by the company, or cost incurred hourly
(or any other unit of time). The compromise value can
also factor in the cost to replace the node, and information
stored on it. Additionally, any compromise of the network
can be associated with a compromise value that is in
addition to a compromise value of each node, e.g., a
reputational compromise value. This reputational com-
promise value identifies an expected loss to the company
that operates the network, e.g., any quantifiable loss of
investor faith, loss of consumer faith, or costs incurred
with respect to average legal fees to defend itself in a
lawsuit by a government or a consumer.
[0079] In some implementations the system can obtain
information that describes what each node stores, and
determine an associated compromise value from the in-
formation. To determine an associated compromise val-
ue, the system can store mappings between specific
types of information and associated costs. For instance,
if the system obtains information a particular node that
stores credit card information, the system can identify an
associated cost in the mappings, e.g., cost per particular
credit card. In some other implementations, the system
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can receive approximate costs of information stored in a
node, e.g., from a system administrator using the system.
[0080] In some implementations, the system can pro-
vide an identification of the compromise values to a sys-
tem administrator using the system as an overlay of the
graph identifying the network topology, e.g., FIGS. 2A-
2E.
[0081] After determining compromise values, the sys-
tem can receive identifications of user accounts, or nodes
in the network topology, and determine a total compro-
mise value associated with all nodes that the user ac-
count, or identified node, can access. In this way a com-
pany can quickly identify the potential costs incurred to
them if any user account, or network device, were com-
promised. Examples of determining total compromise
values are described below, with reference to FIGS. 7.
[0082] FIG. 5 illustrates a flowchart of an example proc-
ess 500 for determining access rights of user accounts.
For convenience, the process 500 will be described as
being performed by a system of one or more computers,
e.g., the risk assessment system 100. Depending on the
embodiment, the method of Figure 5 may include fewer
or additional blocks and the blocks may be performed in
an order that is different than illustrated. Additionally, the
system can perform blocks 502-504 in parallel with
blocks 506-508. For example, the processes of analyzing
access records and analyzing access rights may not be
dependent on one another. Thus, access rights may be
analyzed independent of access records, and such anal-
ysis may even be performed concurrently in order to ob-
tain potentially unnecessary privileges associated with
the user account.
[0083] The system identifies access records, such as
network log-in data, associated with the network (block
502). As noted above, access records may describing
user accounts that have logged into, e.g., accessed, par-
ticular network devices. The access records can be ac-
tively obtained from each network device and/or from a
database storing log-in data. For instance, the system
can provide a request to each network device to receive
log-in data, e.g., data describing user accounts that have
logged into the network device. The access records can
include historical log-in data, e.g., log-in data from the
prior quarter, month, or year (or any other period of time).
[0084] The system identifies user accounts that ac-
cessed nodes using the access records (block 504). The
system scans the access records to identify user ac-
counts, and network devices that each of the user ac-
counts have accessed. The system then associates iden-
tifications of user accounts with respective nodes in the
network topology.
[0085] The system identifies access rights associated
with the network (block 506). As noted above, access
rights can identify user accounts permitted to access
each network device, e.g., over a network, regardless of
whether the user account actually has accessed the net-
work device. Additionally, physical access rights can
identify whether persons associated with user account

can physically touch network devices, e.g., whether the
persons have access to rooms that contain particular net-
work devices.
[0086] The system identifies user accounts permitted
to access nodes (block 508). As described above in block
506, the system identifies user accounts permitted to ac-
cess, e.g., over a network or physically, network devices.
The system then associates identifications of the user
accounts with nodes in the network topology that include
the respective network devices.
[0087] With the information regarding nodes that the
selected user account can access (e.g., based on access
rights) and information regarding nodes that the selected
user account actually has accessed (e.g., based on ac-
cess records), the system can determine a recommen-
dation for reduction of access rights to the particular user
account, such as to remove access rights to any network
nodes (or other object on the network) that the user ac-
count has not actually accessed (e.g., within the time
period determined by the network administrator), but for
which the user account has access rights. Such a rec-
ommendation may be provided to the network adminis-
trator via many manners, such as by highlighting nodes
on a network topology (e.g., overlaid on any of the net-
work topologies of Figure 2) for which access rights may
be removed. In some embodiments, the suggested re-
duction of access rights may be implemented via the
same user interface by the network administrator select-
ing a button or other UI control indicating a desire to have
the system automatically implement such suggested re-
duction in access rights.
[0088] FIG. 6 illustrates a flowchart of an example proc-
ess 600 for determining the compromise risk value as-
sociated with a user account or node. For convenience,
the process 600 will be described as being performed by
a system of one or more computers, e.g., the risk assess-
ment system 100. Depending on the embodiment, the
method of Figure 6 may include fewer or additional blocks
and the blocks may be performed in an order that is dif-
ferent than illustrated.
[0089] The system receives an identification of a user
account or node (block 602). A system administrator can
provide a user account name, or the system can provide
search functionality to help facilitate identifying a user
account. In one embodiment, the system performs the
below-noted process for each user account and/or user
account group to develop compromise risk value for each
and provides a sorted listed of the accounts and account
groups. Thus, the system administrator may be provided
with a list of users or user groups having the highest total
compromise values and/or likelihoods and may assess
whether access controls with reference to those users or
user groups should be tightened to reduce compromise
risk values.
[0090] The system administrator can also identify the
network address of a network device included in a node,
or provide an identification, e.g., a name, of the node. In
some implementations the system administrator can pro-
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vide a selection of the node as presented in the graph
identifying the network topology, described above with
reference to block 408 of FIG. 4.
[0091] The system determines a total compromise val-
ue of the user account or node (block 604). The system
obtains all nodes that the user account, or node, is per-
mitted to access, e.g., from the information determined
in FIG. 5. The system then obtains a compromise value
for each of the obtained nodes, and determines a total
compromise value from the obtained compromise val-
ues. In some implementations the system can sum the
obtained compromise values to determine a total com-
promise value. In some implementations the system can
apply weights to each of the obtained compromise val-
ues, e.g., scaling factors, to determine the total compro-
mise value. Examples of determining a total compromise
value are described below, with reference to FIG. 7.
[0092] The system determines a compromise likeli-
hood for the user account or node (block 606). The sys-
tem determines a probability, or decimal value, that the
user account, or node, can be compromised.
[0093] For example with a user account, the system
can obtain information identifying a complexity of the user
account password, the location that a person associated
with the user account normally logs into nodes from, a
length of time the person has worked at the company
that controls the network, one or more values identifying
an importance of the user account, and so on. This in-
formation can be provided to a machine learning model,
e.g., a neural network, a Gaussian mixture model, and
so on, and the system can obtain a probability identifying
a chance the user account will get compromised.
[0094] For example with a node, the system can obtain
information identifying user accounts that are permitted
to access the node, and obtain information identifying
password complexities of each user account, locations
that persons associated with the user accounts normally
log in from, length of time that the persons have worked
at the company, and so on. Additionally, the system can
obtain information describing how easy, or hard, it is for
persons to access, e.g., physically access, the node. The
system can identify whether the node is associated with
a high compromise value, e.g., identifying that the node
is an important target, or whether the node is permitted
to access another node with a high compromise value.
Compromise likelihood may consider linkages (e.g. prox-
imity to insecure parts of the network like the demilitarized
zone of the network), attributes (e.g. software version)
for a given node, and/or an academic theory like attack
graphs in computing a compromise likelihood for a node.
This information can be provided to the machine learning
model, described above, and the system can obtain a
probability identifying a chance the node will get compro-
mised.
[0095] In some implementations the system deter-
mines compromise likelihoods for each node after, or be-
fore, determining the compromise value for the node, de-
scribed above with reference to block 410 of FIG. 4. Sim-

ilarly, the system can determine compromise likelihoods
for each user account. That is, the system can automat-
ically determine a compromise likelihood for each user
account, or node, e.g., without system administrator ac-
tion. After determining the network topology, the system
can provide information identifying the network topology,
e.g., a graph, and include the compromise value and
compromise likelihood for each node in the graph, e.g.,
described above with reference to FIG. 2C.
[0096] In the embodiment of Fig. 6, the system deter-
mines a compromise risk value for the user account or
node (block 608). For example, the system obtains the
total compromise value, determined in block 604, and
the compromise likelihood, determined in block 606, and
determines a compromise risk value for the user account
or node. In some implementations the system computes
a multiplication of the total compromise value by the com-
promise likelihood, e.g., decimal representation of the
compromise likelihood to arrive at the compromise risk
value for the selected user account or node. In other em-
bodiments, the compromise risk value may be calculated
based on other combinations of total compromise value,
compromise likelihood, and/or other factors.
[0097] The system can then provide the compromise
risk value for presentation to a system administrator, who
can identify a scaled version of the risk of a user account,
or node. For instance, a system administrator can directly
compare any arbitrary node, or user account, and identify
nodes, or user accounts, that are high risk, e.g., have a
high compromise risk value.
[0098] Additionally, the system can automatically de-
termine a compromise risk value for each node and/or
each user account, associated with the network. The sys-
tem can then determine a network compromise risk val-
ue, e.g., by combining in some manner, such as sum-
ming, the compromise risk values for each node and/or
user account in the network. The network compromise
risk value identifies a compromise risk value for the entire
network, and can then be provided to a system adminis-
trator to obtain a high level estimation of the overall risks
associated with the network. A network compromise risk
value may also be compared to other network compro-
mise risk values, e.g., of other organizations, such as by
an insurance provider in order to establish relative risks
associated with a network.
[0099] FIG. 7 illustrates a flowchart of an example proc-
ess 700 for determining a total compromise value of a
node or user account. For convenience, the process 700
will be described as being performed by a system of one
or more computers, e.g., the risk assessment system
110. Depending on the embodiment, the method of Fig-
ure 7 may include fewer or additional blocks and the
blocks may be performed in an order that is different than
illustrated.
[0100] The system determines nodes in the network
topology which the selected node or user account has
access (block 702). As described above, in step 602 of
FIG. 6, the system can receive a selection of a user ac-
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count or node, e.g., by a system administrator.
[0101] For a node, the system determines all commu-
nication paths from nodes in the network topology, de-
termined in block 404 of FIG. 4, to the selected node,
and stores information identifying the determined nodes.
In some implementations, the system can provide an
identification of the determined nodes to a system ad-
ministrator as an overlay of the graph identifying the net-
work topology, described above with reference to block
408 of FIG. 4. For example, the system can shade the
determined nodes as presented to the system adminis-
trator on the graph. In another example, the system can
present the determined nodes with hatched lines, e.g.,
FIG. 2B, or can color the determined nodes differently
than remaining nodes.
[0102] Similarly for a user account, the system deter-
mines all nodes that the user account is permitted to ac-
cess, e.g., from the information determined in FIG. 5. In
some implementations, a system administrator can spec-
ify whether he/she is interested in nodes the selected
user account has accessed in a previous time period,
and/or nodes the user account is permitted to access,
either physically or over a network.
[0103] In some implementations, the system can pro-
vide an identification of the determined nodes to a system
administrator using the system as an overlay of the graph
identifying the network topology, such as in the example
of FIG. 2D and as described further above with reference
to block 408 of FIG. 4. For example, the system can shade
or color the determined nodes as presented to the system
administrator on the graph. In another example, the sys-
tem can present the determined nodes with hatched
lines, e.g., FIG. 2D, or can color the determined nodes
differently than remaining nodes.
[0104] In this example, the system determines com-
promise values of the determined nodes (block 704). For
example, the system may determine compromise values
for each node the user account, or node, is permitted to
access. Determining a compromise value is described
above, with reference to block 410 of FIG. 4.
[0105] The system, optionally, applies risk weightings
to respective nodes (block 706). After obtaining compro-
mise values for each node, the system can apply respec-
tive weights to the nodes, e.g., apply a scaling factor to
each compromise value. In some implementations, the
system can apply a higher weighting to a node that has
been previously identified as being part of a critical area,
e.g., the critical area identified in FIG. 2E. In some im-
plementations, the system can receive weights to apply
to particular nodes, e.g., a system administrator can
specify that particular nodes are of a greater importance
than other nodes.
[0106] The system computes a total compromise value
(block 708). In some implementations, the system com-
putes a sum of the compromise values obtained for each
identified node that the selected user account, or node,
can access. In some other implementations, the system
applies the weightings of block 706 to respective com-

promise values of nodes, and sums the output to obtain
a total compromise value.
[0107] The system can then provide the total compro-
mise values for particular nodes for presentation, e.g., to
a system administrator as an overlay of the graph de-
scribed in FIG. 4.
[0108] The system can also determine a compromise
value of the entire network, e.g., the system can perform
blocks 702-708, and assumes that all nodes are acces-
sible in block 702. In this way the system can then provide
a compromise value of the network, e.g., for presentation,
to a system administrator.
[0109] In addition to the description of FIGS 1-7 above,
the system, e.g., the risk assessment system 100, can
generate and provide recommendations to a system ad-
ministrator using the system, e.g., a network administra-
tor. For instance, the system can automatically identify
changes in the network, e.g., the network 110, that will
lower total compromise values, compromise likelihoods,
and/or compromise risks associated with the network
and/or specific user accounts and/or nodes. The system
can obtain information identifying nodes that user ac-
counts have actually used in a defined time period, and
determine whether blocking access to remaining nodes,
e.g., nodes user accounts don’t actually use, will lower
the compromise risk values of the user accounts to a
greater degree than the cost of implementing the chang-
es, and may even provide suggestions on user access
rights to further restrict. For example, the system may
provide recommendations to limit users’ access rights to
only those resources, e.g., nodes or objects within nodes,
that particular user accounts have accessed within some
previous time period, such as 30 or 60 days. In some
embodiments, the system may have sufficient user ac-
cess rights to ACL settings on nodes of the network to
actually initiate changes of user access rights, such as
by transmitting information regarding changes to ACL
rules to respective nodes.
[0110] Additionally, the system can determine whether
limiting access to particular nodes, e.g., nodes identified
as being included in a critical area, will provide a greater
decrease in compromise risk value, e.g., in units of dol-
lars, than the cost of implementing the changes. To de-
termine whether the recommended network changes will
result in a greater benefit than cost incurred, the system
can obtain information describing average costs of com-
ponents needed to effect the recommendation, e.g., fire-
walls, added software to control security, added person-
nel costs, and so on.
[0111] The system can weigh the costs incurred to
make the recommended changes against the benefit,
e.g., the reduction in compromise risk values, and pro-
vide a recommendation to a system administrator that is
determined to have the greatest benefit / cost incurred
tradeoff. Additionally the system can receive an identifi-
cation of a budget, e.g., from the system administrator,
and determine recommended network changes to the
network 110 that fall within the budget.
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Example Network Segmentation Recommendations

[0112] The system can also perform processes to de-
termine maximum network segmentation. That is, the
system can determine a number of communication paths
between nodes in the network topology, and determine
whether the number can be limited. For instance, the
system can limit the number of communication paths
from nodes that aren’t critical to critical nodes, or from
nodes associated with low compromise values to nodes
associated with high compromise values. To effect this
recommended segmentation, the system can provide
recommendations of network components, e.g., fire-
walls, proxy servers, and provide the recommendations
as an overlay on the user interface graphs described in
FIGS 2A-2E.

Standardized Risk Assessment

[0113] In addition to the system providing recommen-
dations to a system administrator, the system can be
utilized by an insurance provider to quote potential insur-
ance rates, e.g., premiums, to a company, for losses in-
curred by networks being compromised. Since the sys-
tem provides an actual analysis of the network, e.g., com-
promise values, compromise risk values, and an analysis
of user account and node access rights, the insurance
provider can determine accurate insurance rates. Addi-
tionally, the insurance provider can provide a question-
naire to a company about their security protocols, e.g.,
access rights of employees, alarm systems, and so on.
The answers to this questionnaire can be incorporated
by the insurance provider to determine insurance rates.
[0114] The insurance provider can determine insur-
ance premiums by obtaining an average compromise val-
ue per node in the network, average compromise value
per node in an identified critical area of the network, or
a network compromise risk value. The insurance provider
can then tie the above information to one or more actu-
arial tables that identify costs for insuring a company giv-
en the information. Additionally, the insurance provider
can generate actuarial tables for different sectors of an
economy, such as based on compromise risk values for
multiple entities within each of those sectors. The various
uses of compromise risk values can advantageously be
used by an insurance provider (and others) to compare
network security risks associated with each of multiple
networks, such as those within the same vertical market
or sector. For example, an administrator may compare
risks associated with two different networks of a company
to identify networks of relative higher risk.
[0115] To determine actuarial tables, the insurance
provider can receive information from multiple compa-
nies identifying network compromise risk values (and/or
underlying compromise values of particular nodes and/or
compromise risk values of particular nodes or user ac-
counts), and use the information to determine insurance
rates. The insurance provider therefore has a look into

the actual state of a broad segment of the networks uti-
lized by companies, giving the insurance provider insight
into the proper insurance rates to quote. The insurance
provider can also provide information to a company iden-
tifying how risky their network is, e.g., the company has
high compromise risk values or a high network compro-
mise risk value compared to its peers, or the company
is giving access to rights to too great a number of user
accounts or nodes compared to its peers.

Example System Implementation and Architecture

[0116] FIG. 8 is a block diagram of one embodiment
of the risk assessment system 100, including example
components and modules. In the embodiment of FIG. 8,
the risk assessment system 100 includes the risk deter-
mination engine 330 and network identification engine
320 discussed above with reference to Figure 3. These
"engines," which are also referred to herein as "modules,"
are configured for execution by the CPU 150 and may
include, by way of example, components, such as soft-
ware components, object-oriented software compo-
nents, class components and task components, process-
es, functions, attributes, procedures, subroutines, seg-
ments of program code, drivers, firmware, microcode,
circuitry, data, databases, data structures, tables, arrays,
and variables.
[0117] The risk assessment system 100 includes, for
example, one or more servers, workstations, or other
computing devices. In one embodiment, the exemplary
risk assessment system 100 includes one or more central
processing units ("CPU") 150, which may each include
a conventional or proprietary microprocessor. The risk
assessment system 100 further includes one or more
memories 130, such as random access memory ("RAM")
for temporary storage of information, one or more read
only memories ("ROM") for permanent storage of infor-
mation, and one or more mass storage device 120, such
as a hard drive, diskette, solid state drive, or optical media
storage device. Typically, the modules (or "engines") of
the risk assessment system 100 are connected to the
computer using a standard based bus system. In different
embodiments, the standard based bus system could be
implemented in Peripheral Component Interconnect
("PCI"), Microchannel, Small Computer System Interface
("SCSI"), Industrial Standard Architecture ("ISA"), and
Extended ISA ("EISA") architectures, for example. In ad-
dition, the functionality provided for in the components
and modules of risk assessment system 100 may be
combined into fewer components and modules or further
separated into additional components and modules.
[0118] The risk assessment system 100 is generally
controlled and coordinated by operating system soft-
ware, such as Windows XP, Windows Vista, Windows 7,
Windows 8, Windows Server, UNIX, Linux, SunOS, So-
laris, iOS, Blackberry OS, or other compatible operating
systems. In Macintosh systems, the operating system
may be any available operating system, such as MAC
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OS X. In other embodiments, the risk assessment system
100 may be controlled by a proprietary operating system.
Conventional operating systems control and schedule
computer processes for execution, perform memory
management, provide file system, networking, I/O serv-
ices, and provide a user interface, such as a graphical
user interface ("GUI"), among other things.
[0119] The exemplary risk assessment system 100
may include one or more commonly available input/out-
put (I/O) devices and interfaces 110, such as a keyboard,
mouse, touchpad, and printer. In one embodiment, the
I/O devices and interfaces 110 include one or more dis-
play devices, such as a monitor, that allows the visual
presentation of data to a user. More particularly, a display
device provides for the presentation of GUIs, application
software data, and multimedia analytics, for example.
The risk assessment system 100 may also include one
or more multimedia devices 140, such as speakers, video
cards, graphics accelerators, and microphones, for ex-
ample.
[0120] The I/O devices and interfaces 110 provide a
communication interface to various external devices
such as, for example, he network 110 (FIGS. 1-2). The
network 110 may comprise one or more of a LAN, WAN,
and/or the Internet, for example, via a wired, wireless, or
combination of wired and wireless, communication link.
The network 110 communicates with various computing
devices and/or other electronic devices via wired or wire-
less communication links.

Risk Determination of User Accounts and Network 
Accessible Systems

[0121] As described above, a system (e.g., the risk as-
sessment system 100), can determine a network topol-
ogy of one or more networks, and through information
associated with the network topology (e.g., user account
access information, information describing each user ac-
count and network device), can determine compromise
risk values for each user account and network device.
This focus on determining compromise risk values can
(1) greatly enhance the security of the analyzed networks
and (2) quantify damage that can be wrought through
compromise of a given network device or user account.
For example, a reviewing user (e.g., a security officer)
can view not only an expected compromise risk of a net-
work device, indicating a weighted estimate of the cost
associated with the compromise, but also the compro-
mise risks of all network devices in communication paths
with the network device. In this way, the system can sur-
face potentially hidden risks associated with a network,
and shift the reviewing user’s gaze from being focused
on particular network devices to the entire network, af-
forded by access to the overall network topology. That
is, the system can determine an extent to which a network
device being compromised can affect the security of the
entire network.
[0122] While the above description provides powerful

insights into networks, the system can further enhance
network security by more precisely pinning down metrics
describing a likelihood of each network device and user
account being compromised, and more precisely defin-
ing the value (e.g., from an attackers perspective) of each
user account and network device on the networks.
[0123] Through more precisely defining value from the
perspective of an attacker, the reviewing user can gain
deeper insights into which network devices and user ac-
counts are the most interesting to an attacker, and thus
which network devices and user accounts need to be
most locked down. For instance, the system can deter-
mine that network devices with particular names (e.g., a
domain controller), are at a great risk of being attacked
(e.g., a domain controller can provide access to other
network devices on the networks), and thus have a great-
er value.
[0124] As will be described, determining a likelihood
of compromise (e.g., a compromise vulnerability as de-
scribed below) and a value (e.g., a compromise value as
described below) for a user account or network device
includes determining metrics that each measure an as-
pect of a likelihood of compromise and/or a value of an
associated user account or network device. For instance,
a metric for determining a likelihood of compromise of a
network device can include determining whether the net-
work device is executing applications known to be trivially
exploitable. Similarly, a metric for determining a likeli-
hood of compromise of a user account can include de-
termining whether accessing the user account requires
use of two factor authentication. The metrics for a com-
promise vulnerability can be combined (e.g., weighted)
to determine an overall compromise vulnerability, and
similarly the metrics for a compromise value can be com-
bined to determine an overall compromise value, such
as an overall compromise risk for a user, a network de-
vice, a network of users and network devices, and/or
some other group (e.g., users associated with a same
employee role, employees associated with a same office,
network devices associated with a same functionality,
and so on).
[0125] Coupling the expanded determination of value,
with a likelihood of an associated network device, or user
account, being compromised, can provide the reviewing
user with an indication of the overall risk associated with
the network device, or user account. To visualize risk
associated with the networks, the system can generate
user interfaces describing the risk associated with each
user account and network device. For instance, as illus-
trated in FIG. 9A, the system can map each user account,
or network device, to a point in a chart mapped from
respective values of compromise vulnerability and com-
promise value. By scanning this generated chart, the re-
viewing user can identify network devices, or user ac-
counts, with a high compromise value that also have a
high compromise vulnerability, and thus should be mon-
itored.
[0126] Furthermore, the system can monitor changes
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to compromise values and compromise vulnerabilities of
user accounts, and network devices, over time. The re-
viewing user can then determine any positive, or nega-
tive, changes to the determined values and take remedial
actions in response. For instance, the reviewing user can
indicate goals to improve compromise values and com-
promise vulnerabilities, and the system can monitor
whether the goals are positively affecting network secu-
rity (e.g., an investment as will be described below).
[0127] The system can also obtain information describ-
ing external events (e.g., outside of the control of an entity
that maintains the networks) that identify real world
events that inform, or affect, compromise vulnerabilities
of network devices or user accounts. For instance, the
system can monitor for compromises of domains storing
user information, such as a web page, or system, being
hacked (e.g., or otherwise compromised), and subse-
quently user account information, or other private infor-
mation, being released (e.g., from a domain associated
with the web page). The system can obtain the compro-
mised information associated with the external event
(e.g., user account, or other private, information), and
determine whether any persons associated with user ac-
counts of the networks (e.g., employees) utilized the
compromised domain, and if so, can raise the compro-
mise vulnerabilities of the affected user accounts (e.g.,
the persons may have utilized the same passwords for
their user accounts of the networks and the compromised
domain user accounts). Similarly, the system can monitor
for exploits of hardware or software, identify affected net-
work devices, and increase compromise vulnerabilities
associated with the affected network devices. In some
implementations, the system can also remove, or disa-
ble, the compromised software from the affected network
devices (e.g., allowing the reviewing user a one-stop
shop to review network security and perform remedial
actions).
[0128] By providing the above functionality in decep-
tively powerful user interfaces, the system can facilitate
greatly enhanced network security. In this way, the re-
viewing user can have greater faith in the health of the
networks, and can provide customers, and other compa-
nies with an interest in the security of the networks (e.g.,
an insurance company), more quantifiable assurances
of the security of the networks. Furthermore, as de-
scribed above, the system can also cause the removal,
or disabling, of compromised software or, in some imple-
mentations, hardware utilized in network devices (e.g.,
the system can modify operating systems of the network
devices to disable access to the hardware). In this way,
the system can rapidly trigger fixes (e.g., temporary fixes)
to rapid time-sensitive exploits.
[0129] FIG. 9A is an example user interface 900 illus-
trating user account risk values of user accounts. The
user interface 900, and additional described user inter-
faces, can be generated by the system (e.g., risk assess-
ment system 100, or a presentation system in commu-
nication with the system 100) and be provided as an in-

teractive document (e.g., a web page) for presentation
on a user device (e.g., a terminal, a laptop, a computer,
a tablet), or other system, of a reviewing user (e.g., a
security officer). In some implementations, the user in-
terface 900, and additional described user interfaces, can
be generated by the user device (e.g., an application,
such as an ’app’ downloaded from an application store
for execution on the user device, or other software exe-
cuting on the user device). In these implementations, the
user device can receive information (e.g., user account
risk values) and present the information in user interfaces
(e.g., according to user interface templates stored by the
user device).
[0130] The user interface 900 includes a graphical rep-
resentation 902 of user account risk values of user ac-
counts associated with one or more networks. As indi-
cated above, each risk value is a combination (e.g., a
weighted combination) of a compromise value (e.g., a
measure describing a priority an attacker of the networks
would place on compromising the user account with re-
spect to other user accounts) and a compromise vulner-
ability (e.g., a measure describing an ease at which the
user account can be compromised).
[0131] As illustrated in the user interface 900, the
graphical representation 902 is a mapping (e.g., a chart)
with a first axis 904, indicating compromise values, or-
thogonal to a second axis 906, indicating compromise
vulnerabilities. Each user account is represented as a
point in the graphical representation 902 according to its
associated compromise value and compromise vulner-
ability. For instance, a particular user account 908 is il-
lustrated in the upper right portion of the graphical rep-
resentation 902, representing that the user account has
a high compromise value and a high compromise vulner-
ability. A reviewing user (e.g., a security officer) can
quickly view the graphical representation, and ascertain
that the particular user account 908 should be monitored,
including taking remedial actions (e.g., as will be de-
scribed below with respect to investments) to lower the
presented compromise vulnerability (e.g., visually ascer-
tainable by a quick examination of the particular user
account’s 908 position along the orthogonal axis 906).
[0132] The user interface 900 includes selectable op-
tions 910 to illustrate changes in user account risk values
since a prior period of time (e.g., a prior time during which
user account risk values were determined). For instance,
the reviewing user can select options to view changes
that have occurred since earlier the same day, since a
prior day, since a prior month, since a prior quarter, and
so on. In some implementations the reviewing user can
indicate a particular time period of interest, and the sys-
tem can determine changes in user account risk values
since the indicated time period. Additionally, as described
below, and illustrated in FIG. 28A, a time slider can be
included, enabling the reviewing user to quickly slide be-
tween times of interest. Using the time slider, the review-
ing user can essentially view an animation of changing
comprise risk.
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[0133] After selecting a selectable option 910 specify-
ing a prior period of time, the system can access main-
tained information describing user account risk values,
and determine, or obtain (e.g., from cached pre-deter-
mined information) information indicating, prior user ac-
count risk values associated with the specified prior pe-
riod of time. The system can then determine changes in
user account risk values (e.g., a difference from a present
user account risk value to the prior user account risk val-
ue), and update the graphical representation to illustrate
the respective change for each user account. In some
implementations, the system can generate an animation,
video, and so on, which can be presented in the user
interface 900. The generated animation, and so on, can
illustrate each user account beginning at an initial loca-
tion in the graphical representation 902 (e.g., an initial
user account risk value determined at the selected prior
time period) and transitioning to a present location in the
graphical representation 902 (e.g., a present user ac-
count risk value). In this way, the reviewing user can view
positive or negative changes in user account risk values.
In some implementations, the system can update the
graphical representation 902 to include two points for
each user account connected by an edge, with each point
indicating a different user account risk value. Further-
more, in some implementations each point associated
with a user account can be illustrated as a particular color
corresponding to the determined change. For instance,
positive changes (e.g., reductions in user account risk
values) can be particular colors (e.g., darker shades of
green can indicate greater reductions), and negative
changes can be particular colors (e.g., darker shades of
red can indicate greater increases).
[0134] The user interface 900 further includes identifi-
cations of user accounts with associated user account
risk values greater than a threshold (e.g., a top user se-
lectable threshold number of user accounts). The iden-
tifications can be presented in a list 912 organized ac-
cording to respective user account risk values. Each user
account can be selected, and information describing the
user account can be presented in the user interface 900.
For instance, and as illustrated in FIG. 17, user profile
information associated with the user account can be pre-
sented, along with indications of particular metrics that
are causing the selected user account to have a high
user account compromise value. Examples of metrics
are described below, with respect to FIG. 12A-12B.
[0135] The user interface 900 can be updated to in-
clude information similar to the above description for net-
work devices 914, such that the reviewing user can de-
termine associated network device risk values for each
network device.
[0136] As illustrated in FIG. 9B, the system can provide
description of summary data associated with user ac-
count risk values and/or network device risk values. For
instance, the user interface 920 indicates metrics 922
that are most affecting the network device risk values of
network devices. As an example, the system has deter-

mined one or more metrics indicating that a large per-
centage (e.g., greater than a threshold) of network de-
vices are executing applications known to be trivially ex-
ploitable (e.g., comprised without extensive effort by a
hacker). The user interface 920 includes text 924 (e.g.,
the system can store textual descriptions) describing the
metric, and indicates a percentage of network devices
926 that are affected (e.g., executing exploitable soft-
ware), along with an indication of when the metric was
last improved, for example from a previous determination
of the metric. Additionally, the user interface 920 includes
a percentage of critical network devices 928 (e.g., net-
work devices indicated to the system as being critical, or
network devices determined to be critical according to a
name of the network device, such as a domain controller,
or according to a determined critical area as described
above in FIG. 2E). The system also identifies affected
network devices as a graphical representation 930, which
can be the graphical representation of all network devices
932 filtered to only include affected network devices.
[0137] Similarly, the system has determined that a met-
ric 934 affecting user account risk values is associated
with administrative accounts having excessive privileges
(e.g., as described above with respect to FIG. 5), and
includes information describing the metric. In the exam-
ple user interface 920, the system has determined that
"60" users have unnecessary privileges, including "24"
administrative users, and further indicates a most recent
time that the metric has improved (e.g., improved greater
than a threshold, such as by a threshold percentage re-
duction of users, or by an actual threshold reduction in
number of users).
[0138] FIG. 9C is an example user interface 940 illus-
trating modifications to network device risk values
caused by an external event. As described above, quan-
tifying an external event (e.g., a real world event that
informs, or affects, compromise vulnerabilities) can be
difficult, and often an entity (e.g., a corporation) will be
unable to determine the severity of an exploit to software
or hardware.
[0139] The system can determine the degree to which
an external event, such as a FLASH zero-day exploit as
illustrated, affects network device risk values of network
devices. For instance, the system can determine that the
specific application affected by the external event (e.g.,
FLASH) can allow for an attacker to compromise a host
network device, and can thus increase an associated val-
ue of a metric describing exploitable applications. After
modifying network device risk values of affected network
devices (e.g., network devices running FLASH), the sys-
tem can provide information describing the external event
in the user interface 940.
[0140] User interface 940 includes a graphical repre-
sentation 942 of network devices mapped in a chart ac-
cording to respective network device risk values as de-
scribed in FIG. 9A. In some implementations, to illustrate
the affect of the external event, the graphical represen-
tation 942 can include an animation, a video, and so on,
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which identifies (e.g., highlights) affected network devic-
es and illustrates their increase in associated compro-
mise vulnerability. In this way, the reviewing user can
quickly review the graphical representation 942 to get a
sense of how deeply the external event affects the net-
work devices.
[0141] Along with presenting information describing
the external event, the system can facilitate remedial ac-
tions to be taken. FIG. 9D is an example user interface
950 illustrating remedial actions 952 to be taken in re-
sponse to an external event. As will be described (e.g.,
with respect to FIG. 13), one or more network devices
can include software (e.g., an agent) in communication
with the system. The reviewing user can interact with
user interface 950 to immediately handle the external
event, and reduce the network device risk values (e.g.,
by reducing compromise vulnerabilities of affected net-
work devices).
[0142] For instance, the user interface 950 includes
remedial actions 952 to "kill" (e.g., kill processes associ-
ated with FLASH, remove FLASH entirely, and so on)
FLASH on network devices with compromise values
greater than a threshold (e.g., the highest value network
devices). In this way, the reviewing user can immediately
reduce a threat to high value network device targets. The
user interface 950 includes a graphical representation
954 of high value network devices that are affected (e.g.,
the high value network devices can be highlighted). Sim-
ilarly, the user interface 950 includes a remedial action
952 to "kill" FLASH on a majority of network devices 956,
and on "top machines" 958 (e.g., network devices with
highest network device risk values, such as a top thresh-
old percent of network devices or a top threshold
number).
[0143] By providing the reviewing user the immediacy
of information describing an external event, and then fa-
cilitating a remedial action to improve network security,
the system can better ensure that events outside the con-
trol of the reviewing user can be dealt with proportionally
to their severity.
[0144] FIG. 10 is a block diagram of one embodiment
of the risk assessment system 100, including example
components and modules. The risk assessment system
100 includes many components similar to those in the
system of Figure 8, such as one or more central process-
ing units ("CPU") 150, one or more memories 130, and
one or more the modules (or "engines"), etc.
[0145] In the embodiment of FIG. 10, the risk assess-
ment system 100 includes a value determination engine
1010 (e.g., which can implement functionality described
below with respect to FIG. 12A-12B) and vulnerability
determination engine 1020 (e.g., which can implement
functionality described below with respect to FIG. 12A-
12B). These "engines," which are also referred to herein
as "modules," are configured for execution by the CPU
150 and may include, by way of example, components,
such as software components, object-oriented software
components, class components and task components,

processes, functions, attributes, procedures, subrou-
tines, segments of program code, drivers, firmware, mi-
crocode, circuitry, data, databases, data structures, ta-
bles, arrays, and variables.
[0146] FIG. 11 is a flowchart of an example process
1100 for generating user interface data describing risk
values associated with user accounts and network de-
vices of one or more networks. For convenience, the
process 1100 will be described as being performed by a
system of one or more computers (e.g., the risk assess-
ment system 100).
[0147] The system obtains configuration information
describing network devices (block 1102). To analyze vul-
nerabilities of network devices, and thus likelihoods that
network devices can be compromised, the system ob-
tains configuration information for each network device.
The configuration information can include types of soft-
ware being executed on the network device (e.g., appli-
cations, operating systems, and so on), hardware includ-
ed in the network device, network information associated
with each network device, and so on.
[0148] The system obtains indications of user access
rights of user accounts, and user account information of
user accounts (block 1104). As described above, with
respect to FIGs. 3-4, the system can obtain user account
access information (e.g., indicating actual access at-
tempts to network devices, or accesses that are possible)
identifying access rights of user accounts with respect to
network devices, group membership information of user
accounts, and so on.
[0149] The system also obtains user account informa-
tion of user accounts, which can include user profile in-
formation (e.g., an employee role associate with each
user account, a department in which the employee works,
locations from which the user account is utilized), user
account rules enforced on the networks (e.g., whether
two factor authorization is required, whether passwords
need to be changed after an elapsed period of time),
network actions of user accounts (e.g., web pages visited
by employees associated with the user accounts, serv-
ices accessed (e.g., software services accessible over
the Internet as will be described, user account transitions
to subsequent user accounts), and so on.
[0150] The system determines network device risk val-
ues for one or more network devices (block 1106). The
system determines compromise vulnerabilities and com-
promise values for the one or more network devices, and
combines (e.g., weights) the determined information to
determine network device risk values. Determining net-
work device risk values is further explained below, with
respect to FIG. 12A.
[0151] The system determines one or more metrics
that measure aspects of a compromise vulnerability and
a compromise value for each network device. Each met-
ric associated with a compromise vulnerability measures
an aspect of a network device that is known, or assumed,
to be associated with an increase in the network device
being able to be compromised (e.g., by an attacker). For
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instance, an example metric measures the degree to
which a network device follows basic security practices
(e.g., practices set forth as one or more rules by a security
officer), including whether the network device runs anti-
virus software, security software, and so on. The example
metric can increase in value depending on the degree to
which the network device is an outlier with respect to the
ideal values for the metric (e.g., an L2 norm associated
with the practices). In the described example, the value
of the metric can increase if a network device does not
run anti-virus and/or security software. The system can
then combine (e.g., weight) respective values of the met-
rics to determine a compromise vulnerability for each net-
work device.
[0152] Similarly, each metric associated with a com-
promise value measures an aspect of a network device
that is known to increase the priority an attacker might
place on compromising the network device. For instance,
an example metric measures whether the network device
is used by user accounts with compromise values greater
than a threshold. An attacker might place a high priority
on a network device used by high value user accounts,
so that he/she can obtain log-in credentials (e.g., skim
the credentials) by compromising the network device.
[0153] The system determines user account risk val-
ues for one or more user accounts (block 1108). As
above, the system determines compromise vulnerabili-
ties and compromise values for the one or more user
accounts, and combines (e.g., weights) the determined
information to determine user account risk values. De-
termining user account risk values is further explained
below, with respect to FIG. 12B.
[0154] The system determines one or more metrics
that measure aspects of a compromise vulnerability of
the user accounts. For instance, the system can deter-
mine whether user accounts are required to have
changed passwords periodically, and if not, the system
can increase the metric, and thus compromise vulnera-
bilities, of all affected user accounts. Additionally, a met-
ric can measure whether an employee, while logged-in
as a user account, is known to visit web pages that are
identified as malicious. The system can obtain log data
describing network actions to identify web pages visited
by user accounts.
[0155] The system determines one or more metrics
that measure aspects of a compromise value of the user
accounts. For instance, a metric can measure an impor-
tance of group membership information associated with
each user account. That is, the system can increase a
value of the metric based on whether a user account is
included in a group that includes user accounts associ-
ated with particular employee roles (e.g., executive em-
ployees, security officers, and so on).
[0156] The system can optionally determine a risk val-
ue for the one or more networks (e.g., a total risk value),
for all network devices (e.g., a total risk value for the
network devices), and for all user accounts (e.g., a total
risk value for user accounts).

[0157] For instance, in some implementations the sys-
tem can combine (e.g., determine a measure of central
tendency) of all risk values for network devices to deter-
mine a total risk value for the network devices, and sim-
ilarly for user accounts. Additionally, the system can
weight the total risk value for network devices and total
risk value for user accounts to determine a risk value for
the networks.
[0158] In addition, the system can determine metrics
associated with information of all network devices and/or
all user accounts (e.g., some metrics measure informa-
tion for individual network devices and/or user accounts
as described in FIGs. 12A-12B).
[0159] That is, in some implementations the system
can determine the below information, and utilize the de-
termined information to determine a total risk value of
network devices, a total risk value of user accounts, and
a total risk value of the networks.
[0160] For instance in determining a total risk value for
the network devices, the system can determine a number
of network devices (e.g. a total number of network de-
vices associated the networks), a number of inactive net-
work devices (e.g., a number of network devices with no
active logons in a prior time period such as 90 days), a
number of machines running vulnerable operating sys-
tems, a number of network devices that haven’t been
analyzed to determine applications executing on the re-
spective network device, a number of distinct applica-
tions running on the networks (e.g., on network devices
included in the networks), a percentage of applications
that are up to date (e.g., a current version), a percentage
of commonly exploited applications that are up to date),
a number of network devices with local administrator ac-
counts on them, and so on.
[0161] To determine a total risk value for the user ac-
counts, the system can determine a number of adminis-
trator accounts (e.g., a total number of enterprise, do-
main, and built-in accounts on the networks, a recom-
mended value for each is less than a threshold such as
10, 12, 20), a number of enabled administrator accounts
(e.g., a total number of usable administrative accounts),
a number of stale administrator accounts (e.g., a number
of administrative accounts with no logons in a prior time
period such as 30 days) a number of administrative ac-
counts with old passwords (e.g., a number of accounts
with passwords that haven’t been changed in longer than
a threshold such as 180 days), a number of administrative
accounts not using two factor authentication (e.g.,
number is to preferably be less than or equal to a thresh-
old such as 0, 1, 2), a number of distinct local adminis-
trator accounts, and so on.
[0162] To determine a total risk value for the networks,
the system can combine the above determined informa-
tion, along with information including, a number of secure
to non-secure communication paths (e.g., a number of
detected network paths between a secure and non-se-
cure portion of the network), a number of secure to ex-
ternal communication paths, a number of low volume
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connection paths (e.g., a number of communication
paths that are rarely traversed). Determining communi-
cation paths (e.g., secure, non-secure connections,
which can be determined from a network topology, and
so on) are described above, with respect to FIGs. 2A, 6,
and so on).
[0163] The system generates user interface data de-
scribing the determined risk values (block 1110). As il-
lustrated in FIGs. 9A-9D, the system generates user in-
terface data for presentation on a user device. Utilizing
the user interfaces, a reviewing user can monitor risk
values of network devices and user accounts, enabling
the reviewing user to determine whether the overall se-
curity of the networks is improving.
[0164] To facilitate this enablement, the system mon-
itors network device risk values and user account risk
values (block 1112). The system determines risk values
periodically, and maintains (e.g., in one or more databas-
es) multitudes of risk values for each network device and
user account over lengths of time.
[0165] The system generates user interface data de-
scribing the monitored risk values (block 1114). As illus-
trated in FIGs. 9A-9B, the system can generate user in-
terface elements that illustrate the change in risk values.
Using these generated user interfaces, the reviewing us-
er can examine quantifiable empirically generated evi-
dence regarding the risk of user accounts and network
devices associated with the networks.
[0166] FIG. 12A is a flowchart of an example process
1200 for determining a network device risk value of a
network device. For convenience, the process 1200 will
be described as being performed by a system of one or
more computers (e.g., the risk assessment system 100).
[0167] The system determines metrics measuring as-
pects of a network device compromise vulnerability
(block 1202). As described above, a network device com-
promise vulnerability is a measure describing a likelihood
a network device can be compromised (e.g., by a mali-
cious actor). To determine the network device compro-
mise vulnerability, the system determines multitudes of
metrics that each measure a particular aspect of an in-
crease in likelihood of compromise. While examples of
metrics are described below, it should be understood that
the examples are not exhaustive, and additional metrics
can be included. Additionally, the system can utilize less
than the total of the metrics described below to determine
a network device compromise vulnerability.
[0168] The system determines a metric measuring the
network device’s conformance to one or more best prac-
tice guidelines for basic security. An entity (e.g., a cor-
poration, governmental entity) can generate best prac-
tice guidelines that indicate base network device config-
urations that are acceptable within the entity. The system
can access information describing the guidelines, and
measure a distance from the guidelines that the actual
configuration information for the network device indi-
cates. For instance, the guidelines can indicate that each
network device is to execute an anti-virus software, or a

particular type or version of anti-virus software, along with
other monitoring software including software to scan files
received in e-mails, firewall software executing on the
network device, and so on. The system obtains the con-
figuration information for the network device, and deter-
mines whether the network device conforms to the guide-
lines. For each determined instance of non-conformity
(e.g., lack of an anti-virus software) the system can in-
crease a value associated with the metric. Additionally,
the system can increase the value by varying amounts
depending on the distance from the ideal described in
the guidelines (e.g., if the network device runs anti-virus
software which hasn’t had its virus definition data updat-
ed recently, the value can be lower than if the network
device fails to run anti-virus software at all). Similarly, the
system can increase the value by varying amounts de-
pending on a weighting, or importance, that is associated
with each best practice (e.g., not having anti-virus soft-
ware can be weighted higher than software to scan files
received in e-mails).
[0169] The system determines a metric measuring a
degree to which the network device is running (e.g., ex-
ecuting, or just merely installed or available to be run on
the network device) software that is known to be exploit-
able. The system can obtain information describing ex-
ploits of software, and obtain information describing soft-
ware on the network device (e.g., the system can com-
municate with an agent executing on the network device,
or the system can access configuration information for
the network device) to determine whether the network
device is running exploitable software. As an example of
obtaining exploits of software, the system can utilize the
Common Vulnerability Scoring System (CVSS) to deter-
mine exploits. The system increases the value associat-
ed with the metric depending on the exploit associated
with the software (e.g., software exploits that allow for
the complete compromise of the network device can have
a higher value than other exploits). For instance, the sys-
tem can access the value assigned to the exploit by the
CVSS (e.g., a number between 1 and 10). Similarly, the
system can increase the value associated with the metric
depending on a number of software applications known
to be exploitable, or that have had exploits in the past.
Furthermore, even if the network device executes soft-
ware that does not have any presently known exploits,
the value associated with the metric can be increased if
the software is known to have had exploits in the past,
or is of a type that commonly has exploits (e.g., web
browsers are known to have exploits, which can be un-
discovered publicly but utilized in the wild, for instance
by malicious actors).
[0170] The system determines a metric measuring a
level of inactivity of the network device. The system de-
termines whether the network device has been inactive
for greater than one or more threshold time periods, with
each threshold being associated with a particular value
for the metric. For instance, a network device that is rarely
used can be unnecessary to the networks, and can be
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at an increase likelihood for compromise as an attacker
might assume it is rarely monitored.
[0171] The system determines a metric measuring
numbers of shared local administrator accounts that can
access the network device. The system increases a value
associated with the metric according to increasing num-
bers of shared local administrator accounts. Since an
administrator account affords great permissions with re-
spect to the network device (e.g., and thus other network
devices it’s in communication with, as described above),
the number of these accounts are to be kept at a mini-
mum. Specifically, network administrators have reduced
visibility and oversight of local administrator accounts as
they are not centrally managed, thus causing the network
device to be at a greater likelihood of compromise.
[0172] The system determines a metric associated
with information describing encryption of the network de-
vice. In some implementations, the system can indicate
that the value associated with the metric is binary, indi-
cating whether the network device utilizes encryption. In
some implementations, the system can increase the val-
ue depending on the type of encryption utilized. For in-
stance, an encryption standard known to not have any
exploits, or be at a risk of being compromised, can have
a low value. An encryption standard known to not be as
secure, can have an increased value.
[0173] The system determines a metric describing the
network connectivity of the network device. The system
can increase a value associated with the metric accord-
ing to a degree at which the network device can be ac-
cessed. For instance, if the network device is accessible
over the Internet, the value can be high, whereas if the
network device is only accessible through an Intranet
(e.g., which may connect to the Internet through a differ-
ent network device), the value can be lower.
[0174] Additionally, the system determines a metric
describing a number of paths to the network device (e.g.,
which can be based on a determined network topology,
as described above with respect to FIG. 2A-2D). The
greater the number of paths to the network device, the
more likely it could be that he network device can be
accessed, and potentially compromised. Similarly, a met-
ric can determine communication paths, and network
connectivity, to the network device from other network
devices indicated as being valuable, or that have asso-
ciated compromise values greater than a threshold.
[0175] After determining one or more of the described
metrics, the system combines (e.g., weights) the respec-
tive values to determine an overall value. The network
device compromise vulnerability can be determined from
the overall value. For instance, overall values can be sep-
arated into ranges, with each range being associated with
a respective compromise vulnerability. Additionally, the
overall values can be normalized against a maximum
overall value, or an average overall value, to determine
the compromise vulnerability. In some implementations,
the system can provide the overall value, or each meas-
ured value, to a machine learning algorithm which clas-

sifies values according to empirically determined com-
promises of network devices, and the machine learning
algorithm can indicate a compromise vulnerability. Sim-
ilarly, in some implementations the system can provide
each value of an associated metric to a machine learning
algorithm (e.g., a k-means clustering algorithm) to cluster
network devices according to the values of the deter-
mined metrics. The machine learning algorithm can then
provide a compromise vulnerability for the network de-
vice.
[0176] Upon determining the compromise vulnerability
for the network device, the system stores information de-
scribing the compromise vulnerability (e.g., time stamp
associated with the determination, values of metrics, and
so on) in one or more databases.
[0177] The system determines metrics measuring as-
pects of a network device compromise value of the net-
work device (block 1204). As described above, a network
device compromise value is a measure indicating a pri-
ority that an attacker would place on compromising the
network device. While examples of metrics are described
below, it should be understood that the examples are not
exhaustive, and additional metrics can be included. Ad-
ditionally, the system can utilize less than the total of the
metrics described below to determine a network device
compromise value.
[0178] The system determines a metric describing a
type of operating system being run by the network device.
The system can increase a value associated with the
metric depending on whether the operating system is a
consumer type (e.g., an operating system utilized on
commonly purchased computers, laptops) or a type as-
sociated with the maintenance of networks (e.g., a server
operating system, such as LINUX or other *NIX based
operating systems).
[0179] The system determines a metric associated
with a name, or other identifier, of the network device.
For instance, an attacker can value a network device
more highly if the network device has a name generally
accepted to indicate that it has greater privileges than
other network devices (e.g., a domain controller). The
system can access information describing names that
have been determined to indicate more valuable network
devices, and can compare a name of the network device
to the accessed information. The system can then in-
crease a value associated with the metric based on the
comparisons (e.g., a domain controller can be a highest
value, and a name indicating a personal laptop can be a
lower value). Similarly, if a particular identifier, or portion
of an identifier, is associated with systems that are known
to have value, the system can increase a value of asso-
ciated with the metric. That is, even if the identifier is not
publicly known to indicate an importance (e.g., increase
in value), an attacker may determine the information
(e.g., from information indicating user accounts that ac-
cess the network device, from one or more files explain-
ing naming conventions, and so on), which can increase
the compromise value of the network device. Optionally,
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the system can increase a value associated with the met-
ric to a greater degree if the network device is associated
with a name than if the network device is associated with
an identifier, or portion of identifier.
[0180] The system determines a metric associated
with applications, or other software, being run (e.g., ex-
ecuted) on the network device. The system can obtain
information identifying applications that indicate the net-
work device is utilized to maintain the networks, or deal
with network security. The system can then compare the
identified applications to applications running on the net-
work device, and increase a value associated with the
metric depending on the comparisons (e.g., increase pro-
portionally). For instance, applications that can be utilized
to configure server systems, user accounts, update per-
missions and privileges, and so on, can cause the system
to increase the value.
[0181] The system determines a metric associated
with user accounts that access the network device. As
described above, with reference to FIG. 11, the system
obtains user account access information, and can deter-
mine user accounts that can access, or are known to
access, the network device. The system can increase a
value associated with the metric depending on a number
of user accounts that access the network device with
associated user account compromise values greater
than a threshold. The system can also increase the value
depending on the particular user account compromise
values (e.g., proportionally to the user account compro-
mise values). Since valuable user accounts are likely to
access valuable network devices, the system can deter-
mine valuable network devices based on actual actions
taken by the valuable user accounts.
[0182] Similarly, the system can determine the most
common user account that accesses the network device,
and can increase the network device compromise value
based on the user account compromise value of the most
commonly utilized user account. That is, if the most com-
mon user account is highly valuable, the system can de-
termine that the network device is also valuable.
[0183] Additionally, the system can determine a metric
associated with a cost that would be incurred if the net-
work device is compromised (e.g., as described above
with respect to FIG. 4). The system can increase a value
associated with the metric depending on the determined
cost (e.g., in proportion to the determined cost, for in-
stance with respect to other network devices).
[0184] In some implementations, the system can de-
termine a metric describing whether the network device
is included in a secure area of the networks, or connects
to network devices in secure areas (e.g., as described
above with respect to FIG. 2 using a network topology),
and can increase a value associated with the metric ac-
cordingly.
[0185] Similar to determining the network device com-
promise vulnerability, the system can combine the deter-
mined metrics to determine a network device compro-
mise value for the network device. In some implementa-

tions, the system can receive information (e.g., from a
security officer) indicating a ranking of the most valuable
network devices. The system can initially determine net-
work devices associated with the highest network device
compromise values, and then present the determined
network devices for ranking by the security officer, or
other employee. The network device compromise values
of the network devices ranked by the security officer can
be greater than remaining network devices, and propor-
tional to the particular ranking.
[0186] The system combines the network device com-
promise vulnerability and network device compromise
value into a network device risk value (block 1206). As
illustrated in FIG. 9A, the risk value is a linear combination
of the compromise vulnerability and compromise value.
In some implementations, the system can weight the
compromise vulnerability and compromise value, and
normalize the result to determine the risk value (e.g., the
compromise value can be weighted greater than the com-
promise vulnerability). In some implementations, the sys-
tem can provide the determined compromise vulnerabil-
ity and compromise value to a machine learning algo-
rithm trained on labeled data to determine a network de-
vice risk value for the network device. The system stores
information describing the determined network device
risk value (e.g., in one or more databases).
[0187] FIG. 12B is a flowchart of an example process
1250 for determining a user account risk value of a user
account. For convenience, the process 1250 will be de-
scribed as being performed by a system of one or more
computers (e.g., the risk assessment system 100).
[0188] The system determines metrics measuring as-
pects of a user account compromise vulnerability of the
user account (block 1252). As described above, the user
account compromise vulnerability is a likelihood that an
attacker can compromise the user account.
[0189] The system determines a metric indicating a
length of time from which the user account was last used.
User accounts that haven’t been used in a while (e.g., a
user selectable period of time, such as a month, a year)
can be at a greater risk for compromise. For instance, an
employee associated with the user account can no longer
be employed at an entity which maintains the networks,
causing the user account to be unnecessary, and at a
greater risk of compromise. Additionally, if the system is
an administrator account, the value can increase more
sharply according to when the account was last used
(e.g., if the administrator account hasn’t been used for a
week, or a month, the value can increase higher than a
non-administrator account which hasn’t been used for
the same period of time).
[0190] The system determines a metric indicating
whether the user account requires two-factor authenti-
cation to be utilized. Since two-factor authentication pro-
vides an added degree of assurance that a correct person
(e.g., an employee approved to use the user account) is
utilizing the user account, the user account compromise
vulnerability can be lower. Similarly, if the user account
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does not utilize two-factor authentication, the system can
increase a value associated with the user account com-
promise vulnerability (e.g., the system can increase the
value higher if network guidelines indicate user accounts
are supposed to, or are recommended to, active two fac-
tor authentication).
[0191] The system determines a metric associated
with a length and/or complexity of the user account’s
password. For instance, a value associated with the met-
ric can be increased if the user account is likely to be
compromised utilizing a dictionary-based attack, or a
brute-force attack depending on the length of the pass-
word.
[0192] The system determines a metric associated
with web pages visited by the user account. The system
can obtain information describing a network history of
the user account, and increase a value associated with
the metric based on an analysis of the visited web pages.
For instance, web pages known to of a particular type
(e.g., torrent web pages), or known to be associated with
malicious software (e.g., malware), can cause the value
to be increased.
[0193] The system determines a metric associated
with successful phishing attempts. In some implementa-
tions, the system can obtain information describing his-
torical phishing attempts on the user account, and wheth-
er they were successful. For instance, an entity that main-
tains the networks can periodically send phishing e-mails
to user accounts, to monitor whether employees associ-
ated with the user accounts fall to the phishing attempt
trap and provide improper private information. The sys-
tem can analyze the historical performance of these test
phishing attempts, along with actual malicious phishing
attempts, and increase a value associated with the metric
accordingly.
[0194] Additionally, the system determines a metric as-
sociated with network devices the user account logs into.
For instance, if the user account commonly accesses a
particular network device with a high compromise vul-
nerability, or that is known to have been compromised
within a prior selectable time period, the system can in-
crease a value associated with the metric. That is, the
system can determine that the user account credentials
can be skimmed more easily if an attacker can compro-
mise the main network device the user account utilizes.
[0195] After determining one or more of the above met-
rics, the system can determine a compromise vulnera-
bility of the user account (e.g., as described above with
reference to FIG. 12A).
[0196] The system determines metrics measuring as-
pects of a user account compromise value of the user
account (block 1254). As described above, a user ac-
count compromise value indicates a priority that an at-
tacker would place on compromising the user account
(e.g., with respect to other user accounts).
[0197] The system determines a metric describing
privileges and permissions associated with the user ac-
count. For instance, the system can increase a value

associated with the metric depending on user account
access rights of the user account (e.g. whether the user
account can access network devices with high compro-
mise values). Additionally, the system can increase the
value depending on whether the user account is an ad-
ministrator account, a local administrator account, or oth-
er user account which can escalate, or otherwise modify,
privileges of other user accounts or network devices.
Similarly, the system can increase the value if the user
account is associated with other user accounts that have
increased privileges. For example, an employee can
have a first user account (e.g., for normal use), and a
second user account associated with an increase in priv-
ileges (e.g., for very particular uses). The system can
increase the value for the first user account, as the first
user account can, in part, lead to access to the second
user account.
[0198] The system determines a metric associated
with a name of the user account. The system can in-
crease a value associated with the metric depending on
whether the name includes text that indicates that the
user account has an importance with respect to the net-
works. For instance, the system can determine whether
the user account includes "admin", "it", "service", "ops",
and so on. Upon a positive determination the system can
increase the value. Similar to the above discussion re-
garding an identifier of a network device leading to an
increase in the value, an identifier (e.g., a name, portion
of name, numbers or characters included in the name,
and so on), can also lead to an increase in the value.
[0199] The system determines a measure associated
with group membership information of the user account.
The system can determine, for every group, a distance
from the group to a group including a user account as-
sociated with one or more executives (e.g., the chief ex-
ecutive officer), and can assign a value to the group
based on the distance. In this way, the system can de-
termine that user accounts closer to executives, can
more easily access user accounts of the executives, and
are thus greater in value. Specifically, these user ac-
counts may otherwise be less protected than the exec-
utive accounts themselves, and can thus be used as a
gateway into the more valuable executive accounts.
[0200] The system determines a metric associated
with network devices the user account logs onto. The
system can obtain indications of network device compro-
mise values, and increase the user account compromise
value based on whether the user account is known to, or
can, log-into high value network devices (e.g., increased
proportionally to the number of network devices).
[0201] The system determines a metric associated
with user accounts the user account is known to transition
to, or user accounts used to transition to the user account.
For instance, if the user account is known to transition to
a user account with administrator privileges (e.g., a same
employee can have a user account utilized commonly,
and a privileged user account to perform administrative
functions), a value associated with the metric can be in-
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creased.
[0202] Additional metrics can include metrics associ-
ated with an employee role of the user account (e.g.,
network security employees, executives, and so on can
have a greater value for this metric than assistants),
whether the user account is enabled (e.g., non-enabled
user accounts that can no longer be utilized can have a
lower compromise value).
[0203] The system combines the metrics to determine
a user account compromise value for the user account
(e.g., as described above).
[0204] The system combines the user account com-
promise vulnerability and user account compromise val-
ue to determine a user account risk value (block 1256).
As described above, with reference to FIG. 12A, the sys-
tem can combine the compromise vulnerability and com-
promise value to determine an overall risk value for the
user account.
[0205] FIG. 13 is a flowchart of an example process
1300 for generating user interface data describing an ex-
ternal event. For convenience, the process 1300 will be
described as being performed by a system of one or more
computers (e.g., the risk assessment system 100).
[0206] The system obtains information describing an
external event (block 1302). As described above, an ex-
ternal event is a real-world event that informs, or affects,
a likelihood of a user account or network device being
compromised. One or more employees can monitor news
regarding external events, and provide information to the
system describing any identified external events.
[0207] For an external event associated with user ac-
counts, the system can receive, for example, a data dump
of a compromised server system. For instance, if a web
page is compromised by an attacker, the attacker can
release personal information maintained by servers that
host the web page, such as user account log-ins/pass-
words, personally identifiable information, and so on.
[0208] For an external event associated with network
devices, the system can receive, for example, informa-
tion describing software or hardware that is affected by
the external event. For instance, the system can receive
information describing that a particular application allows
for a particular type of exploit (e.g., an exploit in which
an attacker can escalate privileges, an exploit in which
an attacker can gain root access of a network device,
and so on).
[0209] In some implementations, the system can ac-
tively scan for, and obtain, information describing exter-
nal events. For instance, the system can monitor news
articles for external events, and upon identification, can
parse the news article to determine the scope of the
event. For instance, an article might identify that an ex-
ploit was determined for a particular application which
allows for a particular exploit. The system can then store
the parsed information. Similarly, the system can deter-
mine that a web page was hacked, and either attempt to
search for the data dump, or contact a person (e.g., a
security officer) alerting him/her to the determined hack-

ing.
[0210] The system modifies compromise vulnerabili-
ties of user accounts and/or network devices (block
1304). After obtaining information describing the external
event, the system determines user accounts and/or net-
work devices that are affected by the external event.
[0211] For an external event associated with user ac-
counts, the system scans through the released data for
user account, or personally identifiable information, as-
sociated with user accounts of the networks. For in-
stance, an employee may utilize the same user account
name for work as for other web pages. The system can
therefore scan through the released data for user account
names that are the same, or similar, to user accounts of
the maintained networks. Similarly, the system can scan
through the released data for personal information (e.g.,
name, address, phone number, and so on) that corre-
sponds to personal information of employees. The sys-
tem can then increase the compromise vulnerability of
affected user accounts, and in some implementations
notify the user accounts to change their passwords, or
force a change in password. In some implementations,
the system can determine one or more metrics that are
affected by the external event. For instance, the system
can increase a metric associated with passwords of user
accounts, since the affected user accounts may have
had their passwords compromised. Additionally, the sys-
tem can increase a metric associated with phishing at-
tempts, sine the affected user accounts may receive in-
creased phishing attempts, or blackmail attempts.
[0212] For an external event associated with network
devices, the system can determine (e.g., from configu-
ration information, or from agents executing on network
device) which network devices execute affected soft-
ware, or include affected hardware. The system can then
raise the compromise vulnerabilities of the affected net-
work devices. Additionally, as described in FIGs. 9C-9D,
the system can enable a reviewing user to stop the ex-
ploited application from executing on the affected net-
work devices, or can disable (e.g., in operating systems
executing on the network devices) the hardware in the
affected network devices.
[0213] Similarly, for an external event associated with
the network devices, the system can modify (e.g., raise)
user account compromise vulnerabilities of user ac-
counts that commonly (e.g., greater than a threshold)
access affected network devices.
[0214] The system generates user interface data de-
scribing the external event and modified compromise vul-
nerabilities (block 1306). As illustrated in FIGs. 9C-9D,
the system can generate user interface data for presen-
tation describing an external event. Additionally, the sys-
tem can include functionality to stop affected applications
or hardware (e.g., through communications with agents
or other software executing on the affected network de-
vices).
[0215] FIG. 14 is a flowchart of an example process
1400 for monitoring network security investments imple-
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mented in the networks. For convenience, the process
1400 will be described as being performed by a system
of one or more computers (e.g., the risk assessment sys-
tem 100).
[0216] The system receives user input specifying an
investment to be made to network security (block 1402).
As described above, an investment is one or more goals,
that when implemented, each reduce a risk value of one
or more user accounts and/or one or more network de-
vices. The system can determine investments that will
most reduce risk values by analyzing which metrics are
most commonly raising compromise vulnerabilities or
compromise values of user accounts and/or network de-
vices.
[0217] For instance, the system can determine that a
metric associated with exploitable applications on net-
work devices is affecting greater than a threshold (e.g.,
a threshold percentage) of network devices. That is, the
system can determine that a large number of network
devices are executing applications that are raising com-
promise vulnerabilities. Additionally, the system can de-
termine that network devices which don’t have a use for
the application are executing the application (e.g., a serv-
er system that is executing FLASH). The system can then
determine that an investment to remove the exploitable
application will be beneficial.
[0218] Similarly, the system can determine that forcing
user accounts to implement two-factor authentication will
lower user account risk values. Additional examples can
include an investment to remove inactive network devic-
es, remove user accounts with administrative privileges
that haven’t been used in a threshold time period, and
so on.
[0219] The system can receive a selection of an invest-
ment (e.g., a determined investment), or the system can
receive information describing an investment (e.g., a re-
viewing user can indicate that he/she will implement a
particular investment).
[0220] The system monitors risk values as the invest-
ment is implemented (block 1404). As described above,
with reference to FIG. 11, the system monitors risk values
of user accounts and network devices periodically.
[0221] The system generates user interface data de-
scribing the investment and monitored risk values (block
1406). As illustrated in FIG. 21, the system can present
information describing all investments being implement-
ed, along with prior implemented investments. The sys-
tem can monitor a decrease in values associated with
particular metrics as each investment is being imple-
mented, and provide summary information associated
with the investment for presentation to the reviewing us-
er. In this way, the reviewing user can actively monitor
how actions to improve network security are affecting risk
values.
[0222] FIG. 15 is an example user interface 1500 illus-
trating summary information of network devices and user
accounts. The user interface includes a user account risk
value 1502 of all user accounts along with a network de-

vice risk value 1504 of all network devices. The system
can combine risk values of each user account and each
network device to generate an overall risk value, provid-
ing a reviewing user (e.g., a security officer) with a quick
overview of risk.
[0223] The user interface 1500 further includes indica-
tions of summary information 1506 associated with par-
ticular metrics used to determine compromise vulnera-
bilities and/or compromise values. The system can select
metrics that are most affecting the risk values of user
accounts and/or network devices, and include summary
information describing each metric. For instance, the sys-
tem has determined that a metric associated with a
number of privileged user accounts (e.g., administrative
accounts) has improved by 3.2% (e.g., since a user se-
lectable time period 1516), representing a decrease in
user account risk values. Similarly, a number of user ac-
counts that use two factor authentication has decreased
by .6%, representing an increase in user account risk
values.
[0224] For more detailed information, each metric in-
cluded in the summary information 1506 can be selected,
and a graphical representation of trends 1508 can be
presented. The graphical representation 1508 includes
a chart associated with the metric (e.g., as illustrated a
number of privileged users). The chart identifies raw val-
ues associated with the metric mapped to points in time,
and can therefore illustrate increases and decreases that
are associated with the metric.
[0225] Additionally, the user interface 1500 includes
identifications of "top investments," 1510 which as de-
scribed above, are investments that are determined to
cause the greatest reduction in risk values of user ac-
counts and/or network devices. For investments present-
ly being implemented, the user interface 1500 includes
an option to "view" 1512 the progress of the implemen-
tation. In some implementations, selecting the option to
view 1512 the progress can cause the user interface 1500
to be updated with detailed information regarding the in-
vestment, as illustrated in FIG. 21. For investments not
presently being implemented, the user interface 1500 in-
cludes an option to "assign" 1514 the investment, and
begin implementation.
[0226] FIG. 16 is an example user interface 1600 illus-
trating compromise values and compromise vulnerabili-
ties. As in FIG. 15, the user interface 1600 includes an
overall user account risk value and network device risk
value. Additionally, the user interface 1600 includes a
weighted combination of each overall risk value, which
is an overall risk value 1602 for the networks.
[0227] The user interface 1600 further includes a
graphical representation 1604 of user account risk values
and network device risk values, which can be assigned
a particular color based on respective risk values (e.g.,
green can represent low risk values, and red can repre-
sent high risk values).
[0228] The user interface 1600 further identifies top
investments 1606 that have been implemented, and the
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resulting decrease in user account risk value or network
device risk value. Additionally, "top concerns" 1608 are
included which identify user accounts and/or network de-
vices that have the most change in associated risk values
(e.g., in a user selectable period of time 1610).
[0229] Each user account and network device included
in the graphical representation 1604 can be selected,
and upon selection information describing the selected
user account or network device can be presented.
[0230] FIG. 17 is an example user interface 1700 illus-
trating selection of a user account. Using the user inter-
face 1700, the reviewing user can quickly ascertain why
the selected user account is indicated in the upper right
quadrant (e.g., high user account risk value).
[0231] As illustrated, a user account associated with a
name of "Net Admin" was selected by the reviewing user.
The user interface 1700 provides information 1702 de-
scribing metrics that are most causing the selected user
account’s user account compromise vulnerability and us-
er account compromise value. For instance, the system
has determined that the selected user account’s com-
promise vulnerability is "Very High" because the user ac-
count "hasn’t been used in 3 years," doesn’t use two fac-
tor authentication, and has logged in greater than a
threshold number of network devices (e.g., "499 ma-
chines.") Similarly, the system has determined that the
selected user account’s compromise value is "Very High"
because the user account "can administer 7/9 domains,"
"is an enterprise administrator" (e.g., an administrator
with high privileges), and "has admin in the name.").
[0232] FIG. 18 is an example user interface 1800 illus-
trating user accounts grouped together according to em-
ployee department. Instead of merely viewing user ac-
count risk values of each user account, the reviewing
user can select an option 1802 to view user accounts
grouped according to department.
[0233] Upon selection of the option 1802, the system
can combine user account compromise vulnerabilities
and user account compromise values of each respective
department, to determine overall values for the depart-
ment. The overall values for each department can then
be included in a graphical representation 1804. As illus-
trated in FIG. 18, each group is represented as a circle
included in the graphical representation 1804. In some
implementations, a size of the circle (e.g., a radius) can
depend on a number of user accounts associated with
the respective department. In some implementations, a
size of the circle can depend on a variance of user ac-
count compromise values and user account compromise
vulnerabilities (e.g., the radius can increase if user ac-
counts have larger varying risk values).
[0234] Through the use of user interface 1800, the re-
viewing user can quickly determine which departments
need to be focused on to reduce risk values. Additionally,
the reviewing user can select "Infrastructure" 1806 to
view network devices organized according to infrastruc-
ture.
[0235] FIG. 19 is an example user interface 1900 illus-

trating summary information associated with one or more
metrics. The user interface 1900 includes indications of
metrics 1902, and whether the metric has improved or
gotten worse in a user selectable time period. For in-
stance, the system has determined that the "% of non-
compliant valuable systems" (e.g., systems that follow
basic network security guidelines as described above)
has improved by .8%. Additionally, the user interface
1900 includes an option to search for a particular metric.
The reviewing user can provide a search query (e.g., a
natural language search query), which the system can
receive and parse to determine a matching metric.
[0236] Each metric can be selected, and network de-
vices and/or user accounts affected by the metric can be
identified (e.g., highlighted) in the graphical representa-
tion 1904. For instance, the reviewing user has selected
"% of non-compliant valuable systems," and four network
devices are identified in the graphical representation
1904.
[0237] The user interface 1900 further includes de-
tailed information 1906 associated with the selected met-
ric. For instance, the detailed information 1906 indicates
that "25%" of the identified network devices have anti-
virus software. Additional information is included below.
[0238] FIG. 20 is an example user interface 2000 illus-
trating trend information associated with a selected met-
ric. The trend information 2002 includes textual descrip-
tions of events (e.g., external events) that affected the
compromise vulnerabilities of user accounts and/or net-
work devices.
[0239] FIG. 21 is an example user interface 2100 illus-
trating summary information associated with presently
occurring investments and a feed 2102 describing
events. The user interface 2100 includes a feed 2102 of
events of importance to the reviewing user, including ex-
ternal events 2104, particular goals of reducing metrics
2106 (e.g., included in investments), and so on.
[0240] Furthermore, the user interface illustrates in-
vestments 2108 that are presently occurring, and the in-
vestment’s affect on particular metrics (e.g., "First Metric"
has a reduction of 3.9%). By using user interface 2100,
the reviewing user can quickly view an overview of all
investments being made, and returns on the investments
(e.g., reductions in metrics).
[0241] FIGs. 22-24 are additional user interfaces illus-
trating additional embodiments. For instance, FIGs.
22-24 illustrate metrics associated with network devices
and user accounts.
[0242] FIG. 24 illustrates a total risk value for the net-
works, user accounts, and network devices. Additionally,
FIG. 24 illustrates a network map, illustrating a network
topology of the networks and associated risk values for
a node in the network topology. The system can deter-
mine risk values of all network devices included in a node
(e.g., a node that includes all ’SQL Servers’). In this way,
the reviewing user can examine the network topology,
and quickly identify which nodes are associated with a
highest risk (e.g., user account risk value, network device
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risk value, and so on).

Manipulating Metrics

[0243] While determining risk values (e.g., compro-
mise risk), as described above, can offer powerful in-
sights into risk associated with a network device or user
account, certain metrics (e.g., metrics measuring as-
pects of compromise value or compromise likelihood)
may be of added, or extra, importance to particular net-
works. Additionally, for a particular network, certain as-
pects of the network may be particularly important to a
company, and an existing metric (e.g., as described
above), may not capture the aspects’ importance to a
degree sufficient to the company.
[0244] A user (e.g., a security officer) can therefore
modify, or create, one or more metrics (e.g., using one
or more user interfaces generated by, or that can provide
information to, the risk assessment system 100), which
can be applied to the user’s network(s). As will be de-
scribed below, the user can specify features, aspects,
and so on, of a user account or network device the user
is interested in, and specify how the interested features,
aspects, are to be measured. In this specification, a fea-
ture, or aspect, (hereinafter both referred to as an aspect)
of a user account or network device is any describable
property of the user account or network device that can
inform or affect a risk of the user account or network
device, including a property associated with a status
(e.g., whether the user account or network device is en-
abled on a network), network action (e.g., a logon by a
user account; communication provided to, or received
by, a network device; information stored or accessible
by the network device; software executing on the network
device, and so on), privilege information (e.g., user ac-
count privileges), label information (e.g., an employee
associated with the user account is an executive, a net-
work device is indicated as being important), and so on.
[0245] For example, and as illustrated in FIGs. 25C-
25D, a user can create a metric associated with meas-
uring numbers of network devices that are (1) enabled
(e.g., active on the networks, or that have at least one
communication path with one or more other network de-
vices as indicated by a determined network topology)
and (2) execute a particular operating system (e.g., par-
ticular type of operating system, particular type of a par-
ticular version, and so on). Upon creation, the metric can
be applied to live data associated with the networks, for
instance in the above-described example, the system
can access configuration information of each network de-
vice, and optionally network topology information, and
determine a value associated with the measure. In this
way, network devices and/or user accounts that are af-
fected by the metric can be identified (e.g., a network
device or user account affected by a metric can represent
that a value of the metric for the network device or user
account is greater than zero or has a Boolean True value,
similarly a network device or user account affected by a

metric can represent that the network device or user ac-
count conforms to the aspects associated with the met-
ric).
[0246] When creating a metric, the user can select from
among a list of aspects associated with a user account
or network device, with the list including, in some imple-
mentations, aspects that are common to most networks.
For example, the list can include a name of a user account
or network device, a time since a user account or network
device was last accessed, particular software being ex-
ecuted on a network device, and so on. Additionally, the
user can define particular aspects that can be specific to
the user’s network, and utilize these defined aspects
when creating a metric, or modifying a different metric.
For instance, a user associated with the Air Force can
specify that a list of network devices (e.g., IP addresses
of the network devices, or other identifiers of the network
devices) are associated with particularly sensitive func-
tionality or information. That is, the user can import infor-
mation (e.g., information specifying the network devices),
and the user can identify (e.g., label) the specified infor-
mation. The user can define a feature associated with
the list, for instance a feature labeled "isMissile," indicat-
ing that the network devices, for example, maintain in-
formation associated with missile locations. When creat-
ing metrics, the user can utilize the "isMissile" label, and
the system can access the list of network devices when
applying the created metrics. In the above described ex-
ample of operating system type, the user can create a
metric measuring numbers of network devices that (1)
are enabled, (2) execute a particular operating system,
and (3) are associated with the "isMissile" label (e.g., are
identified in the list). In this way, the user can monitor
these network devices, and define an easy shorthand to
reference the network devices. Similarly, the user can
modify the metric to measure numbers of network devic-
es that are in communication paths with network devices
that satisfy the above three (3) elements (e.g., utilizing a
determined network topology as described above), and
so on. Thus, the user can create metrics that are specific
to the user’s networks, enabling the metrics to be updated
and configurable according to needs of the user.
[0247] Once a custom metric has been created, for in-
stance the aspects that are to be utilized in determining
the metric have been indicated, the user can further de-
scribe how the metric is to be incorporated in determining
risk values. For example, a first created metric can be of
minor importance to a user, and the user can specify a
weighting associated with the metric when determining
an overall value associated with a compromise value or
compromise likelihood (e.g., combining values of metrics
to determine an overall value associated with a compro-
mise value or compromise likelihood, also called a com-
promise vulnerability, is described above with reference
to FIGs. 12A-12B). In contrast, a second created metric
can be of greater importance to the user, and the user
can cause a compromise likelihood or compromise value
to be higher based on the value of the created metric.
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Assigning a weighting to each metric, or modifying a
weighting of a metric, is described below with respect to
FIG. 26.
[0248] The custom metric can be applied to the net-
works, and a number, or percentage, of user accounts
or network devices can be identified that are affected by
the metric. For instance, in the above-described example
of a metric associated with network devices that are (1)
enabled and (2) executing a particular operating system,
the system can apply the metric to the networks and iden-
tify a number, or percentage, of network devices that sat-
isfy the two conditions. As will be described below, and
as illustrated in FIG. 27, one or more user interface can
be generated that enable a user to monitor the metric
over time. That is, a number of network devices that con-
form to the metric (e.g." satisfy the two conditions) can
be included such that a user can monitor the metric, and
determine whether any progress to reduce the number
of affected network devices is working (e.g., the user can
create an investment as described above with respect
to, at least, FIG. 14-15).
[0249] In some implementations, a metric (e.g., a cus-
tom metric) can be used to monitor particular aspects of
user accounts and/or network devices, but not be incor-
porated in determining risk values (e.g., determining
compromise value or compromise likelihood). For in-
stance, a user can be interested in monitoring a count,
or percentage, of network devices and/or user accounts
that are affected by a metric, and also indicate that the
metric is not to be utilized in determining risk values. In
this way, the user can monitor the metric (e.g., identify a
number of network devices that are (1) enabled and (2)
executing a particular operating system), but not include
the metric when determining risk values (e.g., the user
may be capturing risk in a different way utilizing different
metrics, and just be interested in the count or percent-
age).
[0250] FIG. 25A illustrates an example user interface
2500 for creating a metric to be applied to user accounts
or network devices associated with one or more net-
works. As described above, a user (e.g., a security offic-
er) can specify information associated with a new metric,
such that the user can measure information relevant to
the user’s networks.
[0251] The user interface 2500 includes an indication
of the "metric type" 2502, which as illustrated specifies
whether the metric is associated with a user account or
a network device. As described above, and specifically
with reference to FIGs. 12A-12B, the system can deter-
mine risk values of user accounts and network devices
using multitudes of metrics, with each metric being ap-
plicable to either user accounts or network devices.
Therefore, when creating the new metric, the user can
indicate whether the metric is measuring aspects of a
user account or network device.
[0252] A user can specify a "display value" 2504 as-
sociated with the created metric. The "display value"
2504 can be modified to either display a count (e.g., a

number of user accounts or network devices that satisfy
the aspects indicated by the metric), or a percentage
(e.g., a number of user accounts or network devices out
of a total, which satisfy the aspects indicated by the met-
ric). In this way, upon selection of the created metric,
after being applied to the networks, the count or percent-
age can be presented (e.g., an example presentation is
included as FIG. 27). A user can monitor the count or
percentage over time, and can take actions to lower the
count or percentage (e.g., create an investment as de-
scribed above). As an example, FIG. 15 illustrates a
graph 1508 that includes a count associated with a metric
(e.g., summary information describing a number of priv-
ileged users). Alternatively, when creating a metric as-
sociated with privileged users, a user can indicate that
the "display value" 2504 is to be a percentage, and the
graph 1508 can instead illustrate a moving percentage
of the number of privileged users (e.g., with respect to
all users). The percentage can, as an example, be pref-
erable if the reviewing user is interested in keeping the
relative number of privileged users to below a particular
threshold percentage, and is not necessarily interested
in an absolute number of privileged users being below a
threshold amount.
[0253] Using the user interface 2500, a user can pro-
vide a name 2506 and an associated description 2508
of the metric being created. The name and description
can be included in subsequent user interfaces, for in-
stance in FIG. 9B, metrics are indicated and described
in the user interface 920 (e.g., description 924). Further-
more, the name can be utilized as a reference, for in-
stance in some implementations the name can be includ-
ed as an aspect when creating a new metric. As an ex-
ample, a metric associated with a user account being (1)
privileged and (2) known to access network devices that
execute a particular application, can be later referenced
when creating a particular metric. A user can specify that
the particular metric is to include the aspects above (e.g.,
aspect (1) and (2)), along with an additional aspect, such
as (3) a measure associated with a time at which the user
account last changed a password 2514. In this way, a
metric name can act as a quick shorthand when creating
new metrics.
[0254] When indicating aspects (e.g., "filters" as illus-
trated in FIG. 25A) associated with the metric being cre-
ated, the user can select "denominator filters" 2510 (e.g.,
filters that describe aspects of a pool of user accounts or
network devices) and "numerator filters" 2512 (e.g., filters
that describe aspects of a set of user accounts or network
devices included in the pool). As illustrated, "denominator
filters" 2510 for a metric type 2502 "user account," include
aspects of user accounts such as whether the user ac-
count is enabled, is an administrator, when the user ac-
count last accessed the networks, and so on. In some
implementations, indicating both "numerator filters" 2512
and "denominator filters" 2510 is associated with a "dis-
play value" 2504 being a percentage, and indicating sole-
ly "numerator filters" 2512 is associated with a count.
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Optionally, the user interface 2500 can grey out, or oth-
erwise make inaccessible, the "denominator filters" 2510
option when the "display value" 2504 count is selected.
[0255] Each selected "denominator filter" 2510 or "nu-
merator filter" 2512 is associated with a type of value
2516. For example, a type of value associated with a
user account being enabled, (e.g., "is Enabled" as illus-
trated) is a Boolean response of True or False. For other
types of filters, for example "Password Last Set" 2514,
a type of value 2516 can be numerical (e.g., a number
of days elapsed since a password re-setting), a calendar
date (e.g., whether the password has been set since a
particular date, such as a date after which user account
information may have been compromised, for instance
as described in FIG. 13 due to an external event), and
so on.
[0256] Each of the filters (e.g., filters included in the
denominator filters 2510 or filters included in the numer-
ator filters 2512) can be applied together in a Boolean
operation when the metric is utilized (e.g., applied to in-
formation associated with a user account or network de-
vice, such as configuration information, user profile in-
formation, user account access information, network to-
pology information, and so on). That is, the created metric
can have an associated value and effect on a risk value
of a user account or network device, if each of the filters
are satisfied. As an example of the created metric being
applied to a particular user account, if "Is Enabled" is
True, "Is AD Admin" (e.g., Active Directory Administrator)
is True, and a "Last Logon" 2515 of the particular user
account is "within the last 30 days" 2518, then the created
metric can have an effect on a risk of the particular user
account.
[0257] Once the metric being created is described us-
ing user interface 2500, the user can save 2519 the metric
for use in determining a compromise value or compro-
mise likelihood of a user account or network device (e.g.,
indicated by the metric type 2502, which in the example
of FIG. 25A is a user account).
[0258] Additionally, as will be described, the user can
specify how the created metric is to be utilized when de-
termining a compromise value, or compromise likelihood,
of a user account or network device. For instance, an
effect of the created metric can be increased (e.g., an
effect the metric has on a compromise value or compro-
mise likelihood) depending on a distance from values of
one or more of the filters. For example, a particular filter
may be associated with a time a password of a user ac-
count was last set, and a value may be indicated as being
longer than the last 30 days. A value of the metric for
individual user accounts can be increased depending on
a length of time, beyond 30 days, since the user accounts
last had a password change (e.g., a user account with a
password change 120 days earlier can have a higher
value of the metric, such as a proportionally higher value
or non-linear higher value, than a user account with a
password change 31 days earlier).
[0259] FIG. 25B illustrates an example user interface

2520 for creating a metric associated with a network de-
vice. As described above, a user of the user interface
(e.g., user interface 2500 or 2520) can indicate whether
a metric being created is associated with a user account
or a network device (e.g., specified by selecting a metric
type 2502). In the example user interface 2520, the user
has selected "system" 2522 (e.g., a network device).
[0260] In response to the selection of "system" 2522,
the user interface 2520 presents filters 2524 (e.g., as-
pects) that are associated with a network device. For
instance, the user can select aspects that are specific to
a network device, such as "Has Application Data," and
the user can specify information describing particular ap-
plication data as a value. For instance, upon selection of
"Has Application Data," the user interface 2520 can up-
date with selectable options associated with types of ap-
plication data (e.g., data associated with particular appli-
cations). In contrast, the filters 2510 presented in FIG.
25A are associated with a user account being selected
(e.g., the metric type 2502 is set as "user" in FIG. 25A).
[0261] FIG. 25C-25D illustrate an example of creating
a metric. As illustrated, a user has selected a metric type
2532 associated with a network device (e.g., the user
has selected "system"). To describe the metric, the user
has provided textual data identifying a name of the metric
(e.g., "Server OS"), and a description (e.g., "Percentage
of systems executing a server operating system that are
enabled").
[0262] In accordance with the name and description,
the user has indicated aspects associated with a group
of network devices related to the metric. That is, the user
has specified that "Denominator Filters" 2534 (e.g., as
described above) are to include an operating system type
with values of "Is" and "Server OS." In this way, the user
can limit the total pool of network devices to the specific
group of network devices to which the metric relates (e.g.,
the user has limited the network devices to network de-
vices that execute a server operating system). FIG. 25D
illustrates the user interface 2530 upon selection of "Nu-
merator Filters" 2534. As described above, the metric is
being created as a measure associated with network de-
vices that are enabled and are executing a server oper-
ating system. Therefore, the user has indicated that "Nu-
merator Filters" 2534 specify that network devices are
(1) to be enabled and (2) execute a server operating sys-
tem.
[0263] As described above, with reference to FIGs.
12A-12B, a network device executing a server operating
system can be associated with an increased compromise
value. The metric being created further indicates that the
network devices are to be enabled, which in some im-
plementations can be associated with the network devic-
es being able to presently access the networks, which
can further increase a compromise value. As will be de-
scribed in FIG. 26, the user can specify a weighting as-
sociated with the created metric when the system deter-
mines compromise values of network devices. Upon ap-
plying the created metric, a user can additionally view
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summary information describing a percentage of network
devices that satisfy the "Numerator Filters" 2534 (e.g.,
are enabled, and execute a server operating system),
and can monitor the percentage over time (e.g. an ex-
ample user interface for monitoring a metric is illustrated
in FIG. 27).
[0264] FIG. 26 illustrates an example process 2600 for
creating a metric measuring aspects of a compromise
value or compromise likelihood, and applying the created
metric. For convenience, the process 2600 will be de-
scribed as being performed by a system of one or more
computers (e.g., the risk assessment system 100).
[0265] The system receives user input specifying a
type of metric and identification information (block 2602).
As described above, and as illustrated in FIGs. 25A-25D,
the system can present a user interface for presentation
that enables a user to create (e.g., describe information
sufficient to create) a metric. As described above (e.g.,
FIGs. 12A-12B, and so on), metrics can be associated
with user accounts, network devices, and optionally both
user accounts and network devices in particular imple-
mentations. The user can create a metric (e.g., a custom
metric), and specify a type of the metric by interacting
with the user interface to select whether the metric is
associated with a user account or network device. Fur-
thermore, the user can include a name (e.g., a succinct
name explaining the metric, which can be used as a ref-
erence when creating other metrics as described in FIG.
25A), and textual information describing the metric.
[0266] The system receives selections of one or more
filters indicating aspects of user accounts or network de-
vices to be used in determining the metric (block 2604).
As illustrated in FIGs. 25A-D, the user can specify filters
associated with the metric, with each filter indicating an
aspect associated with a user account or network device,
and indicating a value that satisfies the filter. When the
system applies the created metric, the system can ac-
cess information associated with user accounts or net-
work devices (e.g., configuration information, information
describing a network topology, user account information
such as user account access information, profile infor-
mation, and so on), and determine whether values asso-
ciated with the selected filters are satisfied (e.g., the val-
ues comport with aspects of a network device or user
account). That is, the system can determine, for instance
for a particular user account, whether a value associated
with a selected filter is satisfied (e.g., a value can be ’less
than 30 days’, a selected filter can indicate a time of a
last logon of a user account, and the value can be satis-
fied if information associated with the particular user ac-
count indicates that a last logon of the particular user
account was less than 30 days prior).
[0267] The system receives, or determines, informa-
tion associated with an effect of the metric when deter-
mining a compromise value or compromise likelihood
(block 2606). As illustrated in FIG. 9A, compromise val-
ues and compromise likelihoods can be determined for
user accounts and/or network devices. Since, as de-

scribed above, each compromise value and compromise
likelihood is determined from a multitude of metrics, one
or more of the metrics can be associated with a respective
effect when determining the compromise value or com-
promise likelihood.
[0268] An effect of a metric, in this specification, in-
cludes any information, such as a weighting, that is ap-
plied to a value associated with the metric when deter-
mining a compromise value or compromise likelihood of
a user account or network device. A user, after creating
a metric, can indicate whether the metric is to be applied
to determining a compromise value or compromise like-
lihood, and can further indicate a method of computing
an effect of the metric.
[0269] For example, the user can specify a weighting
of the metric (e.g., a constant value associated with the
metric), to be utilized when determining a compromise
value or compromise likelihood. The weighting can be
applied, along with other weightings of other metrics, to
determine an overall value of a compromise value or
compromise likelihood (e.g., each weighting can be ap-
plied to a respective value of a metric, and then summed).
As described above, particular metrics can be Boolean
in nature (e.g., whether a user account is an administra-
tor), while other metrics can be associated with numerical
values (e.g., a time since a password of a user account
was last changed). When indicating a method of com-
puting an effect of the metric, the user can specify wheth-
er, in the case of a metric being associated with numerical
values, an effect of the metric is to increase based on an
increase associated with a numerical value.
[0270] For example, a metric can have an effect (e.g.,
on a compromise likelihood) upon determining that a
password of a user account was last changed greater
than a threshold amount of time prior (e.g., 30 days prior).
In determining a compromise likelihood of a particular
user account, the system can determine a value associ-
ated with the example metric, which can be based on a
distance of a measured aspect of the particular user ac-
count (e.g., a time associated with a most recent pass-
word change) from the threshold amount of time. For
instance, if the particular user account changed his/her
password 60 days prior, the value of the example metric
can be proportional to the difference from the threshold
(e.g., 30 days prior). In this way, the system can increase
a compromise likelihood of the particular user account,
since the particular user account will have had propor-
tionally more time for his/her password to be compro-
mised (e.g., skimmed). Optionally, the value can be mod-
ified differently than proportionally, and can include any
arbitrary function (e.g., a square root of the value, loga-
rithm of the value, and so on, such as a square root of
60 days minus the threshold of 30 days).
[0271] In this way, a user can specify methods of each
metric being determined, and subsequently utilized to
determine a compromise likelihood or compromise value
of a user account or network device. Different networks
may call for different methods, for instance a user of a
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first network may be more interested in weighting network
devices based on a number of vulnerable applications
they run (e.g., exploitable applications, for instance as
indicated by the common vulnerability scoring system
(CVSS)), than weighting network devices based on a
maximum severity score of any one application they run
(e.g., a maximum score of any of the exploitable appli-
cations as indicated by CVSS). Therefore, a user (e.g.,
a security officer) can fine-tune methods associated with
determining compromise values and/or compromise like-
lihoods based on needs associated with the user’s net-
works.
[0272] FIG. 27 illustrates an example user interface
2700 for monitoring a metric. As described above, met-
rics can be created and monitored to determine whether
any investments (e.g., as described above) to reduce an
effect associated with the metric are working (e.g., re-
ducing a number of network devices or user accounts
affected by the metric). User interface 2700 includes in-
dications of metrics 2702 being applied to one or more
networks, along with summary information associated
with each metric. For instance, as illustrated the summary
information includes a total number of network devices
or user accounts that are affected by the metric (e.g.,
network devices or user accounts associated with as-
pects that satisfy the metric), and for one or more of the
metrics, a change in the number since a prior time period
(e.g., a user selectable time period, such as a day, a
week, a month, and so on). For example, user interface
2700 indicates that a metric measuring "Enable admin-
istrator accounts," is associated with "53" user accounts
(e.g., 53 administrator accounts) and the number of user
accounts has been reduced by "1" since the prior time
period. The indication of metrics can be organized, for
instance as illustrated organized according to metrics
that have been most changed (e.g., a largest percentage
reduction or increase). The order can further be user-
selectable, and can be based on investment information
associated with the metrics (e.g., investments associated
with a longest amount of time, or associated with a high-
est cost to complete, can be ordered near the top of the
user interface 2700).
[0273] User interface 2700 illustrates information as-
sociated with a particular metric (e.g., a metric selected
by a user of the user interface 2700), "Active Systems in
AD But Not SCCM" 2704. That is, the particular metric
2704 is associated with network devices that are (1) Ac-
tive (e.g., enabled as described above), (2) in Active Di-
rectory, and (3) Not in System Center Configuration Man-
ager. A number of network devices that are affected by
the metric are indicated (e.g., "15"), along with an indi-
cation of an increase in the number (e.g., "4"). In some
implementations, the user can specify a number, or per-
centage, of network devices affected by the particular
metric 2704 that is acceptable. The system (e.g., the risk
assessment system 100) can then identify whether the
presented number in the user interface 2700 is accept-
able, and optionally whether the number is good, medi-

ocre, poor, and so on. For instance, the system can pro-
vide descriptive text (e.g., adjacent to the number), or
the number can be presented in a particular color de-
pending on its value (e.g., an acceptable number can be
green, a mediocre number can be yellow or orange, and
a poor number can be red), or a particular pattern (e.g.,
cross-hatched, dotted, lined, shaded, and so on).
[0274] A graphical illustration 2708 of the number of
network devices affected by the metric is included, which
can be plotted against user selectable time periods 2710.
For instance, a user selectable time period can include
a working week, a particular day, a month, a calendar
year, a time since an investment associated with reduc-
ing an effect of the metric was instituted, and so on. The
user interface 2700 further includes indications of net-
work devices 2712 that are affected by the metric (e.g.,
Systems 1-5). In some implementations, each indication
of a network device 2712 can be selectable, and upon
selection, the user interface 2700 can be updated to
specify information associated with the selected network
device. For instance, the information can include config-
uration information of the selected network device, user
account access information (e.g., user accounts that
have accessed the network device, which can be simi-
larly selectable, logons to the network device, and so on),
network topology information (e.g., network systems in
communication paths, or that have actually communicat-
ed with, the selected network device), and so on.

Network Risk Map

[0275] As described above, and illustrated in, at least,
FIGs. 18-19, the system (e.g., risk assessment system
100) can determine risk values for user accounts and/or
network devices associated with one or more networks.
Each risk value is a combination of a compromise value
(e.g., also called an importance herein), which is deter-
mined from one or more metrics measuring aspects of
the compromise value, and a compromise likelihood,
which is determined from one or more metrics measuring
aspects of the compromise likelihood. The system can
generate, or cause generation of, one or more user in-
terfaces describing risk values of user accounts and/or
network devices, which in this specification is described
as a network risk map. An example network risk map is
described below, and illustrated in FIG. 28A.
[0276] The network risk map can be utilized to view an
overview of risk associated with the networks, and can
further be used to quickly navigate amongst specific met-
rics to gain insights into particulars of risk associated with
the networks. For instance, a user can determine that a
particular metric is affecting the networks (e.g., increas-
ing risk values), and view a user interface describing the
metric over a time period (e.g., as described in FIG. 27).
[0277] The user can further refine and filter information
included in the network risk map, for example by con-
straining particular network devices that are included in
the network risk map according to particular configuration
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information. For instance, the user can request that only
network devices executing a particular operating system,
or particular software, or that store particular types of
data, or that are connected with (e.g., determined from
a network topology of the networks) network devices that
satisfy one or more constraints, and so on, are to be
included. As an example, the moment an exploit be-
comes known (e.g., a zero-day), a user can view the net-
work risk map and filter, refine, the network risk map to
present only network devices that are affected by the
exploit. The user can then quickly focus on network de-
vices with associated compromise values greater than a
threshold.
[0278] Information associated with network risk maps
can be shared with other users associated with other
networks, such that a particular network risk map can be
applied to other networks. As will be described, informa-
tion associated with a network risk map can include filters
and refinements applied to network devices and user ac-
counts, particular metrics utilized in determining risk val-
ues of networks devices and user accounts, particular
weights applied to values of metrics in determining com-
promise value and compromise likelihood, and so on. In
this way, a user can receive information associated with
a network risk map, apply the network risk map to the
user’s networks, and view risk values of the user’s own
network devices and/or user accounts according to the
network risk map. In the above example of an exploit
becoming known, the received network risk map can fo-
cus the user’s attention on network devices and/or user
accounts that are to be watched for compromise. Thus,
network risk maps can be shared, reducing an effective-
ness of an exploit being utilized by attackers as users
(e.g., security officers) can rapidly gain knowledge of
which network devices and/or user accounts are to be
watched, locked down, modified, and so on. In some im-
plementations, the system (e.g., risk assessment system
100) can determine similarities between networks (e.g.,
networks controlled, maintained, by different compa-
nies), and can automatically share network risk maps to
users of particular networks that have been utilized by
users of one or more other networks. For example, if a
particular network was compromised and a user associ-
ated with the particular network (e.g., a security officer)
utilized a particular network risk map (e.g., particular fil-
ters, weights of metrics, and so on) to determine a method
of attack or network devices or user accounts utilized in
the attack, the particular network risk map can be shared
with users of other networks that are similar to the par-
ticular network. Since an attack on multiple networks may
follow a same pattern, or utilize a same method of attack,
the users receiving the shared network risk map can more
effectively block a similar attack.
[0279] FIG. 28A illustrates an example user interface
2800 for presenting a network risk map 2802. As de-
scribed above, the network risk map 2802 specifies risk
values associated with network devices or user accounts
(e.g., a user of the user interface 2800 can select between

network devices or user accounts utilizing user interface
elements 2804). User interface 2800 includes risk values
associated with user accounts (e.g., user interface ele-
ment 2804 associated with user accounts has been se-
lected), which are grouped according to one or more dis-
tance functions. For instance, user accounts with similar
risk (e.g., similar locations in the network risk map, de-
termined from a combination of compromise likelihood
and compromise value) can be grouped together, with a
size of a circle, or optionally arbitrary polygonal shape,
sized according to a number of user accounts that have
been grouped together. The system can determine a
measure of central tendency of risk values for the user
accounts grouped together, and position the circle at the
measure of central tendency of risk value, with a radius
of the circle determined, as described above, according
to a number of user accounts. Alternatively, the circle
can be sized according to a variance of risk values of the
grouped user accounts (e.g., a variance from the meas-
ure of central tendency). The system can further group
user accounts according an employee role of the user
accounts, a location from which the user account works,
and other arbitrary groupings a user of the user interface
2800 can define. Measures of central tendency of risk
values of user accounts in each grouping can then be
determined, which is described above with respect to
FIG. 18.
[0280] The network risk map 2802 specifies risk values
of user accounts as a combination of compromise value
and compromise likelihood (e.g., as described above),
allowing a user of the user interface 2800 to quickly as-
certain overall risk of a network. The user interface 2800
can be presented, for instance, upon a user viewing user
interface 2700, and interacting with user interface ele-
ment 2806. That is, the user can view specifics of metrics,
and also view an overall network risk map 2802 in which
the specific metrics are utilized to determine risk.
[0281] The user interface 2800 includes a zoom control
2808, which a user can interact with to zoom in and out
of the network risk map 2802. For instance, the user can
zoom in on a portion of the network risk map 2802, which
can cause the user accounts grouped in circles to sep-
arate as the distance between risk values increases. In
this way, the user can view detailed information that
would otherwise be unavailable (e.g., hidden in the net-
work risk map 2802). Similarly, in some implementations
the user can pinch-to-zoom on a portion of the network
risk map 2802 using a touch sensitive screen of a user
device. Each grouping of user accounts and/or network
device can be colored, or patterned, according to risk
values. For instance, colors can include green, orange,
yellow, red, and so on. Additionally, a pattern can include
lines, cross-hatches, dots, shadings, and so on.
[0282] A time slider 2810, or other user interface ele-
ment to modify a time period, is included in the user in-
terface 2800 that specifies a time period from which risk
values are determined. For instance, as illustrated in user
interface 2800, the time slider 2810 is positioned on
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"March 31," indicating that risk values have been deter-
mined (e.g., by the system) using information from
"March 31." That is, the time slider 2810 provides a snap-
shot of determined risk values from "March 31". The time
slider 2810 can be moved, showing the network risk map
at different time periods and providing an easy to under-
stand window into risk as a function of time. As described
above, as time is changed (e.g., due to movement of the
time slider 2810), an animation can be presented illus-
trating changes in risk values of one or more user ac-
counts and/or network devices. For instance, a line con-
necting a user account’s position in the network risk map
at a starting date and an ending date can be presented.
In this way, the user can track particular user accounts
and/or network devices (e.g., user accounts and/or net-
work devices that have the greatest change in risk value)
across different time periods.
[0283] The network risk map 2802 can be filtered, re-
fined, according to a search user interface element 2812.
The system can filter the network risk map 2802 to include
only user accounts, or network devices, that conform to
the input filter(s) and refinements. A user can filter the
presented user accounts, or network devices, according
to describable properties of the user accounts, such as
name (e.g., portion of name), identifier, employee role
associated with user accounts, employee department
(e.g., system administrators, legal team, officers), and
so on. Similarly, the user can filter the presented user
accounts, or network devices, according to other aspects
utilized in determining risk values (e.g., aspects associ-
ated with metrics as described above). For instance, the
user can utilize the search 2812 to filter user accounts
according to a password complexity, a most recent logon
time, a time from which a password was changed, group
membership information, network devices accessed,
and so on. In some implementations the user can provide
natural language search queries, which the system can
receive and parse to determine filters to be applied to the
network risk map 2802. For example, a user can specify
that the user is to view user accounts that have logged
on in the past 5 days, have particular group member-
ships, and have accessed a particular web page in the
past 5 days. The system can determine aspects indicated
in the natural language search query, and apply the as-
pects to the network risk map 2802. For example, the
user can filter a network risk map according to network
devices accessed by a particular user account, or user
accounts transition to from the particular user account,
to determine an effect that a compromise of the particular
user account would have on the network. The user can
further manipulate the time slider to specify one or more
times at which the filters are to be applied, or can incor-
porate an indication of a time, or time period (e.g., within
a prior working week), into a search query.
[0284] Similar to the above, the search user interface
2812 can further receive information associated with spe-
cific metrics being utilized to determine risk values, and
refine the network risk map 2802 based on the informa-

tion. For instance, the user can specify that only user
accounts, or network devices, that are affected by par-
ticular metrics are to be included in the network risk map
2802. Similarly, the user can specify values thresholds
associated with metrics (e.g., as described above with
respect to FIGs. 12A-12B, metrics can be associated with
numerical values and determined for each user account
or network device), and only user accounts or network
devices associated with the value thresholds can be pre-
sented. In this way, the user can specify a threshold value
of a metric associated with measuring a number of ex-
ploitable applications on each network device, and net-
work devices with a value of the metric (e.g., a number
of exploitable applications) greater than the threshold can
be included in the network risk map 2802. In some im-
plementations, a weight applied to particular metrics can
be modified using the search user interface 2812. For
instance, the user can specify that a weight associated
with a metric measuring a maximum severity score of
any application (e.g., highest common vulnerability scor-
ing system score) executing on a network device is to be
increased (e.g., increased from 5 to 15). The system can
then determine risk values utilizing the updated weight,
and present the modified risk values in the network risk
map 2802. In some implementations, the modified weight
can be applied permanently (e.g., until a subsequent
change), or until the user navigates away from the user
interface 2800 or selects a user interface element to clear
the modified weight.
[0285] FIG. 28B illustrates a second example user in-
terface 2800 for presenting a network risk map 2802. As
illustrated, a user of the user interface 2800 has interact-
ed with the time slider 2810 to specify that risk values
are to be determined from March 11th. The system there-
fore has accessed maintained information specifying risk
values, or determined risk values, that are associated
with March 11th.
[0286] A particular user account 2814 is presented in
the user interface 2800 that is associated with a high
compromise value and a high compromise likelihood
(e.g., "User Account 1"). In the user interface 2800 de-
scribed in FIG. 28A (e.g., associated with March 31), the
particular user account 2814 was not indicated as having
a high compromise value and a high compromise likeli-
hood - indeed no user account was. Through interactions
with the time slider 2810 (e.g., or other specification of a
time change), a user of the user of the network risk map
can determine changes in risk, and for instance, can de-
termine that a change made after March 11th that is as-
sociated with the particular user account 2814 has
worked to lower a risk value of the user account 2814.
For example, as will be described in FIG. 28C, particular
metrics that caused a high compromise value and com-
promise likelihood are displayed, enabling the user to
determine remedial actions to take to lower the risk value
of the particular user account 2814 (e.g., create an in-
vestment).
[0287] In some implementations the network risk map
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2802 can be rotated about an axis, and modified to
present information specific to a selected user account
(e.g., particular user account 2814). For instance, a user
device presenting the network risk map 2802 can have
one or more sensors (e.g., accelerometers) that can de-
termine a rotation about an axis (e.g., a user can rotate
the user device left or right, such as a rotation about the
yaw-axis, y-axis, and so on). Upon rotation, the user in-
terface 2800 can update to include risk values of the par-
ticular user account 2814 over time. For instance, a graph
can be included that plots risk value of the particular user
account as a function of time.
[0288] Additionally, upon rotation the user interface
2800 can update to include a chart (e.g., a bar graph)
illustrating which metrics caused the particular user ac-
count’s 2814 risk value to be high. For instance, a rec-
tangle can be presented that extends from a lower portion
2816 of the network risk map 2802 to a location of the
circle associated with the particular user account 2814,
with portions of the rectangle sized according to an effect
of metrics associated with determining compromise like-
lihood. Similarly, a rectangle can be presented that ex-
tends from a left portion 2818 of the network risk map
2802 to the location of the circle associated with the par-
ticular user account 2814, with portions of the rectangle
sized according to an effect of metrics associated with
determining compromise value. Each portion can include
descriptive text identifying an associated metric.
[0289] Furthermore, the user can indicate that the rec-
tangle (e.g., bar graph) associated with either compro-
mise value or compromise likelihood is to be presented,
and extended across a multitude of periods of time. That
is, the makeup of either compromise value or compro-
mise likelihood can be presented as a function of time.
In this way, the user can determine which metrics are
affecting the user over time. For example, a bar graph
associated with compromise value can be extended as
a function of time, and the user interface can present a
multitude of bar graphs (e.g., adjacent bar graphs) with
differently sized portions according to values of particular
metrics. Any investments made to metrics can be spec-
ified in the user interface, such that the user can deter-
mine whether investments to reduce effects of metrics
are working (e.g., an effect of a metric should be reduced,
that is a portion of the rectangle should be smaller, if an
investment is working).
[0290] The above description included a user rotating
a user device to view information specific to a particular
user account. In some implementations, the described
views can be presented upon interaction with one or more
selectable options, and can be presented on user devices
that do not include sensors to monitor rotations.
[0291] FIG. 28C illustrates an example user interface
2800 presenting summary information 2820 associated
with a particular user account 2814. The summary infor-
mation 2820 includes indications of metrics that are af-
fecting the particular user account 2814. A user viewing
user interface 2800 can determine that metrics associ-

ated with the particular user account’s 2814 password
are affecting risk, and provide information to the particular
user account to change his/her password. Additionally,
the user can cause the password of the particular user
account 2814 to no longer be valid, and force a password
change.
[0292] FIG. 28D illustrates a second example user in-
terface 2800 presenting summary information 2824 as-
sociated with a user account 2822. The user interface
2800 is presenting summary information 2824 associat-
ed with a different user account (e.g., "Admin Account
1") 2822.
[0293] FIG. 28E illustrates a user interface 2830 for
exporting information associated with user accounts. The
user interface 2830 includes a network risk map 2832
presenting risk values of user accounts, however export-
ing information can function similarly for a network risk
map presenting risk values of network devices. A user
of the user interface 2830 can request that information
included in the network risk map 2832 be exported (e.g.,
for later presentation, such as offline presentation, for
storage, and so on). The user can utilize a touch sensitive
screen of a user device to generate a polygonal boundary
2834 the inside of which specifies user accounts that are
to be exported. For instance, the user can identify a par-
ticular corner of the boundary 2834, and with one or more
other fingers draw the shape into existence. Similarly,
the user can utilize a mouse, or other input device, to
specify the boundary 2834.
[0294] The user accounts included in the boundary
2834 are then presented in the user interface 2830, for
instance in the portion 2836 (e.g., an identifier of each
user account along with a graphical depiction of a risk
value, for instance based on a color or pattern as de-
scribed in FIG. 28A). The user can then request that in-
formation associated with each user account be exported
(e.g., the user can interact with a user interface element,
or the exporting process can begin automatically). The
information can be exported as a document (e.g., a com-
ma separate value CSV document), that specifies details
of each user account, including one or more of: values
of metrics utilized in determining a compromise value,
compromise risk, methods of computing an effect of the
metrics, configuration information, user account access
information, and other information that was utilized in de-
termining a risk value, user profile information specifying
the user account, and so on.

Multiple Data Visualizations

[0295] As described above, methods of computing ef-
fects of metrics (e.g., weights applied to metrics when
determining compromise values and/or compromise like-
lihoods) can be modified by a user, and the modifications
can be applied to generate updated network risk maps.
Optionally, multiple network risk maps can be viewed at
the same time, with each network risk map being asso-
ciated with distinct methods of computing the effects of
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metrics. For instance, a user can view two or more risk
maps, and specify that each risk map is to have different
weights applied to metrics. In this way, the user can quick-
ly compare network risk maps to, for instance, determine
a network risk map that most accurately describes risk
values, or provides risk values for different scenarios in
which the user is interested. For example, the user may
want to compare the effects of distinct metrics on risk
values, and can separately increase particular metrics
for respective network risk maps. The user can then, for
instance, quickly view users’ locations within the respec-
tive network risk maps. Optionally, the user can select a
user account in a first network risk map, and the selection
can be carried to one or more other displayed network
risk maps (e.g., the user can specify that selections of
information included in particular network risk maps are
to be shared with other network risk maps, so that the
shared network risk maps can automatically select the
same information). In this way, the user can select a user
account or network device, and view information associ-
ated with the selected user account or network device
across one or more other network risk maps.

Sharing Network Risk Maps

[0296] As described above, information associated
with network risk maps can be shared with users that
maintain, or control, or secure, one or more networks,
such that the users can apply the information to their
respective networks. Information associated with net-
works includes search information (e.g., search queries
entered in the search user interface element 2812 illus-
trated in FIGs. 28A), methods of computing effects of
metrics (e.g., weights applied to metrics when determin-
ing compromise values and/or compromise likelihoods,
and so on as described in FIG. 26), and so on.
[0297] As an example described above, a user asso-
ciated with a network can determine that particular
search information was the most useful for identifying
network devices that should be monitored (e.g., in re-
sponse to an attack by a malicious actor, or in response
to an exploit being released). The search information can
indicate, for instance, that network devices which have
the greatest quantities of a particular type of data, and
which execute a particular version of software (e.g.,
OpenSSL), and which are accessed by administrator ac-
counts, should be monitored, disabled, modified (e.g.,
the version of the software should be upgraded), and so
on. In some implementations, the user can cause the
disabling, modification, using one or more user interfac-
es. That is, each network device can execute an agent
that is in communication with the system, and which can
modify aspects of the network device (e.g., disable or
delete software, modify software, turn the network device
off, and so on).
[0298] A different user associated with a different net-
work can receive (e.g., automatically receive as de-
scribed in FIG. 29) the particular search information, and

apply the search information to the different user’s net-
work (e.g., a system, similar or same as the network risk
assessment system 100, can apply the search informa-
tion). As described in FIGs. 28A-28D, the search infor-
mation can filter, or refine, a network risk map associated
with the different network, drawing focus towards partic-
ular network devices or user accounts. For example, the
filtered, or refined, network risk map can particular net-
work devices, and the user can monitor one or more of
the particular network devices associated with a high
compromise value (e.g., greater than a threshold).
[0299] As described above, methods of computing ef-
fects of metrics can also be shared. For instance, a user
can determine that a metric measuring particular aspects
of network devices should be weighted substantially
higher, and can modify the weighting. These modified
methods can be provided to other users to be applied to
the users’ respective networks, optionally in addition to
search information being provided.
[0300] For example, a user can determine that a net-
work device or user account was likely compromised by
an attacker utilizing a particular combination of factors.
For instance, network devices compromised by an at-
tacker may all have executed a particular operating sys-
tem, been accessible by administrator accounts, and so
on. In addition, the user can determine that a threshold
amount (e.g., a majority) of network devices were exe-
cuting a particular version of software, or the user can
determine that the network devices being compromised
were in communication paths (e.g., determined using a
network topology) with network devices that store a par-
ticular type of information (e.g., sensitive information, in-
formation associated with a particular software applica-
tion, and so on). In this way, the user can determine that
search information is to include network devices associ-
ated with the particular operating system that are acces-
sible by administrator accounts. The user can then spec-
ify that a weight of a metric associated with network de-
vices executing the particular version of software is to be
increased, or a weight associated with network devices
in communication paths with network devices that store
the particular type of information is to be increased. In
this way, the user can filter network devices based on
what the user has seen on the user’s network, and can
increase a compromise likelihood and/or a compromise
value based on metrics that the user has seen, or sus-
pects, may need to be increased.
[0301] The system can, in some implementations, de-
termine search information and/or methods of computing
effects of metrics based on obtained exploit information
(e.g., the system can determine search information as-
sociated with the exploit, such as a type of affected soft-
ware application and so on, as described above in FIG.
13). Additionally, subsequent to a compromise of a net-
work, the system can determine commonalities of as-
pects of user accounts or network devices that are as-
sociated with user accounts or network devices actually
compromised. In this way, the system can determine that
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particular aspects are to be included in search informa-
tion (e.g., such that network risk maps solely focus on
the aspects), while weights associated with particular
metrics are to be increased (e.g., such that network risk
maps place an added emphasis of the metrics).
[0302] Sharing information associated with a network
risk map can be made automatic (e.g., users can auto-
matically receive information associated with network
risk maps from other networks). The shared information
can be triggered according to external events (e.g., de-
scribed above), or can be triggered periodically based
on time. Additionally, users can subscribe to updates
from other users (e.g., select users), for instance users
that maintain similar networks (e.g., similarly created, are
associated with a similar business, and so on). The sys-
tem can trigger updates to shared information and pro-
vide the time-sensitive information to be applied to other
networks (e.g., the system can activate a system that
determines risk values of user accounts and/or network
devices for each network). In some implementations, a
user of a network can logon, and immediately view one
or more network risk maps of the user’s networks, with
a particular (or more) network risk map being associated
with information received from a different user of a dif-
ferent network (e.g., any updates the different user made
can be automatically provided to the user and applied).
[0303] FIG. 29 illustrates an example process 2900 for
sharing information associated with a network risk map.
For convenience, the process 2900 will be described as
being performed by a system of one or more computers
(e.g., the risk assessment system 100).
[0304] The system receives information associated
with a network risk map applied to an initial network (block
2902). As described above, a user, or the system, can
determine information associated with a network risk
map that best identifies network devices and/or user ac-
counts that are to be monitored after a particular event,
such as an exploit being made public or otherwise avail-
able, or an attack having occurred on the user’s networks.
[0305] The system determines one or more other net-
works that are similar to the initial network (block 2904).
In response to an exploit being released, or an attack
occurring on the initial network, other networks can pref-
erably take proactive measures to guard their networks
against the exploit being utilized, or a similar attack oc-
curring on their networks. Networks that are similar to
the initial network can benefit from information associat-
ed with the network risk map, such that users (e.g., se-
curity officers) associated with the other networks can
quickly apply the information, and view respective net-
work risk maps geared towards monitoring network de-
vices and/or user accounts that may be compromised.
[0306] The system can measure similarity between
networks according to values of common metrics utilized
in determining risk values. For instance, the system can
compare values of metrics determined for the initial net-
work, with values of the same metrics determined for
other networks. A measure of similarity can be increased

between the initial network and other networks depend-
ing on a closeness and quantity of values of metrics.
[0307] Additionally, search information included in the
information associated with the network risk map can be
applied to other networks, and the system can determine
whether network devices and/or user accounts filtered
according to the search information are greater than a
threshold in number or percentage, and optionally are
associated with compromise values greater than a
threshold. In this way, the system can determine whether
an exploit, or attack, can be applied to the other networks
as applied to the initial network.
[0308] The system provides the information associat-
ed with the network risk map to the determined networks
(block 2906). As described above, the system can pro-
vide the information to other networks, enabling users of
the other networks to monitor particular network devices
and/or user accounts (e.g., network devices and user
accounts at an increased risk of attack). In this way, an
effectiveness of an attack on a network can be subse-
quently minimized once other networks are given the
tools to monitor network devices and/or user accounts
that are involved in the attack. In some implementations,
the information can be specified in a document (e.g., an
XML document, a CSV file) that includes search infor-
mation, information describing metrics, associated
weights or other methods of computing effects of the met-
rics, and so on).

Investments and Trend Information

[0309] As described above, with respect to, at least,
FIG. 14, the system can determine investments that will
cause a greatest reduction in risk values, cause a great-
est reduction in a variance of risk values (e.g., lower risk
values of the highest user accounts and/or network de-
vices). The system can simulate which metrics are to be
associated with investments to reduce risk values, and
can present recommendations to the user. For instance,
the system can determine an area under a curve
sketched out by network devices or user accounts in a
network risk map, and simulate which metrics can be
reduced which would have a greatest reduction in the
area (e.g., the area can represent an overall risk associ-
ated with the networks). In some implementations, the
system can modify a reduction in the area according to
a cost associated with implementing the reduction (e.g.,
a cost associated with one or more of, training employ-
ees, acquiring new software or systems, maintaining the
software or systems, creating new software or hardware,
and so on). For instance, changing a particular metric
can be associated with a greatest reduction, but also be
associated with a greatest cost. The system can there-
fore balance the reduction against the cost (e.g., a user
can provide the cost information), and determine a best
metric to invest in.
[0310] The system can further determine trends asso-
ciated with groups of network devices and/or user ac-
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counts, and present the trend information to a user. For
instance, the system can determine that when user ac-
counts are grouped according to an employee role, and
specifically an employee role for a particular office loca-
tion, that a single group is unusually high, or has in-
creased in risk value (e.g., measure of central tendency
of risk value determined from risk values of user accounts
included in the single group) at greater than a threshold
rate.

Services

[0311] The description above includes, for instance,
methods and systems utilized to determine risk values
associated with user accounts and/or network devices.
In some implementations, the system (e.g., risk assess-
ment system 100) can determine risk values associated
with services (e.g., software services). A service can in-
clude, for example, an online software service (e.g., soft-
ware as a service application) that can be utilized to store
arbitrary data related to work being performed by em-
ployees associated with user accounts. For instance, in-
stead of storing data locally on a network device, a user
can utilize a storage service that can maintain the data
in cloud storage accessible using a user name / pass-
word, two factor authentication, and so on.
[0312] The system can determines metrics associated
with compromise value and compromise likelihood of
each service being utilized, and include an option to
present risk values of services in one or more user inter-
faces (e.g.,. in the network risk map illustrated in FIGs.
28A-28D). As an example, the system can monitor (e.g.,
using application and proxy data), quantities and types
of information that are being provided to a cloud storage
service (e.g., the system can obtain information from
agents executing on network devices that monitors the
information being provided to the service). The system
can obtain information identifying a value (e.g., impor-
tance) of particular types of data (e.g., based on metrics
associated with network devices storing the particular
types of data), and can increase a compromise value of
a service that stores types of data known to be valuable.
Additionally, the system can determine network devices
associated with a high compromise value, and monitor
services to which the determined network devices pro-
vide information). The system can infer that valuable net-
work devices will also provide valuable information for
storage in the cloud services.
[0313] Furthermore, the system can determine a com-
promise likelihood of each service according to an ease
at which the service can be compromised. For instance,
services that require two-factor authentication can be as-
sociated with a reduced compromise likelihood, and serv-
ices that require passwords to be changed periodically
and/or require passwords to be of a particular complexity,
can also be associated with a reduced compromise like-
lihood. Compromise likelihood can further be determined
from historical information describing a frequency at

which user accounts associated with a service are com-
promised.
[0314] Services can additionally be incorporated into
metrics associated with user accounts and/or network
devices. For instance, a metric associated with measur-
ing each user account’s conformance to best practices
can be modified to include whether each user account is
utilizing approved services. That is, the system can in-
crease a value of the metric upon determining that a user
account provides information to a service that is not ap-
proved for use (e.g., the system can obtain proxy data,
or other network information, specifying that particular
quantities of data are being provided to unapproved serv-
ices).

Other Embodiments

[0315] Each of the processes, methods, and algo-
rithms described in the preceding sections may be em-
bodied in, and fully or partially automated by, code mod-
ules executed by one or more computer systems or com-
puter processors comprising computer hardware. The
code modules (or "engines") may be stored on any type
of non-transitory computer-readable medium or compu-
ter storage device, such as hard drives, solid state mem-
ory, optical disc, and/or the like. The systems and mod-
ules may also be transmitted as generated data signals
(for example, as part of a carrier wave or other analog or
digital propagated signal) on a variety of computer-read-
able transmission mediums, including wireless-based
and wired/cable-based mediums, and may take a variety
of forms (for example, as part of a single or multiplexed
analog signal, or as multiple discrete digital packets or
frames). The processes and algorithms may be imple-
mented partially or wholly in application-specific circuitry.
The results of the disclosed processes and process steps
may be stored, persistently or otherwise, in any type of
non-transitory computer storage such as, for example,
volatile or non-volatile storage.
[0316] In general, the terms "engine" and "module", as
used herein, refer to logic embodied in hardware or
firmware, or to a collection of software instructions, pos-
sibly having entry and exit points, written in a program-
ming language, such as, for example, Java, Lua, C or
C++. A software module may be compiled and linked into
an executable program, installed in a dynamic link library,
or may be written in an interpreted programming lan-
guage such as, for example, BASIC, Perl, or Python. It
will be appreciated that software modules may be calla-
ble from other modules or from themselves, and/or may
be invoked in response to detected events or interrupts.
Software modules configured for execution on computing
devices may be provided on a computer readable medi-
um, such as a compact disc, digital video disc, flash drive,
or any other tangible medium. Such software code may
be stored, partially or fully, on a memory device of the
executing computing device, such as the risk assess-
ment system 100, for execution by the computing device.
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Software instructions may be embedded in firmware,
such as an EPROM. It will be further appreciated that
hardware modules may be comprised of connected logic
units, such as gates and flip-flops, and/or may be com-
prised of programmable units, such as programmable
gate arrays or processors. The modules described herein
are preferably implemented as software modules, but
may be represented in hardware or firmware. Generally,
the modules described herein refer to logical modules
that may be combined with other modules or divided into
sub-modules despite their physical organization or stor-
age.
[0317] The various features and processes described
above may be used independently of one another, or
may be combined in various ways. All possible combi-
nations and subcombinations are intended to fall within
the scope of this disclosure. In addition, certain method
or process blocks may be omitted in some implementa-
tions. The methods and processes described herein are
also not limited to any particular sequence, and the blocks
or states relating thereto can be performed in other se-
quences that are appropriate. For example, described
blocks or states may be performed in an order other than
that specifically disclosed, or multiple blocks or states
may be combined in a single block or state. The example
blocks or states may be performed in serial, in parallel,
or in some other manner. Blocks or states may be added
to or removed from the disclosed example embodiments.
The example systems and components described herein
may be configured differently than described. For exam-
ple, elements may be added to, removed from, or rear-
ranged compared to the disclosed example embodi-
ments.
[0318] Conditional language used herein, such as,
among others, "can," "could," "might," "may," "for exam-
ple," and the like, unless specifically stated otherwise, or
otherwise understood within the context as used, is gen-
erally intended to convey that certain embodiments in-
clude, while other embodiments do not include, certain
features, elements and/or steps. Thus, such conditional
language is not generally intended to imply that features,
elements and/or steps are in any way required for one
or more embodiments or that one or more embodiments
necessarily include logic for deciding, with or without au-
thor input or prompting, whether these features, elements
and/or steps are included or are to be performed in any
particular embodiment. The terms "comprising," "includ-
ing," "having," and the like are synonymous and are used
inclusively, in an open-ended fashion, and do not exclude
additional elements, features, acts, operations, and so
forth. Also, the term "or" is used in its inclusive sense
(and not in its exclusive sense) so that when used, for
example, to connect a list of elements, the term "or"
means one, some, or all of the elements in the list. Con-
junctive language such as the phrase "at least one of X,
Y and Z," unless specifically stated otherwise, is other-
wise understood with the context as used in general to
convey that an item, term, etc. may be either X, Y or Z.

Thus, such conjunctive language is not generally intend-
ed to imply that certain embodiments require at least one
of X, at least one of Y and at least one of Z to each be
present.
[0319] While certain example embodiments have been
described, these embodiments have been presented by
way of example only, and are not intended to limit the
scope of the disclosure. Thus, nothing in the foregoing
description is intended to imply that any particular ele-
ment, feature, characteristic, step, module, or block is
necessary or indispensable. Indeed, the novel methods
and systems described herein may be embodied in a
variety of other forms; furthermore, various omissions,
substitutions, and changes in the form of the methods
and systems described herein may be made without de-
parting from the scope of the inventions disclosed herein.
The accompanying claims and their equivalents are in-
tended to cover such forms or modifications as would fall
within the scope of certain of the inventions disclosed
herein.
[0320] Any process descriptions, elements, or blocks
in the flow diagrams described herein and/or depicted in
the attached figures should be understood as potentially
representing modules, segments, or portions of code
which include one or more executable instructions for
implementing specific logical functions or steps in the
process. Alternate implementations are included within
the scope of the embodiments described herein in which
elements or functions may be deleted, executed out of
order from that shown or discussed, including substan-
tially concurrently or in reverse order, depending on the
functionality involved, as would be understood by those
skilled in the art.
[0321] It should be emphasized that many variations
and modifications may be made to the above-described
embodiments, the elements of which are to be under-
stood as being among other acceptable examples. All
such modifications and variations are intended to be in-
cluded herein within the scope of this disclosure. The
foregoing description details certain embodiments of the
invention. It will be appreciated, however, that no matter
how detailed the foregoing appears in text, the invention
can be practiced in many ways. As is also stated above,
it should be noted that the use of particular terminology
when describing certain features or aspects of the inven-
tion should not be taken to imply that the terminology is
being re-defined herein to be restricted to including any
specific characteristics of the features or aspects of the
invention with which that terminology is associated.

Claims

1. A computerized method comprising:

by a computing device having one or more com-
puter processors and a non-transitory computer
readable storage device storing software in-
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struction for execution by the one or more com-
puter processors,
accessing:

network device information indicating one
or more of:

configuration information of network
devices within a network, or
a network topology indicating commu-
nication paths between network devic-
es determined using, at least, moni-
tored network traffic between the net-
work devices; and

user account information indicating:

user access rights of respective user ac-
counts, and
one or more of:

profile information of respective user
accounts,
user account rules enforced on the net-
work, or
network actions associated with the us-
er accounts;

for each of the network devices and user ac-
counts:

determining a vulnerability indicating a like-
lihood of the network device or user account
being compromised, the vulnerability based
on values of a plurality of vulnerability met-
rics determined using network device infor-
mation associated with the network device
or user account information associated with
the user account;
determining an importance indicating a pri-
ority an attacker would place on compro-
mising the network device or user account,
the importance based on values of a plural-
ity of importance metrics determined using
network device information associated with
the network device or user account informa-
tion associated with the user account; and
providing, for presentation, an interactive
user interface comprising a visual represen-
tation of:

at least some of the determined vulner-
abilities for network devices and/or user
accounts;
at least some of the determined impor-
tances for network devices and/or user
accounts,
wherein the interactive user interface is

operable to modify, in response to re-
ceived input indicating a weighting for
one or more network device, user ac-
count, vulnerability metric, or impor-
tance metric, the determined vulnera-
bilities and/or importances, included in
the interactive user interface.

2. The method of claim 1, wherein the interactive user
interface is further operable to adjust a time period
associated with determining vulnerabilities and de-
termining importances, wherein vulnerabilities and
importances are determined based on network de-
vice information and user account information asso-
ciated with the adjusted time period.

3. The method of claim 1 or claim 2, further comprising:

providing, for presentation, selectable options
associated with creating a vulnerability metric or
an importance metric, the selectable options in-
cluding indications of aspects of network devic-
es or user accounts to be associated with the
created vulnerability metric or importance met-
ric; and
receiving selections of indications of aspects,
and values associated with respective aspects,
wherein the values indicate conditions that are
to be satisfied for the vulnerability metric or im-
portance metric to be associated with an effect
on a vulnerability or an importance.

4. The method of claim 3, further comprising:

receiving information associated with an effect
of the created vulnerability metric or importance
metric when determining a vulnerability or an
importance, the information specifying a weight-
ing to be applied a value of the created vulner-
ability metric or importance metric.

5. The method of any preceding claim, wherein the in-
teractive user interface includes a search user inter-
face element, and wherein the method further com-
prises:

receiving a search query specifying aspects of
network devices or user accounts; and
filtering the network devices or user accounts
based on the aspects specified in the search
query, and presenting network devices or user
accounts that are associated with the specified
aspects;

6. The method of claim 5, further comprising:

monitoring received search queries, and sharing
one or more received search queries with an
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outside system associated with a different net-
work, wherein the outside system determines
vulnerabilities and importances for network de-
vices and/or user accounts that are associated
with the different network, and wherein the re-
ceived search queries filter the network devices
and/or user accounts based on respective spec-
ified aspects.

7. A computerized method comprising:

by a computing device having one or more com-
puter processors and a non-transitory computer
readable storage device storing software in-
struction for execution by the one or more com-
puter processors,
obtaining configuration information describing
network devices within one or more networks;
determining, from the configuration information
and for at least one network device, one or more
metrics measuring aspects of a network device
compromise vulnerability of the network device;
obtaining indications of user access rights of us-
er accounts to respective network devices;
determining, for each network device and using
the user access rights and configuration infor-
mation, one or more metrics measuring aspects
of a network device compromise value of the
network device; and

determining, for at least one user account,
one or more metrics measuring aspects of
a user account compromise vulnerability,
and one or more metrics measuring aspects
of a user account compromise value.

8. The method of claim 7, further comprising:

generating user interface data for presentation,
the user interface data comprising a visual rep-
resentation of one or more of:

network device compromise vulnerabilities
mapped to corresponding network device
compromise values, or
user account compromise vulnerabilities
mapped to corresponding user account
compromise values.

9. The method of claim 8, wherein the visual represen-
tation associated with network devices comprises a
chart mapping, for each network device, a network
device compromise vulnerability to a network device
compromise value of the network device, the map-
ping for the network device comprising a visual ele-
ment included in the chart.

10. The method of any one of claims 7-9, further com-

prising:

obtaining information identifying a real world
event that informs or affects one or more metrics
associated with user account compromise vul-
nerabilities and/or network device compromise
vulnerabilities, the information associated with
a portion of configuration information and/or us-
er account information; and
modifying compromise vulnerabilities of user ac-
counts and/or network devices with same user
account information and/or configuration infor-
mation as the obtained information.

11. The method of claim 10, further comprising:

generating user interface data illustrating the
modification.

12. The method of any one of claims 7-11, wherein de-
termining, for a particular network device, a metric
measuring an aspect of a network device compro-
mise value of the particular network device compris-
es:

obtaining information describing network traffic
between the network devices;
determining, based on the information describ-
ing network traffic, a network topology of the net-
work, wherein the network topology comprises
a plurality of nodes each connected by an edge
to one or more of the plurality of nodes, wherein
each edge indicates a communication path, and
wherein each node is associated with one or
more network devices;
determining a number of edges connecting to a
node associated with the particular network de-
vice; and
assigning a value associated with the metric
based on the determined number of edges.

13. The method of any one of claims 7-12, further com-
prising:

receiving an indication of a metric measuring as-
pects of a network device compromise value or
network device compromise vulnerability or user
account compromise value or user account
compromise vulnerability;
monitoring, over a threshold amount of time, a
number of network devices or user accounts that
are affected by the metric; and
providing, for presentation, information associ-
ated with a reduction in the number of network
devices or user accounts that are effected by
the metric.

14. A system comprising one or more computer systems
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and one or more computer storage media storing
instructions that when executed by the computer
systems cause the computer systems to perform the
method of any one preceding claim.

15. A computer program comprising computer-readable
instructions that, when executed by a computing ap-
paratus, cause the computing apparatus to perform
the method of any one of claims 1-13.
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