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(54) Block code with limited disparity

(57) In a method for encoding payload bits for trans-
mission over communications link, data and control in-
formation are assembled into n-bit data words, where n
is an even number and words for control information are
constrained to have zero disparity (equal numbers of bi-
nary zero and one digits). The n-bit data words are then
encoded into n+2-bit code words by adding a two-bit la-

bel; for words carrying control information the label has
a value of 10. For other data words the disparity is eval-
uated; if it is zero, the label bits are 01; if the disparity is
non-zero and opposite in sense to the running digital
sum of the code words transmitted already, the label bits
are 11; otherwise, the data word is inverted, and the la-
bel bits are 00.
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Description

Technical Field

[0001] This invention relates to methods of encoding
payload bits (e.g. representing data or control informa-
tion) for transmission over a communications link.

Background Art

[0002] The spread of personal computers and work-
stations has led to the development of networks for in-
terconnecting such equipment and common resources
such as printers and data storage devices. More pow-
erful and sophisticated computing equipment and pro-
grams have progressively become available, allowing
the processing of data in larger and larger quantities, for
example in the form of database information and graphic
images. These developments have placed increasing
demands on the speed and capacity of network commu-
nications links.
[0003] For various reasons it has been found desira-
ble to encode data prior to transmission over communi-
cations links, in particular:

- to ensure that certain minimum error detection ca-
pabilities are provided;

- to provide uniquely identifiable control signals
which can be embedded in the encoded symbol
stream;

- to assist in maintaining synchronisation of circuit
operation (for example by avoiding prolonged se-
quences of symbols without any signal transition);
and

- to limit undesired electro-magnetic emissions from
conductors, and, even in the case of optical sys-
tems, from transceivers and chipsets.

It is also usually desirable to avoid significant imbalance
or disparity in the occurrence of differently-valued sym-
bols (e.g. positive and negative polarity symbols), to
avoid problems of transmission through systems having
a.c. coupling, such as through isolating transformers.
Various codes have been proposed and adopted which
attempt to balance these objectives relative to one an-
other.
[0004] As communication link speeds rise, another is-
sue to be considered in the design of a code is its effi-
ciency, i.e. the ratio between the number of data sym-
bols in a data word and the number of code symbols in
the corresponding code word. Any reduction in efficien-
cy results in the need for faster circuit operation to main-
tain a given rate of transfer of actual data (i.e. the date
prior to encoding). At higher communications speeds (e.
g. 10 Gbit/s) in particular it is therefore desirable to keep
the efficiency as high as possible, to avoid circuit oper-
ation at or beyond the capabilities of current technology
at reasonable cost.

[0005] It is an object of this invention to provide a
method of encoding data which facilitates achieving a
balance between these different and partially conflicting
requirements.

Disclosure of Invention

[0006] According to one aspect of this invention there
is provided a method of encoding payload bits for trans-
mission over a communications link such that the run-
ning disparity of the transmitted symbol stream is con-
strained within a predetermined limit, and said payload
bits comprising either data or control information, com-
prising the steps of:

assembling an even number of payload bits into a
data block, said payload bits being constrained to
have zero disparity in the case where they comprise
control information;
deriving the disparity of the data block;
if the disparity of the data block is non-zero and of
the same sense as the running disparity of the
transmitted symbol stream, inverting the bits in the
data block and assigning a first value to a plurality
of label bits;
if the disparity of the data block is non-zero and of
opposite sense to the running disparity of the trans-
mitted symbol stream, assigning a second value to
the plurality of label bits;
if the disparity of the data block is zero and the pay-
load bits constitute data, assigning a third value to
the plurality of label bits;
if the payload bits comprise control information, as-
signing a fourth value to the plurality of label bits;
and
transmitting the payload and label bits in the symbol
stream and deriving the running disparity of the
transmitted symbol stream.

Brief Description of Drawings

[0007] A method of encoding payload bits for trans-
mission over a communications link in accordance with
this invention will now be described, by way of example,
with reference to the accompanying drawings, in which:

Figure 1 shows an arrangement for encoding and
communicating data over an optical fibre
link;

Figure 2 is a table defining the rules for implement-
ing the encoding procedure;

Figure 3 is a flow diagram of a procedure for encod-
ing data blocks according to the rules in the
table in Figure 2;

Figure 4 is a flow diagram of a procedure for decod-
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ing code blocks encoded according to
these rules; and

Figure 5 is a table showing selected properties of
codes of different code word lengths and
derived in accordance with these rules.

Best Mode for Carrying Out the Invention, & Industrial
Applicability

[0008] The present invention may be used in circum-
stances where a stream of data is communicated over
one or more channels; if more than one channel is used,
successive portions of the data stream are communicat-
ed simultaneously over different respective channels in
order to obtain a higher bandwidth than would be pos-
sible if all the data were transmitted over a single such
channel. For convenience the invention will be de-
scribed in the context of transmission of data over an
optical fibre cable. In practice the cable would, for ex-
ample, form part of a network connecting many stations
or nodes, such as personal computers, workstations,
multi-user computers, printers or data storage units. Cir-
cuit devices associated with these stations would pro-
vide the necessary functions for assembling data and
network operating information into frames or packets for
transmission, for controlling access to the network and
for transmitting and receiving physical signals on the ca-
ble. The present invention is independent of the partic-
ular details of these functions and may for example be
implemented in conjunction with existing network tech-
nologies; since such technologies already incorporate
known techniques for providing these functions, and the
functions form no part of the present invention, they will
not be described here.
[0009] Referring to Figure 1, a data frame intended to
be communicated over an optical fibre channel 20 typi-
cally comprises a binary digital message (payload) to
be transferred between stations on the network; this
message may comprise user data, or control informa-
tion for managing operation of the network and its com-
ponents. A circuit 12 generates an associated cyclic re-
dundancy check (CRC) block containing check data de-
rived from this message in known manner in accordance
with a predetermined CRC algorithm, and appends the
CRC block to the message.
[0010] Prior to transmission the contents of the data
frame are scrambled by a scrambler 14 in a known pre-
determined and reversible manner, by combination with
a pseudorandom binary sequence (PRBS). This en-
sures that the energy of the signal propagating over the
channel 20 and its associated circuitry is distributed rea-
sonably uniformly throughout the intended bandwidth of
the signal, irrespective of any repetitive bit patterns
which may occur in the data frame. The PRBS is gen-
erated, for example, according to the bit recurrence re-
lation

using an 11-stage shift register and an exclusive-OR
gate which combines the bit values from the ninth and
eleventh stages of the register and feeds back to its first
stage. The bit sequence appearing at the fifth stage of
the register is combined with the bits of the data frame
10 by another exclusive-OR gate to generate a scram-
bled data stream 16. The shift register is initialized with
a pre-set 11-bit sequence (for example 11111111111).
[0011] For transmission over the channel 20 the
scrambled payload data stream is split into consecutive
blocks of n binary digits, where n is an even number,
starting with the leftmost bit of the data stream, and each
block is encoded by a block encoder 16 (described in
more detail below) into a respective block of n+2 binary
digits. Each successive binary digit supplied by the en-
coder 19 is then converted into an optical signal by an
optical transmitter 18 for transmission over the optical
fibre channel 20. The binary symbols are represented
herein by 0 (typically a zero-volt signal in the circuitry
supplying the transmitter 18 and a low light-intensity sig-
nal on the channel 20), and 1 (typically a positive or neg-
ative polarity signal in the circuitry and a high light-in-
tensity signal on the channel 20).
[0012] A significant parameter of the codes discussed
below is the running digital sum (RDS) or disparity,
which is related to the d.c. balance in electrical circuitry
carrying the encoded blocks. In the case of a binary sig-
nal, the RDS is the difference between the accumulated
totals of binary ones and zeroes in the signal (i.e. treat-
ing binary 0 as being opposite in polarity to binary 1).
[0013] The block encoder 16 is arranged to encode
the n-bit data blocks according to the rules shown in Fig-
ure 2, and may be, for example, a 16B/18B encoder (n
= 16) in which case it converts sixteen-bit data blocks
into eighteen-bit code blocks. The encoder may be im-
plemented for example as a combinatorial logic hard-
ware circuit or by a general-purpose processor operat-
ing in accordance with software or firmware program in-
structions; the procedure implemented by such instruc-
tions may for example be that shown in Figure 3.
[0014] The rules shown in Figure 2 are selected in part
to limit the RDS of the encoded binary data stream and
to maintain acceptable limits on maximum run length of
sequences of the same binary value. To this end the en-
coder 16 updates a record of the RDS as each encoded
block is generated, for comparison with the disparity of
the next data block to be encoded. The result of this
comparison determines the values of two "label" bits, a
and b, which are added to the front of the data block
(which itself may be inverted as described below) to
generate the encoded block.
[0015] In the case of a payload block containing data
(as distinct from control information), the disparity of the
data block (i.e. the number of binary one digits - the
number of binary zero digits) is determined:

S[n] = S[n-9] XOR S[n-11]
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- if the disparity is non-zero and of equal sign to the
running disparity at the end of the last coded block,
then the content of the data block is inverted;

- if the disparity is non-zero and of opposite sign to
the running disparity at the end of the last coded
block, then the data block is not inverted.

If the data block is inverted the label bits are set to 00;
non-inversion is indicated by setting the label bits to 11.
As a result of the selective inversion, and the corre-
sponding choice of values for the label bits, the running
disparity is bounded.
[0016] If the disparity of a data block is zero (i.e. equal
numbers of binary one and zero digits), the data block
is not inverted and the label bits a and b are set to 0 and
1 respectively to indicate that the payload has zero dis-
parity. It will be noted that the label pair value 01 also
has zero disparity, so the complete encoded block has
zero disparity and does not alter the RDS of the encoded
symbol stream.
[0017] Control information is conveyed by using se-
lected n-bit data block values, together with a distinctive
value of 10 for the pair of label bits a and b to indicate
that the associated data block represents control infor-
mation rather than actual data. The data block values
used for this purpose are selected to be values which
inherently have a disparity of zero, such as (for 8-bit
blocks) 00001111 or 10101010. It will be noted that the
label bit pair value 10 likewise has zero disparity, so the
complete encoded block also has zero disparity.
[0018] In the case when the data block has disparity
-2 (i.e. two fewer ones than zeros) and the RDS is < =0,
the data block is inverted resulting in a disparity of +2.
However, the label bits are set to 00 resulting in the dis-
parity of the coded block becoming zero. This example
illustrates that data block inversion does not always re-
duce the absolute value of the RDS, but does prevent
the absolute value of the RDS from increasing.
[0019] In order to avoid cases where the RDS is zero,
it is initialized to either + 1 or -1 when the system is pow-
ered up; as all coded blocks have even length and there-
fore even disparity, the RDS can then never become ze-
ro at a coded block boundary.
[0020] The encoded blocks are transmitted over the
optical fibre channel 20 (leftmost symbol first), and upon
receipt at their destination they are detected by a receiv-
er 22 where compensation is made in known manner
for the effects of timing drift and other signal degradation
to produce a restored digital data stream. The encoded
data are then supplied to a block decoder 24 which de-
rives the 16-bit data word corresponding to each 18-bit
encoded block and performs initial error checks; this
may be accomplished for example using the procedure
of Figure 4.
[0021] If any of the initial error checks fails, the decod-
er 24 determines that an error has occurred during
transmission of the data frame and the entire frame is
rejected. Otherwise the decoder 24 passes the decoded

data to a de-scrambler 26 which reverses the scram-
bling effected by the scrambler 14. This is accomplished
by generating a PRBS, and combining successive bits
of this PRBS with successive bits of the decoded data
stream in an exclusive-OR operation, in the same man-
ner as described for the scrambler 14.
[0022] The descrambled data stream is passed to a
CRC check circuit 28 which assembles the complete da-
ta frame and recalculates the CRC value for comparison
with the transmitted CRC value. Assuming the CRC
check does not reveal any corruption of the data, the
frame is then available for further processing and use.
[0023] The properties of a code implemented accord-
ing to the rules in Figure 2 are as follows:

- the code overhead is 2 bits for each n bits i.e. the
efficiency is (n-2)/n*100%; it is believed that to
reach a data rate of 2.5Gb/s on a single optical
channel (which could be one of four channels in a
10Gb/s wavelength-division multiplexed link)
CMOS technology will be stretched to the limit of its
performance. A primary objective of this code is
therefore to ensure that as little increase in speed
as possible results from coding the data, and some
compromise in relation to other properties have
been accepted to attain this result.

- byte alignment: the input to the encoder can be ar-
ranged to align naturally with byte-wide data paths,
by picking n to be a multiple of eight;

- control space (i.e. number of available zero-dispar-
ity n-bit data words for encoding control informa-
tion): this grows rapidly with n. e.g. for n=8 this
number is 70, and for n = 16 it is 12870; in practice
a simple scheme which generates data words with
zero disparity is to pick any n/2-bit symbol Y, and
set the data word equal to the concatenation of Y
and not(Y); for n = 16 this provides 256 control
states;

- error detection: errors may be classified as those
affecting the payload field (data or control informa-
tion) and those affecting the label field:

- a single error in a payload field results in a sin-
gle error in the decoded data;

- a single error in the label field will always be
detected as it will result in a label associated
with a zero-disparity payload being created for
a non-zero disparity payload or vice versa;

- a single error in a control payload field will al-
ways be detected as it will result in a non-zero
control payload disparity, which violates the de-
sign of the code;

- a single error in the label field combined with a
single error in the associated data payload field
can result in either a single error in the decoded
data (label 01 changed to label 11, payload er-
ror changes payload disparity to non-zero or
vice versa), or can result in all n decoded data
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bits being complemented (label 01 changed to
label 00, payload error changes payload dis-
parity to non-zero or vice versa);

- a single error in the label field combined with a
single error in the associated control payload
field can result in the control payload being mis-
takenly decoded as data (label 10 changed to
label 11, payload error changes payload dispar-
ity to non-zero or vice versa);

- two errors in the label field associated with a
data payload will result in all n decoded data
bits being complemented (label field 11
changed to 00 or vice versa), or will result in the
data payload being mistaken for a control pay-
load (label field 01 changed to 10);

- two errors in the label field associated with a
control payload will result in the control infor-
mation being misinterpreted as data (label field
10 changed to 01);

in summary, a single error anywhere in the coded
block is either detected or results in a single error
in the decoded data; two errors anywhere in the
coded block can result in either a single decoded
data error, or a complemented decoded data pay-
load, or a data payload being mistaken for control
information, or vice versa;

- d.c. balance and maximum run length: the RDS is
constrained to +/-(1.5n+2) (or +/- (n + 1) at a coded
block boundary), and the maximum run length is
2.5n+2; for the case when n = 16, the maximum run-
length is 42; clearly this is relatively large, but it per-
mits high coding efficiency, and simplicity; it is also
much less than the 72-symbol run length allowed
by the test sequence for SONET/SDH systems;

- the code is extremely simple to implement; no cod-
ing logic or lookup table is required, other than to
calculate the disparity of each payload block and
invert it when necessary.

[0024] A summary of these properties is presented in
Figure 5.
[0025] A common error detection requirement is that
three single bit errors occurring in a packet should be
detectable. The mechanisms available for detecting er-
rors are the code itself and the 32-bit CRC32 check used
in the medium access control (MAC) protocol of the
IEEE 802.3 (Ethernet) standard. The CRC32 check will
detect up to and including three single errors in an Ether-
net packet. Since the code described here does not mul-
tiply errors that occur in the payload field, the CRC check
can be relied upon to detect up to three errors occurring
in the payload fields only.
[0026] As described above, any single error occurring
in a label field is immediately detected by the code itself
unless an error also occurs in the data payload associ-
ated with that label. However, the data error is then not
multiplied by the coding. Therefore any combination of

up to three single errors, where at most one error occurs
in a particular label field, will be detected by a combina-
tion of the code and the CRC check.
[0027] If two errors occur in a label field, the payload
may be misinterpreted as a control payload. This could
result in a false packet delimiter or an unexpected con-
trol event.
[0028] The two label field errors may also cause the
complete data payload to be corrupted. The payload is
actually perfectly complemented. In some circumstanc-
es this error event is also detected by CRC check. For
example, if n is less than or equal to 32, then the error
event will constitute a burst of length 32 or less which
will be detected by the CRC32 check. However, a third
error elsewhere in the packet may not be detected.
[0029] If a CRC check is used which is capable of de-
tecting one other single error when a byte aligned por-
tion of length n (n = 16, 32 say) of the packet is perfectly
complemented, then all three error combinations can be
detected.
[0030] Another way to meet the error detection objec-
tive would be to use packet end delimiters to check that
the number of 11 or 00 label fields received is correct (i.
e. a parity check on the 00/11 labels), since double er-
rors in these label fields cause the error bursts. Two dis-
tinct end delimiters would be needed to indicate whether
an odd or even number of 00 label fields has been trans-
mitted during a packet. Four errors would then be need-
ed (two inverted label fields) to defeat the error detection
mechanism. In view of the generous control space avail-
able for n=16, 32, such end delimiters could easily be
constructed.
[0031] The code can be used with a scrambler. To
avoid error multiplication the scrambler must scramble
the payload before encoding. There are several scram-
bling options:

frame synchronous: for this the scrambler is reset
on every frame, so in the case of many short frames
the scrambling properties may not be fully realised;
free running: the receiver acquires synchronisation
with the transmitter scrambler during a start-up
phase and then all subsequent traffic (packets and
control) is scrambled;
a distributed sample scrambler implemented by in-
cluding a scrambler status bit in each control pay-
load; this would allow a receiver to continuously
check its descrambler state.

[0032] There are many potential ways to achieve
code block synchronization (i.e. correct alignment in the
receiver of the label and payload fields). For example,
one technique would be to transmit a 'comma sequence'
during start-up. As an example of this technique consid-
er a code with n=8 using the simple control payload
scheme. A training control state of 1111 1111 would be
transmitted as:

[10 1111 1111 0000 0000][10 1111 1111 0000 0000]

7 8



EP 0 977 411 A1

6

5

10

15

20

25

30

35

40

45

50

55

[10 1111 1111 0000 0000] The receiver searches for the
bit pair 10. This is found in only two locations: the correct
location (the label field), and at the end of the run of eight
1's. However, if the receiver (incorrectly) identifies the
label field to be the 10 bit pair at the end of the run of
1's, the following 16 bits are not a valid control payload
(first 8 bits are not the complement of the second 8 bits).
The receiver can therefore detect the mistake. It is also
noted that this sequence contains a regular 010 pattern,
which aids in phase-locked loop (PLL) clock acquisition.
[0033] The code described above is compatible with
bandwidth-efficient line coding techniques such as par-
tial response encoding and carrier-less amplitude and
phase modulation (CAP-4). If the optical and electrical
components used are compatible with these modulation
techniques then this feature provides an extra degree
of freedom in system design. The extra degree of free-
dom can be used to reduce the bandwidth requirements
of the link components or maximise link length at the
expense of implementing either a three-level transmis-
sion system or a transmission system using two orthog-
onal binary on-off channels.

Claims

1. A method of encoding payload bits for transmission
over a communications link such that the running
disparity of the transmitted symbol stream is con-
strained within a predetermined limit, and said pay-
load bits comprising either data or control informa-
tion, comprising the steps of:

assembling an even number of payload bits into
a data block, said payload bits being con-
strained to have zero disparity in the case
where they comprise control information;
deriving the disparity of the data block;
if the disparity of the data block is non-zero and
of the same sense as the running disparity of
the transmitted symbol stream, inverting the
bits in the data block and assigning a first value
to a plurality of label bits;
if the disparity of the data block is non-zero and
of opposite sense to the running disparity of the
transmitted symbol stream, assigning a second
value to the plurality of label bits;
if the disparity of the data block is zero and the
payload bits constitute data, assigning a third
value to the plurality of label bits;
if the payload bits comprise control information,
assigning a fourth value to the plurality of label
bits; and
transmitting the payload and label bits in the
symbol stream and deriving the running dispar-
ity of the transmitted symbol stream.

2. The method of claim 1, wherein there are a pair of

label bits, and the first, second, third and fourth val-
ues are 00, 11, 01 and 10 respectively.
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