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(54) Search result ranking using query clustering

(57) Systems and methods are disclosed herein for
providing search results, particularly product records
from a product database. Past queries are analyzed and
grouped into clusters according to similarities, with each
query including a highly relevant head query and a plu-
rality of tail queries. Similarity of queries may be deter-
mined based on user response similarity to query results,
co-occurrence, and textual similarity. One or more cate-

gories are identified for the clusters, such as based on
click-through rates for search results of the head queries
of the clusters. Upon receiving a query, a cluster for the
query is identified, such as according to similarity to one
or more queries of the cluster. The categories associated
with the cluster are then used to one or both of augment
the query and rank search results for the query.
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Description

BACKGROUND

FIELD OF THE INVENTION

[0001] This invention relates to systems and methods for responding to search queries, and, more particularly, to
searches for products in a product database.

BACKGROUND OF THE INVENTION

[0002] It is the goal of many online retailers to be a one-stop-shop for customers. Accordingly, the retailer may have
a very large array of products. In order to better meet the needs of customers, many retailers also integrate products of
other merchants into their websites, further increasing the number of products available. With so many products offered
for sale, it can be difficult for a customer to find a desired product through a search. Many retailers offer free-form text
searches of their product databases. However, the large number of products available provides many opportunities for
matching but irrelevant products.
[0003] Accordingly, it would be an advancement in the art to provide an improved approach to performing product-
based searches that increases the relevance of search results to a user.

SUMMARY OF THE INVENTION

[0004] According to the present invention in a first aspect, there is provided a method for searching, the method
comprising: receiving, by a computer system, first queries, from a user; identifying, by the computer system, a plurality
of head queries from among the first queries; clustering, by the computer system, the first queries, exclusive of the
plurality of head queries, to the plurality of head queries; associating, by the computer system, with each head query of
the plurality of head queries one or more categories; receiving, by the computer system,a second query; associating,
by the computer system, the second query with a selected head query of the plurality of head queries according to
similarity of the second query to at least one of the selected head query and one or more first queries associated with
the selected head query; identifying, by the computer system, one or more documents relevant to the second query
using the one or more categories associated with the selected head query.
[0005] According to the present invention in a second aspect, there is provided a system for searching, the system
comprising one or more processors and one or more memory devices coupled to the one or more processors, the one
or more memory devices storing executable and operational data effective to cause the one or more processors to:
receive first queries, from a user; identify a plurality of head queries from among the first queries; cluster the first queries,
exclusive of the plurality of head queries, to the plurality of head queries; associate with each head query of the plurality
of head queries one or more categories receive a second query; associate the second query with a selected head query
of the plurality of head queries according to similarity of the second query to at least one of the selected head query and
one or more first queries associated with the selected head query; identify one or more documents relevant to the second
query using the one or more categories associated with the selected head query.
[0006] Suitably, the executable and operational data are further effective to cause the one or more processors to
calculate similarity scores for the first queries, exclusive of the plurality of head queries, relative to the plurality of head
queries by evaluation textual similarity of at least a portion of the first queries to the plurality of head queries.
[0007] Suitably, the executable and operational data are further effective to cause the one or more processors to
calculate similarity scores for the first queries, exclusive of the plurality of head queries, relative to the plurality of head
queries by: calculating first scores according to overlap between user selections of search results for at least a portion
of the first queries and user selections of search results for the plurality of head queries; calculating second scores
according to co-occurrences of the at least the portion of the first queries with the plurality of head queries in the same
user session; calculating third scores according to textual similarity of the at least the portion of the first queries to the
plurality of head queries; calculating similarity scores for the at least the portion of the first queries according to a
combination of the first, second, and third scores.
[0008] Suitably, the executable and operational data are further effective to cause the one or more processors to
identify the plurality of head queries from among the first queries by; selecting as the plurality of head queries those
queries of the first queries having highest click-through rates for search results associated therewith.
[0009] Suitably, the executable and operational data are further effective to cause the one or more processors to
evaluate the first queries to identify synonyms according to the clustering of the first queries, exclusive to the plurality
of head queries, to the plurality of head queries.
[0010] Suitably, the executable and operational data are further effective to cause the one or more processors to
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modify the second query according to the identified synonyms.
[0011] Further features of the present invention are set out in the appended claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0012] In order that the advantages of the invention will be readily understood, a more particular description of the
invention will be rendered by reference to specific embodiments illustrated in the appended drawings. Understanding
that these drawings depict only typical embodiments of the invention and are not therefore to be considered limiting of
its scope, the invention will be described and explained with additional specificity and detail through use of the accom-
panying drawings, in which:

Fig. 1 is a schematic block diagram of a system for performing methods in accordance with embodiments of the
present invention;
Fig. 2 is a block diagram of a computing device suitable for implementing embodiments of the present invention;
Fig. 3 is a schematic block diagram of modules implementing methods in accordance with embodiments of the
present invention;
Fig. 4 is a process flow diagram of a method for clustering queries for a user in accordance with an embodiment of
the present invention;
Fig. 5 is a process flow diagram of a method for associating categories with a query cluster in accordance with an
embodiment of the present invention;
Fig. 6 is a process flow diagram of an alternative method for associating queries with a query cluster in accordance
with an embodiment of the present invention;
Fig. 7 is a process flow diagram of a method for assigning similarity scores to queries in accordance with an
embodiment of the present invention;
Fig. 8 is a process flow diagram of a method for responding to a query using clustered queries in accordance with
an embodiment of the present invention; and
Fig. 9 is a process flow diagram of a method for identifying synonyms in accordance with an embodiment of the
present invention.

DETAILED DESCRIPTION

[0013] It will be readily understood that the components of the present invention, as generally described and illustrated
in the Figures herein, could be arranged and designed in a wide variety of different configurations. Thus, the following
more detailed description of the embodiments of the invention, as represented in the Figures, is not intended to limit the
scope of the invention, as claimed, but is merely representative of certain examples of presently contemplated embod-
iments in accordance with the invention. The presently described embodiments will be best understood by reference to
the drawings, wherein like parts are designated by like numerals throughout.
[0014] The invention has been developed in response to the present state of the art and, in particular, in response to
the problems and needs in the art that have not yet been fully solved by currently available apparatus and methods.
[0015] Embodiments in accordance with the present invention may be embodied as an apparatus, method, or computer
program product. Accordingly, the present invention may take the form of an entirely hardware embodiment, an entirely
software embodiment (including firmware, resident software, micro-code, etc.), or an embodiment combining software
and hardware aspects that may all generally be referred to herein as a "module" or "system." Furthermore, the present
invention may take the form of a computer program product embodied in any tangible medium of expression having
computer-usable program code embodied in the medium.
[0016] Any combination of one or more computer-usable or computer-readable media may be utilized. For example,
a non-transitory computer-readable medium may include one or more of a portable computer diskette, a hard disk, a
random access memory (RAM) device, a read-only memory (ROM) device, an erasable programmable read-only memory
(EPROM or Flash memory) device, a portable compact disc read-only memory (CDROM), an optical storage device,
and a magnetic storage device. In selected embodiments, a computer-readable medium may comprise any non-transitory
medium that can contain, store, communicate, propagate, or transport the program for use by or in connection with the
instruction execution system, apparatus, or device.
[0017] Computer program code for carrying out operations of the present invention may be written in any combination
of one or more programming languages, including an object-oriented programming language such as Java, Smalltalk,
C++, or the like and conventional procedural programming languages, such as the "C" programming language or similar
programming languages. The program code may execute entirely on a computer system as a stand-alone software
package, on a stand-alone hardware unit, partly on a remote computer spaced some distance from the computer, or
entirely on a remote computer or server. In the latter scenario, the remote computer may be connected to the computer
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through any type of network, including a local area network (LAN) or a wide area network (WAN), or the connection may
be made to an external computer (for example, through the Internet using an Internet Service Provider).
[0018] The present invention is described below with reference to flowchart illustrations and/or block diagrams of
methods, apparatus (systems) and computer program products according to embodiments of the invention. It will be
understood that each block of the flowchart illustrations and/or block diagrams, and combinations of blocks in the flowchart
illustrations and/or block diagrams, can be implemented by computer program instructions or code. These computer
program instructions may be provided to a processor of a general purpose computer, special purpose computer, or other
programmable data processing apparatus to produce a machine, such that the instructions, which execute via the
processor of the computer or other programmable data processing apparatus, create means for implementing the func-
tions/acts specified in the flowchart and/or block diagram block or blocks.
[0019] These computer program instructions may also be stored in a computer-readable medium that can direct a
computer or other programmable data processing apparatus to function in a particular manner, such that the instructions
stored in the computer-readable medium produce an article of manufacture including instruction means which implement
the function/act specified in the flowchart and/or block diagram block or blocks.
[0020] The computer program instructions may also be loaded onto a computer or other programmable data processing
apparatus to cause a series of operational steps to be performed on the computer or other programmable apparatus to
produce a computer implemented process such that the instructions which execute on the computer or other program-
mable apparatus provide processes for implementing the functions/acts specified in the flowchart and/or block diagram
block or blocks.
[0021] Embodiments can also be implemented in cloud computing environments. In this description and the following
claims, "cloud computing" is defined as a model for enabling ubiquitous, convenient, on-demand network access to a
shared pool of configurable computing resources (e.g., networks, servers, storage, applications, and services) that can
be rapidly provisioned via virtualization and released with minimal management effort or service provider interaction,
and then scaled accordingly. A cloud model can be composed of various characteristics (e.g., on-demand self-service,
broad network access, resource pooling, rapid elasticity, measured service, etc.), service models (e.g., Software as a
Service ("SaaS"), Platform as a Service ("PaaS"), Infrastructure as a Service ("IaaS"), and deployment models (e.g.,
private cloud, community cloud, public cloud, hybrid cloud, etc.).
[0022] Fig. 1 illustrates a system 100 in which methods described hereinbelow may be implemented. The system 100
may include one or more server systems 102 that may each be embodied as one or more server computers each
including one or more processors that are in data communication with one another. The server system 102 may be in
data communication with one or more merchant workstations 104 and one or more customer workstations 106. In the
methods disclosed herein, the merchant workstations 104 and customer workstations 106 may be embodied as mobile
devices such as desktop computers or other computing device such as a mobile phone or tablet computer.
[0023] In some embodiments, some or all of the methods disclosed herein may be performed using a desktop computer
or any other computing device as the merchant workstations 104 and customer workstations 106. For purposes of this
disclosure, discussion of communication with a user or entity or activity performed by the user or entity (e.g. analyst,
crowdsourcing community, merchant) may be interpreted as communication with a computer 104, 106 associated with
the user or entity or activity taking place on a computer associated with the user or entity. The merchant workstations
104 may be viewed as a merchant computer network 104 whereby tasks to be performed by a merchant representative
may be performed by any member of the population by means of logic implemented by the computer network, the server
system 102, or some other entity.
[0024] Some or all of the server 102, merchant computers 104, and customer workstations may communicate with
one another by means of a network 110. The network 110 may be embodied as a peer-to-peer connection between
devices, a connection through a local area network (LAN), WiFi network, the Internet, or any other communication
medium or system. Each of the populations 104, 106 of workstations may be coupled to one another by separate networks
some or all of the three populations 104, 106 of workstations may share a common network. For example, in the illustrated
embodiments, the merchant workstations and server system 102 may communicate over a separate private network,
rather than over the network 110.
[0025] The server system 102 may be associated with a merchant, or other entity, providing search services. For
example, the server system 102 may host a search engine or a site hosted by a merchant to provide access to information
about products and user opinions about products. For example, the server system may host or access a product database
112 storing a plurality of product records 114. The product records 114 may have one or more categories 116 associated
therewith. For example, the product records 114 may be leafs nodes of a taxonomy including nodes representing product
categories and subcategories. Accordingly, the categories 116 for a product record may be associated with the product
due to its position in the taxonomy or due to a path describing categories and subcategories to which the product belongs
stored as part of the product record 114.
[0026] The method described herein may make use of data known about an individual user when responding to user
queries. Accordingly, the server system 102 may host or access a database of user records 118 for a plurality of users
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that have submitted queries to the server system 102 or otherwise provided data to a merchant that can be used in
responding to subsequent queries. For example, queries may be submitted by users from the user workstations 106.
[0027] The user record 118 for a particular user may include queries 120 previously submitted by the user associated
with the user record 118. A query 120 may include text including one or more words, numbers, or combination thereof,
or any other data structure or object that can be used to locate or identify a product or category of products. Each query
120 may have associated therewith one or more product clicks 122 identifying products selected by the user from among
the search results for the query 120. In some embodiments, a query 120 may also be recorded therefore a number of
time a user or collection of users have entered that query 120 and performed a search based thereon.
[0028] As will be described in greater detail below, synonyms 124 may be mined from user queries 120 and product
clicks 122 and associated with the user record 118. Queries may also be clustered according to methods described
herein and these clusters 126 may then be used in order to identify relevant responses to user queries. In some em-
bodiments, the queries 120, product clicks 122 of queries, synonyms 124, and query clusters 126 are not specific user
and therefore are not part of a particular user record 118.
[0029] Fig. 2 is a block diagram illustrating an example computing device 200. Computing device 200 may be used
to perform various procedures, such as those discussed herein. A server system 102, merchant workstation 104, and
customer workstation 106, may have some or all of the attributes of the computing device 200. Computing device 200
can function as a server, a client, or any other computing entity. Computing device can perform various monitoring
functions as discussed herein, and can execute one or more application programs, such as the application programs
described herein. Computing device 200 can be any of a wide variety of computing devices, such as a desktop computer,
a notebook computer, a server computer, a handheld computer, tablet computer and the like.
[0030] Computing device 200 includes one or more processor(s) 202, one or more memory device(s) 204, one or
more interface(s) 206, one or more non-transitory mass storage device(s) 208, one or more Input/Output (I/O) device(s)
210, and a display device 230 all of which are coupled to a bus 212. Processor(s) 202 include one or more processors
or controllers that execute instructions stored in memory device(s) 204 and/or mass storage device(s) 208. Processor(s)
202 may also include various types of computer-readable media, such as cache memory.
[0031] Memory device(s) 204 include various computer-readable media, such as volatile memory (e.g., random access
memory (RAM) 214) and/or nonvolatile memory (e.g., read-only memory (ROM) 216). Memory device(s) 204 may also
include rewritable ROM, such as Flash memory.
[0032] Mass storage device(s) 208 include various computer readable media, such as magnetic tapes, magnetic disks,
optical disks, solid-state memory (e.g., Flash memory), and so forth. As shown in Fig. 2, a particular mass storage device
is a hard disk drive 224. Various drives may also be included in mass storage device(s) 208 to enable reading from
and/or writing to the various computer readable media. Mass storage device(s) 208 include removable media 226 and/or
non-removable media.
[0033] I/O device(s) 210 include various devices that allow data and/or other information to be input to or retrieved
from computing device 200. Example I/O device(s) 210 include cursor control devices, keyboards, keypads, microphones,
monitors or other display devices, speakers, printers, network interface cards, modems, lenses, CCDs or other image
capture devices, and the like.
[0034] Display device 230 includes any type of device capable of displaying information to one or more users of
computing device 200. Examples of display device 230 include a monitor, display terminal, video projection device, and
the like.
[0035] Interface(s) 206 include various interfaces that allow computing device 200 to interact with other systems,
devices, or computing environments. Example interface(s) 206 include any number of different network interfaces 220,
such as interfaces to local area networks (LANs), wide area networks (WANs), wireless networks, and the Internet.
Other interface(s) include user interface 218 and peripheral device interface 222. The interface(s) 206 may also include
one or more user interface elements 218. The interface(s) 206 may also include one or more peripheral interfaces such
as interfaces for printers, pointing devices (mice, track pad, etc.), keyboards, and the like.
[0036] Bus 212 allows processor(s) 202, memory device(s) 204, interface(s) 206, mass storage device(s) 208, and
I/O device(s) 210 to communicate with one another, as well as other devices or components coupled to bus 212. Bus
212 represents one or more of several types of bus structures, such as a system bus, PCI bus, IEEE 1394 bus, USB
bus, and so forth.
[0037] For purposes of illustration, programs and other executable program components are shown herein as discrete
blocks, although it is understood that such programs and components may reside at various times in different storage
components of computing device 200, and are executed by processor(s) 202. Alternatively, the systems and procedures
described herein can be implemented in hardware, or a combination of hardware, software, and/or firmware. For example,
one or more application specific integrated circuits (ASICs) can be programmed to carry out one or more of the systems
and procedures described herein.
[0038] Fig. 3 illustrates a query module 300 including software and/or hardware modules implementing classification
methods disclosed herein. In some embodiments, the modules and data of the query module 300 are implemented or
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accessed by the server system 102 or some other entity that provides an interface to the server system 102.
[0039] The query module 300 may include an interface module 302 for receiving queries and transmitting responses
to queries to a requesting entity. The query module 300 may be part of a data flow such that a query input to the query
module 300 is not received directly from, for example, the customer workstation 106. For example, a query may be
expanded or otherwise modified to include keywords associated with concepts identified in the query. The query may
also be generated by some other software module executed by the server system 102. Whichever entity originated a
query received by the interface module 302, the interface module 302 may route the search results to this requesting
entity or to some other entity specified with the query.
[0040] The query module 300 may include a synonym module 304. In many cases synonyms are known and databases
of synonyms are readily used to associated synonyms with the same concept. In some embodiments, synonyms are
not readily apparent, such as for colloquial terms for products or types of products. Accordingly, synonym module 304
may identify synonyms according among the terms of queries and based on responses to search results for different
queries as will be described in greater detail below.
[0041] A scoring module 306 scores queries relative to one another in order to characterize the similarity between
queries. The method implemented to score queries relative to one another is described in greater detail hereinbelow.
The clustering module 308 identifies clusters among the queries for use in responding to queries according to methods
described hereinbelow. An example method by which the clustering module 308 groups queries into clusters is also
described hereinbelow.
[0042] The query enhancement module 310 uses clusters defined according to the clustering module 310 to modify
a query and/or process search results of a query in order to better identify documents, such as product records, relevant
to the received query. As will be described in greater detail below, the query enhancement module 310 may be operable
to identify categories that are likely of interest to the author of the received query based on one or more categories
associated with a cluster of queries related to the received query.
[0043] In some embodiments, data obtained from query clusters relevant to a received query is used to rank or
otherwise filter or sort search results for the query. Accordingly, a search module 312 may search a corpus of documents,
such as a database of product records, websites accessible over the Internet, or other corpus and return results relevant
to a particular query. The search module 312 may implement any search algorithm, e.g. search engine, known in the
art for identifying documents relevant to a query, from a simple keyword matching search to a more complex search
with word sense disambiguation, contextual searching, or other strategy for identifying relevant documents.
[0044] Referring to Fig. 4, a method 400 may be executed with respect to a plurality of queries. The method 400 may
be executed by a server system 102 or executed elsewhere with an interface provided to the server system 102. The
method 400 may be executed for a collection of queries and user responses to the search results thereof. The collection
of queries may be queries authored by a single user, a group of users belonging to a common demographic group or
other common interest or attribute, or users in general without any unifying attributes. The collection of queries may
include at least a portion of all queries received over time by a server system 102 from any of these authors or queries
for any of these authors provided to the server system 102.
[0045] The method 400 includes receiving 402 a collection of queries and identifying 404 a plurality of head queries.
A head query may include a query that is most relevant to the author or authors of the collection of queries. For example,
the top N queries that have the highest number of impressions may be identified 404 as the head queries. Impressions
for a query may include a number of times an author or authors of the collection of queries have entered the query and
performed a search using the query.
[0046] The method 400 may further include scoring pairs of queries of the collection of queries with respect to one
another. In some embodiments, scores are calculated for pairs of queries including at least one head query and a
secondary query (a query of the collection of queries other than the head queries). In other embodiments, scores may
be calculated for pairs of queries including two secondary queries and/or two head queries. Scoring a pair of queries
may include calculating a similarity between the queries. An example method for characterizing the similarity between
two queries is described in greater detail below with respect to Fig. 6.
[0047] Using the scores calculated 406 for query pairs, the secondary queries are clustered 408 to at least one head
query. In one embodiment, a secondary query is clustered 408 to only one head query. Various clustering techniques
known in the art may be used to perform the clustering 408, such as k-means clustering, k-medians clustering, k-medoid
clustering, other centroid clustering model, or other clustering technique. The value of k used for the clustering algorithm
may be chosen to be equal to the number of head queries selected. The clustering step 408 may have as an optimization
goal the assignment of each secondary query to the head query to which the secondary query has the largest similarity
score. A secondary query associated with a head query may be referred to as a tail query of that head query.
[0048] In an alternative embodiment, the clustering 408 step is performed without regard to head queries and the
queries of the collections are grouped into clusters according to a clustering algorithm having as an optimization goal
adding each query to a cluster such that the mean similarity score of the query with respect to the other queries of the
cluster is as small as possible. A head query may be identified for each cluster by selecting the query with the highest
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number of impressions.
[0049] As will be described in greater detail below, the categories associated with a head query may be used to
enhance query results. Accordingly, in preparation for subsequent use of the query clusters, categories associated with
the head queries may be identified 410. The categories associated with a query may include categories associated with
product records returned for the query in past searches and which were selected (e.g. clicked on) by a user. An example
method for associating categories with a head query is described in greater detail with respect to Fig. 5.
[0050] In some embodiments, synonyms may be used to relate queries to one or both of head queries and tail queries
thereof in order to identify clusters related to a query. Accordingly, the head and tail queries of the clusters may be mined
412 to identify synonyms. And groups of two or more words found to be synonymous may be stored for later use with
respect to queries in which one of the two or more words occur. A method for mining synonyms is described below with
respect to Fig. 9.
[0051] Fig. 5 illustrates a method 500 for identifying categories associated with a head query. The method 500 may
be executed with respect to a query and take as additional inputs query results for various times in which the query has
been input and user selections for the query results. The methods herein are particularly advantageously used with
respect to product records that are associated with one or more nodes of a taxonomy representing categories and
subcategories to which the product records belong. However, any document having one or more categories associated
therewith or sufficient text to infer an associated category may also be processed in the same manner as product records
as described herein.
[0052] The method 500 may include identifying 502 product records selected for the one or more instances in which
the query was input by a user or any of a number of users. For these product records, a selection count may be determined
504 or retrieved. The selection count may include a count of a number of times the product record was selected for the
query that is the subject of the method 500. In some embodiments, the selection count may include a count of a number
of times the product record was selected from among search results for any query.
[0053] The impression count 506 for the identified 502 products may also be determined 506 or retrieved. An impression
count for a product record may be the number of times the product record was included in search results for the query
that is the subject of the method 500. In some embodiments, the impression count for a product record only counts as
an impressions instances when the product record was included in the search result and was actually viewed by a user,
e.g. transmitted as part of a web page rendered on a display device on a customer computing device 106 or other
document representing the search results. The impression count determined 506 or retrieved at step 506 may include
an impression count for the product record including a number of times the product record was included in search results
for queries other than the query that is the subject of the method 500.
[0054] A click-through rate for the identified 502 product records may then be calculated 508 based on the determined
504 number of selections (e.g. clicks) and the determined 506 impression count. In a simple case, the click-through rate
for the product record is proportional to the selection count divided by the impression count.
[0055] Categories may then be associated 512 with the query that is the subject of the method 500. For example, the
top N identified 502 product records with the highest click-through rate may be evaluated to identify 610 categories
associated therewith and these categories may be selected as the categories for the query. In some embodiments, the
top M categories that occur most frequently among the top N product records are selected as the categories for the
query. Where the product records are associated with a taxonomy, the categories of the product records may be ancestor
nodes (e.g. categories and subcategories) of the product records in the taxonomy. Categories for a product record, or
other document, may also be determined based on an explicit listing of such categories or by inferring categories based
on the content of the product record. In some embodiments, click-through rates for product records may be known, such
as by performing steps 504-510, at some point prior to receiving invocation of the method 500, such that only step 512
is performed post-invocation.
[0056] Fig. 6 illustrates an alternative method 600 for identifying a category associated with a query, such as the head
query of a cluster. The method 600 may be executed with respect to a query and take as additional inputs query results
for various times in which the query has been input and user selections for the query results.
[0057] The method 600 may include identifying 602 product records selected for the one or more instances in which
the query was input by a user or any of a number of users. For these product records, categories associated therewith
may be identified 604. As noted above, where the product records are associated with a taxonomy, the categories of
the product records may be ancestor nodes (e.g. categories and subcategories) of the product records in the taxonomy.
Categories for a product record, or other document, may also be determined based on an explicit listing of such categories
or by inferring categories based on the content of the product record.
[0058] For the identified 604 categories, a selection count may be determined 606 or retrieved. The selection count
for a category may include a count of a number of times a product record belonging to the category was selected for
the query that is the subject of the method 600. In some embodiments, the selection count may include a count of a
number of times other, e.g. all other, product records belonging to the category were selected from among search results
for any query of a user for which the methods herein are executed or a collection of users for which query data is used.
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[0059] An impression count 608 for the categories associated with the identified 602 categories may also be determined
608 or retrieved. An impression count for a category may be the number of times a product record belonging toe the
category was included in search results for the query that is the subject of the method 500. In some embodiments, the
impression count for a category only counts as an impressions instances when a product record belonging to the category
was included in the search result and was actually viewed by a user, e.g. transmitted as part of a web page rendered
on a display device on a customer computing device 106 or other document representing the search results. The
impression count determined 608 or retrieved for a category may include an impression count for product records
belonging to the category including a number of times these product records were included in search results for queries
other than the query that is the subject of the method 600.
[0060] A click-through rate for the identified 604 categories may then be calculated 610 based on the determined 608
number of selections (e.g. clicks) and the determined 610 impression count. In a simple case, the click-through rate for
category is proportional to the selection count divided by the impression count.
[0061] Categories may then be associated 612 with the query that is the subject of the method 600. For example, the
top N identified 604 categories with the highest click-through rate may selected as the categories associated 612 with
the query that is the subject of the method 600. In some embodiments, click-through rates for categories may be known,
such as by performing steps 606-610, at some point prior to receiving invocation of the method 600, such that only step
612 is performed post-invocation.
[0062] Fig. 7 illustrates a method 700 that may be executed to determine the similarity between queries q1 and q2,
such as between a secondary query and a head query or any other pair of queries.
[0063] The method 700 may include scoring 702 the queries according to response similarity. For example, Pn may
be defined as a vector of values having as entries Pn[i] thereof a number of times a product i was clicked, or otherwise
selected, by a user from among search results returned in response to the query qn. A response similarity score may
be based on the similarity of the vectors P1 and P2 for q1 and q2.
[0064] Any measure of similarity, such as a dot product or correlation may be used. In one embodiment, response
similarity is calculated according to (1) or derived from the output of (1)

[0065] The queries q1 and q2 may also be scored 704 according to co-occurrence. In a typical browsing situation, a
user may invoke display of a merchant website on a customer workstation 106 and enter a number of queries into a
search field thereof before navigating away from the website. The period of time between requesting display of the
merchant website and navigating away from the merchant website, closing a browser displaying the merchant website,
or other action that ends display of the merchant website, may be deemed a session. A session and actions occurring
during a session may be reported by code executing in association with the merchant website executing on a customer
workstation 106. A session may also be detected by the server system 102 or a webserver operated on behalf of the
entity owning or controlling the server system 102 based on communications received form the customer workstation,
or using any other method known in the art for detecting user interaction with a website.
[0066] Scoring queries according to co-occurrence similarity may include assigning a score to the queries q1 and q2
according to a frequency with which the queries q1 and q2 occur in the same session. For example, (2) or some other
value based on freq(q1, q2), where freq(q1, q2) is a number of times that q1 and q2 occur together in search a session
and freq(qn) is a frequency with which qn occurs in any session. The values of freq(q1, q2) and freq(qn) may be a raw
count of co-occurrence and occurrence, respectively.

[0067] The method 700 may further include scoring 706 textual similarity between q1 and q2. Textual similarity may
be evaluated using any metric of textual similarity, such as edit distance, including any algorithm for calculating the edit
distance between strings of text or array of tokens. The queries q1 and q2 may be processed prior to scoring textual
similarity, such as by performing one or both of query normalization and query stemming.
[0068] Two or more of the above scores may then be combined to calculate 708 a final score. Combination may include
summing, averaging, weighting, and summing, multiplying, or any other mathematical function based on two or more of
the above-mentioned similarity scores.
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[0069] In some embodiments, a logistic regression model is used to combine two or more similarity scores using (3),
where Score(i) is any one of the similarity scores described above, and wi is a weight assigned to that score and w0 is
a constant that may be zero. The weights w0,wi may be calculated using logistic regression or some other machine-
learning method based on training data, such as training data generated according to human judgment. For example,
training data may include entries including pairs of queries known to be synonymous or determined by human judgment
to correspond to the same product records as inputs and a high similarity score as an output. Training data may also
include pairs of queries that are different from one another and a low similarity score associated therewith.

[0070] The final score for a pair of queries may have a magnitude that increases with a degree of similarity between
the queries. In order to adapt the similarity score for use in a clustering algorithm a "distance" between queries may be
calculated, where the distance decreases with the degree of similarity. For example, the distance D between queries
q1 and q2 for use in clustering of queries as described above may be calculated according to D(q1, q2) = 1 - FinalScore(q1,
q2).
[0071] Fig. 8 illustrates a method 800 for responding to a query using query clusters and associated information
generated according to the methods described hereinabove. The method 800 may be executed by a server system 102
or by some other entity with an interface provided to the server system 102.
[0072] The method 800 may include receiving 802 a query, such as from a customer computing device 106. The a
query cluster may be selected 804 for the query. The cluster of any available query clusters may be chosen based on
similarity of the received query to one or both of a head query of the cluster and a tail query of the cluster. Similarity of
the received query to a query of a cluster may be determined using some or all of the similarity scores described above
with respect to the method 700 of Fig. 7 or a combination thereof, such as also described for the method 700 of Fig. 7.
For example, the cluster for which the received query has the largest mean similarity score with respect to one or both
of the tail queries and head query may be selected, where the similarity score is calculated based on some or all of the
similarity scores described above with respect to Fig. 7. In other embodiments, the cluster may be that which includes
the tail query or head query that has the largest similarity score with respect to the received query. The categories
associated with the selected 804 cluster may be retrieved 806 or calculated if not available, such as by using the methods
of Figs. 5 or 6.
[0073] A plurality of products relevant to the received query may be identified 808. This may include submitting the
received query to a search engine, including any search engine known in the art, and receiving a set of search results
therefrom. In some embodiment, the received query may be augmented to include one or more of the cluster categories
and this augmented query submitted to the search engine. In some embodiments, one or more words of the query may
be replaced with, or augmented with, synonyms identified for the one or more words according to synonym mining as
described above.
[0074] The product records identified 808 by searching may be ranked 810 according to the relevance of these product
records to the cluster categories for the selected 804 cluster. For example, the more categories corresponding to a
returned product record, the higher the rank of the product record. Where multiple records have equal relevance to the
categories of the selected cluster, the relative rank of the records may be as output by the search engine.
[0075] Some or all of the product records identified 808 by the search engine may be returned 812 to a requesting
entity, such as to a browser executing on a customer workstation 106. The returned product records may have a ranking
according to the ranking step 810 associated therewith or may be listed in an order reflecting the ranking. In some
embodiments, only the top N product records with the highest rankings are returned 812.
[0076] Fig. 9 illustrates a method 900 for identifying synonyms. The method 900 may include scoring query similarities.
This may include calculating 902 some or all of the similarity scores or the combination of similarity scores described
above with respect to Fig. 7, including response similarity, co-occurrence similarity, and textual similarity. Where similarity
scores have been calculated previously for purposes of clustering, these similarity scores for pairs of queries may be
reused.
[0077] The method 900 may further include retrieving social media content 904. The retrieved social media content
may be current social media content, such as content generated on Twitter™, Facebook™, FourSquare™, LinkedIn™,
or other social networking platform. The social media content may include a sampling of social media content or some
or all social media content generated in a window of time prior to a time that the retrieval step 904, such as an N month
or N week window.
[0078] Documents among the retrieved 904 social media content may then be analyzed. Documents analyzed may
include individual postings to a social media site or groups of documents forming a conversation. For example, documents
may be tagged 906 using natural language processing (NLP) to identify parts of speech (noun, verb, adjective, etc.)
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associated with words in the documents. The documents as tagged may then be analyzed to identify 908 association
rules 908. Association rules may include any textual pattern apparent among the tagged content.
[0079] As an example, association rules may be generated for pairs of words that co-occur above a threshold number
of times or a threshold percentage of times that either word occurs. Co-occurrence of pairs of words may also be
calculated according to (2) or any other metric of co-occurrence for the corpus of documents being analyzed. Where a
pair of words has a co-occurrence metric above a threshold, an association rule may be generated indicating that one
word is associated with the other. For example, the word "rock band" may be associated with "Beatles" by an association
rule due to a version of the Rock Band video game with a Beatles theme. As another example "energy" may be associated
with the phrase "red bull" because of Red Bull™ energy drink. The association rules may further be restricted to certain
parts of speech, e.g. nouns or noun phrases. Where the methods described herein are executed with respect to product
records, association rules may be limited to words describing a product or class of products. For example, co-occurrence
rules for pairs of words may be limited to those where at least one word of the pair is a product name or colloquial version
of a product name.
[0080] Any other pattern apparent among pairs of words or groups of words may be used to generate an association
rule, such as proximity between pairs of words, co-occurrence of three or more words, co-occurrences of concepts
associated with words, or the like.
[0081] Using the association rules identified 908 and the scored 902 pairs of queries, synonyms may be identified
910. Synonyms may be identified by applying rules to one or both of the association rules and similarity scores for query
pairs. For example, one rule may state that where the textual similarity score of a pair of queries is above a threshold,
one or more words unique to one query of the pair of queries should be deemed synonyms to one or more words unique
to the second query of the pair. In some embodiments, a part of speech, if known for a word may be used to identify
synonyms, e.g., where a first noun is found in one query and a second non-identical noun is found in the second query,
the first and second nouns may be deemed synonyms if the textual similarity meets the threshold condition. In another
example, association rules are used to identify synonyms. For example, where two queries have a threshold-exceeding
similarity score (response, co-occurrence, textual similarity, or a combination thereof), the words of the queries may be
identified those words that are associated with the same word according to an association rule may be identified as
synonyms. That is to say, if word A in q1 is associated with B according to an association rule and C in q2 is associated
with B in an association rule, then A and C may be deemed synonyms.
[0082] In some embodiments, a final score for the similarity of a pair of queries may be calculated using a logistic
regression formula, such as (3), where one or more of the query similarity scores above are used. Where (3) is used to
identify queries appropriate for the identification of synonyms, the weights w0, wi may be the same or different as the
weights used for clustering. Where a score according to (3) meets or exceeds a threshold condition, one or more words
unique to a first query of a pair of queries may be deemed synonyms to one or more words unique to the second query,
where unique words are those included in one query of the pair but not the other.
[0083] In some embodiments, mining synonyms may be more broadly viewed as identifying words that may be used
to augment a query. Accordingly, where a pair of queries meet a threshold condition and comply with one or more rules
for identifying synonyms, words unique to each query of the pair may be associated with one another as synonyms,
such as according to one or more rules, and treated as such for the purposes of augmenting queries, though they may
not strictly be synonyms.
[0084] The present invention may be embodied in other specific forms without departing from its spirit or essential
characteristics. The described embodiments are to be considered in all respects only as illustrative, and not restrictive.
The scope of the invention is, therefore, indicated by the appended claims, rather than by the foregoing description. All
changes which come within the meaning and range of equivalency of the claims are to be embraced within their scope.

Claims

1. A method for searching, the method comprising:

receiving, by a computer system, first queries, from a user;
identifying, by the computer system, a plurality of head queries from among the first queries;
clustering , by the computer system, the first queries, exclusive of the plurality of head queries, to the plurality
of head queries;
associating, by the computer system, with each head query of the plurality of head queries one or more categories;
receiving, by the computer system, a second query;
associating, by the computer system, the second query with a selected head query of the plurality of head
queries according to similarity of the second query to at least one of the selected head query and one or more
first queries associated with the selected head query;
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identifying, by the computer system, one or more documents relevant to the second query using the one or
more categories associated with the selected head query.

2. The method of claim 1, wherein clustering the first queries, exclusive of the plurality of head queries, to the plurality
of head queries further comprises:

calculating similarity scores for at least a portion of the first queries relative to the plurality of head queries; and
clustering the at least a portion of the first queries to the plurality of head queries according to the similarity scores.

3. The method of claim 2, wherein calculating similarity scores for the first queries, exclusive of the plurality of head
queries, relative to the plurality of head queries further comprises:

evaluating overlap between user selections of search results for at least a portion of the first queries and user
selections of search results for the plurality of head queries.

4. The method of claim 3, wherein calculating similarity scores for the at least the portion of the first queries relative
to the plurality of head queries further comprises evaluating the equation 

where Sim(q1, q2) is the similarity score of a first query q1 of the at least the portion the first queries, q2 is a head
query of the plurality of head queries, P1 is a vector of user selection counts for search results of q1, and P2 is a
vector of user selection counts for search results of q2.

5. The method of claim 2, wherein calculating similarity scores for the first queries, exclusive of the plurality of head
queries, relative to the plurality of head queries further comprises:

determining co-occurrences of at least a portion of the first queries with the plurality of head queries in the same
user session.

6. The method of claim 2, wherein calculating similarity scores for the first queries, exclusive of the plurality of head
queries, relative to the plurality of head queries further comprises evaluating textual similarity of at least a portion
of the first queries to the plurality of head queries.

7. The method of claim 2, wherein calculating similarity scores for the first queries, exclusive of the plurality of head
queries, relative to the plurality of head queries further comprises:

calculating first scores according to overlap between user selections of search results for at least a portion of
the first queries and user selections of search results for the plurality of head queries;
calculating second scores according to co-occurrences of the at least the portion of the first queries with the
plurality of head queries in the same user session;
calculating third scores according to textual similarity of the at least the portion of the first queries to the plurality
of head queries;
calculating similarity scores for the at least the portion of the first queries according to a combination of the first,
second, and third scores.

8. The method of claim 1, wherein identifying, by the computer system, the plurality of head queries from among the
first queries further comprises:

selecting as the plurality of head queries those queries of the first queries having highest click-through rates for
search results associated therewith.

9. The method of claim 1, further comprising evaluating the first queries to identify synonyms according to the clustering
of the first queries, exclusive of the plurality of head queries, to the plurality of head queries.
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10. The method of claim 9, further comprising modifying the second query according to the identified synonyms.

11. A system for searching, the system comprising one or more processors and one or more memory devices coupled
to the one or more processors, the one or more memory devices storing executable and operational data effective
to cause the one or more processors to:

receive first queries, from a user;
identify a plurality of head queries from among the first queries;
cluster the first queries, exclusive of the plurality of head queries, to the plurality of head queries;
associate with each head query of the plurality of head queries one or more categories;
receive a second query;
associate the second query with a selected head query of the plurality of head queries according to similarity
of the second query to at least one of the selected head query and one or more first queries associated with
the selected head query;
identify one or more documents relevant to the second query using the one or more categories associated with
the selected head query.

12. The system of claim 1, wherein the executable and operational data are further effective to cause the one or more
processors to cluster the first queries, exclusive of the plurality of head queries, to the plurality of head queries by:

calculating similarity scores for at least a portion of the first queries relative to the plurality of head queries; and
clustering the at least a portion of the first queries to the plurality of head queries according to the similarity scores.

13. The system of claim 12, wherein the executable and operational data are further effective to cause the one or more
processors to calculate similarity scores for the first queries, exclusive of the plurality of head queries, relative to
the plurality of head queries by evaluating overlap between user selections of search results for at least a portion
of the first queries and user selections of search results for the plurality of head queries.

14. The system of claim 13, wherein the executable and operational data are further effective to cause the one or more
processors to calculate similarity scores for the at least the portion of the first queries relative to the plurality of head
queries by evaluating the equation 

where Sim(q1, q2) is the similarity score of a first query q1 of the at least the portion the first queries, q2 is a head
query of the plurality of head queries, P1 is a vector of user selection counts for search results of q1, and P2 is a
vector of user selection counts for search results of q2.

15. The system of claim 12, wherein the executable and operational data are further effective to cause the one or more
processors to calculate similarity scores for the first queries, exclusive of the plurality of head queries, relative to
the plurality of head queries by determining co-occurrences of at least a portion of the first queries with the plurality
of head queries in the same user session.
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