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(54) TIME SERIES PREDICTION WITH CONFIDENCE ESTIMATES USING SPARSE RECURRENT 
MIXTURE DENSITY NETWORKS

(57) This disclosure relates generally to system and
method for time series prediction using a sparse recur-
rent mixture density network (RMDN), such as sparse
LSTM-MDN and a sparse ED-MDN, for accurate fore-
casting of a high variability time series. The disclosed
sparse RMDN has the ability to handle high-dimensional
input features, capture trend shifts and high variability
present in the data, and provide a confidence estimate
of the forecast. A high-dimensional time series data is
passed through a feedforward layer, which performs di-
mensionality reduction in an unsupervised manner by
inducing sparsity on weights of the feedforward layer.
The resultant low-dimensional time series is fed through
recurrent layers to capture temporal patterns. These re-
current layers also aid in learning latent representation
of the input data. Thereafter, a mixture density network
(MDN) is used to model the variability and trend shifts
present in the input and it also estimates the confidence
of the predictions.
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Description

CROSS-REFERENCE TO RELATED APPLICATIONS AND PRIORITY

[0001] The present application claims priority from Indian patent application no. 201921025035, filed on June 24,
2019. The entire contents of the aforementioned application are incorporated herein by reference.

TECHNICAL FIELD

[0002] The disclosure herein generally relates to time series prediction, and, more particularly, to system and method
for time series prediction with confidence estimates using sparse recurrent mixture density networks (RMDN).

BACKGROUND

[0003] Accurate forecasting of a high variability time series has relevance in many applications such as supply-chain
management, price prediction in stock markets and demand forecasting in energy segment. Most often forecasts of
such time series depend on many factors ranging from weather to socio-economic attributes such as Gross Domestic
Product (GDP) or average income. Dependence on such features can cause the underlying time series to be highly
variable in nature and possess non-stationary shifts. Most traditional forecasting methods fail to capture such trend
change and high variability present in the data. Further, for certain applications, it may be necessary to estimate confidence
of the forecasts.

SUMMARY

[0004] Embodiments of the present disclosure present technological improvements as solutions to one or more of the
above-mentioned technical problems recognized by the inventors in conventional systems. For example, in one embod-
iment, a method for time-series prediction using a sparse recurrent mixture density networks (RMDN) model is provided.
The method includes iteratively predicting, via one or more hardware processors, time series in a plurality of iterations
using a data set comprising a plurality of high-dimensional time series, the plurality of high-dimensional time series
comprising a first set of high-dimensional time series associated with a training data and a second set of the high-
dimensional time series associated with a validation data. Each iteration of the plurality of iterations includes passing,
through a feedforward layer of the sparse RMDN model, a high-dimensional time series from amongst the plurality of
high-dimensional time series, the sparse RMDN model comprising the feedforward layer, a recurrent neural network
(RNN) and a mixture density network (MDN), the feedforward layer comprising a plurality of units associated with a
plurality of distinct weights learnt by training the sparse RMDN model. The sparse RMDN model is trained by imposing
Lasso penalty on the plurality of weights of the feedforward layer to determine a set of features associated with the time
series in an unsupervised manner. Dimensionality reduction of the high-dimensional time series is performed to obtain
a reduced dimensional time series The feedforward layer includes a number of the plurality of units equal to a fraction
of the number of features in the set of features to perform the dimensionality reduction. The reduced dimensional time
series is fed through the RNN to obtain latent representation of the high-dimensional time-series. The latent representation
captures temporal patterns from the reduced dimensional time series.
[0005] The latent representation of the high-dimensional time series is fed to a mixture of Gaussians includes a plurality
of Gaussian components to predict a plurality of parameters associated with the plurality of Gaussian components in
the mixture. The plurality of parameters includes a plurality of probability values, a plurality of mean values and a plurality
of standard deviation values associated with the plurality of the Gaussian components. A Gaussian component is selected
from amongst the plurality of Gaussian components that is associated with a highest value of probability from amongst
the plurality of probability values, wherein the mean of the selected Gaussian component is selected as prediction of
the time-series and the standard deviation of the Gaussian component is selected for confidence estimation of the
prediction for the iteration. A value of a loss function indicative of error in the prediction of the time-series is computed
using the plurality of parameters, the loss function being one of a training loss function and a validation loss function.
The method further includes updating, via the one or more hardware processors, a plurality of weights of the sparse
RMDN model using the value of the training loss function after each iteration of the plurality of iterations associated with
the training data for prediction of the time-series.
[0006] In another aspect, a system for time-series prediction using a sparse recurrent mixture density networks (RMDN)
model is provided. The system includes one or more memories; and one or more first hardware processors, the one or
more first memories coupled to the one or more first hardware processors, wherein the one or more first hardware
processors are configured to execute programmed instructions stored in the one or more first memories to iteratively
predict time series in a plurality of iterations using a data set comprising a plurality of high-dimensional time series, the
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plurality of high-dimensional time series comprising a first set of high-dimensional time series associated with a training
data and a second set of the high-dimensional time series associated with a validation data.
[0007] Each iteration of the plurality of iterations includes passing, through a feedforward layer of the sparse RMDN
model, a high-dimensional time series from amongst the plurality of high-dimensional time series, the sparse RMDN
model comprising the feedforward layer, a recurrent neural network (RNN) and a mixture density network (MDN), the
feedforward layer comprising a plurality of units associated with a plurality of distinct weights learnt by training the sparse
RMDN model. The sparse RMDN model is trained by imposing Lasso penalty on the plurality of weights of the feedforward
layer to determine a set of features associated with the time series in an unsupervised manner. Dimensionality reduction
of the high-dimensional time series is performed to obtain a reduced dimensional time series The feedforward layer
includes a number of the plurality of units equal to a fraction of the number of features in the set of features to perform
the dimensionality reduction. The reduced dimensional time series is fed through the RNN to obtain latent representation
of the high-dimensional time-series. The latent representation captures temporal patterns from the reduced dimensional
time series.
[0008] The latent representation of the high-dimensional time series is fed to a mixture of Gaussians includes a plurality
of Gaussian components to predict a plurality of parameters associated with the plurality of Gaussian components in
the mixture. The plurality of parameters includes a plurality of probability values, a plurality of mean values and a plurality
of standard deviation values associated with the plurality of the Gaussian components. A Gaussian component is selected
from amongst the plurality of Gaussian components that is associated with a highest value of probability from amongst
the plurality of probability values, wherein the mean of the selected Gaussian component is selected as prediction of
the time-series and the standard deviation of the Gaussian component is selected for confidence estimation of the
prediction for the iteration. A value of a loss function indicative of error in the prediction of the time-series is computed
using the plurality of parameters, the loss function being one of a training loss function and a validation loss function.
The one or more first hardware processors are configured to execute programmed instructions update a plurality of
weights of the sparse RMDN model using the value of the training loss function after each iteration of the plurality of
iterations associated with the training data for prediction of the time-series.
[0009] In yet another aspect, a non-transitory computer readable medium for a method for time-series prediction using
a sparse recurrent mixture density networks (RMDN) model is provided. The method includes iteratively predicting, via
one or more hardware processors, time series in a plurality of iterations using a data set comprising a plurality of high-
dimensional time series, the plurality of high-dimensional time series comprising a first set of high-dimensional time
series associated with a training data and a second set of the high-dimensional time series associated with a validation
data. Each iteration of the plurality of iterations includes passing, through a feedforward layer of the sparse RMDN model,
a high-dimensional time series from amongst the plurality of high-dimensional time series, the sparse RMDN model
comprising the feedforward layer, a recurrent neural network (RNN) and a mixture density network (MDN), the feedforward
layer comprising a plurality of units associated with a plurality of distinct weights learnt by training the sparse RMDN
model. The sparse RMDN model is trained by imposing Lasso penalty on the plurality of weights of the feedforward
layer to determine a set of features associated with the time series in an unsupervised manner. Dimensionality reduction
of the high-dimensional time series is performed to obtain a reduced dimensional time series The feedforward layer
includes a number of the plurality of units equal to a fraction of the number of features in the set of features to perform
the dimensionality reduction. The reduced dimensional time series is fed through the RNN to obtain latent representation
of the high-dimensional time-series. The latent representation captures temporal patterns from the reduced dimensional
time series.
[0010] The latent representation of the high-dimensional time series is fed to a mixture of Gaussians includes a plurality
of Gaussian components to predict a plurality of parameters associated with the plurality of Gaussian components in
the mixture. The plurality of parameters includes a plurality of probability values, a plurality of mean values and a plurality
of standard deviation values associated with the plurality of the Gaussian components. A Gaussian component is selected
from amongst the plurality of Gaussian components that is associated with a highest value of probability from amongst
the plurality of probability values, wherein the mean of the selected Gaussian component is selected as prediction of
the time-series and the standard deviation of the Gaussian component is selected for confidence estimation of the
prediction for the iteration. A value of a loss function indicative of error in the prediction of the time-series is computed
using the plurality of parameters, the loss function being one of a training loss function and a validation loss function.
The method further includes updating, via the one or more hardware processors, a plurality of weights of the sparse
RMDN model using the value of the training loss function after each iteration of the plurality of iterations associated with
the training data for prediction of the time-series.
[0011] It is to be understood that both the foregoing general description and the following detailed description are
exemplary and explanatory only and are not restrictive of the invention, as claimed.
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BRIEF DESCRIPTION OF THE DRAWINGS

[0012] The accompanying drawings, which are incorporated in and constitute a part of this disclosure, illustrate ex-
emplary embodiments and, together with the description, serve to explain the disclosed principles:

FIG. 1 illustrates an example network implementation of a system for time series prediction using sparse RMDN,
in accordance with some embodiments of the present disclosure.
FIGS. 2A, 2B illustrates example representation of sparse RMDN models for time series prediction with confidence
estimates, in accordance with some embodiments of the present disclosure.
FIGS. 3A and 3B illustrate a flow diagram for time series prediction using sparse RMDN, in accordance with some
embodiments of the present disclosure.
FIG. 4 illustrates tables for comparison of the proposed sparse RMDN with forecasting models in accordance with
some embodiments of the present disclosure.
FIGS. 5A-5E illustrates plots representative of performance of RMDN models in accordance with some embodiments
of the present disclosure.
FIG. 6 illustrates a block diagram of an exemplary computer system for implementing embodiments consistent with
the present disclosure.

DETAILED DESCRIPTION OF EMBODIMENTS

[0013] In applications such as supply-chain logistics, stock price prediction or load forecasting in energy markets, it
is imperative for the prediction model to be accurate and possess the ability to handle high-dimensional data with trend
shifts and variability. An example implementation of a prediction model is that in a load forecasting problem. Accuracy
in load prediction is critical for maintaining the balance between supply and demand of electricity. Any imbalance in the
energy network can be costly to all the players in the market. Further, energy consumption pattern of retail or wholesale
customers are typically highly variable in nature with trend shifts that depend on various factors such as weather, historical
consumption patterns and other socio-economic indicators. It is critical to predict the future demand well ahead in time.
This would help the power manufacturing companies and electricity brokers to manage demand volatility and imbalances
better. Also, dependence of the consumption pattern on aforementioned factors results in high-dimensional data. The
ability of a model to provide the confidence estimate of its forecast is useful for power generators and electricity brokers
to manage demand volatility and imbalances better.
[0014] Conventionally, Recurrent neural networks (RNNs), especially those RNNs based on long short-term memory
(LSTM) or gated recurrent units, are used for sequential modeling tasks due to their ability to capture temporal patterns.
RNN-based networks are capable of capturing long-term dependencies, and hence are relevant in forecasting problems.
These models have achieved state-of-the-art performance on sequence modeling tasks such as machine translation,
speech recognition, remaining useful life estimation and anomaly detection.
[0015] Recurrent mixture density network (RMDN) based models have outperformed other existing RNN based ap-
proaches on tasks such as sequence generation, trajectory generation, surgical motion prediction, visual attention and
in anomaly detection. The use of mixture density networks (MDNs) along with LSTMs for modeling the variance of
predicted demand has also been utilized for supply-demand logistics. The LSTMs along with MDNs have been used to
predict, for example, taxi demand. However, the aforementioned models do not have any inherent mechanism to handle
high-dimensional data.
[0016] Typical approaches to load forecasting problems have generally been based on econometric and time series
methods. Various data driven models that use deep neural networks have also been utilized for load forecasting due to
their generalizability and superior prediction capability. However, these approaches follow a two-stage process to handle
high-dimensional data. The first stage has the mechanism to determine important features from high-dimensional data
and the second stage uses the important features as input to the forecasting model. Typical approaches used to determine
important features in the first stage includes for instance, random forest, wrapper and embedding based recursive feature
elimination technique, and so on. The important features obtained from the first stage are then fed as input to the LSTM-
based forecasting models in the second stage. However, such techniques do not have an inherent mechanism to handle
high-dimensional data nor do they provide confidence estimates of the forecasted demand.
[0017] Various embodiments herein provide system and method to handle high-dimensional data for time series
prediction with confidence estimates using sparse RMDN architectures. For example, in an embodiment, the disclosed
system utilizes sparse RMDNs for time series prediction that output p-step ahead forecast. In various embodiments,
two variants of the RMDN architectures, namely long short-term memory (LSTM) and encoder-decoder (ED) have been
utilized for prediction of time-series. The disclosed system includes a fully connected feedforward layer, RNN (LSTM or
ED networks), and mixture density network (MDN). The fully connected feedforward layer automatically selects salient
features of the data associated with the time-series. In an embodiment, the feedforward layer, upon training, produces
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a sparse representation of the input data that is subsequently fed to the underlying LSTM or ED networks. The sparse
representation is achieved by introducing sparsity constraint (or a L1 constraint) on the weights of the feedforward layer,
so that, each unit in the feedforward layer has access to only a subset of the input features. By imposing the sparsity
constraint on the weights of feedforward layer, the feedforward dimensionality reduction layer handles high-dimensional
input data, thereby effectively resulting in unsupervised feature selection. RNNs (LSTM or ED networks) are used to
capture the temporal patterns present in the time series data. Finally, mixture density networks are used to model the
trend shifts and variability present in the data and provide a confidence estimate of the prediction. Additionally, the sparse
RMDN provides a confidence estimate of the forecast. These are other aspects of the disclosed embodiments are
explained further in detail with reference to the description below with reference to FIGS. 1-6.
[0018] Exemplary embodiments are described with reference to the accompanying drawings. In the figures, the left-
most digit(s) of a reference number identifies the figure in which the reference number first appears. Wherever convenient,
the same reference numbers are used throughout the drawings to refer to the same or like parts. While examples and
features of disclosed principles are described herein, modifications, adaptations, and other implementations are possible
without departing from the scope of the disclosed embodiments. It is intended that the following detailed description be
considered as exemplary only, with the true scope being indicated by the following claims.
[0019] Referring now to the drawings, and more particularly to FIGS. 1 through 6, where similar reference characters
denote corresponding features consistently throughout the figures, there are shown preferred embodiments and these
embodiments are described in the context of the following exemplary system and/or method.
[0020] FIG. 1 illustrates an example network implementation 100 of a system 102 for time series prediction using
sparse RMDN, in accordance with an example embodiment. In an embodiment, the system 102 may include a sparse
RMDN architecture for the purpose of time-series forecasting. In an embodiment, the sparse RMDN may include long-
short term memory (LSTM) or encoder-decoder (ED) as the underlying recurrent architectures. For example, the sparse
RMDN model may include a sparse LSTM-MDN architecture. In another example embodiment, the sparse RMDN model
may include a sparse ED-MDN architecture. The sparse LSTM-MDN architecture and the sparse ED-MDN architecture
for time-series forecasting are explained in detail with reference to FIGS. 2A and 2B.
[0021] The disclosed sparse LSTM-MDN architecture and the sparse ED-MDN architecture models perform point-
wise dimensionality reduction using the feedforward layer and capture the temporal patterns using the underlying RNNs.
These architectures can handle variability and trend shifts present in the data and also output a confidence estimate for
the forecast. An important contribution of the disclosed embodiments is the ability to the disclosed system handle high-
dimensional input features. A salient feature of the aforementioned sparse RMDN models is that they have a built in
feedforward layer which effectively performs dimensionality reduction or feature selection of the input data in an unsu-
pervised manner. In other words, the inner recurrent layers of the sparse RMDN get a sparse representation of the input
data, from the preceding feedforward layer. Inputs to the sparse RMDN architecture are first passed through a feedforward
layer that introduces sparsity in the input data before being fed to the subsequent recurrent layers. In an embodiment,
the sparsity can be induced by adding a regularization term to the cost function associated with the network, as will be
described further in the description below.
[0022] Although the present disclosure is explained considering that the system 102 is implemented on a server, it
may be understood that the system 102 may also be implemented in a variety of computing systems 104, such as a
laptop computer, a desktop computer, a notebook, a workstation, a cloud-based computing environment and the like.
It will be understood that the system 102 may be accessed through one or more devices 106-1, 106-2... 106-N, collectively
referred to as devices 106 hereinafter, or applications residing on the devices 106. Examples of the devices 106 may
include, but are not limited to, a portable computer, a personal digital assistant, a handheld device, a Smartphone, a
tablet computer, a workstation and the like. The devices 106 are communicatively coupled to the system 102 through
a network 108.
[0023] In an embodiment, the network 108 may be a wireless or a wired network, or a combination thereof. In an
example, the network 108 can be implemented as a computer network, as one of the different types of networks, such
as virtual private network (VPN), intranet, local area network (LAN), wide area network (WAN), the internet, and such.
The network 106 may either be a dedicated network or a shared network, which represents an association of the different
types of networks that use a variety of protocols, for example, Hypertext Transfer Protocol (HTTP), Transmission Control
Protocol/Internet Protocol (TCP/IP), and Wireless Application Protocol (WAP), to communicate with each other. Further,
the network 108 may include a variety of network devices, including routers, bridges, servers, computing devices, storage
devices. The network devices within the network 108 may interact with the system 102 through communication links.
[0024] As discussed above, the system 102 may be implemented in a computing device 104, such as a hand-held
device, a laptop or other portable computer, a tablet computer, a mobile phone, a PDA, a smartphone, and a desktop
computer. The system 102 may also be implemented in a workstation, a mainframe computer, a server, and a network
server. In an embodiment, the system 102 may be coupled to a data repository, for example, a repository 112. The
repository 112 may store data processed, received, and generated by the system 102. In an alternate embodiment, the
system 102 may include the data repository 112.
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[0025] The network environment 100 supports various connectivity options such as BLUETOOTH®, USB, ZigBee and
other cellular services. The network environment enables connection of devices 106 such as Smartphone with the server
104, and accordingly with the database 112 using any communication link including Internet, WAN, MAN, and so on. In
an exemplary embodiment, the system 102 is implemented to operate as a stand-alone device. In another embodiment,
the system 102 may be implemented to work as a loosely coupled device to a smart computing environment. The
components and functionalities of the system 102 are described further in detail with reference to FIGS. 2A, 2B.
[0026] Referring now to FIGS 2A and 2B, example sparse RMDN architectures/model for time series prediction with
confidence estimates are illustrated, in accordance with an example embodiment. For example, FIG. 2A illustrates a
sparse LSTM-MDN architecture/model 210 and FIG. 2B illustrates an ED network 250 for time series prediction in
accordance with an example embodiment.
[0027] As previously discussed, the time series prediction can be performed by neural networks including LSTM or
ED. An LSTM is a recurrent neural network with a cell or memory, an input gate, an output gate, and a forget gate. The
role of the cell is to extract temporal relations of the input sequence, while the gates regulate the information flow in and
out of the LSTM cell. An ED is a seq2seq learning model that contains a pair of RNNs (called encoder and decoder)
which are trained simultaneously. Given the input time series the encoder learns a latent representation zt of the time
series. The decoder, which has the same structure as the encoder, decodes the hidden state zt to predict y’t+1,....,t+p.
However, both LSTM and ED based models do not capture trend shifts very well. It is also difficult to capture variability
very well when these networks are trained using a mean squared error objective function, which is equivalent to maximum
likelihood estimation under the assumption that the underlying distribution is Gaussian.. Furthermore, LSTM and ED
models do not have an inherent mechanism to handle high-dimensional data and perform unsupervised feature selection.
In order to address the aforementioned shortcomings, various embodiments herein disclose use of sparse RNN based
MDNs, such as sparse LSTM-MDN and sparse ED-MDN networks for time series prediction.
[0028] In an embodiment, the disclosed sparse RNN based MDNs performs automatic feature selection of the high-
dimensional input data (represented as 212 in FIG. 2A and 252 in FIG. 2B) in an unsupervised fashion by using feedforward
dimensionality reduction layer (for example, layer 214 of FIG. 2A/ layer 254 of FIG. 2B). The disclosed sparse RMDN
captures the temporal patterns present in the data with the help of underlying RNNs present in the models. Moreover,
the disclosed sparse RMDN captures trend shifts and variability present in the input data with the help of the MDN.
[0029] For the purpose of description, the time series of length T may be denoted as x1...,T, where each xt ∈Rd, d being
the input dimension. The objective of the forecasting system, for example, the system 102 implementing the RMDN
architecture (such as model 210/250) is to predict future points of a time series y given the historical data for the time

series x. In other words, the model (such as the model 210/250) is required to provide a prediction 
given the input sequence (x1, ···, xt) with the help of a non-linear mapping function fnet, where p is the prediction length.
[0030] The MDN (for example, the MDN layer 216 of FIG. 2A/ the MDN layer 256a-Encoder, 256b-Decoder of FIG.
2B) models a mixture of Gaussians with the latent representation zt of the input time series data x1,..,t. If the latent
representation zt of the input time series is obtained using standard LSTM, then such a model is called as a sparse
LSTM-MDN (illustrated in FIG. 2A). If zt is obtained using standard ED then such a model is referred to as a sparse ED-
MDN (illustrated in FIG. 2B).
[0031] Every forecasted point of the time series is associated with its own mixture of Gaussians. Let K be the total
number of mixtures, then each component k ∈ {1,...,K} in the mixture is associated with coefficient ρk, mean mk and
standard deviation σk.
[0032] The mathematical description of the proposed sparse MDN models is as follows. The input sequence (repre-
sented as 212 in FIG. 2A and 252 in FIG. 2B) is first passed through a feedforward layer (for example, layer 214 of FIG.
2A/ layer 254 of FIG. 2B) with r units and weight matrix Wf. The output of the feedforward layer for input x1 at time step
t (of dimension 1 X d) is given by: 

Where fReLU (.) = max(.,0) and Wf is r X d.
[0033] The reduction in dimensionality is achieved by selecting the number of units in feedforward layer r ≤ d/2. The
feature selection in an unsupervised manner from the feedforward layer is achieved by imposing a Lasso penalty on the
weights of feedforward layer to make the input connections sparse. The L1 constraint or the Lasso penalty induces
sparsity on the weights Wf of the fully connected feedforward layer by restricting a fraction of the weights in Wf to be
close to zero and thus results in unsupervised feature selection.
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[0034] The intermediate term  is then fed to the subsequent LSTM or ED layers (for example, the MDN layer 216
of FIG. 2A/ the MDN layer 256a-Encoder, 256b-Decoder of FIG. 2B). Let zt denote the latent representation of the input
obtained by the LSTM or ED. The parameters of the mixture of K Gaussians are estimated as follows: 

where t∈[t+1,...,t+p], and Wσ,Wm, Wρ, are the learned parameters of the MDN with m.,k and σ.,k, representing mean and
standard deviation of the kth Gaussian component, respectively.
[0035] The coefficients ρt’,k play the role of probabilities. The softmax ensures that each value ρt’,k∈[0,1] and

 at any time step t’ and exp function is used to ensure that the standard deviation term σ is always
positive. The outputs of the MDN (represented as 218 in FIG. 2A/ 258 in FIG. 2B) as formulated in (2) model the conditional
distribution of the future values yt+1,...,t+p to be predicted given the latent representation zt expressed as follows: 

[0036] Thus, the MDN layer outputs a well-defined joint probability distribution obtained for all the time steps in the
forecast time horizon. The model parameters are learned by minimizing the negative log-likelihood of the distribution in
(3) as shown below: 

where superscript i denotes the ith sample, and N is the total number of samples in the train set. It is to be noted that σ,
ρ, and m depends upon the latent representation zt of the input time series obtained using the parameters of LSTM or ED.
[0037] The final loss function along with the L1 constraint or the Lasso penalty on the weights of the feedforward
dimensionality layer is thus given by: 

The regularization parameter λ controls the level of sparsity in Wf.
[0038] Since mixture of Gaussian distribution model a wide class of distributions, RMDNs may be better equipped to
capture trend shifts and variability in the data. To get prediction at time t, a Gaussian mixture k with the one having
highest value of probability ρt,k is selected at 218 in FIG. 2A and 258 in FIG. 2B. The selected Gaussian mixture’s mean
mt,k is selected as the prediction and the standard deviation σt,k confidence estimate of the prediction at 218 in FIG. 2A
and 258 in FIG. 2B.
[0039] Herein, it should be understood that the loss function value is computed using eqn (5) for the training data set
and the validation data set. The training loss function value (computed using the training data set) is used to update the
weights of the sparse RMDN, whereas the validation loss function value (computed using the validation data set) is used
to select the best iteration. In an example embodiment, the validation loss function value can be computed for every
iteration or after every ’k’ iterations. In an embodiment, the training loss function value is computed at each iteration and
used to update the weights of the sparse RMDN.
[0040] An example flow diagram illustrating the method for time series prediction is illustrated and described with
reference to FIGS. 3A-3B.
[0041] Referring now to FIGS. 3A-3B a flow diagram of a method 300 for time series prediction using a sparse RMDN
is described, in accordance with an example embodiment. The method 300 may be described in the general context of
computer executable instructions. Generally, computer executable instructions can include routines, programs, objects,
components, data structures, procedures, modules, functions, etc., that perform particular functions or implement par-
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ticular abstract data types. The method 300 may also be practiced in a distributed computing environment where functions
are performed by remote processing devices that are linked through a communication network. The order in which the
method 300 is described is not intended to be construed as a limitation, and any number of the described method blocks
can be combined in any order to implement the method 300, or an alternative method. Furthermore, the method 300
can be implemented in any suitable hardware, software, firmware, or combination thereof. In an embodiment, the method
300 depicted in the flow chart may be executed by a system, for example, the system 102 of FIG. 1. In an example
embodiment, the system 102 may be embodied in an exemplary computer system.
[0042] As previously described with reference to FIGS. 2A, 2B, the sparse RMDN includes the feedforward layer, a
RNN and a MDN. At 302, method 300 includes iteratively predicting time series in a plurality of iterations using a data
set comprising a plurality of high-dimensional time series. The plurality of high-dimensional time series includes a first
set of high-dimensional time series associated with a training data and a second set of the high-dimensional time series
associated with a validation data. The training data facilitates in training the system (or the RMDN) for prediction of time
series associated with the data set. For instance, if the time series prediction is pertaining to a problem of load forecasting
(as will be described later), then the data set may include data pertaining to load forecasting problem, and so on. Once
the RMDN model is trained using the training data, the RMDN model is validated using the validation data (or unseen
data). It will be understood that the model is validated with the unseen data to avoid over fitting of the (training) data on
the model.
[0043] The training and validation of the RMDN model is performed in multiple iterations using the training data and
the validation data respectively. Each of the iterations of the training and validation may be performed by following steps
304-314, as will be described later in the description below.
[0044] At 304, a high-dimensional time series from amongst a plurality of high-dimensional time series is passed
through a feedforward layer of the sparse RMDN. As will be understood, during the training of the RMDN model, the
first set of high-dimensional time series are passed through the RMDN model.
[0045] At 306, the feedforward layer performs dimensionality reduction of the high-dimensional time series to obtain
a reduced dimensional time series. As is described previously, the feedforward layer includes a number of units equal
to a fraction of the number of features in the set of features to perform the dimensionality reduction. For instance, the
feedforward layer may include number of units equal to, for instance one of d/2, d/3, d/4, d/5, and so on, where d is the
number of input features. The plurality of units are associated with a plurality of distinct weights learnt by training the
sparse RMDN. The sparse RMDN is trained by imposing LASSO penalty on the plurality of weights of the feedforward
layer to determine a set of features associated with the time series in an unsupervised manner. The set of features which
are important for prediction in the context of time series prediction. For example, the set of (important) features for load
prediction may include, but are not limited to, Hour of day, Day of week, Temperature, Cloud cover, Historical consumption
values (Consumption at previous day same time, Consumption at two days before same time, Consumption at one week
before at same time and so on). If the load prediction is for individual house, then along with the above mentioned
features appliance level consumption information may also be important, in which case the set of (important) features
may include, for instance, for Home a dataset cellar outlets, fridge range, and so on.
[0046] In an embodiment, the set of features may be determined by assigning an importance score to each of the d
features present in the input data (e.g. the high dimensional time series) and sorting them in decreasing order. A pseudo
code for determination of the set of features is described below, which takes in the weights Wf corresponding to the
feedforward layer of the trained neural network and outputs ds important features. As is understood, Wf is of dimension
d 3r, where r is the number of neurons (or units) in the feedforward layer.
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[0047] The feedforward layer feeds the reduced dimensional time series through the RNN to obtain latent representation
of the high-dimensional time-series. The latent representation captures temporal patterns from the reduced dimensional
time series.
[0048] At 308, the latent representation of the high-dimensional time series is fed to a mixture of Gaussians having a
plurality of Gaussian components to predict a plurality of parameters associated with the plurality of Gaussian components
in the mixture. The plurality of parameters includes a plurality of probability values, a plurality of mean values and a
plurality of standard deviation values associated with the plurality of the Gaussian components. At 310, a Gaussian
component is selected from amongst the plurality of Gaussian components that is associated with a highest value of
probability from amongst the plurality of probability values. The mean of the selected Gaussian component is selected
as prediction of the time-series and the standard deviation of the Gaussian component is selected for confidence esti-
mation of the prediction for the iteration.
[0049] At 312, a training loss function value is computed using the plurality of parameters. The loss function value is
indicative of error in the prediction of the time-series. At 314, the weights of the sparse RMDN model are updated using
the train set loss function value after each iteration of the first set of high-dimensional time-series.
[0050] In an embodiment, upon training, RMDN model is validated by iteratively executing the steps 304-312 in a set
of iterations using the validation data. In an embodiment, the validation of the RMDN model includes iteratively predicting
the time series in the second plurality of iterations using the validation data set. Based on the predicted time series, a
validation loss function indicative of error in validation is computed. The validation loss function is computed by determining
a conditional probability distribution for a plurality of time steps in a forecast time horizon associated with the time-series
based on the estimated set of parameters obtained during validation. In an embodiment, an iteration is selected from
amongst the plurality of iterations for time series prediction based on the validation loss function value.
[0051] An example scenario for the disclosed system and method being utilized for load forecasting problem is provided
in the description below.
[0052] In an example scenario, the disclosed system and method have been utilized for solving the problem of load
forecasting in electricity markets. For load forecasting, the disclosed system (for example the system 102) models sparse
RMDN that is capable of performing automatic feature selection of a high-dimensional input data in an unsupervised
fashion. The model aims at delivering p-step ahead load forecasts with reliable accuracy. Said model is useful for
forecasting loads on hourly, daily or weekly time-scales.
[0053] As described with reference to FIGS. 2A-2B, an input time series for load forecasting may be assumed to be
x = (x1, · · · , xt). The input time sequence is of length t with each xk ∈ Rd, k ∈ {1, · · · , t }, with d being the input dimension.
[0054] The objective of the forecasting model is to predict the future p points of a time series. For example, a neural

network, characterized by a non-linear function, fnet(·), will predict  given the input sequence (x1,
· · · , xt)

[0055] The RMDN network is trained with several input-output pairs, {xi, yi}=  with i ∈

{1,· · ·,N} and an error between the predicted output  and the actual output (ground truth)
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 is minimized. The error computed is then used to update the weights W of the RMDN network during
the training process. In the load forecasting problem the input sequence (x1,···, xt) constitute data from recent past and
each dimension of xk could represent features like past loads, weather, time-of-day or other related information needed
to forecast future loads.
[0056] A neural network for time-series prediction is the long short term memory (LSTM). A LSTM is a recurrent neural
network with a cell or memory, an input, output and a forget gate. The role of the cell is to extract temporal relations of
the input sequence and the gates regulate the information flow into the LSTM cell. A standard LSTM network consists
of many layers of stacked LSTM units. On the other hand, in sparse LSTM network, the stacked LSTM layers are
preceded by a fully connected feedforward layer. The role of the feedforward layer is to perform feature selection or
dimensionality reduction of the input datausing a regularization technique. In an embodiment, this is achieved by imposing
a Lasso penalty on the weights of the feedforward layer to make the input connections sparse. The Lasso penalty is
added to the mean squared error objective to constitute the validation loss function.
[0057] The mathematical description of the sparse LSTM network is as follows. Let Wf and r denote the weights and
number of neurons of the feedforward layer. Then, the output of the feedforward layer for input {xi} is given by 

where fReLU .) = max(.,0). If the weights of the subsequent LSTM layers are denoted by Wi, then the output of the LSTM
layer is expressed as, 

[0058] The error between expected and predicted output is then given by 

Error terms are added for N samples and a Lasso regularization term are added to compute the validation loss function
L of the sparse LSTM as follows, 

where λ is the regularization parameter. The minimization problem involves finding the optimal weights W* such that 

[0059] An encoder-decoder (ED) is a sequence to sequence (seq2seq) learning model. They contain a pair of underlying
RNNs called encoder and decoder that are trained simultaneously. Given a input time sequence x = (x1, · · ·, xt), the
encoder learns a coded representation of the input in the form of a hidden state representation z. The decoder, that has
the same structure as the encoder, initializes its hidden state with z and makes a prediction (yt+1,...,yt+p). The overall
process can be thought of as a non-linear mapping of the input time series x to a fixed-dimensional vector z using an
encoder function fenc(·), followed by another non-linear mapping of z using a decoder function fdec(·), to predict a time
series of length of p. The sparse ED network is similar to the sparse LSTM network in the sense that there is a fully
connected feedforward layer that precedes the ED architecture. This feedforward layer performs feature selection on
the input data in exactly the same manner as described in the functioning of the sparse LSTM model. Specifically, let
We and Wd denote the weights of the encoder and decoder parts of the ED respectively. Then, the output of the encoder
is given by, 

^ ^
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where xi = fReLU(Wf1.xi)
[0060] The hidden representation zi is used to initialize the decoder, which then outputs the prediction vectoryi =
fdec(zi.Wd). Thereafter, the computation of the validation loss function and back-propagation takes place exactly as
described in Equations (3) and (4) with W = [Wf ,We,Wd]
[0061] The feedforward layer and subsequent RNN layers in sparse LSTM and sparse ED are trained in an end-to-
end manner using the stochastic gradient descent algorithm. At the completion of the training process, the weights in
Wf ensure that each unit of the feedforward layer has access only to a subset of the input features. Therefore, each

dimension of  in Equation (1) is a linear combination of a relatively small number of input features effectively resulting
in unsupervised feature selection. In summary, the temporal relations in the input data are well captured by the inner
RNN layers while the outer feedforward layer captures the point wise dependencies among the dimensions.
[0062] An example of comparison of the performance of the proposed sparse recurrent MDNs, namely, sparse LSTM-
MDN and sparse ED-MDN with the traditional RNN based forecasting approaches, namely Standard LSTM and Standard
ED is described further in the description below. For the purpose of comparison, following variants of the proposed
sparse RMDN models are considered:

(1) Standard LSTM and ED with feedforward dimensionality reduction layer called as sparse LSTM and sparse ED
respectively.
(2) Sparse LSTM-MDN and sparse ED-MDN without the feedforward dimensionality reduction layer referred to as
LSTM-MDN and ED-MDN respectively.
(3) An ensemble of the predictions from eight forecasting approaches considered in this exposition referred to as
Ensemble. The evaluation of the proposed models was done on three energy market datasets with MSE and MAPE
as metrics.

[0063] AEMOTM dataset: This dataset is from the Australian energy market operator (AEMO) and has load information
corresponding to five regions of the Australian energy market. Of these, we considered data from a single region spanning
September 2014 to July 2015. The load information is available at half-hour interval with corresponding weather data.
The task is to predict days ahead load of the region at half-hour frequency based on weather, calendar and past
consumption values as features in input data.
[0064] UMass smart HomeATM dataset: This dataset contains three year electricity consumption records of a house-
hold. Data is available every half-hour, between years 2014 and 2016. We considered measurements from January to
April 2014. Apart from overall load consumption, the dataset contains readings of 31 electrical appliances from the
household and weather information of the region. Further, since the weather details are available only at one-hour interval
other features were also sampled at the same frequency. The recordings of 17 appliances were zero and hence were
discarded. The task is to predict day-ahead consumption of the household at hourly frequency given past consumption
and other features of the input data.
[0065] PowerTAC™ dataset: PowerTAC™ is an annual trading agent tournament that simulates crucial elements of
a smart-grid system. As a part of the Power-TAC environment, retail customers of varied nature are simulated whose
energy consumption pattern depends on a large range of factors from weather to tariff subscribed. For the purpose of
this work, we simulated data from three customer models from the PowerTAC™ environment called MedicalCenter-1™,
CentervilleHomes™ and BrooksideHomes™. This dataset has energy usage at one-hour intervals along with corre-
sponding weather and calendar information. The task is to predict day-ahead load at an hourly frequency.
[0066] During the training process, each dataset is divided into train, validation and test sets. Input sequence of length
t were generated by dividing a large time series data into small subsequences or windows of length t with shift s.
Categorical features like time-of-day were represented using one-hot encoding. Min-max normalization was performed
for all features on the train, validation and test sets by obtaining minimum and maximum values from the train set data.
The exact values of these parameters are presented in Table 1 (FIG. 4).
[0067] In the present example scenario, Adam optimizer was used for optimizing the weights of the networks. The
best architecture was selected as the one with least negative log likelihood for MDNs as in Equation (5) and the one
with least mean squared error fornon-MDN models on the hold-out validation set. To this end, a grid search over several
hyper-parameter values was performed.
[0068] Specifically, the following choices for various hyper-parameters were considered: number of layers L∈ {1,2,3},
number of hidden units h per layer in the range of 50-300 in steps of 50, number of units in the feedforward layer r ∈
{d/5, d/4, d/3, d/2}, learning rate lr ∈ {0:01, 0:001, 0:0001}, λ∈{0:01, 0:001, 0:0001} number of mixtures in the mixture
of Gaussians K ∈ {2, 3, 4, 5} and a dropout rate of 0.3 over feedforward connections of the RNN
[0069] The performance of the RMDN models are summarized in Table 2 (FIG. 4) and FIGS. 5A-5E. The results
reported in Table 2 are obtained by performing the experiments once. Predictions from the forecasting models along

~
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with their ground truths are plotted in FIGS. 5A-5E. More specifically, predictions m for the MDN-based forecasting
models along with a one-sigma confidence band at the estimated confidence are plotted in FIGS. 5A-5E. One can form
the following inferences from the results.

1. Sparse LSTM and sparse ED outperformed standard LSTM and standard ED in both metrics on most of the
datasets, thus showing the efficacy of having feedforward dimensionality reduction layer with L1 penalty on its
weights to reduce the dimensions. Recall that feedforward layer with sparsity constraint on its weights Wf performs
unsupervised feature selection, thus resulting in improved performance.
2. LSTM-MDN and ED-MDN are performing better than standard LSTM and standard ED in MAPE metric on most
of the datasets. They are also performing better than Sparse LSTM and sparse ED, which demonstrates the ability
of MDNs to model the variability and trend shifts present in the data.
3. Sparse LSTM-MDNs and sparse ED-MDNs based forecasting models are performing betterthan other forecasting
approaches on most of the datasets. As discussed earlier, this suggests that sparse RMDNs based forecasting
approaches are superior in capturing the variability of the load or demand profile and handling high-dimensional
data better than other approaches.
4. Sparse RMDN based forecasting models are performing better than all other approaches in terms of MSE metric
on all datasets except AEMO dataset. The AEMO dataset differs from the other datasets we have used in that it
exhibits lesser variability. Both these observations suggest that sparse RMDNs are better suited to peaks and high
variability than their non-sparse, non-MDN counterparts.
5. One can observe from the Figures 5(B), 5(C) and 5(D) that the estimated confidence σ is low whenever the error
between the predicted demand and ground truth is low and the σ is high otherwise. The model thus provides a
confidence measure on its prediction ability which is very useful in many real-world applications.
6. The Ensemble formed using the eight proposed forecasting models is performing better than all other baselines
and it is very robust.
7. While the sparsity constraint improves the performance of both the ED and LSTM models, the improvement
depends on the dataset and the performance metric, and does not show a clear trend.

[0070] FIG. 6 is a block diagram of an exemplary computer system 601 for implementing embodiments consistent
with the present disclosure. The computer system 601 may be implemented in alone or in combination of components
of the system 102 (FIG. 1). Variations of computer system 601 may be used for implementing the devices included in
this disclosure. Computer system 601 may comprise a central processing unit ("CPU" or "hardware processor") 602.
The hardware processor 602 may comprise at least one data processor for executing program components for executing
user- or system-generated requests. The processor may include specialized processing units such as integrated system
(bus) controllers, memory management control units, floating point units, graphics processing units, digital signal process-
ing units, etc. The processor may include a microprocessor, such as AMD AthlonTM, DuronTM or OpteronTM, ARM’s
application, embedded or secure processors, IBM PowerPCTM, Intel’s Core, ItaniumTM, XeonTM, CeleronTM or other
line of processors, etc. The processor 602 may be implemented using mainframe, distributed processor, multi-core,
parallel, grid, or other architectures. Some embodiments may utilize embedded technologies like application specific
integrated circuits (ASICs), digital signal processors (DSPs), Field Programmable Gate Arrays (FPGAs), etc.
[0071] Processor 602 may be disposed in communication with one or more input/output (I/O) devices via I/O interface
603. The I/O interface 603 may employ communication protocols/methods such as, without limitation, audio, analog,
digital, monoaural, RCA, stereo, IEEE-1394, serial bus, universal serial bus (USB), infrared, PS/2, BNC, coaxial, com-
ponent, composite, digital visual interface (DVI), high-definition multimedia interface (HDMI), RF antennas, S-Video,
VGA, IEEE 802.11 a/b/g/n/x, Bluetooth, cellular (e.g., code-division multiple access (CDMA), high-speed packet access
(HSPA+), global system for mobile communications (GSM), long-term evolution (LTE), WiMax, or the like), etc.
[0072] Using the I/O interface 603, the computer system 601 may communicate with one or more I/O devices. For
example, the input device 604 may be an antenna, keyboard, mouse, joystick, (infrared) remote control, camera, card
reader, fax machine, dongle, biometric reader, microphone, touch screen, touchpad, trackball, sensor (e.g., accelerom-
eter, light sensor, GPS, gyroscope, proximity sensor, or the like), stylus, scanner, storage device, transceiver, video
device/source, visors, etc.
[0073] Output device 405 may be a printer, fax machine, video display (e.g., cathode ray tube (CRT), liquid crystal
display (LCD), light-emitting diode (LED), plasma, or the like), audio speaker, etc. In some embodiments, a transceiver
406 may be disposed in connection with the processor 602. The transceiver may facilitate various types of wireless
transmission or reception. For example, the transceiver may include an antenna operatively connected to a transceiver
chip (e.g., Texas Instruments WiLink WL1283, Broadcom BCM4750IUB8, Infineon Technologies X-Gold 618-PMB9800,
or the like), providing IEEE 802.11a/b/g/n, Bluetooth, FM, global positioning system (GPS), 2G/3GHSDPA/HSUPA
communications, etc.
[0074] In some embodiments, the processor 602 may be disposed in communication with a communication network
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608 via a network interface 607. The network interface 607 may communicate with the communication network 608.
The network interface may employ connection protocols including, without limitation, direct connect, Ethernet (e.g.,
twisted pair 10/100/1000 Base T), transmission control protocol/internet protocol (TCP/IP), token ring, IEEE
802.11a/b/g/n/x, etc. The communication network 608 may include, without limitation, a direct interconnection, local area
network (LAN), wide area network (WAN), wireless network (e.g., using Wireless Application Protocol), the Internet, etc.
Using the network interface 607 and the communication network 608, the computer system 601 may communicate with
devices 609 and 610. These devices may include, without limitation, personal computer(s), server(s), fax machines,
printers, scanners, various mobile devices such as cellular telephones, smartphones (e.g., Apple iPhone, Blackberry,
Android-based phones, etc.), tablet computers, eBook readers (Amazon Kindle, Nook, etc.), laptop computers, note-
books, gaming consoles (Microsoft Xbox, Nintendo DS, Sony layStation, etc.), or the like. In some embodiments, the
computer system 601 may itself embody one or more of these devices.
[0075] In some embodiments, the processor 602 may be disposed in communication with one or more memory devices
(e.g., RAM 613, ROM 614, etc.) via a storage interface 612. The storage interface may connect to memory devices
including, without limitation, memory drives, removable disc drives, etc., employing connection protocols such as serial
advanced technology attachment (SATA), integrated drive electronics (IDE), IEEE-1394, universal serial bus (USB),
fiber channel, small computer systems interface (SCSI), etc. The memory drives may further include a drum, magnetic
disc drive, magneto-optical drive, optical drive, redundant array of independent discs (RAID), solid-state memory devices,
solid-state drives, etc. Variations of memory devices may be used for implementing, for example, any databases utilized
in this disclosure.
[0076] The memory devices may store a collection of program or database components, including, without limitation,
an operating system 616, user interface application 617, user/application data 618 (e.g., any data variables or data
records discussed in this disclosure), etc. The operating system 416 may facilitate resource management and operation
of the computer system 601. Examples of operating systems include, without limitation, Apple Macintosh OS X, Unix,
Unix-like system distributions (e.g., Berkeley Software Distribution (BSD), FreeBSD, NetBSD, OpenBSD, etc.), Linux
distributions (e.g., Red Hat, Ubuntu, Kubuntu, etc.), IBMOS/2, Microsoft Windows(XP, Vista/7/8, etc.), Apple iOS, Google
Android,Blackberry OS, or the like. User interface 617 may facilitate display, execution, interaction, manipulation, or
operation of program components through textual or graphical facilities. For example, user interfaces may provide
computer interaction interface elements on a display system operatively connected to the computer system 601, such
as cursors, icons, check boxes, menus, scrollers, windows, widgets, etc. Graphical user interfaces (GUIs) may be
employed, including, without limitation, Apple Macintosh operating systems’ Aqua, IBM OS/2, Microsoft Windows (e.g.,
Aero, Metro, etc.), Unix X-Windows, web interface libraries (e.g., ActiveX, Java, Javascript, AJAX, HTML, Adobe Flash,
etc.), or the like.
[0077] In some embodiments, computer system 601 may store user/application data 618, such as the data, variables,
records, etc. as described in this disclosure. Such databases may be implemented as fault-tolerant, relational, scalable,
secure databases such as Oracle or Sybase. Alternatively, such databases may be implemented using standardized
data structures, such as an array, hash, linked list, structured text file (e.g., XML), table, or as hand-oriented databases
(e.g., using Hand Store, Poet, Zope, etc.). Such databases may be consolidated or distributed, sometimes among the
various computer systems discussed above in this disclosure. It is to be understood that the structure and operation of
any computer or database component may be combined, consolidated, or distributed in any working combination.
[0078] Additionally, in some embodiments, the server, messaging and instructions transmitted or received may ema-
nate from hardware, including operating system, and program code (i.e., application code) residing in a cloud imple-
mentation. Further, it should be noted that one or more of the systems and methods provided herein may be suitable
for cloud-based implementation. For example, in some embodiments, some or all of the data used in the disclosed
methods may be sourced from or stored on any cloud computing platform.
[0079] The written description describes the subject matter herein to enable any person skilled in the art to make and
use the embodiments. The scope of the subject matter embodiments is defined by the claims and may include other
modifications that occur to those skilled in the art. Such other modifications are intended to be within the scope of the
claims if they have similar elements that do not differ from the literal language of the claims or if they include equivalent
elements with insubstantial differences from the literal language of the claims.
[0080] Various embodiments disclosed herein provide method and system for time series forecasting using RMDN
model. For example the embodiments discloses two variants of sparse RMDN for time series forecasting, that have the
ability to handle high-dimensional input features, capture trend shifts and high variability present in the data, and provide
a confidence estimate of the forecast. In an embodiment, the RMDN includes a feedforward layer, which performs
dimensionality reduction or feature selection in an unsupervised manner by inducing sparsity on the weights of the
feedforward layer. The resultant low-dimensional time series is then fed through recurrent layers to capture temporal
patterns. These recurrent layers also aid in learning the latent representation of the input data. Thereafter, an MDN is
used to model the variability and trend shifts present in the input and it also estimates the confidence of the predictions.
The models are trained in an end-to-end fashion and the efficacy of the proposed models is demonstrated on three
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publicly available datasets from energy markets. The use of the feedforward layer for feature selection improves the
ability to handle high-dimensional data.
[0081] It is to be understood that the scope of the protection is extended to such a program and in addition to a
computer-readable means having a message therein; such computer-readable storage means contain program-code
means for implementation of one or more steps of the method, when the program runs on a server or mobile device or
any suitable programmable device. The hardware device can be any kind of device which can be programmed including
e.g. any kind of computer like a server or a personal computer, or the like, or any combination thereof. The device may
also include means which could be e.g. hardware means like e.g. an application-specific integrated circuit (ASIC), a
field-programmable gate array (FPGA), or a combination of hardware and software means, e.g. an ASIC and an FPGA,
or at least one microprocessor and at least one memory with software processing components located therein. Thus,
the means can include both hardware means and software means. The method embodiments described herein could
be implemented in hardware and software. The device may also include software means. Alternatively, the embodiments
may be implemented on different hardware devices, e.g. using a plurality of CPUs.
[0082] The embodiments herein can comprise hardware and software elements. The embodiments that are imple-
mented in software include but are not limited to, firmware, resident software, microcode, etc. The functions performed
by various components described herein may be implemented in other components or combinations of other components.
For the purposes of this description, a computer-usable or computer readable medium can be any apparatus that can
comprise, store, communicate, propagate, or transport the program for use by or in connection with the instruction
execution system, apparatus, or device.
[0083] The illustrated steps are set out to explain the exemplary embodiments shown, and it should be anticipated
that ongoing technological development will change the manner in which particular functions are performed. These
examples are presented herein for purposes of illustration, and not limitation. Further, the boundaries of the functional
building blocks have been arbitrarily defined herein for the convenience of the description. Alternative boundaries can
be defined so long as the specified functions and relationships thereof are appropriately performed. Alternatives (including
equivalents, extensions, variations, deviations, etc., of those described herein) will be apparent to persons skilled in the
relevant art(s) based on the teachings contained herein. Such alternatives fall within the scope of the disclosed embod-
iments. Also, the words "comprising," "having," "containing," and "including," and other similar forms are intended to be
equivalent in meaning and be open ended in that an item or items following any one of these words is not meant to be
an exhaustive listing of such item or items, or meant to be limited to only the listed item or items. It must also be noted
that as used herein and in the appended claims, the singular forms "a," "an," and "the" include plural references unless
the context clearly dictates otherwise.
[0084] Furthermore, one or more computer-readable storage media may be utilized in implementing embodiments
consistent with the present disclosure. A computer-readable storage medium refers to any type of physical memory on
which information or data readable by a processor may be stored. Thus, a computer-readable storage medium may
store instructions for execution by one or more processors, including instructions for causing the processor(s) to perform
steps or stages consistent with the embodiments described herein. The term "computer-readable medium" should be
understood to include tangible items and exclude carrier waves and transient signals, i.e., be non-transitory. Examples
include random access memory (RAM), read-only memory (ROM), volatile memory, nonvolatile memory, hard drives,
CD ROMs, DVDs, flash drives, disks, and any other known physical storage media.
[0085] It is intended that the disclosure and examples be considered as exemplary only, with a true scope of disclosed
embodiments being indicated by the following claims.

Claims

1. A processor implemented method for time-series prediction using a sparse recurrent mixture density networks
(RMDN) model, the method comprising:

iteratively predicting, via one or more hardware processors, time series in a plurality of iterations using a data
set comprising a plurality of high-dimensional time series, the plurality of high-dimensional time series comprising
a first set of high-dimensional time series associated with a training data and a second set of the high-dimensional
time series associated with a validation data, each iteration of the plurality of iterations comprising:

passing, through a feedforward layer of the sparse RMDN model, a high-dimensional time series from
amongst the plurality of high-dimensional time series, the sparse RMDN model comprising the feedforward
layer, a recurrent neural network (RNN) and a mixture density network (MDN), the feedforward layer com-
prising a plurality of units associated with a plurality of distinct weights learnt by training the sparse RMDN
model, the sparse RMDN model being trained by imposing Lasso penalty on the plurality of weights of the
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feedforward layer to determine a set of features associated with the time series in an unsupervised manner;
performing, by the feedforward layer, dimensionality reduction of the high-dimensional time series to obtain
a reduced dimensional time series, the feedforward layer comprising a number of the plurality of units equal
to a fraction of the number of features in the set of features to perform the dimensionality reduction;
feeding, through the RNN, the reduced dimensional time series to obtain latent representation of the high-
dimensional time-series, the latent representation captures temporal patterns from the reduced dimensional
time series;
feeding the latent representation of the high-dimensional time series to a mixture of Gaussians comprising
a plurality of Gaussian components to predict a plurality of parameters associated with the plurality of
Gaussian components in the mixture, the plurality of parameters comprising a plurality of probability values,
a plurality of mean values and a plurality of standard deviation values associated with the plurality of the
Gaussian components;
selecting a Gaussian component from amongst the plurality of Gaussian components that is associated
with a highest value of probability from amongst the plurality of probability values, wherein the mean of the
selected Gaussian component is selected as prediction of the time-series and the standard deviation of the
Gaussian component is selected for confidence estimation of the prediction for the iteration;
computing a value of a loss function indicative of error in the prediction of the time-series using the plurality
of parameters, the loss function being one of a training loss function and a validation loss function; and

updating, via the one or more hardware processors, a plurality of weights of the sparse RMDN model using the
value of the training loss function after each iteration of the plurality of iterations associated with the training
data for prediction of the time-series.

2. The processor implemented method of claim 1, further comprising validating the prediction by the RMDN model,
wherein validating comprises:

iteratively predicting the time series in a second plurality of iterations from amongst the plurality of iterations
using the validation data set;
computing, based on the predicted time series, the validation loss function indicative of error in validation; and
selecting an iteration from amongst the second plurality of iterations for time series prediction based on the
validation loss function value.

3. The processor implemented method of claim 1, wherein computing the value of the loss function comprises:

determining a conditional probability distribution for a plurality of time steps in a forecast time horizon associated
with the time-series based on the plurality of parameters;
minimizing a negative log likelihood function of the conditional probability distribution; and
computing the loss function along with the Lasso penalty on the plurality of weights of the feedforward layer
based on the negative likelihood function, wherein, the negative log likelihood function of the conditional prob-
ability distribution is represented by the equation: 

and where the loss function comprises: 

where, superscript i denotes the ith sample, and N is the total number of samples in a training set., and λ is a
regularization parameter that controls the level of sparsity in Wf.

4. The processor implemented method of claim 1, wherein the set of parameters associated with the Gaussian com-
ponent are estimated based on the equations: 
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where t∈[t+1,...,t+p], and Wσ,Wm,Wρ, are the learned parameters of the MDN with m.,k and σ.,k, representing mean
and standard deviation of the kth Gaussian component, respectively.

5. The processor implemented method of claim 4, wherein the conditional probability distribution is represented as: 

where yt+1....;t+p are values of the time series to be predicted

6. The processor implemented method of claim 1, wherein the Lasso penalty comprises imposing sparsity on the
plurality of weights of the feedforward layer by restricting a fraction of the weights to be close to zero to result in
unsupervised feature selection.

7. The processor implemented method of claim 1, wherein the sparse RMDN model comprises one of a sparse LSTM
model and a sparse ED model,

wherein the sparse LSTM model comprises the feedforward layer with Lasso sparsity constraints on the plurality
of distinct weights and a LSTM as the RNN, and
wherein the sparse ED comprises the feedforward layer with LASSO sparsity constraints on the plurality of
distinct weights and an encoder decoder as the RNN.

8. A system (600) for time-series prediction using a sparse recurrent mixture density networks (RMDN) model, com-
prising:

one or more memories (604); and
one or more first hardware processors (602), the one or more first memories (604) coupled to the one or more
first hardware processors (602), wherein the one or more first hardware processors (602) are configured to
execute programmed instructions stored in the one or more first memories (604) to), comprising:
iteratively predict time series in a plurality of iterations using a data set comprising a plurality of high-dimensional
time series, the plurality of high-dimensional time series comprising a first set of high-dimensional time series
associated with a training data and a second set of the high-dimensional time series associated with a validation
data, to perform each iteration of the plurality of iterations, the one or more hardware processors are configured to:

pass, through a feedforward layer of the sparse RMDN model, a high-dimensional time series from amongst
the plurality of high-dimensional time series, the sparse RMDN model comprising the feedforward layer, a
recurrent neural network (RNN) and a mixture density network (MDN), the feedforward layer comprising a
plurality of units associated with a plurality of distinct weights learnt by training the sparse RMDN model,
the sparse RMDN model being trained by imposing Lasso penalty on the plurality of weights of the feed-
forward layer to determine a set of features associated with the time series in an unsupervised manner;
perform, by the feedforward layer, dimensionality reduction of the high-dimensional time series to obtain a
reduced dimensional time series, the feedforward layer comprising a number of the plurality of units equal
to a fraction of the number of features in the set of features to perform the dimensionality reduction;
feed, through the RNN, the reduced dimensional time series to obtain latent representation of the high-
dimensional time-series, the latent representation captures temporal patterns from the reduced dimensional
time series;
feed the latent representation of the high-dimensional time series to a mixture of Gaussians comprising a
plurality of Gaussian components to predict a plurality of parameters associated with the plurality of Gaussian
components in the mixture, the plurality of parameters comprising a plurality of probability values, a plurality
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of mean values and a plurality of standard deviation values associated with the plurality of the Gaussian
components;
select a Gaussian component from amongst the plurality of Gaussian components that is associated with
a highest value of probability from amongst the plurality of probability values, wherein the mean of the
selected Gaussian component is selected as prediction of the time-series and the standard deviation of the
Gaussian component is selected for confidence estimation of the prediction for the iteration;
compute a value of a loss function indicative of error in the prediction of the time-series using the plurality
of parameters, the loss function being one of a training loss function and a validation loss function; and

update a plurality of weights of the sparse RMDN model using the value of the training loss function after each
iteration of the plurality of iterations associated with the training data for prediction of the time-series.

9. The system of claim 8, wherein the one or more hardware processors are further configured by the instructions to
validate the prediction by the RMDN model, and wherein to validate, the one or more hardware processors are
further configured by the instructions to:

iteratively predict the time series in a second plurality of iterations from amongst the plurality of iterations using
the validation data set;
compute, based on the predicted time series, the validation loss function indicative of error in validation; and
select an iteration from amongst the second plurality of iterations for time series prediction based on the validation
loss function value.

10. The system of claim 8, wherein to compute the value of the loss function, wherein the one or more hardware
processors are further configured by the instructions to:

determine a conditional probability distribution for a plurality of time steps in a forecast time horizon associated
with the time-series based on the plurality of parameters;
minimize a negative log likelihood function of the conditional probability distribution; and
compute the loss function along with the Lasso penalty on the plurality of weights of the feedforward layer based
on the negative likelihood function, wherein, the negative log likelihood function of the conditional probability
distribution is represented by the equation: 

and where the loss function comprises: 

where, superscript i denotes the ith sample, and N is the total number of samples in a training set., and λ is a
regularization parameter that controls the level of sparsity in Wf.

11. The system of claim 8, wherein the set of parameters associated with the Gaussian component are estimated based
on the equations: 

where t∈[t+1,...,t+p], and Wσ,Wm,Wρ, are the learned parameters of the MDN with m.,k and σ.,k, representing mean
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and standard deviation of the kth Gaussian component, respectively.

12. The system of claim 11, wherein the conditional probability distribution is represented as: 

where yt+1....;t+p are values of the time series to be predicted

13. The system of claim 8, wherein the Lasso penalty comprises imposing sparsity on the plurality of weights of the
feedforward layer by restricting a fraction of the weights to be close to zero to result in unsupervised feature selection.

14. The system of claim 8, wherein the sparse RMDN model comprises one of a sparse LSTM model and a sparse ED
model,

wherein the sparse LSTM model comprises the feedforward layer with Lasso sparsity constraints on the plurality
of distinct weights and a LSTM as the RNN, and
wherein the sparse ED comprises the feedforward layer with Lasso sparsity constraints on the plurality of distinct
weights and an encoder decoder as the RNN.

15. One or more non-transitory machine readable information storage mediums comprising one or more instructions
which when executed by one or more hardware processors cause:

iteratively predicting, via one or more hardware processors, time series in a plurality of iterations using a data
set comprising a plurality of high-dimensional time series, the plurality of high-dimensional time series comprising
a first set of high-dimensional time series associated with a training data and a second set of the high-dimensional
time series associated with a validation data, each iteration of the plurality of iterations comprising:

passing, through a feedforward layer of the sparse RMDN model, a high-dimensional time series from
amongst the plurality of high-dimensional time series, the sparse RMDN model comprising the feedforward
layer, a recurrent neural network (RNN) and a mixture density network (MDN), the feedforward layer com-
prising a plurality of units associated with a plurality of distinct weights learnt by training the sparse RMDN
model, the sparse RMDN model being trained by imposing Lasso penalty on the plurality of weights of the
feedforward layer to determine a set of features associated with the time series in an unsupervised manner;
performing, by the feedforward layer, dimensionality reduction of the high-dimensional time series to obtain
a reduced dimensional time series, the feedforward layer comprising a number of the plurality of units equal
to a fraction of the number of features in the set of features to perform the dimensionality reduction;
feeding, through the RNN, the reduced dimensional time series to obtain latent representation of the high-
dimensional time-series, the latent representation captures temporal patterns from the reduced dimensional
time series;
feeding the latent representation of the high-dimensional time series to a mixture of Gaussians comprising
a plurality of Gaussian components to predict a plurality of parameters associated with the plurality of
Gaussian components in the mixture, the plurality of parameters comprising a plurality of probability values,
a plurality of mean values and a plurality of standard deviation values associated with the plurality of the
Gaussian components;
selecting a Gaussian component from amongst the plurality of Gaussian components that is associated
with a highest value of probability from amongst the plurality of probability values, wherein the mean of the
selected Gaussian component is selected as prediction of the time-series and the standard deviation of the
Gaussian component is selected for confidence estimation of the prediction for the iteration;
computing a value of a loss function indicative of error in the prediction of the time-series using the plurality
of parameters, the loss function being one of a training loss function and a validation loss function; and

updating, via the one or more hardware processors, a plurality of weights of the sparse RMDN model using the
value of the training loss function after each iteration of the plurality of iterations associated with the training
data for prediction of the time-series.
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