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(54) TRAINING A GENERATIVE MODEL AND A DISCRIMINATIVE MODEL

(57) A system (100) is disclosed for training a gen-
erative model and a discriminative model. The generative
model generates synthetic instances from latent feature
vectors by generating an intermediate representation
from the latent feature vector and generating the synthet-
ic instance from the intermediate representation. The dis-
criminative model determines multiple discriminator
scores for multiple parts of an input instance, indicating
whether the part is from a synthetic instance or an actual

instance. The generative model is trained by backprop-
agation. During the backpropagation, partial derivatives
of the loss with respect to entries of the intermediate rep-
resentation are updated based on a discriminator score
for a part of the synthetic instance, wherein the part of
the synthetic instance is generated based at least in part
on the entry of the intermediate representation, and
wherein the partial derivative is decreased in value if the
discriminator score indicates an actual instance.
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Description

FIELD OF THE INVENTION

[0001] The invention relates to a system for training a
generative model and a discriminative model, and to a
corresponding computer-implemented method. The in-
vention further relates to a computer-readable medium
comprising instructions to perform the method and/or pa-
rameters of the generative model and/or discriminative
model.

BACKGROUND OF THE INVENTION

[0002] A major challenge when applying machine
learning models in the area of automotive perception sys-
tems is the availability of training and test data. For ex-
ample, such data can include image data and various
other types of sensor data, which may be fused to estab-
lish a 360-degree view around a vehicle. The more such
data is available, the better the training and testing that
can be performed. Unfortunately, it is hard to obtain such
data. Indeed, obtaining real data requires testing the au-
tomotive perception system in actual traffic situations.
Not only is it costly to drive around test vehicles with such
systems installed, it can also be dangerous if decisions
are based on an automotive perception system that has
not yet been fully trained. Also, collecting real data would
require collecting data for a lot of different combinations
of various parameters, e.g., amount of daylight, weather,
amount of traffic, etc. In particular, it is hard to collect
real-world data, to perform proper training and testing of
corner cases of such models, such as near-collisions.
More generally, in various application areas and espe-
cially when applying machine learning to sensor data,
there is a need to efficiently obtain realistic test and train-
ing data.
[0003] In "Generative Adversarial Networks" by I.
Goodfellow et al. (available at https://arx-
iv.org/abs/1406.2661 and incorporated herein by refer-
ence), a so-called generative adversarial network (GAN)
is proposed. Such a GAN comprises a generative model
for generating synthetic data that can be used, e.g., to
train or test another machine learning model. The gen-
erative model is trained simultaneously with a discrimi-
native model that estimates the probability that a sample
came from the training data rather than the generator.
The generative model is trained to maximize the proba-
bility of the discriminative model making a mistake while
the discriminative model is trained to maximize the ac-
curacy of the estimated probability that the sample came
from the training data. Promising results have been
reached with generative adversarial networks (GANs).
For example, GANs have been shown to be able to re-
produce natural looking images at high resolution and at
sufficient quality to even fool human observers.
[0004] Unfortunately, existing approaches for training
GANs are unsatisfactory. In comparison to training just

a discriminative model, training a discriminative model
together with a generative model is typically harder, e.g.,
involving not one but two main components that work
adversarially in a zero-sum game and are trained to find
a Nash equilibrium. For example, in various cases, early
in the training the discriminative model may be so good
at distinguishing between real and synthetic instances
that it may be too hard for the generative model to gen-
erate convincing synthetic images. For example, in var-
ious cases, the training process of GANs has been ob-
served to get stuck reasonably early in the training proc-
ess with the generative model focussing on particular
aspects that it fails to make progress on. It is however
difficult to detect or correct for this: the loss curves of the
GAN training process do not provide a good measure of
the quality of generated synthetic instances, and since
the generator and discriminator depend on each other,
any apparent patterns in the learning history of the com-
ponents are hard to interpret. This also decreases con-
fidence that meaningful training of the generator has oc-
curred.

SUMMARY OF THE INVENTION

[0005] In accordance with a first aspect of the inven-
tion, a system for training a generative model and a dis-
criminative model is proposed as defined by claim 1. In
accordance with a further aspect of the invention, a com-
puter-implemented method of training a generative mod-
el and a discriminative model is proposed as defined by
claim 14. In accordance with an aspect of the invention,
a computer-readable medium is provided as defined by
claim 15.
[0006] The above aspects of the invention involve
training a generative model to generate synthetic instanc-
es from latent feature vectors, and a discriminative model
to discriminate between synthetic and actual instances,
e.g., images, audio waveforms, etc. The training process
may involve repeatedly training the discriminative model
to decrease a first loss of distinguishing between the ac-
tual instances and synthetic instances generated by the
generative model and training the generative model to
decrease a second loss of generating synthetic instances
which the discriminative model indicates to be actual in-
stances.
[0007] Interestingly, the discriminative model may be
configured to determine multiple discriminator scores for
multiple parts of an input instance. Such a discriminator
score for a part of the input instance may indicate whether
that part is from a synthetic instance or an actual instance.
For example, a common distinguisher may be applied to
the respective parts of the input instance, with a final
discriminator score for the overall input instance being
determined based on the discriminator scores for the re-
spective parts, e.g., by averaging. The part of an input
image that affects a discriminator score may be referred
to as its receptive field. Preferably, the receptive fields
of the respective discriminator scores cover the whole
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input instance. In case of images, respective discrimina-
tor scores may be obtained by applying the distinguisher
in a convolutional fashion to respective regions of the
image. Typically, the parts of the input instance are over-
lapping, e.g., the discriminator scores may be obtained
by convolutionally applying the distinguisher to the input
instance using a stride that is smaller than the size of the
parts. In the context of images, obtaining a discriminator
score by averaging over outputs of a distinguisher over
smaller regions, known as "patches", of the image, is
known per se as a way to force the discriminator to only
model the local structure of the images, see for example,
P. Isola et al., "Image-to-Image Translation with Condi-
tional Adversarial Networks" (available at https://arx-
iv.org/abs/1611.07004 and incorporated herein by refer-
ence).
[0008] As the inventors realized, however, such dis-
criminator scores for parts of an input instance can be
used not just to base a final discriminator score on, but
also to obtain useful feedback about the training process.
Because traditional training just uses the final discrimi-
nator score, the generative model can potentially update
all parts of its current synthetic instance, in a wildly un-
constrained way, to convince the discriminative model
that it has produced a real sample. Accordingly, with tra-
ditional approaches it can take a long time before the
right modifications are made that make the discriminative
model start to believe the authenticity of generated sam-
ples.
[0009] Interestingly however, the discriminator scores
provide access to the assessment of the discriminative
model at a much higher level of detail than the final dis-
criminator score: the discriminator scores may be regard-
ed as indicating root causes of the classification by the
discriminative model. The inventors realized that this de-
tailed information may be leveraged to improve the train-
ing of the generative model. Indeed, if a discriminator
score for a part of a synthetic instance indicates an actual
instance, this may indicate that the generator model has
performed well on generating that part of the synthetic
instance. Hence, it may be beneficial to ensure that pa-
rameters of the generative model affecting this part of
the synthetic instance are updated less during the train-
ing than parameters of the generative model affecting
other parts of the synthetic instance that the discriminator
is less convinced are real.
[0010] Accordingly, the inventors devised a way to in-
corporate such feedback into the training process. In var-
ious cases, a generative model generates a synthetic
instance from a latent feature vector by generating an
intermediate representation from the latent feature vector
and generating the synthetic instance from the interme-
diate representation. For example, this is the case if the
generative model comprises a network with one or more
convolutional layers for successively refining the synthet-
ic instance. Such a generative model may be trained by
backpropagation, wherein a gradient of a loss with re-
spect to the intermediate representation is computed,

and the loss is then further backpropagated based on
the computed gradient. In a traditional approach, such a
loss would be based generally on the overall discrimina-
tor score of the whole synthetic instance rather than on
any individual discriminator scores of its parts.
[0011] Interestingly however, the inventors devised to
update the gradient of the loss with respect to the inter-
mediate representation of the generative model based
on discriminator scores for parts of the synthetic instance.
Specifically, a partial derivative of the loss with respect
to an entry of the intermediate representation may up-
dated based on a discriminator score for a part of the
synthetic instance which is generated based at least in
part on the entry of the intermediate representation. For
example, the partial derivative may be decreased in value
if the discriminator score indicates an actual instance,
e.g., decreased compared to its previous value or com-
pared to the value it gets if the discriminator score does
not indicate an actual instance. This way, updates to parts
of the generative model responsible for generating real-
istic parts of the synthetic image may be discouraged
compared to parts of the generative model that are re-
sponsible for generating less realistic parts and for which
there may thus be more room for improvement. It will be
understood that by "decreasing", a decrease in absolute
value is meant instead of, e.g., making a negative value
even more negative.
[0012] With these measures, quicker, more robust,
and/or more explainable training of the generative model
may be obtained. In contrast to traditional training, the
use of discriminator scores for parts of a synthetic in-
stance may effectively provide an explicit cue of which
parts of the synthetic instance need more modification,
and which parts need less. By using these discriminator
scores, the risk of overwriting good parts of the synthetic
instances in following training steps may be decreased.
This may help the optimization reach its lowest cost point
faster.
[0013] Moreover, the discriminator scores for parts of
the synthetic instance may indicate progress of the train-
ing of the generative model by indicating which parts of
the synthetic instance are considered to be good by the
discriminative model, and accordingly, which parts of the
synthetic instance the generative model is currently fo-
cussing on to improve. For example, discriminator scores
may be provided to a user of the training system, or to
another component controlling the training process, as
an explanation of what happens throughout the training
process. Accordingly, the discriminator scores may pro-
vide evidence that a meaningful model is being learned
beyond known metrics such as cross-entropy or mean
squared error in the context of accuracy. For example,
the discriminator scores may be used to determine
whether the generative model has assimilated particular
important parts of the training data instead of, for exam-
ple, learning a simple proxy to a complex problem in a
manner that is not immediately clear to the developers.
[0014] It is noted that by means of the presented meas-
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ures, the various advantages may be attained in a rela-
tively efficient way. For example, at a high level, few
changes may be needed to existing GAN training proce-
dures, e.g., no inner training loops, external saliency
methods, explicit attention maps, additional inputs to the
generator, etc., may be needed, providing a relatively
fast and natural solution.
[0015] Optionally, the models work on images. The
generative model may be configured to generate syn-
thetic images. The discriminator model may be config-
ured to determine discriminator scores indicating parts
of an input image. For example, the parts of an input
image may comprise overlapping rectangular regions of
the image. Images are of particular interest not only be-
cause they are used in a wide range of applications such
as automotive control systems, medical image analysis,
etcetera; but also because they allow well-performing
generative models to be used in which intermediate rep-
resentation entries affect well-defined parts of the syn-
thetic image.
[0016] In the case of images, interestingly, there may
be a spatial correspondence between the regions of the
image and the discriminator scores they affect. In that
sense, the discriminator scores may themselves be seen
as an image. For example, if discriminator scores are
determined by moving a fixed-size patch horizontally and
vertically over an image, then the discriminator scores
may be turned into an image by using the same horizontal
and vertical spatial relations for the discriminator scores.
It is noted that a same kind of spatial correspondence
may also be present for other modalities that can be mod-
elled as spatial grids, e.g., audio.
[0017] Optionally, the generative model comprises a
neural network. The synthetic instance may be computed
from the intermediate representation by one or more con-
volutional layers of the neural network. For example,
such convolutional layers may be combined with pooling
layers, ReLU layers, and other types of layers known for
convolutional neural networks. Interestingly, when using
convolutional layers, there is typically a well-defined re-
lation between regions of subsequent convolutional lay-
ers in terms of how they affect each other. For example,
the dimensions of an output of a convolutional layer may
correspond to one or more instances of the synthetic in-
stance to be generated, e.g., the convolutional layer may
output one or more images that are the same size, or a
scaled version of, the synthetic images they generate.
Because relations between subsequent layers, e.g., spa-
tial relations in the case of images, may be preserved
between layers, the use of convolutional layers allows to
pinpoint well which part of a synthetic instance is gener-
ated by which part of the neural network, which may allow
feedback on the generation in the form of discriminator
scores to be used particularly effectively. For example,
the intermediate representation may be an output of a
convolutional layer. Especially if the discriminator scores
have a similar correspondence to parts of the synthetic
image as the intermediate representation of the genera-

tive model, e.g., if also the discriminative model compris-
es a convolutional neural network, the feedback mech-
anism as discussed above may be particularly direct in
the sense that, possibly after scaling, particular discrim-
inator scores correspond to particular values of the con-
volutional layer output.
[0018] Optionally, the intermediate representation of
the generative model may be computed in a layer of the
neural network, for example, a convolutional neural net-
work or other type of neural network. It may be beneficial
for this layer to occur relatively far into the neural network.
For instance, the number of layers preceding the layer
may be greater than or equal to the number of layers
succeeding said layer. At least, the layer may be in the
final 75% of layers of the neural network, or even in the
final 25% of layers of the neural network. Using later lay-
ers may be beneficial because it allows a larger part of
the neural network to make use of the feedback signal.
[0019] Optionally, the discriminative model comprises
a neural network, in which respective discriminator
scores may be computed by a convolutional layer of the
neural network based on respective receptive fields in
the synthetic instance. For example, in the case of im-
ages, each spatial unit in the output of the discriminative
model may have a well-defined receptive field in the input
instance. This way, as also discussed above, a well-de-
fined correspondence between parts of the synthetic in-
stance and respective discriminator scores may be
achieved, for example, a spatial correspondence in the
case of images. In fact, in case of images, the convolu-
tional layer output may be regarded as an image itself
that may be used, e.g., as an input to a further neural
network, as an output presented to a user, etc.
[0020] Optionally, discriminator scores determined by
the discriminative model form a first volume of data and
the intermediate representation generated by the gener-
ative model forms respective second volumes of data.
For example, the outputs of the discriminative model may
form a first volume having the same spatial dimensions
as one or more of the volumes of the intermediate rep-
resentation. The first and second volumes may be related
by scaling, e.g., a sub-volume of the first volume having
a particular part of the input image having a particular
receptive field, may correspond by scaling to a sub-vol-
ume of the second volume that affects largely the part of
the synthetic image corresponding to that receptive field.
This way, a particularly direct feedback mechanism may
be achieved in which the use of the discriminator score
leads to a particularly relevant update to the intermediate
representation. The gradient of the loss may be updated
by scaling the discriminator scores from the first volume
to the respective second volumes and updating respec-
tive partial derivatives based on respective scaled dis-
criminator scores. For example, the volume representing
the discriminator scores may be upscaled or downscaled
to the size(s) of the second volumes, with respective up-
scaled discriminator scores being used 1-to-1 to update
respective entries for each second volume.
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[0021] Optionally, respective partial derivatives are up-
dated based on respective, optionally scaled, discrimi-
nator scores by computing a Hadamard, e.g., entry-wise,
product of the original partial derivatives the scaled dis-
criminator scores. For example, a high value of a dis-
criminator score may indicate a synthetic instance where-
as a low value may indicate an actual instance. Thereby,
a continuous mechanism may be provided in which up-
dates to parts of the generative model are discouraged
progressively more as their discriminator scores more
strongly indicate an actual instance. Prior to or after com-
puting the Hadamard product, optionally, various func-
tions such as thresholding, non-linear functions, etc.,
may be applied to the discriminator output to control the
way the training of the generator is affected, e.g., to make
the training more or less eager to adapt the generative
model.
[0022] Optionally, the loss function comprises a binary
cross-entropy. Binary cross-entropy is frequently used
to train GANs and is particularly convenient in this case
because it provides a measure between 0 and 1 which
combines well with various ways of updating the partial
derivatives, in particular the Hadamard product. As is
known in the art, the binary cross-entropy measure may
include regularizers, etc.
[0023] Optionally, the partial derivative of the loss is
updated as a function of the partial derivative and the
discriminator score. Applying the same function to update
respective partial derives based on respective discrimi-
nator scores may be convenient not only because of its
simplicity but also because can allow to parallelize the
updates to respective partial derivatives.
[0024] Optionally, the multiple partial discriminator
scores for an input instance together form a discriminator
instance. One or more discriminator instances may be
output in a sensory-perceptible manner to a user. For
example, as discussed above, there may be a systematic
relation between discriminator scores and the parts of
the input instance that they are determined for, for ex-
ample, a spatial relationship in case of images. In such
a case, a discriminator instance can for example be out-
put, e.g., shown on a screen, alongside the input instance
that it was determined for, e.g., both are shown together
or one may be superimposed on the other. The discrim-
inator instance may be scaled to make its size correspond
to that of the input instance. Thus, effectively, a visuali-
zation (or other type of sensory perceptible output) of the
GAN training process may be provided. As the training
progresses, such visualizations may show how the dis-
criminative model distinguishes between actual and syn-
thetic instances, and in turn, how the generative model
is trying to fool the discriminative model. Providing such
visualizations over time thus provides model developers
insight into the internals of the training mechanism in
terms of the dynamic interaction between the generator
and discriminator, allowing to correct the training process
by adapting architectures of the generative and/or dis-
criminative models, obtaining additional test data, etcet-

era. Discriminator instances have the added advantage
that they are searchable, e.g., it is possible to look
through discriminator instances to find parts where out-
puts generally indicate synthetic instances or generally
indicate actual instances.
[0025] Optionally, partial discriminator scores for a part
of the image determined during the training may be ag-
gregated, e.g., to determine an amount of attention that
the training process has spent on generating that part of
the image. For example, the partial discriminator scores
may be averaged to provide such a measure. As an ex-
ample, in various settings, generated synthetic images
may generally be quite similar to each other. If the dis-
criminator scores indicate that a part of the image is an
actual instance, then this may indicate that the training
process is not a main causal factor in how this part ap-
pears in synthetic instances. This may provide a partic-
ularly good indication whether meaningful training has
occurred that may not be visible well from the synthetic
instances themselves.
[0026] Optionally, a discriminator instance may be out-
put by mapping discriminator scores to parts of the input
instance they are determined from and outputting the
mapped discriminator scores, for example, an image may
be shown of the size of the input image in which pixels
leading to a high (or low) discriminator score are high-
lighted, in order to highlight parts of the image that the
generator is good (or bad) at generating. Or, the input
instance may be shown in which pixels of the original
instance leading to a high (or low) discriminator score
are eliminated, e.g., blacked out.
[0027] Optionally, an input of the user is obtained and,
depending on the input of the user, the training is reset
or continued. It is not uncommon during the training of
GANs to get stuck in a situation where the generative
model stops improving before it is able to generate con-
vincing synthetic instances, e.g., because the generative
model is focusing on parts of the synthetic instance for
which it is too hard to fool the discriminative model. In
practice, developer often use manual inspection of a
batch of generated images at different stages of the train-
ing pipeline to judge whether it is meaningful to continue
training or not. By showing the discriminator instance to
the user, the user obtains better feedback on the internal
state of the training process to base this decision on,
allowing the user to better control the training process
that is carried out.
[0028] Optionally, the generative model is used to gen-
erate one or more synthetic instances. One possible use
of such generated synthetic instances may be as training
and/or test data for a further machine learning model,
e.g., a neural network or similar. The further machine
learning model may then be trained using the one or more
synthetic instances as test and/or training data As an
example, the further machine learning model may be a
classification model or a regression model. In such a
case, for example, labels may be obtained for the one or
more synthetic instances, and the further machine learn-
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ing model may be trained based on the one or more syn-
thetic instances and the labels. Accordingly, the gener-
ative model, improved with the various features de-
scribed herein, may be put to use to improve the training
of the further machine learning model, e.g., an image
classifier, and finally obtain more accurate model out-
puts, e.g., classifications. The further machine learning
model does not need to be a classification or regression
model: for example, the training dataset can be also be
used for unsupervised learning, in which case obtaining
labels may not be needed.
[0029] Various other applications of generative and/or
discriminative models may be envisaged as well. In some
embodiments, the generative and discriminative model
may be used to determine an anomaly score for detecting
anomalies, e.g., in multivariate time series of a network
of sensors and actuators as in D. Li et al., "MAD-GAN:
Multivariate Anomaly Detection for Time Series Data with
Generative Adversarial Networks" (available at ht-
tps://arxiv.org/abs/1901.04997 and incorporated herein
by reference). In other embodiments, generative models
may be used to for data completion. For example, in au-
tonomous driving, various types of sensor data may be
fused to establish a 360-degree view around a vehicle.
In such cases where the field of view of different types
of sensors is different, a generative model may be trained
and used to synthesize missing sensor data outside of
the field of view of a sensor based on the sensor data of
another sensor.
[0030] It is noted that gradient updates may be used
more generally to control the training process of the gen-
erator, e.g., in some or all iterations of training the gen-
erative model, the partial derivatives may be updated
based not on discriminator scores of the discriminative
model, but based on scores that are obtained otherwise,
e.g., provided by a user, to control which specific portions
or semantic parts of the synthetic instance the training
of the generative model is to address at that point in time.
[0031] It will be appreciated by those skilled in the art
that two or more of the above-mentioned embodiments,
implementations, and/or optional aspects of the invention
may be combined in any way deemed useful.
[0032] Modifications and variations of any computer-
implemented method and/or any computer readable me-
dium, which correspond to the described modifications
and variations of a corresponding system, can be carried
out by a person skilled in the art on the basis of the present
description.

BRIEF DESCRIPTION OF THE DRAWINGS

[0033] These and other aspects of the invention will be
apparent from and elucidated further with reference to
the embodiments described by way of example in the
following description and with reference to the accompa-
nying drawings, in which:

Fig. 1 shows a system for training a generative and

discriminative model;
Fig. 2 shows a system for using a generative and/or
discriminative model;
Fig. 3 shows a detailed example of how a generative
model and a discriminative model may be trained
and used;
Fig. 4 shows a computer-implemented method of
training a generative model and a discriminative
model;
Fig. 5 shows a computer-readable medium compris-
ing data.

[0034] It should be noted that the figures are purely
diagrammatic and not drawn to scale. In the figures, el-
ements which correspond to elements already described
may have the same reference numerals.

DETAILED DESCRIPTION OF EMBODIMENTS

[0035] Fig. 1 shows a system 100 for training a gen-
erative model and a discriminative model. The generative
model may be configured to generate a synthetic in-
stance from a latent feature vector and the discriminative
model may be configured to determine multiple discrim-
inator scores for multiple parts of an input instance. A
discriminator score for a part of the input instance may
indicate whether the part is from a synthetic instance or
an actual instance. The system 100 may comprise a data
interface 120 and a processor subsystem 140 which may
internally communicate via data communication 124. Da-
ta interface 120 may be for accessing a set of actual
instances 030 and parameters of the generative model
041 and of the discriminative model 042.
[0036] The processor subsystem 140 may be config-
ured to, during operation of the system 100 and using
the data interface 120, access data 030, 041, 042. For
example, as shown in Fig. 1, the data interface 120 may
provide access 122 to an external data storage 020 which
may comprise said data 030, 041, 042. Alternatively, the
data 030, 041, 042 may be accessed from an internal
data storage which is part of the system 100. Alternative-
ly, the data 030, 041, 042 may be received via a network
from another entity. In general, the data interface 120
may take various forms, such as a network interface to
a local or wide area network, e.g., the Internet, a storage
interface to an internal or external data storage, etc. The
data storage 020 may take any known and suitable form.
[0037] Processor subsystem 140 may be configured
to, during operation of the system 100 and using the data
interface 120, learn the parameters of the generative
model 041 and of the discriminative model 042 by re-
peatedly training the discriminative model to decrease a
first loss of distinguishing between the actual instances
030 and synthetic instances generated by the generative
model and training the generative model to decrease a
second loss of generating synthetic instances which the
discriminative model indicates to be actual instances.
The generative model may be configured to generate a
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synthetic instance from a latent feature vector by gener-
ating an intermediate representation from the latent fea-
ture vector and generating the synthetic instance from
the intermediate representation.
[0038] Processor subsystem 140 may be configured
to train the generative model by backpropagating the sec-
ond loss for a synthetic instance generated from a latent
feature vector. The backpropagation may comprise de-
termining multiple discriminator scores for the multiple
parts of the synthetic instance using the discriminative
model. The backpropagation may further comprise com-
puting a gradient of the loss with respect to the interme-
diate representation. The gradient may comprise partial
derivatives of the loss with respect to entries of the inter-
mediate representation. The backpropagation may also
comprise updating a partial derivative of the loss with
respect to an entry of the intermediate representation
based on a discriminator score for a part of the synthetic
instance. The part of the synthetic instance may be gen-
erated based at least in part on the entry of the interme-
diate representation. The partial derivative may be de-
creased in value if the discriminator score indicates an
actual instance. The backpropagation may further com-
prise further backpropagating the loss based on the up-
dated gradient.
[0039] As an optional component, the system 100 may
comprise an image input interface 160 or any other type
of input interface for obtaining sensor data from a sensor,
such as a camera 170. The sensor data may be part of
the set of actual instances 030. For example, the camera
may be configured to capture image data 162, processor
subsystem 140 being configured to obtain image data
162 obtained via input interface 160 and store it as part
of set of actual instances 030. The input interface may
be configured for various types of sensor signals, e.g.,
video signals, radar/LiDAR signals, ultrasonic signals,
etc.
[0040] As an optional component, the system 100 may
comprise a display output interface 180 or any other type
of output interface for outputting one or more discrimina-
tor instances to a rendering device, such as a display
180. For example, the display output interface 180 may
generate display data 182 for the display 190 which caus-
es the display 190 to render the one or more discriminator
instances in a sensory perceptible manner, e.g., as an
on-screen visualisation 192.
[0041] Various details and aspects of the operation of
the system 100 will be further elucidated with reference
to Fig. 3, including optional aspects thereof.
[0042] In general, the system 100 may be embodied
as, or in, a single device or apparatus, such as a work-
station, e.g., laptop or desktop-based, or a server. The
device or apparatus may comprise one or more micro-
processors which execute appropriate software. For ex-
ample, the processor subsystem may be embodied by a
single Central Processing Unit (CPU), but also by a com-
bination or system of such CPUs and/or other types of
processing units. The software may have been down-

loaded and/or stored in a corresponding memory, e.g.,
a volatile memory such as RAM or a non-volatile memory
such as Flash. Alternatively, the functional units of the
system, e.g., the data interface and the processor sub-
system, may be implemented in the device or apparatus
in the form of programmable logic, e.g., as a Field-Pro-
grammable Gate Array (FPGA) and/or a Graphics
Processing Unit (GPU). In general, each functional unit
of the system may be implemented in the form of a circuit.
It is noted that the system 100 may also be implemented
in a distributed manner, e.g., involving different devices
or apparatuses, such as distributed servers, e.g., in the
form of cloud computing.
[0043] Fig. 2 shows a system 200 for applying a gen-
erative model and/or a discriminative model, e.g., as
trained by system 100. The system 200 may comprise a
data interface 220 and a processor subsystem 240 which
may internally communicate via data communication
224. Data interface 220 may be for accessing parameters
041 of the generative model and/or parameters 042 of
the discriminative model. Similarly to system 100, proc-
essor subsystem 240 of system 200 may be configured
to, during operation of the system 200 and using the data
interface 220, access parameters 041 and/or 042, e.g.,
via access 222 to an external data storage 022 or other-
wise. Analogously to system 100, system 200 may be
embodied as, or in, a single device or apparatus or may
be implemented in a distributed manner.
[0044] Processor subsystem 240 may be configured
to, during operation of the system, apply the generative
model and/or the discriminative model. For example,
processor subsystem 240 may generate one or more
synthetic instances using the generative model; obtain
labels for the one or more synthetic instances; and train
a classification model based on the one or more synthetic
instances and the labels.
[0045] As a concrete example, system 200 may be
comprised in an automotive perception system, e.g., as
a subcomponent of an autonomous vehicle. For exam-
ple, the autonomous vehicle may be controlled based at
least in part on data produced by the generative model.
For example, the generative model may be used to syn-
thesize missing sensor data outside of the field of view
of an image sensor of the system. Based on the sensor
data and the synthesized data, an electric motor may be
controlled. In general, such a data synthesis system may
be (part of) a physical entity such as a vehicle, robot, etc.,
or a connected or distributed system of physical entities,
e.g., a lighting system, or any other type of physical sys-
tem, e.g., a building.
[0046] Various details and aspects of the operation of
the system 200 will be further elucidated with reference
to Fig. 3, including optional aspects thereof.
[0047] Fig. 3 shows a detailed yet non-limiting example
of a generative model and a discriminative model may
be trained and used.
[0048] Shown in this example is a generative model
GM, 350 parametrized by a set of parameters GPAR,
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341. Generative model GM may be configured to gener-
ate a synthetic instance SI, 353 from a latent feature vec-
tor LFV, 351. In this particular example, synthetic in-
stance SI may be a synthetic image, for example, a M 3
N-sized image represented by M 3 N 3 c real numbers
where c is the number of channels of the image, e.g., 1
for greyscale and 3 for RGB, etc. It is noted that various
other types of synthetic instances SI are possible as well,
e.g., audio data such as spectral ranges, etc.
[0049] Generative model GM may generate synthetic
instance SI from latent feature vector LFV by generating
an intermediate representation IR, 352, from latent fea-
ture vector LFV and generating synthetic instance SI
from the intermediate representation IR. As also dis-
cussed elsewhere, various types of generative models
may use intermediate representations, e.g., Gaussian
processes, Markov models, etc. In this case, generative
model GM may be a neural network, and more specifi-
cally, a convolutional neural network. Parameters GPAR
comprise weights of the neural network. As is known in
the art per se, a convolutional neural network may com-
prise one or more convolutional layers. Such convolu-
tional layers typically provide as output volumes of size
Mi 3 Ni 3 di, where di is a number of filters in the layer
and Mi 3 Ni are dimensions of outputs of filters which are
typically applied convolutionally to respective outputs of
the previous convolutional layer, optionally with various
other layers, e.g. pooling layers or ReLU layers, in be-
tween. Dimensions Mi 3 Ni typically have the same pro-
portions as synthetic image SI to be generated, although
this is not necessary.
[0050] In this case, intermediate representation IR is
an output of one of the convolutional layers. As such, it
is also shown in this figure by a Mi 3 Ni 3 di-sized volume.
Because of the convolutional nature of convolutional neu-
ral network GM, in this example, intermediate represen-
tation IR may be seen to comprise di times a Mi 3 Ni 3
1-sized volume of data. Given coordinates (i,j), the set
of entries (i,j,k) of intermediate representation IR typically
all affect the same subregion of the synthetic instance
SI. Due to the convolutional nature, this subregion may
correspond approximately to a region of the synthetic
instance SI obtained by scaling the point (i,j) to a region
of the synthetic instance.
[0051] In general, there can be any number Lb of con-
volutional layers in between latent feature vector LFV
and intermediate representation IR and La in between
intermediate representation IR and synthetic instance SI.
For instance, the total number of layers Lb + La may be
at most or at least 10, at most or at least 20, or at most
or at least 100. The overall number of parameters of the
generative model may be at most or at least 10000, at
most or at least 1000000, or at most or at least 10000000,
etc. It may be preferred to have La ≥ Lb, e.g., La = Lb =
5, e.g., to ensure that a sufficiently large part of generative
model GM benefits from feedback provided by the dis-
criminative model as discussed below.
[0052] More generally, generative model GM may

sample from a k-dimensional latent space to a tensor
matching the dimensions of the image to be generated.
Along the way, an intermediate representation IR may
be generated whose spatial dimensions match the output
of the discriminative model, as discussed below: 

where generally, m < M and n < N, for example, (m,n,j)
= (Mi, Ni, di) in the convolutional neural network example
above.
[0053] Apart from generative model GM generating
synthetic instances SI, also shown are actual instances
AI1, ..., Ain, 330, and a discriminative model DM, 360,
parametrized by a set of parameters DPAR, 342. Dis-
criminative model DM may be for determining whether a
given input instance II, 361, is a synthetic instance SI or
an actual instance Ali. Specifically, discriminative model
DM may be configured to determine multiple discrimina-
tor scores DS, 363, for multiple parts of input instance II,
e.g., a discriminator score 364 for a part 365 of the input
instance as shown in the figure. Such a discriminator
score, e.g., discriminator score 364, may indicate wheth-
er such a part, e.g., part 365, is from a synthetic instance
SI or an actual instance, e.g., with 0 indicating an actual
instance and 1 indicating a synthetic instance. As illus-
trated by score 364 and part 365, there may be a spatial
relationship or other type of systematic relationship be-
tween scores and parts they are determined for, e.g.,
discriminator scores 364 are here shown in a grid where
top-left score 364 is determined for top-left part 365 of
input image II.
[0054] Similarly to generative model GM, also discrim-
inative model DM in this example may be a neural net-
work, specifically a convolutional neural network com-
prising one or more convolutional layers. For illustrative
examples, shown is an output 362 of an intermediate
convolutional layer of the neural network. Also discrimi-
nator scores DS may be computed by a convolutional
layer of the neural network DM based on respective re-
ceptive fields in the synthetic instance. This may result
in the spatial relationship between scores and parts dis-
cussed above. In order for respective discriminator
scores DS to be affected by reasonable parts of the input
instance, the number of layers of the discriminative model
DM may be reasonably large, e.g., at least 4 or at least
8 layers. For example, for a 128 3 128 input image, dis-
criminative model DM may comprise 5 or 6 layers; gen-
erally, the number of layers may be at most or at least
10, at most or at least 100, etc. The overall number of
parameters of the discriminative model may be at most
or at least 10000, at most or at least 100000, at most or
at least 10000000, etc.
[0055] As a concrete example, discriminative model
DM may be designed according to a patch discriminator
design as disclosed for example in "Image-to-Image
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Translation with Conditional Adversarial Networks" by P.
Isola et al. In this and other designs, discriminative model
DM may take an input image II and output a smaller flat-
tened image, e.g.: 

Again, generally m’ < M and n’ < N. Output dimensions
(m’,n’) may be equal to dimensions (m,n) of the interme-
diate representation IR of the generative model GM, but
this is not necessary, e.g., dimensions (m’, n’) and (m,
n) may correspond to each other by scaling as discussed
in more detail below.
[0056] So far, it has been discussed how the discrim-
inative model DM and generative model GM may be ap-
plied. The resulting outputs of the models can be put to
various uses. For example, considering the discriminator
scores 364 together as a discriminator instance, one or
more such discriminator instances may be output in a
sensory-perceptible manner to a user, e.g., when apply-
ing a convolutional neural network DM to an input image
II, the output DS may itself be regarded as a discriminator
image that can be output, e.g., shown on a screen. Such
an output may be useful as a debugging output to let a
user control the training of generative model GM, but also
more generally, e.g., for anomaly detection as discussed
in D. Li et al., "MAD-GAN: Multivariate Anomaly Detection
for Time Series Data with Generative Adversarial Net-
works". Specifically, discriminator scores may be output
by mapping them to parts of the input instance they are
determined from and outputting the mapped discrimina-
tor scores, and/or may be overlaid on the original input
instance II. For example, starting from an input image,
pixels affecting a discriminator score may be adapted
based on the score, e.g., darkened or lightened.
[0057] Generative model GM may also be used to gen-
erate one or more synthetic instances SI for which labels
may be obtained, e.g., by a manual annotation, after
which a classification model may be trained (not shown)
based on the one or more synthetic instances and the
labels. The synthetic instances may also be used, e.g.,
without such labels, as training input to perform unsuper-
vised learning.
[0058] Moving on to training of the discriminative model
DM and generative model GM. Parameters GPAR of the
generative model and parameters DPAR of the discrim-
inative model may be learned by repeatedly training the
discriminative model DM to decrease a first loss of dis-
tinguishing between the actual instances Ali and syn-
thetic instances SI generated by the generative model
GM and training the generative model GM to decrease
a second loss of generating synthetic instances SI which
the discriminative model DM indicates to be actual in-
stances. For example, a loop of the training process may
comprise one or more training iterations of the discrimi-
native model DM, followed by one or more training iter-

ations of the generative model GM. For example, the
high-level training approach of "Generative Adversarial
Networks" by I. Goodfellow et al. may be used. Typically,
training is performed using stochastic approaches such
as stochastic gradient descent, e.g., using the Adam op-
timizer. Training may be performed on an instance-by-
instance basis or in batches, e.g., of at most or at least
64 or at most or at least 256 instances. As is known, such
optimization methods may be heuristic and/or arrive at a
local optimum.
[0059] The training of the discriminative model DM is
shown as operation Td, 366, in the figure. In this example,
discriminative model DM may be trained by computing
binary cross-entropy losses 364 independently to obtain
the m 3 n discriminator outputs 364 and averaging the
result to determine an overall loss to be minimized. As
ground truth, for example, a batch of m 3 n matrices of
all ones may be used in case of a current training batch
of synthetic instances, or a batch of m 3 n matrices of
all zeros may be used in case of a current batch of actual
instances Ali. Accordingly, each of the m 3 n discrimi-
nator outputs may intuitively be responsible for recogniz-
ing whether the part of the input instance II in its receptive
field in the input is an actual or synthetic instance. How-
ever, various other was of training discriminative model
DM with respect to discriminator outputs 364, and there-
by iteratively determining set of parameters DPAR, will
be apparent. In contrast to normal GANs, typically m >
1 and/or n > 1 so that multiple discriminator outputs are
determined.
[0060] As shown in the figure, training the generative
model GM may be performed by backpropagating a sec-
ond loss, e.g., of generating synthetic instances which
the discriminative model indicates to be actual instances.
In other words, the loss, e.g., a binary cross-entropy loss,
may penalize generating instances that are easily rec-
ognizable as being synthetic by the discriminative model
DM. The loss may be backpropagated for one or more
synthetic instances SI generated from latent feature vec-
tors LFV. Thus, set of parameters GPAR may be itera-
tively updated to decrease such a loss. The backpropa-
gation may comprise computing, in a backpropagation
operation B1, 354, a gradient of the loss with respect to
intermediate representation IR. Such backpropagation
may be performed using conventional techniques as also
discussed above. The gradient comprises partial deriv-
atives of the loss with respect to entries of the interme-
diate representation IR.
[0061] Interestingly, the backpropagating shown in the
figure may include an updating operation UPD, 355. Up-
date UPD may be performed on the computed gradient
for a synthetic instance SI with respect to intermediate
representation IR based on discriminator scores DS de-
termined for synthetic instance SI by the discriminative
model DM. Thus, the discriminator scores DS may be
used as a feedback signal to update the gradient. In par-
ticular, a partial derivative of the loss with respect to an
entry of intermediate representation IR may be updated
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based on a discriminator score for a part of synthetic
instance SI. The part of the synthetic instance SI may be
selected such that it is generated based at least in part
on the entry of the intermediate representation IR. In oth-
er words, partial derivatives of the loss may be updated
based on discriminator scores for parts of the synthetic
instance they affect, e.g., a discriminator score may in
effect provide feedback on the quality of the part of the
synthetic instances generated at least in part based on
the entry of the intermediate representation. As dis-
cussed in more detail elsewhere, the partial derivative
may be decreased in value if the discriminator score in-
dicates an actual instance; in other words, if the discrim-
inator score indicates an actual instance, less backprop-
agation may be performed than if the discriminator score
indicates a synthetic instance.
[0062] Selecting which partial derivatives to update
based on which discriminator scores DS may be per-
formed in various ways. For example, for some or all
discriminator scores DS, one or more corresponding en-
tries of intermediate representation IR may be updated.
It is possible to update all entries of the intermediate rep-
resentation IR that affect the discriminator score DS, but
it is often beneficial to select only those entries that most
strongly, e.g., most directly, affect the discriminator score
DS. For instance, in the case of convolutional neural net-
works, entries of the intermediate representation IR may
correspond to discriminator scores DS by being corre-
sponding sub-volumes, e.g., corresponding image re-
gions. In such convolutional neural networks, due to their
convolutional nature, a sub-volume most strongly affects
corresponding sub-volumes of next layers of the convo-
lutional network, for example spatially in the case of im-
ages, but may also less strongly affect adjacent sub-vol-
umes. In such cases, to improve the quality of the feed-
back signal, it may be beneficial to only update those
parts of the intermediate representations IR that more
strongly affect the part of the synthetic instance for which
a discriminator score DS is determined, e.g., a corre-
sponding sub-volume.
[0063] In some embodiments, for each discriminator
score, exactly one corresponding entry of the intermedi-
ate representation may be updated. However, this is not
essential, e.g., a discriminator score DS may be used to
update multiple entries of the intermediate representa-
tion IR and/or an entry of the intermediate representation
IR may be updated, e.g., in multiple updating operations,
based on multiple discriminator scores DS. For example,
receptive fields of multiple discriminator scores DS in the
synthetic instance SI may overlap, which may lead to
different entries of the intermediate representation IR af-
fecting the same discriminator score DS.
[0064] As a concrete example, the case is now dis-
cussed in which discriminative model DM and/or gener-
ative model GM comprise a convolutional neural network.
As discussed above, such networks may comprise mul-
tiple intermediate representations representing volumes
of data of respective sizes Mi 3 Ni 3 di, where di is a

number of applied filters and Mi 3 Ni are dimensions of
an output of a filter. Starting from a M 3 N 3 c-sized input
image, for example, discriminative model DM may use
one or more convolutional layers with respective inter-
mediate representations to end up with a discriminator
instance, e.g. a set of discriminator scores DS forming a
first volume of data, e.g., a layer of size m’ 3 n’ repre-
senting a m’ 3 n’-sized volume of data. Similarly, gener-
ative model GM may, starting from a latent feature vector
of size k, use multiple intermediate representations to
end up with a synthetic image of size M 3 N 3 c. In
particular, intermediate representation 362 may be com-
puted in a layer of network GM as one of more respective
second volumes of data, e.g., a Mi 3 Ni 3 di-sized layer
comprising a number di of Mi 3 Ni-sized second volumes
of data. Such volumes of data may also occur in other
types of models apart from convolutional neural net-
works, but for ease of explanation, convolutional neural
networks are used here as an example.
[0065] In cases where the intermediate representation
IR and the discriminator scores DS form respective vol-
umes of data, entries of intermediate representation IR
may be updated based on corresponding discriminator
scores DS by scaling discriminator scores DS from the
first volume to the respective second volumes, and up-
dating respective partial derivatives based on the respec-
tive scaled discriminator scores. The scaling may be an
upscaling or a downscaling, as appropriate. In many cas-
es the respective second volumes may each have the
same dimension, in which case a single scaling may suf-
fice, but respective scaling with respect to respective sec-
ond volumes may also be performed. If the first and sec-
ond volumes have the same dimension, of course, the
scaling may be skipped.
[0066] The case when the sizes of the first and second
volumes do not match exactly is now illustrated. For ex-
ample, discriminative model DM may start with a 100 3
100 3 3-sized input instance, e.g., representing an RGB
image with size 100 3 100. After one or more operations,
an intermediate representation may be determined with
size 10 3 10 3 20, e.g., corresponding to 20 convolu-
tional neural network filters, each of size 10 3 10. In order
to determine discriminator outputs DS, discriminative
model DM may apply an operation, e.g. 2D convolution
with a filter window size of 1, to produce a volume of
discriminator scores DS, e.g., of size 10 3 10 3 1. Ac-
cordingly, each of these discriminator scores may have
a respective receptive field of a certain size in the input.
Intermediate representation IR of generative mode GM
may, e.g., have a 10 3 10 3 N volume. In this case
scaling may be skipped and each entry (i,j, k) of interme-
diate representation IR may be updated based on corre-
sponding entry (i,j) of discriminator scores DS. However,
it is also possible that the generative model GM gener-
ates an intermediate representation IR of a different size,
e.g., of size 5 3 5 3 N. In such case, the updating of the
gradient of the loss may comprise scaling the first volume,
in this case of size 10 3 10 3 1, to the size of the second
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volume, in this case 5 3 5 3 1, and update each entry
(i,j,k) of intermediate representation IR based on corre-
sponding entry (i,j) of the rescaled volume.
[0067] With respect to how the partial derivative is up-
dated, as noted above, the partial derivate may be de-
creased in value if the discriminator score DS indicates
an actual instance, thereby achieving stronger feedback
for synthetic-looking instance than for actual-looking in-
stances. This may be done by updating the partial deriv-
ative of the loss as a function of the partial derivative itself
and the discriminator score, possibly after a rescaling.
[0068] As an example, the discriminative model DM
may be trained to provide discriminator scores ranging
from 0 to 1 indicating whether parts of instance 365 look
like actual instances or synthetic instances, e.g., by train-
ing discriminative model DM using a binary cross-entropy
loss function or similar. For example, the value 0 may
indicate an actual instance and the value 1 may indicate
a synthetic instance. In such cases the discriminator
scores DS may be regarded to represent an extent to
which the gradient of the generative model GM may be
modulated at that particular location. For example, the
generative model GM may be discouraged from chang-
ing parts of the synthetic instance SI where the discrim-
inative model DM is, e.g., not sure that the input is fake,
and focus on minimizing the GAN loss by working on
locations where the discriminative model is more certain
they are synthetic.
[0069] In some particularly appealing embodiments,
respective partial derivatives are updated based on re-
spective, optionally scaled, discriminator scores by com-
puting a Hadamard, e.g., element-wise, product of the
original partial derivatives and the (scaled) discriminator
scores. For example, a Hadamard (element-wise) prod-
uct between m 3 n 3 1-sized discriminator scores DS
and m 3 n 3 j-sized volume of gradients resulting from
intermediate representation IR may be computed. Intui-
tively, if a discriminator score is 1 at a given location, e.g.,
indicating a synthetic instance, the gradient may flow
backwards to reconfigure parameters GPAR, such as
neural network weights, that may change the output of
the generative model GM at this location. If the discrim-
inator score is 0, e.g., the discriminative model believes
sample is real, then parameter GPAR may remain un-
changed.
[0070] Instead of or in addition to the Hadamard prod-
uct, various other functions may be used to update the
partial derivatives. Adapting the function may allow to
control how eager to make the generative model GM
based on output predictions of the discriminative model
DM. For example, a threshold may be applied, e.g., given
outputs of the discriminative model represented as float-
ing point numbers between 0 and 1, a threshold at 0.5
or similar may be applied to ensure that only values below
the threshold result in an updated partial derivative. It is
noted that controlling the eagerness may be particularly
relevant given that there is a difference between modu-
lating based on discriminative scores indicating that the

discriminative model is sure it sees an actual instance
versus discriminative scores indicating that the model is
not sure it sees a synthetic instance. In particular, it is
noted in this context that the theoretical optimum for a
discriminator in a GAN may not be that it can perfectly
tell real images from fake, but, e.g., that it is 50% sure
that an input image is real or fake.
[0071] After update UPD, the loss may be further back-
propagated, in operation B2, 356, based on the updated
gradient. For example, this may be performed according
to the high-level training approach of "Generative Adver-
sarial Networks" by I. Goodfellow et al. Regularization
and/or custom GAN loss functions may be applied as
known in the art per se.
[0072] Interestingly, in some embodiments, during the
training, one or more discriminator instances are present-
ed to a user, e.g., shown on screen. An input of the user
may be obtained and, depending on the input of the user,
the training may be reset or continued. In particularly, a
discriminator instance may be shown alongside or su-
perimposed on the instance it was determined for. Inter-
estingly, a discriminator instance DS may highlight not
just which parts of generated synthetic instances SI are
considered convincing by the discriminative model DM,
but also, due to the feedback mechanism of updating the
partial derivatives, on which parts of the synthetic in-
stance SI the training process is currently focusing. Ac-
cordingly, particularly effective feedback about the inter-
nal workings of the training process may be provided to
the user who can adjust the training process accordingly,
e.g., by stopping training if insufficient progress is made.
For example, multiple training processes can active at
the same time, with the user selecting which training proc-
esses to continue. However, the feedback can be used
to various other ends as well, e.g., to inform the gener-
ation of additional training data, etc. Thereby, an overall
more efficient training process may be achieved.
[0073] Fig. 4 shows a block-diagram of computer-im-
plemented method 400 of training a generative model
and a discriminative model. The generative model may
be configured to generate a synthetic instance from a
latent feature vector. The discriminative model may be
configured to determine multiple discriminator scores for
multiple parts of an input instance. A discriminator score
for a part of the input instance may indicate whether the
part is from a synthetic instance or an actual instance.
The method 400 may correspond to an operation of the
system 100 of Fig. 1. However, this is not a limitation, in
that the method 400 may also be performed using an-
other system, apparatus or device.
[0074] The method 400 may comprise, in an operation
titled "ACCESSING ACTUAL INSTANCES, PARAME-
TERS", accessing 410 a set of actual instances and pa-
rameters of the generative model and of the discrimina-
tive model. The method 400 may further comprise learn-
ing the parameters of the generative model and the dis-
criminative model. The learning may be performed by
repeatedly, in an operation titled "TRAINING DISCRIM-

19 20 



EP 3 767 544 A1

12

5

10

15

20

25

30

35

40

45

50

55

INATIVE MODEL", training the discriminative model 420
to decrease a first loss of distinguishing between the ac-
tual instances and synthetic instances generated by the
generative model; and, in an operation titled "TRAINING
GENERATIVE MODEL", training the generative model
430 to decrease a second loss of generating synthetic
instances which the discriminative model indicates to be
actual instances. The generative model may be config-
ured to generate a synthetic instance from a latent feature
vector by generating an intermediate representation from
the latent feature vector and generating the synthetic in-
stance from the intermediate representation.
[0075] The training of the generative model 430 may
comprises backpropagating the second loss for a syn-
thetic instance generated from a latent feature vector.
The backpropagation may comprise, in an operation ti-
tled "COMPUTING GRADIENT W.R.T. INTERMEDIATE
REPRESENTATION", computing 432 a gradient of the
loss with respect to the intermediate representation. The
gradient may comprise partial derivatives of the loss with
respect to entries of the intermediate representation. The
backpropagation may further comprise, in an operation
titled "DETERMINING DISCRMINATOR SCORES", de-
termining 434 multiple discriminator scores for the mul-
tiple parts of the synthetic instance using the discrimina-
tive model. The backpropagation may also comprise, in
an operation titled "UPDATING PARTIAL DERIVATIVE
BASED IN DISCRMINATOR SCORE", updating 436 a
partial derivative of the loss with respect to an entry of
the intermediate representation based on a discriminator
score for a part of the synthetic instance. The part of the
synthetic instance may be generated based at least in
part on the entry of the intermediate representation. The
partial derivative may be decreased in value if the dis-
criminator score indicates an actual instance. The back-
propagation may further comprise, in an operation titled
"FURTHER BACKPROPAGATING", further backpropa-
gating 438 the loss based on the updated gradient of
adapting a base classifier to one or more novel classes.
[0076] It will be appreciated that, in general, the oper-
ations of method 400 of Fig. 4 may be performed in any
suitable order, e.g., consecutively, simultaneously, or a
combination thereof, subject to, where applicable, a par-
ticular order being necessitated, e.g., by input/output re-
lations. The method(s) may be implemented on a com-
puter as a computer implemented method, as dedicated
hardware, or as a combination of both. As also illustrated
in Fig. 5, instructions for the computer, e.g., executable
code, may be stored on a computer readable medium
500, e.g., in the form of a series 510 of machine-readable
physical marks and/or as a series of elements having
different electrical, e.g., magnetic, or optical properties
or values. The executable code may be stored in a tran-
sitory or non-transitory manner. Examples of computer
readable mediums include memory devices, optical stor-
age devices, integrated circuits, servers, online software,
etc. Fig. 5 shows an optical disc 500. Alternatively, the
computer readable medium 500 may comprise transitory

or non-transitory data 510 representing parameters of a
generative model and/or of a discriminative model as de-
scribed elsewhere in this specification.
[0077] Examples, embodiments or optional features,
whether indicated as non-limiting or not, are not to be
understood as limiting the invention as claimed.
[0078] It should be noted that the above-mentioned
embodiments illustrate rather than limit the invention, and
that those skilled in the art will be able to design many
alternative embodiments without departing from the
scope of the appended claims. In the claims, any refer-
ence signs placed between parentheses shall not be con-
strued as limiting the claim. Use of the verb "comprise"
and its conjugations does not exclude the presence of
elements or stages other than those stated in a claim.
The article "a" or "an" preceding an element does not
exclude the presence of a plurality of such elements. Ex-
pressions such as "at least one of" when preceding a list
or group of elements represent a selection of all or of any
subset of elements from the list or group. For example,
the expression, "at least one of A, B, and C" should be
understood as including only A, only B, only C, both A
and B, both A and C, both B and C, or all of A, B, and C.
The invention may be implemented by means of hard-
ware comprising several distinct elements, and by means
of a suitably programmed computer. In the device claim
enumerating several means, several of these means may
be embodied by one and the same item of hardware. The
mere fact that certain measures are recited in mutually
different dependent claims does not indicate that a com-
bination of these measures cannot be used to advantage.

Claims

1. A system (100) for training a generative model and
a discriminative model, wherein the generative mod-
el is configured to generate a synthetic instance from
a latent feature vector and the discriminative model
is configured to determine multiple discriminator
scores for multiple parts of an input instance, a dis-
criminator score for a part of the input instance indi-
cating whether the part is from a synthetic instance
or an actual instance, the system comprising:

- a data interface (120) for accessing a set of
actual instances (030) and parameters of the
generative model (041) and of the discriminative
model (042); and
- a processor (140) configured to learn the pa-
rameters of the generative model and the dis-
criminative model by repeatedly training the dis-
criminative model to decrease a first loss of dis-
tinguishing between the actual instances and
synthetic instances generated by the generative
model and training the generative model to de-
crease a second loss of generating synthetic in-
stances which the discriminative model indi-
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cates to be actual instances, wherein:
- the generative model is configured to generate
a synthetic instance from a latent feature vector
by generating an intermediate representation
from the latent feature vector and generating the
synthetic instance from the intermediate repre-
sentation; and
- the processor subsystem (140) is configured
to train the generative model by backpropagat-
ing the second loss for a synthetic instance gen-
erated from a latent feature vector by:

- determining multiple discriminator scores
for the multiple parts of the synthetic in-
stance using the discriminative model;
- computing a gradient of the loss with re-
spect to the intermediate representation,
the gradient comprising partial derivatives
of the loss with respect to entries of the in-
termediate representation;
- updating a partial derivative of the loss with
respect to an entry of the intermediate rep-
resentation based on a discriminator score
for a part of the synthetic instance, wherein
the part of the synthetic instance is gener-
ated based at least in part on the entry of
the intermediate representation, and
wherein the partial derivative is decreased
in value if the discriminator score indicates
an actual instance; and
- further backpropagating the loss based on
the updated gradient.

2. The system (100) of claim 1, wherein the generative
model is configured to generate a synthetic image
and the discriminator model is configured to deter-
mine discriminator scores for parts of an input image.

3. The system (100) of any one of the preceding claims,
wherein the generative model comprises a neural
network, the processor (140) being configured to
compute the synthetic instance from the intermedi-
ate representation by one or more convolutional lay-
ers of the neural network.

4. The system (100) of claim 3, wherein the processor
(140) is configured to compute the intermediate rep-
resentation in a layer of the neural network, the
number of layers preceding said layer being greater
than or equal to the number of layers succeeding
said layer.

5. The system (100) of any one of the preceding claims,
wherein the discriminative model comprises a neural
network, the processor (140) being configured to
compute respective discriminator scores by a con-
volutional layer of the neural network based on re-
spective receptive fields in the synthetic instance.

6. The system (100) of any one of the preceding claims,
wherein the discriminator scores determined by the
discriminative model form a first volume of data and
the intermediate representation generated by the
generative model forms respective second volumes
of data, the processor (140) being configured to up-
date the gradient of the loss by scaling the discrim-
inator scores from the first volume to the respective
second volumes and updating respective partial de-
rivatives based on the respective scaled discrimina-
tor scores.

7. The system (100) of claim 6, wherein the processor
(140) is configured to update respective partial de-
rivatives based on respective scaled discriminator
scores by computing a Hadamard product of the orig-
inal partial derivatives and the scaled discriminator
scores.

8. The system (100) of any one of the preceding claims,
wherein the loss function comprises a binary cross-
entropy.

9. The system (100) of any one of the preceding claims,
wherein the processor (140) is configured to update
the partial derivative of the loss as a function of the
partial derivative and the discriminator score.

10. The system (100) of any one of the preceding claims,
wherein the multiple discriminator scores for an input
instance together form a discriminator instance, the
system further comprising an output interface (180)
for outputting one or more discriminator instances in
a sensory-perceptible manner to a user.

11. The system (100) of claim 10, wherein the processor
(140) is configured to output a discriminator instance
by mapping discriminator scores to parts of the input
instance they are determined from and outputting
the mapped discriminator scores.

12. The system (100) of claim 10 or 11, wherein the proc-
essor (140) is further configured to obtain an input
of the user and, depending on the input of the user,
to reset or continue the training.

13. A computer-implemented method (400) of training a
generative model and a discriminative model,
wherein the generative model is configured to gen-
erate a synthetic instance from a latent feature vector
and the discriminative model is configured to deter-
mine multiple discriminator scores for multiple parts
of an input instance, a discriminator score for a part
of the input instance indicating whether the part is
from a synthetic instance or an actual instance, the
method comprising:

- accessing (410) a set of actual instances and
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parameters of the generative model and of the
discriminative model; and
- learning the parameters of the generative mod-
el and the discriminative model by repeatedly
training the discriminative model (420) to de-
crease a first loss of distinguishing between the
actual instances and synthetic instances gener-
ated by the generative model and training the
generative model (430) to decrease a second
loss of generating synthetic instances which the
discriminative model indicates to be actual in-
stances, wherein:
- the generative model is configured to generate
a synthetic instance from a latent feature vector
by generating an intermediate representation
from the latent feature vector and generating the
synthetic instance from the intermediate repre-
sentation; and
- training the generative model (430) comprises
backpropagating the second loss for a synthetic
instance generated from a latent feature vector
by:

- computing (432) a gradient of the loss with
respect to the intermediate representation,
the gradient comprising partial derivatives
of the loss with respect to entries of the in-
termediate representation;
- determining (434) multiple discriminator
scores for the multiple parts of the synthetic
instance using the discriminative model;
- updating (436) a partial derivative of the
loss with respect to an entry of the interme-
diate representation based on a discrimina-
tor score for a part of the synthetic instance,
wherein the part of the synthetic instance is
generated based at least in part on the entry
of the intermediate representation, and
wherein the partial derivative is decreased
in value if the discriminator score indicates
an actual instance; and
- further backpropagating (438) the loss
based on the updated gradient.

14. The method (400) of claim 13, further comprising
generating one or more synthetic instances using
the generative model.

15. The method (400) of claim 14, further comprising
training a further machine learning model using the
one or more synthetic instances as test and/or train-
ing data.

16. A computer-readable medium (500) comprising tran-
sitory or non-transitory data (510) representing

- instructions which, when executed by a proc-
essor system, cause the processor system to

perform the computer-implemented method ac-
cording to claim 13; and/or
- parameters of a generative model and/or of a
discriminative model trained according to the
computer-implemented method of claim 13.
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