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(54) MEMORY WRITE FOR OWNERSHIP ACCESS IN A CORE

(57) Technologies disclosed herein provide crypto-
graphic computing with memory write access in the core.
An example method comprises executing a first instruc-
tion of a software entity. The first instruction comprises
a first operand comprising a certificate for a memory re-
gion in memory. Executing the first instruction includes
computing encrypted first data based, at least in part, on
a cryptographic algorithm and a first data parameter, de-
termining whether the certificate authorizes the software
entity to access the memory region of the memory, and
based on determining the certificate in the first operand
authorizes the software entity to access the memory re-
gion, performing a write operation to store the encrypted
first data in the memory region. More specific embodi-
ments include performing the write operation without per-
forming a preceding read operation on the memory re-
gion, which may be called a write for ownership.
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Description

CROSS REFERENCE TO RELATED APPLICATIONS

[0001] This application is a continuation-in-part of (and
claims the benefit of and priority to) U.S. Patent Applica-
tion Serial No. 16/740,359 filed January 10, 2020, which
application is a continuation-in-part of (and claims the
benefit of and priority to) Patent Application Serial Nos.
16/724,059, filed December 20, 2019 and 16/723,468,
filed December 20, 2019, and U.S. Patent Application
Serial No. 16/740,359, filed January 10, 2020, is also a
continuation-in-part of (and claims the benefit of and pri-
ority to) U.S. Patent Application Serial Nos. 16/724,105
filed December 20, 2019, 16/724,026 filed December 20,
2019, 16/723,977 filed December 20, 2019, 16/723,927
filed December 20, 2019, 16/723,871 filed December 20,
2019, 16/722,707 filed December 20, 2019, and
16/722,342 filed December 20, 2019, all seven of which
claim the benefit of and priority to U.S. Provisional Ap-
plication No. 62/868,884 filed June 29, 2019. This appli-
cation is also a continuation-in-part of (and claims the
benefit of and priority to) U.S. Patent Application Serial
Nos. 16/723,977, 16/722,342, and 16/722,707, each filed
December 20, 2019, and all three of which claim the ben-
efit of and priority to U.S. Provisional Application No.
62/868,884 filed June 29, 2019. This application also
claims the benefit of and priority to U.S. Provisional Ap-
plication No. 62/868,884 filed 06/29/2019. The disclo-
sures of the prior applications are considered part of, and
are hereby incorporated by reference in their entireties,
in the disclosure of this application.

TECHNICAL FIELD

[0002] This disclosure relates in general to the field of
computer systems, more particularly, to memory write
access in a core.

BACKGROUND

[0003] Protecting memory in computer systems from
software bugs and security vulnerabilities is a significant
concern. A buffer overflow, which can affect memory
safety, occurs when a program writes data to a buffer
and overruns a boundary of the buffer such that adjacent
memory locations are overwritten. Similarly, reading past
the end of a buffer into another page may trigger an ac-
cess violation or fault. Another memory safety violation
is referred to as a dangling pointer. A dangling pointer is
a reference that is not resolved to a valid destination.
This may occur when memory is deallocated without
modifying the value of an existing pointer to the deallo-
cated (or freed) memory. If the system reallocates the
freed memory and the dangling pointer is used to access
the reallocated memory, unpredictable behavior, includ-
ing system failure, may occur. Data integrity verification
mechanisms, such as embedding message authentica-

tion codes (MAC) in cachelines, may be used to comple-
ment other data protection techniques. Such integrity ver-
ification mechanisms, however, enable reactive detec-
tion of stored data that has been corrupted. Thus, differ-
ent approaches are needed to proactively protect mem-
ory from corruption.

BRIEF DESCRIPTION OF THE DRAWINGS

[0004] To provide a more complete understanding of
the present disclosure and features and advantages
thereof, reference is made to the following description,
taken in conjunction with the accompanying figures,
where like reference numerals represent like parts, in
which:

FIGURE 1 is a simplified block diagram of an exam-
ple computing device according to at least one em-
bodiment;
FIGURE 2A is flow diagram illustrating a process of
binding a generalized encoded pointer to encryption
of data referenced by that pointer according to at
least one embodiment;
FIGURE 2B is flow diagram illustrating a process of
decrypting data bound to a generalized encoded
pointer according to at least one embodiment;
FIGURE 3 a block diagram illustrating a flow of cryp-
tographically isolated data or code according to at
least one embodiment;
FIGURE 4A is a simplified block diagram illustrating
a memory region according to an embodiment;
FIGURE 4B is a simplified block diagram illustrating
a memory region with multiple subregions according
to an embodiment;
FIGURE 5 is a simplified block diagram illustrating
a possible format of a write for ownership certificate
that may be used in an example instruction to write
data or code to memory according to an embodi-
ment;
FIGURE 6 is a simplified flow diagram illustrating
one scenario of writing data or code to memory ac-
cording to an embodiment;
FIGURE 7 is a simplified flow diagram illustrating
other possible operations that may be performed by
executing a write for ownership instruction according
to an embodiment;
FIGURE 8 is a simplified flow diagram illustrating
other possible operations that may be performed by
executing a regular write instruction according to an
embodiment;
FIGURE 9 is a simplified flow diagram illustrating
other possible operations that may be performed to
generate a child write for ownership certificate ac-
cording to an embodiment;
FIGURE 10 is a simplified flow diagram illustrating
other possible operations that may be performed by
executing an alternative write for ownership instruc-
tion according to an embodiment;
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FIGURE 11 is a block diagram illustrating an exam-
ple cryptographic computing environment according
to at least one embodiment;
FIGURE 12 is a block diagram illustrating an exam-
ple processor core and memory according to at least
one embodiment;
FIGURES 13A is a block diagram illustrating both an
exemplary in-order pipeline and an exemplary reg-
ister renaming, out-of-order issue/execution pipeline
in accordance with certain embodiments;
FIGURE 13B is a block diagram illustrating both an
exemplary embodiment of an in-order architecture
core and an exemplary register renaming, out-of-or-
der issue/execution architecture core to be included
in a processor in accordance with certain embodi-
ments; and
FIGURE 14 is a block diagram of an example com-
puter architecture according to at least one embod-
iment.

DETAILED DESCRIPTION

[0005] The following disclosure provides various pos-
sible embodiments, or examples, for implementations of
memory write instructions that may be used in the context
of cryptographic computing. Generally, cryptographic
computing may refer to computer system security solu-
tions that employ cryptographic mechanisms inside proc-
essor components as part of its computation. Some cryp-
tographic computing systems may involve the encryption
and decryption of pointer addresses (or a portion of point-
ers), keys, data, and code in a processor core using new
encrypted memory access instructions. Thus, the micro-
architecture pipeline of the processor core may be con-
figured in such a way to support such encryption and
decryption operations.
[0006] Embodiments disclosed in this application are
related to proactively blocking out-of-bound accesses to
memory while enforcing cryptographic isolation of mem-
ory regions within the memory. As used herein, the term
’cryptographic isolation’ is intended to mean isolation re-
sulting from different regions or areas of memory being
encrypted with one or more different parameters. Param-
eters can include keys and/or tweaks. Isolated memory
regions can be composed of data structures and/or code
of a software entity (e.g., virtual machines (VMs), appli-
cations, functions, threads). Thus, isolation can be sup-
ported at arbitrary levels of granularity such as, for ex-
ample, isolation between virtual machines, isolation be-
tween applications, isolation between functions, isolation
between threads, or isolation between data structures
(e.g., few byte structures).
[0007] In order to enforce separation via encryption
while proactively blocking out-of-bound accesses, em-
bodiments disclosed herein assist memory accesses
(e.g., read access, write access) that encrypt and decrypt
data in a core of a processor using one or more param-
eters specific to particular memory regions. In one or

more embodiments, encrypted memory write operations
include both regular write operations and write for own-
ership (WFO) operations, which have corresponding in-
structions. A regular write instruction causes a write op-
eration to be preceded by a corresponding memory read
operation on the same address (e.g., using the same
encoded pointer). If the read fails, then the write access
may be blocked. A write for ownership (WFO) instruction
passes a valid certificate of ownership associated with
the accessed address to prove the software entity is au-
thorized to perform a memory write. Without a valid cer-
tificate, the write access may be blocked. WFO instruc-
tions may be used to initialize memory for subsequent
use by a software entity that includes regular write in-
structions.
[0008] Encryption and decryption operations of data or
code associated with a particular memory region may be
performed by a cryptographic algorithm using a key as-
sociated with that memory region. In at least some em-
bodiments, the cryptographic algorithm may also (or al-
ternatively) use a tweak as input. Generally, parameters
such as ’keys’ and ’tweaks’ are intended to denote input
values, which may be secret and/or unique, and which
are used by an encryption or decryption process to pro-
duce an encrypted output value or decrypted output val-
ue, respectively. A key may be a unique value, at least
among the memory regions or subregions being crypto-
graphically isolated. Keys may be maintained in either
processor registers or new processor memory (e.g.,
processor cache, content addressable memory (CAM),
etc.) that is accessible through new instruction set exten-
sions. A tweak can be derived from an encoded pointer
to the memory address where data or code being en-
crypted/decrypted is stored or to be stored and, in at least
some scenarios, can also include context information as-
sociated with the memory region.
[0009] At least some embodiments disclosed in this
specification, including the read and write operations, are
related to pointer based data encryption and decryption
in which a pointer to a memory location for data or code
is encoded with a tag and/or other metadata and may be
used to derive at least a portion of tweak input to data or
code cryptographic (e.g., encryption and decryption) al-
gorithms. Thus, a cryptographic binding can be created
between the cryptographic addressing layer and da-
ta/code encryption and decryption. This implicitly enforc-
es bounds since a pointer that strays beyond the end of
an object (e.g., data) is likely to use an incorrect tag value
for that adjacent object. In one or more embodiments, a
pointer is encoded with a linear address (also referred to
herein as "memory address") to a memory location and
metadata. In some pointer encodings, a slice or segment
of the address in the pointer includes a plurality of bits
and is encrypted (and decrypted) based on a secret ad-
dress key and a tweak that includes the metadata. Other
pointers can be encoded with a plaintext memory ad-
dress (linear address) and metadata.
[0010] For purposes of illustrating the several embod-
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iments for proactively blocking out-of-bound memory ac-
cesses while enforcing cryptographic isolation of mem-
ory regions, it is important to first understand the opera-
tions and activities associated with data protection and
memory safety. Accordingly, the following foundational
information may be viewed as a basis from which the
present disclosure may be properly explained.
[0011] Known computing techniques (e.g., page tables
for process/kernel separation, virtual machine manag-
ers, managed runtimes, etc.) have used architecture and
metadata to provide data protection and isolation. For
example, in previous solutions, memory controllers out-
side the CPU boundary support memory encryption and
decryption at a coarser granularity (e.g., applications),
and isolation of the encrypted data is realized via access
control. Typically, a cryptographic engine is placed in a
memory controller, which is outside a CPU core. In order
to be encrypted, data travels from the core to the memory
controller with some identification of which keys should
be used for the encryption. This identification is commu-
nicated via bits in the physical address. Thus, any devi-
ation to provide additional keys or tweaks could result in
increased expense (e.g., for new buses) or additional bits
being "stolen" from the address bus to allow additional
indexes or identifications for keys or tweaks to be carried
with the physical address. Access control can require the
use of metadata and a processor would use lookup tables
to encode policy or data about the data for ownership,
memory size, location, type, version, etc. Dynamically
storing and loading metadata requires additional storage
(memory overhead) and impacts performance, particu-
larly for fine grain metadata (such as function as a service
(FaaS) workloads or object bounds information).
[0012] Cryptographic isolation of memory compart-
ments (also referred to herein as ’memory regions’), re-
solves many of the aforementioned issues (and more).
Cryptographic isolation may make redundant the legacy
modes of process separation, user space, and kernel
with a fundamentally new fine-grain protection model.
With cryptographic isolation of memory compartments,
protections are cryptographic, with processors and ac-
celerators alike utilizing secret keys (and optionally
tweaks) and ciphers to provide access control and sep-
aration at increasingly finer granularities. Indeed, isola-
tion can be supported for memory compartments as small
as a one-byte object to as large as data and code for an
entire virtual machine. In at least some scenarios, cryp-
tographic isolation may result in individual applications
or functions becoming the boundary, allowing address
spaces to be shared via pointers. These pointers can be
cryptographically encoded or non-cryptographically en-
coded. Furthermore, in one or more embodiments, en-
cryption and decryption happens inside the processor
core, within the core boundary. Because encryption hap-
pens before data is written to a memory unit outside the
core, such as the L1 cache or main memory, it is not
necessary to "steal" bits from the physical address to
convey key or tweak information, and an arbitrarily large

number of keys and/or tweaks can be supported. Also,
costs of the microarchitecture pipeline are minimized
since the operations happen within the core.
[0013] Cryptographic isolation leverages the concept
of a cryptographic addressing layer where the processor
encrypts at least a portion of software allocated memory
addresses (linear/virtual address space, also referred to
as "pointers") based on implicit and/or explicit metadata
(e.g., context information) and/or a slice of the memory
address itself (e.g., as a tweak to a tweakable block ci-
pher (e.g., XOR-encrypt-XOR-based tweaked-codebook
mode with ciphertext stealing (XTS)). As used herein, a
"tweak" may refer to, among other things, an extra input
to a block cipher, in addition to the usual plaintext or ci-
phertext input and the key. A tweak comprises one or
more bits that represent a value. In one or more embod-
iments, a tweak may compose all or part of an initializa-
tion vector (IV) for a block cipher. A resulting cryptograph-
ically encoded pointer can comprise an encrypted portion
(or slice) of the memory address and some bits of en-
coded metadata (e.g., context information). When de-
cryption of an address is performed, if the information
used to create the tweak (e.g., implicit and/or explicit
metadata, plaintext address slice of the memory address,
etc.) corresponds to the original allocation of the memory
address by a memory allocator (e.g., software allocation
method), then the processor can correctly decrypt the
address. Otherwise, a random address result will cause
a fault and get caught by the processor.
[0014] These cryptographically encoded pointers (or
portions thereof) may be further used by the processor
as a tweak to the data encryption cipher used to en-
crypt/decrypt data they refer to (data referenced by the
cryptographically encoded pointer), creating a crypto-
graphic binding between the cryptographic addressing
layer and data/code encryption. In some embodiments,
the cryptographically encoded pointer may be decrypted
and decoded to obtain the linear address. The linear ad-
dress (or a portion thereof) may be used by the processor
as a tweak to the data encryption cipher. Alternatively,
in some embodiments, the memory address may not be
encrypted but the pointer may still be encoded with some
metadata representing a unique value among pointers.
In this embodiment, the encoded pointer (or a portion
thereof) may be used by the processor as a tweak to the
data encryption cipher. It should be noted that a tweak
that is used as input to a block cipher to encrypt/decrypt
a memory address is also referred to herein as an "ad-
dress tweak". Similarly, a tweak that is used as input to
a block cipher to encrypt/decrypt data is also referred to
herein as a "data tweak".
[0015] Although the cryptographically encoded pointer
(or non-cryptographically encoded pointers) can be used
to isolate data, via encryption, the integrity of the data
may still be vulnerable. For example, unauthorized ac-
cess of cryptographically isolated data can corrupt the
memory region where the data is stored regardless of
whether the data is encrypted, corrupting the data con-
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tents unbeknownst to the victim. Data integrity may be
supported using an integrity verification (or checking)
mechanism such as message authentication codes
(MACs) or implicitly based on an entropy measure of the
decrypted data, or both. MAC codes may be stored per
cacheline and evaluated each time the cacheline is read
to determine whether the data has been corrupted. Such
mechanisms, however, do not proactively detect unau-
thorized memory accesses. Instead, corruption of mem-
ory (e.g., out-of-bounds access) is detected in a reactive
manner (e.g., after the data is written) rather than a proac-
tive manner (e.g., before the data is written). For exam-
ple, memory corruption may occur by a write operation
performed at a memory location that is out-of-bounds for
the software entity. With cryptographic computing, the
write operation may use a key and/or a tweak that is
invalid for the memory location. When a subsequent read
operation is performed at that memory location, the read
operation may use a different key on the corrupted mem-
ory and detect the corruption. For example, if the read
operation uses the valid key and/or tweak), then the re-
trieved data will not decrypt properly and the corruption
can be detected using a message authentication code,
for example, or by detecting a high level of entropy (ran-
domness) in the decrypted data (implicit integrity).
[0016] One option for proactively blocking out-of-
bounds accesses involves embedding information relat-
ed to the object bounds and/or memory region bounds
in various locations. For example, such information can
be embedded in the description of objects, pointers to
the objects, metadata tables, etc. Such approaches re-
quire significant overhead to store the information in
memory and retrieve the information each time a memory
access is performed. Thus, more efficient approaches
are needed in cryptographic computing to proactively
block out-of-bounds memory accesses.
[0017] Embodiments disclosed herein resolve many of
the aforementioned issues (and more). One or more em-
bodiments enforce separation via encryption while still
proactively blocking out-of-bound accesses. This can be
achieved with distinguishable write operations, including
regular write operations and write for ownership (WFO)
operations, including corresponding instructions. Regu-
lar write operations are preceded by a corresponding
memory read operation on the same memory address
(e.g., using the same encoded pointer). To decrypt data
that is read, the preceding read operation uses the same
parameter (e.g., key and/or tweak) of the regular write
operation. If no corruption is detected during the read
operation, then the regular write operation proceeds as
normal and completes. If some corruption is detected,
then the write operation is blocked. Corruption may be
detected, for example, when an out-of-bounds access
uses a key and/or tweak other than the correct key and/or
tweak that encrypted the accessed data. In contrast, a
write for ownership (WFO) instruction may pass a valid
certificate of ownership associated with the accessed ad-
dress to assert its authorization to access the memory.

If the certificate is valid, then the write operation proceeds
without any preceding read as in the case of a regular
write access. If the certificate is not valid, however, then
the write access is blocked. In some embodiments, no
certificate is required, instead using a direct write (e.g. a
non-temporal store) operation that is not preceded by a
read operation, where none of the prior memory contents
are revealed before the write operation overwrites the
previous data preserving the secrets. This is an implicit
change of memory ownership. In these cases, if the over-
written data is again accessed by the previous owner
whose data was overwritten, the integrity checks will fail
(e.g. MAC values will not match) causing an error and
preventing the consumption of corrupted data.
[0018] A write for ownership operation can be used to
change the contents of memory from using one key-
stream to using another keystream, and this may be a
privileged operation (e.g., performed by a memory man-
ager, or determined by the permissions used with oper-
ations to decrypt an encoded pointer) to allocate memory
without causing integrity violations. The write for owner-
ship may change the data (or code) and corresponding
integrity values (e.g., ICVs/MACs) to match the written
data contents with the new keystream/tweak. Meanwhile,
regular writes may first read the old data/integrity values
from memory using the encoded address being used to
store (write) the register contents to memory to first verify
that the correct keystream/tweaks are being used (e.g.,
a read for ownership check). In this way, attempts to over-
write memory belonging to someone else (different
key/tweak) is detected and prevented. Thus, out-of-
bounds memory accesses can be proactively blocked
rather than reactively blocked. Such error detection can
prevent valuable resources from being consumed and
can enable quicker resolutions of problematic code. In
addition, the use of WFO instructions combined with reg-
ular write instructions enables more efficient error detec-
tion than storing and retrieving from memory information
that indicates memory region bounds and object bounds
for every access. Thus, embodiments described herein
can improve speed and efficiency of error detection.
[0019] Turning to FIGURE 1, FIGURE 1 is a simplified
block diagram of an example computing device 100 for
implementing a proactive blocking technique for out-of-
bound accesses to memory while enforcing cryptograph-
ic isolation of memory regions using secure memory ac-
cess logic according to at least one embodiment of the
present disclosure. In the example shown, the computing
device 100 includes a processor 102 with an address
cryptography unit 104, a cryptographic computing engine
108, secure memory access logic 106, and memory com-
ponents, such as a cache 170 (e.g., L1 cache, L2 cache)
and supplemental processor memory 180. Secure mem-
ory access logic 106 includes encryption store logic 150
to encrypt data based on various keys and/or tweaks and
then store the encrypted data, decryption load logic 160
to read and then decrypt data based on the keys and/or
tweaks, parent certificate generation logic 156 to issue
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certificates to authorize a software entity to use a write
for ownership (WFO) instruction to initialize a memory
region, and a child certificate generation logic 158 to is-
sue certificates to authorize a software entity to use a
WFO instruction to initialize a smaller region within a larg-
er memory region. Cryptographic computing engine 108
may be configured to decrypt data or code for load op-
erations based on various keys and/or tweaks and to
encrypt data or code for store operations based on var-
ious keys and/or tweaks. Address cryptography unit 104
may be configured to decrypt and encrypt a linear ad-
dress (or a portion of the linear address) encoded in a
pointer to the data or code referenced by the linear ad-
dress.
[0020] Processor 102 also includes registers 110,
which may include e.g., general purpose registers and
special purpose registers (e.g., control registers, model-
specific registers (MSRs), etc.). Registers 110 may con-
tain various data that may be used in one or more em-
bodiments, such as an encoded pointer 114 to a memory
address. The encoded pointer may be cryptographically
encoded or non-cryptographically encoded. An encoded
pointer is encoded with some metadata. If the encoded
pointer is cryptographically encoded, at least a portion
(or slice) of the address bits is encrypted. In some em-
bodiments, keys 116 used for encryption and decryption
of addresses, code, and/or data may be stored in regis-
ters 110. In some embodiments, tweaks 117 used for
encryption and decryption of addresses, code, and/or da-
ta may be store in registers 110. Additionally, certificates
118 generated for validating write for ownership instruc-
tions may be stored in registers 110.
[0021] The secure memory access logic 106 utilizes
metadata about encoded pointer 114, which is encoded
into unused bits of the encoded pointer 114 (e.g., non-
canonical bits of a 64-bit address, or a range of addresses
set aside, e.g., by the operating system, such that the
corresponding high order bits of the address range may
be used to store the metadata), in order to secure and/or
provide access control to memory locations pointed to
by the encoded pointer 114. For example, the metadata
encoding and decoding provided by the secure memory
access logic 106 can prevent the encoded pointer 114
from being manipulated to cause a buffer overflow,
and/or can prevent program code from accessing mem-
ory that it does not have permission to access. Pointers
may be encoded when memory is allocated (e.g., by an
operating system, in the heap) and provided to executing
programs in any of a number of different ways, including
by using a function such as malloc, alloc, or new; or im-
plicitly via the loader, or statically allocating memory by
the compiler, etc. As a result, the encoded pointer 114,
which points to the allocated memory, is encoded with
the address metadata.
[0022] The address metadata can include valid range
metadata. The valid range metadata allows executing
programs to manipulate the value of the encoded pointer
114 within a valid range, but will corrupt the encoded

pointer 114 if the memory is accessed using the encoded
pointer 114 beyond the valid range. Alternatively or in
addition, the valid range metadata can be used to identify
a valid code range, e.g., a range of memory that program
code is permitted to access (e.g. the encoded range in-
formation can be used to set explicit ranges on registers).
Other information that can be encoded in the address
metadata includes access (or permission) restrictions on
the encoded pointer 114 (e.g., whether the encoded
pointer 114 can be used to write, execute, or read the
referenced memory).
[0023] In at least some other embodiments, other
metadata (or context information) can be encoded in the
unused bits of encoded pointer 114 such as a size of
plaintext address slices (e.g., number of bits in a plaintext
slice of a memory address embedded in the encoded
pointer), a memory allocation size (e.g., bytes of allocat-
ed memory referenced by the encoded pointer), a type
of the data or code (e.g., class of data or code defined
by programming language), permissions (e.g., read,
write, and execute permissions of the encoded pointer),
a location of the data or code (e.g., where the data or
code is stored), the memory location where the pointer
itself is to be stored, an ownership of the data or code, a
version of the encoded pointer (e.g., a sequential number
that is incremented each time an encoded pointer is cre-
ated for newly allocated memory, determines current
ownership of the referenced allocated memory in time),
a tag of randomized bits (e.g., generated for association
with the encoded pointer), a privilege level (e.g., user or
supervisor), a cryptographic context identifier (or crypto
context ID) (e.g., randomized or deterministically unique
value for each encoded pointer), etc. For example, in one
embodiment, the address metadata can include size
metadata that encodes the size of a plaintext address
slice in the encoded pointer. The size metadata may
specify a number of lowest order bits in the encoded
pointer that can be modified by the executing program.
The size metadata is dependent on the amount of mem-
ory requested by a program. Accordingly, if 16 bytes are
requested, then size metadata is encoded as 4 (or 00100
in five upper bits of the pointer) and the 4 lowest bits of
the pointer are designated as modifiable bits to allow ad-
dressing to the requested 16 bytes of memory. In some
embodiments, the address metadata may include a tag
of randomized bits associated with the encoded pointer
to make the tag unpredictable for an adversary. An ad-
versary may try to guess the tag value so that the adver-
sary is able to access the memory referenced by the
pointer, and randomizing the tag value may make it less
likely that the adversary will successfully guess the value
compared to a deterministic approach for generating a
version value. In some embodiments, the pointer may
include a version number (or other deterministically dif-
ferent value) determining current ownership of the refer-
enced allocated data in time instead of or in addition to
a randomized tag value. Even if an adversary is able to
guess the current tag value or version number for a region
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of memory, e.g., because the algorithm for generating
the version numbers is predictable, the adversary may
still be unable to correctly generate the corresponding
encrypted portion of the pointer due to the adversary not
having access to the key that will later be used to decrypt
that portion of the pointer.
[0024] The example secure memory access logic 106
is embodied as part of processor instructions (e.g., as
part of the processor instruction set architecture), or mi-
crocode (e.g., instructions that are stored in read-only
memory and executed directly by the processor 102). In
other embodiments, portions of the secure memory ac-
cess logic 106 may be embodied as hardware, firmware,
software, or a combination thereof (e.g., as programming
code executed by a privileged system component 142 of
the computing device 100). In one example, decryption
load logic 160 and encryption store logic 150 are embod-
ied as part of new load (read) and store (write) processor
instructions that perform respective decryption and en-
cryption operations to isolate memory compartments.
Decryption load logic 160 and encryption store logic 150
verify encoded metadata on memory read and write op-
erations that utilize the new processor instructions (e.g.,
which may be counterparts to existing processor instruc-
tions such as MOV), where a general purpose register
is used as a memory address to read a value from mem-
ory (e.g., load) or to write a value to memory (e.g., store).
One or more embodiments disclosed in this specification
include new memory write for ownership instructions and
regular write instructions, which are further described
herein.
[0025] The secure memory access logic 106 is exe-
cutable by the computing device 100 to provide security
for encoded pointers "inline," e.g., during execution of a
program (such as a user space application 134) by the
computing device 100. As used herein, the terms "indirect
address" and "pointer" may each refer to, among other
things, an address (e.g. virtual address or linear address)
of a memory location at which other data or instructions
are stored. In an example, a register that stores an en-
coded memory address of a memory location where data
or code is stored may act as a pointer. As such, the en-
coded pointer 114 may be embodied as, for example, a
data pointer (which refers to a location of data), a code
pointer (which refers to a location of executable code),
an instruction pointer, or a stack pointer. As used herein,
"context information" includes "metadata" and may refer
to, among other things, information about or relating to
an encoded pointer 114, such as a valid data range, a
valid code range, pointer access permissions, a size of
plaintext address slice (e.g., encoded as a power in bits),
a memory allocation size, a type of the data or code, a
location of the data or code, an ownership of the data or
code, a version of the pointer, a tag of randomized bits,
version, a privilege level of software, a cryptographic con-
text identifier, etc.
[0026] As used herein, "memory access instruction"
may refer to, among other things, a "MOV" or "LOAD"

instruction or any other instruction that causes data to be
read, copied, or otherwise accessed at one storage lo-
cation, e.g., memory, and moved into another storage
location, e.g., registers (where "memory" may refer to
main memory or cache, e.g., a form of random access
memory, and "register" may refer to a processor register,
e.g., hardware), or any instruction that accesses or ma-
nipulates memory. Also as used herein, "memory access
instruction" may refer to, among other things, a "MOV"
or "STORE" instruction or any other instruction that caus-
es data to be read, copied, or otherwise accessed at one
storage location, e.g., register, and moved into another
storage location, e.g., memory, or any instruction that
accesses or manipulates memory. Memory access in-
structions to perform encryption of data or code within
the core and store the encrypted data or code, and to
proactively block out-of-bound accesses (e.g., Write for
Ownership (WFO) instruction, regular write instructions)
will be further described herein. Some embodiments may
define instructions that write/store special ciphertext val-
ues to memory in place of the data’s ciphertext in order
to indicate that the memory location is uninitialized. On
reading these special ciphertext values, the processor
may then generate a fault or exception to indicate to the
executing software program that the memory contents
are not yet initialized and appropriate initial values may
be substituted when loading a processor register. For
example, a hash table stored in memory may not have
all its entries initialized, when a hash hit is found for an
uninitialized hash table entry, the entry can be marked
with a special ciphertext value indicating it is not yet ini-
tialized, and a software exception can then write/store
the corresponding data initializing the entry with the da-
ta’s ciphertext replacing the uninitialized special value
for the corresponding memory location.
[0027] The address cryptography unit 104 can include
circuitry and logic to perform address decoding of an en-
coded pointer to obtain a linear address of a memory
location of data (or code). The address decoding can
include decryption if needed (e.g., if the encoded pointer
includes an encrypted portion of a linear address) based
at least in part on a key and/or on a tweak derived from
the encoded pointer. The address cryptography unit 104
can also include circuitry and logic to perform address
encoding of the encoded pointer, including encryption if
needed (e.g., the encoded pointer includes an encrypted
portion of a linear address), based at least in part on the
same key and/or on the same tweak used to decode the
encoded pointer. Address encoding may also include
storing metadata in the noncanonical bits of the pointer.
Various operations such as address encoding and ad-
dress decoding (including encryption and decryption of
the address or portions thereof) may be performed by
processor instructions associated with address cryptog-
raphy unit 104, other processor instructions, or a sepa-
rate instruction or series of instructions, or a higher-level
code executed by a privileged system component such
as an operating system kernel or virtual machine monitor,
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or as an instruction set emulator. As described in more
detail below, address encoding logic and address decod-
ing logic each operate on an encoded pointer 114 using
metadata (e.g., one or more of valid range, permission
metadata, size (power), memory allocation size, type,
location, ownership, version, tag value, privilege level
(e.g., user or supervisor), crypto context ID, etc.) and a
secret key (e.g., keys 116), in order to secure the encod-
ed pointer 114 at the memory allocation/access level.
[0028] The encryption store logic 150 and decryption
load logic 160 can use cryptographic computing engine
108 to perform cryptographic operations on data to be
stored at a memory location referenced by encoded
pointer 114 or obtained from a memory location refer-
enced by encoded pointer 114. The cryptographic com-
puting engine 108 can include circuitry and logic to per-
form data (or code) decryption based at least in part on
a tweak derived from an encoded pointer to a memory
location of the data (or code), and to perform data (or
code) encryption based at least in part on a tweak derived
from an encoded pointer to a memory location for the
data (or code). The cryptographic operations of the en-
gine 108 may use a tweak, which includes at least a por-
tion of the encoded pointer 114 (or the linear address
generated from the encoded pointer) and/or a secret key
(e.g., keys 116) in order to secure the data or code at the
memory location referenced by the encoded pointer 114
by binding the data/code encryption and decryption to
the encoded pointer.
[0029] Various different cryptographic algorithms may
be used to implement the address cryptography unit 104
and cryptographic computing engine 108. Generally, Ad-
vanced Encryption Standard (AES) has been the main-
stay for data encryption for decades, using a 128bit block
cipher. Meanwhile, memory addressing is typically 64bits
today. Although embodiments herein may be illustrated
and explained with reference to 64-bit memory address-
ing for 64 computers, the disclosed embodiments are not
intended to be so limited and can easily be adapted to
accommodate 32bits, 128bits, or any other available bit
sizes for pointers. Likewise, embodiments herein may
further be adapted to accommodate various sizes of a
block cipher (e.g., 64bit, 48bit, 32 bit, 16bit, etc. using
Simon, Speck, tweakable K-cipher, PRINCE or any other
block cipher).
[0030] Lightweight ciphers suitable for pointer-based
encryption have also emerged recently. The PRINCE ci-
pher, for example, can be implemented in 3 clocks re-
quiring as little as 799 mm2 of area in the 10nm process,
providing half the latency of AES in a tenth the Silicon
area. Cryptographic isolation may utilize these new ci-
phers, as well as others, introducing novel computer ar-
chitecture concepts including, but not limited to: (i) cryp-
tographic addressing, i.e., the encryption of data pointers
at the processor using, as tweaks, contextual information
about the referenced data (e.g., metadata embedded in
the pointer and/or external metadata), a slice of the ad-
dress itself, or any suitable combination thereof; and (ii)

encryption of the data itself at the core, using crypto-
graphically encoded pointers or portions thereof, non-
cryptographically encoded pointers or portion(s) thereof,
contextual information about the referenced data, or any
suitable combination thereof as tweaks for the data en-
cryption. A variety of encryption modes that are tweaka-
ble can be used for this purpose of including metadata
(e.g., counter mode (CTR) and XOR-encrypt-XOR
(XEX)-based tweaked-codebook mode with ciphertext
stealing (XTS)). In addition to encryption providing data
confidentiality, its implicit integrity may allow the proces-
sor to determine if the data is being properly decrypted
using the correct keystream and tweak. In some block
cipher encryption modes, the block cipher creates a key-
stream, which is then combined (e.g., using XOR oper-
ation or other more complex logic) with an input block to
produce the encrypted or decrypted block. In some block
ciphers, the keystream is fed into the next block cipher
to perform encryption or decryption.
[0031] The example encoded pointer 114 in FIGURE
1 is embodied as a register 110 (e.g., a general purpose
register of the processor 102). The example secret keys
116 may be generated by a key creation module 148 of
a privileged system component 142, and stored in one
of the registers 110 (e.g., a special purpose register or a
control register such as a machine specific register
(MSR)), another memory location that is readable by the
processor 102 (e.g., firmware, a secure portion of a data
storage device 126, etc.), in external memory, or another
form of memory suitable for performing the functions de-
scribed herein. In some embodiments, tweaks for en-
crypting addresses, data, or code may be computed in
real time for the encryption or decryption. Tweaks 117
may be stored in registers 110, another memory location
that is readable by the processor 102 (e.g., firmware, a
secure portion of a data storage device 126, etc.), in ex-
ternal memory, or another form of memory suitable for
performing the functions described herein. In some em-
bodiments, the secret keys 116 and/or tweaks 117 are
stored in a location that is readable only by the processor,
such as supplemental processor memory 180. In at least
one embodiment, the supplemental processor memory
180 may be implemented as a new cache or content ad-
dressable memory (CAM). In one or more implementa-
tions, supplemental processor memory 180 may be used
to store information related to cryptographic isolation
such as keys and potentially tweaks, credentials, and/or
context IDs.
[0032] In one or more embodiments, encryption store
logic 150 may include regular write memory store logic
152. Regular write memory store logic 152 may be em-
bodied as a regular write instruction to perform a regular
memory store of some available data D0. For this type
of store, an encrypted memory write operation or micro-
operation, which is associated with data D0, a memory
address A1, and a data key K1, is issued. Before the
write operation is performed, however, a read operation
is performed using the same memory address A1. The
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content that is already stored at the memory address A1
is first read and decrypted using the data key K1. As part
of the decryption, an integrity check is performed on the
decrypted data. If the decrypted data is determined to be
corrupted, this indicates a possible out-of-bound access
because the stored content was potentially encrypted
with a key other than the data key K1. The use of different
keys for encryption and decryption of the contents at the
memory address A1 can cause the corruption of the data.
If the decrypted contents of memory address A1 are de-
termined to be corrupted, then the write operation may
be aborted, and the processor returns an indication of
corruption. For example, a processor flag in a register
may be set accordingly. If the decrypted contents of mem-
ory address A1 are not determined to be corrupted, then
the write operation completes and the content of address
A1 is replaced by the result of the encryption of available
data D0 using data key K1.
[0033] In one or more embodiments, encryption store
logic 150 may also include write for ownership (WFO)
memory store logic 154. WFO memory store logic 154
may be embodied as a WFO instruction to perform a
WFO memory store of some available data D0. For this
type of store, a WFO memory operation or micro-opera-
tion, which is associated with memory address A1 and
data key K1, is issued. In contrast to regular write oper-
ations, however, there is no preceding read operation
from the same memory address A1. The WFO memory
operation is used for directly writing into a memory region
based on memory address A1, without performing any
integrity checks on the contents of the memory region.
The WFO memory operation may be used for initializing
the memory region with data that is encrypted using data
key K1, where data key K1 is associated with the software
entity that owns the memory address A1 of the memory
region. In at least one embodiment, this is achieved by
the software entity executing a WFO instruction that
presents a write for ownership certificate as an operand.
The certificate is associated with address A1 and is used
to prove that the software entity is authorized to perform
the WFO access at address A1. If the certificate is proven
valid, the content of address A1 is replaced by encrypted
data D0.
[0034] Although a WFO instruction may be executed
by a software entity to initialize a memory region before
any regular write instructions are executed for that mem-
ory region, WFO instructions may also be used to re-
initialize the memory region in some instances. For ex-
ample, a certificate may be generated for a memory re-
gion sized for a smaller object, where the memory region
may be re-initialized multiple times during the runtime of
the software entity. Additionally, WFO instructions can
advantageously mitigate uninitialized use vulnerabilities,
where software reads some data out of memory before
it has been properly initialized. By using WFO instructions
during the runtime of a software entity, when an allocation
of a memory region is made, a WFO instruction can be
executed as the memory region is being initialized. If a

read operation is performed on that memory region allo-
cation before the WFO instruction is executed (e.g., ei-
ther by a regular read instruction or by a preceding read
operation invoked by a regular write instruction), an in-
tegrity check violation will occur and thus an uninitialized
use vulnerability will be detected before corrupted data
is used elsewhere in the software entity.
[0035] In one or more embodiments, software utilizes
certificates 118 to obtain privileged access to particular
memory regions specified by the certificates. For exam-
ple, a write for ownership instruction allows a software
entity (e.g., virtual machine manager (VMM), operating
system, application, function, thread, etc.) to initialize a
memory region by presenting a certificate to prove that
it is authorized to write data (or code) to a particular mem-
ory region specified by that certificate. Certificates can
be embodied as parent certificates or child certificates,
where a parent certificate specifies a memory region hav-
ing a particular size, and an associated child certificate
specifies a smaller memory region (e.g., subregion or
first-level subregion) contained within the larger memory
region. Additionally, embodiments allow for multiple lev-
els of subregions (e.g., first-level subregion of a par-
ent/main memory region, second-level subregion of a
first-level subregion, etc.) and child certificates (e.g., first-
level child certificate of a parent certificate, second-level
child certificate of a first-level child certificate, etc.) to be
used.
[0036] Certificates may be generated and signed by
processor 102. For example, parent certificate genera-
tion logic 156 may be embodied as a parent certificate
generation instruction that generates parent certificates.
Child certificate generation logic 158 may be embodied
as a child certificate generation instruction that generates
child certificates. At least some certificates can be grant-
ed at boot time of the computing device 100. For example,
a parent certificate for memory allocated for larger enti-
ties (e.g., virtual memory managers (VMMs), operating
systems, etc.) and other entities (e.g., applications) may
be granted at boot time by the BIOS. In some scenarios,
however, a software entity may request access to a priv-
ileged memory region after boot time and the processor
102 provides the appropriate certificate to the application.
In these scenarios, the processor may provide some se-
cret information to the software entity at boot time. The
software entity may use the secret information in an ex-
ecute-only mode to authenticate itself to the processor
and establish its context. The software entity may use
this context information together with the credentials
used to establish the context to obtain original certificates
for the root of write for ownership memory accesses, be-
fore the processor grants rights to child software entities.
[0037] Certificates 118 may be stored in registers 110
(e.g., a special purpose register or a control register such
as a machine specific register (MSR)), another memory
location that is readable by the processor 102 (e.g.,
firmware, a secure portion of a data storage device 126,
etc.), in external memory, or another form of memory
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suitable for performing the functions described herein. In
some embodiments, the certificates 118 are stored in a
location that is readable only by the processor, such as
supplemental processor memory 180. A certificate may
be referenced at instruction invocation time using an in-
struction that includes an operand that references the
certificate (e.g., write for ownership instruction).
[0038] It should be noted that embodiments described
herein allow for any number of parameters such as secret
keys and/or tweaks to be used for a memory region
owned by a particular software entity (e.g., virtual ma-
chine, operating system, application, function, thread).
For example, a key and/or a tweak could be used to iso-
late a memory region owned by a particular software en-
tity from other memory regions owned by other software
entities. Additionally, parameters such as keys and/or
tweaks could be used to isolate one or more levels of
subregions within a parent (or main) region owned by a
software entity. For example, a key and/or a tweak could
be used to isolate a first-level subregion within a main
memory region owned by the software entity from other
first-level subregions within the main memory region.
Furthermore, one or more parameters may be used to
isolate a second-level subregion from other second-level
subregions within a first-level subregion of a main mem-
ory region owned by a software entity, and so on. It should
be apparent that a different key may be used for each
memory region (e.g., main memory region or subregion)
to isolate the memory regions from each other. Alterna-
tively, the same key could be used for each memory re-
gion, but the key could paired with a different tweak for
each instance of a memory region to enforce isolation of
the memory region instances. Isolation using tweaks can
be achieved in a similar manner for each level of subre-
gions.
[0039] In at least one embodiment, a mapping 188 of
memory regions (e.g., main memory regions and subre-
gions) to the parameters used to isolate those memory
regions may be stored in suitable memory that is readable
by the processor 102 (e.g., firmware, a secure portion of
a data storage device 126, etc.), in external memory, or
another form of memory suitable for performing the func-
tions described herein. In some embodiments, the map-
ping 188 is stored in a location that is readable only by
the processor, such as supplemental processor memory
180.
[0040] Secret keys may also be generated and asso-
ciated with cryptographically encoded pointers for en-
crypting/decrypting the address portion (or slice) encod-
ed in the pointer. These keys may be the same as or
different than the keys associated with the pointer to per-
form data (or code) encryption/decryption operations on
the data (or code) referenced by the cryptographically
encoded pointer. For ease of explanation, the terms "se-
cret address key" or "address key" may be used to refer
to a secret key used in encryption and decryption oper-
ations of memory addresses and the terms "secret data
key" or "data key" may be used to refer a secret key used

in operations to encrypt and decrypt data or code.
[0041] On (or during) a memory allocation operation
(e.g., a "malloc"), memory allocation logic 146 allocates
a range of memory for a buffer, returns a pointer along
with the metadata (e.g., one or more of range, permission
metadata, size (power), memory allocation size, type,
location, ownership, version, tag, privilege level, crypto
context ID, etc.). In one example, the memory allocation
logic 146 may encode plaintext range information in the
encoded pointer 114 (e.g., in the unused/non-canonical
bits, prior to encryption), or supply the metadata as one
or more separate parameters to the instruction, where
the parameter(s) specify the range, code permission in-
formation, size (power), memory allocation size, type,
location, ownership, version, tag, privilege level (e.g., us-
er or supervisor), crypto context ID, or some suitable
combination thereof. Illustratively, the memory allocation
logic 146 may be embodied in a memory manager mod-
ule 144 of the privileged system component 142. The
memory allocation logic 146 causes the pointer 114 to
be encoded with the metadata (e.g., range, permission
metadata, size (power), memory allocation size, type,
location, ownership, version, tag value, privilege level,
crypto context ID, some suitable combination thereof,
etc.). The metadata may be stored in an unused portion
of the encoded pointer 114 (e.g., non-canonical bits of a
64-bit address). For some metadata or combinations of
metadata, the pointer 114 may be encoded in a larger
address space (e.g., 128-bit address, 256-bit address)
to accommodate the size of the metadata or combination
of metadata.
[0042] To determine valid range metadata, example
range rule logic selects the valid range metadata to indi-
cate an upper limit for the size of the buffer referenced
by the encoded pointer 114. Address adjustment logic
adjusts the valid range metadata as needed so that the
upper address bits (e.g., most significant bits) of the ad-
dresses in the address range do not change as long as
the encoded pointer 114 refers to a memory location that
is within the valid range indicated by the range metadata.
This enables the encoded pointer 114 to be manipulated
(e.g., by software performing arithmetic operations, etc.)
but only so long as the manipulations do not cause the
encoded pointer 114 to go outside the valid range (e.g.,
overflow the buffer).
[0043] In an embodiment, the valid range metadata is
used to select a portion (or slice) of the encoded pointer
114 to be encrypted. In other embodiments, the slice of
the encoded pointer 114 to be encrypted may be known
a priori (e.g., upper 32 bits, lower 32 bits, etc.). The se-
lected slice of the encoded pointer 114 (and the adjust-
ment, in some embodiments) is encrypted using a secret
address key (e.g., keys 116) and optionally, an address
tweak, as described further below. On a memory access
operation (e.g., a read, write, or execute operation), the
previously-encoded pointer 114 is decoded. To do this,
the encrypted slice of the encoded pointer 114 (and in
some embodiments, the encrypted adjustment) is de-
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crypted using a secret address key (e.g., keys 116) and
an address tweak (if the address tweak was used in the
encryption), as described further below.
[0044] The encoded pointer 114 is returned to its orig-
inal (e.g., canonical) form, based on appropriate opera-
tions in order to restore the original value of the encoded
pointer 114 (e.g., the true, original linear memory ad-
dress). To do this in at least one possible embodiment,
the address metadata encoded in the unused bits of the
encoded pointer 114 are removed (e.g., return the un-
used bits to their original form). If the encoded pointer
114 decodes successfully, the memory access operation
completes successfully. However, if the encoded pointer
114 has been manipulated (e.g., by software, inadvert-
ently or by an attacker) so that its value falls outside the
valid range indicated by the range metadata (e.g., over-
flows the buffer), the encoded pointer 114 may be cor-
rupted as a result of the decrypting process performed
on the encrypted address bits in the pointer. A corrupted
pointer will raise a fault (e.g., a general protection fault
or a Page Fault if the address is not mapped as present
from the paging structures/page tables). One condition
that may lead to a fault being generated is a sparse ad-
dress space. In this scenario, a corrupted address is likely
to land on an unmapped page and generate a page fault.
In this way, the computing device 100 provides encoded
pointer security against buffer overflow attacks and sim-
ilar exploits.
[0045] Referring now in more detail to FIGURE 1, the
computing device 100 may be embodied as any type of
electronic device for performing the functions described
herein. For example, the computing device 100 may be
embodied as, without limitation, a smart phone, a tablet
computer, a wearable computing device, a laptop com-
puter, a notebook computer, a mobile computing device,
a cellular telephone, a handset, a messaging device, a
vehicle telematics device, a server computer, a worksta-
tion, a distributed computing system, a multiprocessor
system, a consumer electronic device, and/or any other
computing device configured to perform the functions de-
scribed herein. As shown in FIGURE 1, the example com-
puting device 100 includes at least one processor 102
embodied with the secure memory access logic 106, the
address cryptography unit 104, and the cryptographic
computing engine 108.
[0046] The computing device 100 also includes mem-
ory 120, an input/output subsystem 124, a data storage
device 126, a display device 128, a user interface (Ul)
subsystem 130, a communication subsystem 132, appli-
cation 134, and the privileged system component 142
(which, illustratively, includes memory manager module
144 and key creation module 148). The computing device
100 may include other or additional components, such
as those commonly found in a mobile and/or stationary
computers (e.g., various sensors and input/output devic-
es), in other embodiments. Additionally, in some embod-
iments, one or more of the example components may be
incorporated in, or otherwise form a portion of, another

component. Each of the components of the computing
device 100 may be embodied as software, firmware,
hardware, or a combination of software and hardware.
[0047] The processor 102 may be embodied as any
type of processor capable of performing the functions
described herein. For example, the processor 102 may
be embodied as a single or multi-core central processing
unit (CPU), a multiple-CPU processor or processing/con-
trolling circuit, or multiple diverse processing units or cir-
cuits (e.g., CPU and Graphics Processing Unit (GPU),
etc.).
[0048] Processor memory may be provisioned inside
a core and outside the core boundary. For example, reg-
isters 110 may be included within the core and may be
used to store encoded pointers (e.g., 114), secret keys
116 and possibly tweaks 117 for encryption and decryp-
tion of data or code and addresses, and certificates 118
for validating privileged access to a memory region. Proc-
essor 102 may also include cache 170, which may be L1
and/or L2 cache for example, where data is stored when
it is retrieved from memory 120 in anticipation of being
fetched by processor 102.
[0049] The processor may also include supplemental
processor memory 180 outside the core boundary. Sup-
plemental processor memory 180 may be a dedicated
cache that is not directly accessible by software. In one
or more embodiments, supplemental processor memory
180 may store the mapping 188 between parameters and
their associated memory regions. For example, keys may
be mapped to their corresponding memory regions in the
mapping 188. In some embodiments, tweaks that are
paired with keys may also be stored in the mapping 188.
In other embodiments, the mapping 188 may be man-
aged by software. Supplemental processor memory 180
may also be used to store other information such as cer-
tificates 118, in some embodiments.
[0050] Generally, keys and tweaks can be handled in
any suitable manner based on particular needs and ar-
chitecture implementations. In a first embodiment, both
keys and tweaks may be implicit, and thus are managed
by a processor. In this embodiment, the keys and tweaks
may be generated internally by the processor or exter-
nally by a secure processor. In a second embodiment,
both the keys and the tweaks are explicit, and thus are
managed by software. In this embodiment, the keys and
tweaks are referenced at instruction invocation time us-
ing instructions that include operands that reference the
keys and tweaks. The keys and tweaks may be stored
in registers or memory in this embodiment. In a third em-
bodiment, the keys may be managed by a processor,
while the tweaks may be managed by software.
[0051] The memory 120 of the computing device 100
may be embodied as any type of volatile or non-volatile
memory or data storage capable of performing the func-
tions described herein. Volatile memory is a storage me-
dium that requires power to maintain the state of data
stored by the medium. Examples of volatile memory may
include various types of random access memory (RAM),
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such as dynamic random access memory (DRAM) or
static random access memory (SRAM). One particular
type of DRAM that may be used in memory is synchro-
nous dynamic random access memory (SDRAM). In par-
ticular embodiments, DRAM of memory 122 complies
with a standard promulgated by the Joint Electron Device
Engineering Council (JEDEC), such as JESD79F for
Double Data Rate (DDR) SDRAM, JESD79-2F for DDR2
SDRAM, JESD79-3F for DDR3 SDRAM, or JESD79-4A
for DDR4 SDRAM (these standards are available at
www.jedec.org). Non-volatile memory is a storage me-
dium that does not require power to maintain the state
of data stored by the medium. Nonlimiting examples of
nonvolatile memory may include any or a combination
of: solid state memory (such as planar or 3D NAND flash
memory or NOR flash memory), 3D crosspoint memory,
memory devices that use chalcogenide phase change
material (e.g., chalcogenide glass), byte addressable
nonvolatile memory devices, ferroelectric memory, sili-
con-oxide-nitride-oxide-silicon (SONOS) memory, poly-
mer memory (e.g., ferroelectric polymer memory), ferro-
electric transistor random access memory (Fe-TRAM)
ovonic memory, nanowire memory, electrically erasable
programmable read-only memory (EEPROM), other var-
ious types of non-volatile random access memories
(RAMs), and magnetic storage memory.
[0052] In some embodiments, memory 120 comprises
one or more memory modules, such as dual in-line mem-
ory modules (DIMMs). In some embodiments, the mem-
ory 120 may be located on one or more integrated circuit
chips that are distinct from an integrated circuit chip com-
prising processor 102 or may be located on the same
integrated circuit chip as the processor 102. Memory 120
may comprise any suitable type of memory and is not
limited to a particular speed or technology of memory in
various embodiments.
[0053] In operation, the memory 120 may store various
data and code used during operation of the computing
device 100, as well as operating systems, applications,
programs, libraries, and drivers. Memory 120 may store
data and/or code, which includes sequences of instruc-
tions that are executed by the processor 102.
[0054] The memory 120 is communicatively coupled
to the processor 102, e.g., via the I/O subsystem 124.
The I/O subsystem 124 may be embodied as circuitry
and/or components to facilitate input/output operations
with the processor 102, the memory 120, and other com-
ponents of the computing device 100. For example, the
I/O subsystem 124 may be embodied as, or otherwise
include, memory controller hubs, input/output control
hubs, firmware devices, communication links (i.e., point-
to-point links, bus links, wires, cables, light guides, print-
ed circuit board traces, etc.) and/or other components
and subsystems to facilitate the input/output operations.
In some embodiments, the I/O subsystem 124 may form
a portion of a system-on-a-chip (SoC) and be incorpo-
rated, along with the processor 102, the memory 120,
and/or other components of the computing device 100,

on a single integrated circuit chip.
[0055] The data storage device 126 may be embodied
as any type of physical device or devices configured for
short-term or long-term storage of data such as, for ex-
ample, memory devices and circuits, memory cards, hard
disk drives, solid-state drives, flash memory or other
read-only memory, memory devices that are combina-
tions of read-only memory and random access memory,
or other data storage devices. In various embodiments,
memory 120 may cache data that is stored on data stor-
age device 126.
[0056] The display device 128 may be embodied as
any type of display capable of displaying digital informa-
tion such as a liquid crystal display (LCD), a light emitting
diode (LED), a plasma display, a cathode ray tube (CRT),
or other type of display device. In some embodiments,
the display device 128 may be coupled to a touch screen
or other human computer interface device to allow user
interaction with the computing device 100. The display
device 128 may be part of the user interface (Ul) subsys-
tem 130. The user interface subsystem 130 may include
a number of additional devices to facilitate user interac-
tion with the computing device 100, including physical or
virtual control buttons or keys, a microphone, a speaker,
a unidirectional or bidirectional still and/or video camera,
and/or others. The user interface subsystem 130 may
also include devices, such as motion sensors, proximity
sensors, and eye tracking devices, which may be con-
figured to detect, capture, and process various other
forms of human interactions involving the computing de-
vice 100.
[0057] The computing device 100 further includes a
communication subsystem 132, which may be embodied
as any communication circuit, device, or collection there-
of, capable of enabling communications between the
computing device 100 and other electronic devices. The
communication subsystem 132 may be configured to use
any one or more communication technology (e.g., wire-
less or wired communications) and associated protocols
(e.g., Ethernet, Bluetooth™, Wi-Fi™, WiMAX, 3G/LTE,
etc.) to effect such communication. The communication
subsystem 132 may be embodied as a network adapter,
including a wireless network adapter.
[0058] The example computing device 100 also in-
cludes a number of computer program components, such
as one or more user space applications (e.g., application
134) and the privileged system component 142. The user
space application may be embodied as any computer
application (e.g., software, firmware, hardware, or a com-
bination thereof) that interacts directly or indirectly with
an end user via, for example, the display device 128 or
the UI subsystem 130. Some examples of user space
applications include word processing programs, docu-
ment viewers/readers, web browsers, electronic mail
programs, messaging services, computer games, cam-
era and video applications, etc. Among other things, the
privileged system component 142 facilitates the commu-
nication between the user space application (e.g., appli-
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cation 134) and the hardware components of the com-
puting device 100. Portions of the privileged system com-
ponent 142 may be embodied as any operating system
capable of performing the functions described herein,
such as a version of WINDOWS by Microsoft Corpora-
tion, ANDROID by Google, Inc., and/or others. Alterna-
tively or in addition, a portion of the privileged system
component 142 may be embodied as any type of virtual
machine monitor capable of performing the functions de-
scribed herein (e.g., a type I or type II hypervisor).
[0059] The example privileged system component 142
includes key creation module 148, which may be embod-
ied as software, firmware, hardware, or a combination of
software and hardware. For example, the key creation
module 148 may be embodied as a module of an oper-
ating system kernel, a virtual machine monitor, or a hy-
pervisor. The key creation module 148 creates the secret
keys 116 (e.g., secret address keys and secret data keys)
and may write them to a register or registers to which the
processor 102 has read access (e.g., a special purpose
register). To create a secret key, the key creation module
148 may execute, for example, a random number gen-
erator or another algorithm capable of generating a se-
cret key that can perform the functions described herein.
In other implementations, secret keys may be written to
supplemental processor memory 180 that is not directly
accessible by software. In yet other implementations, se-
cret keys may be encrypted and stored in memory 120.
In one or more embodiments, when a data key is gener-
ated for a memory region allocated to a particular soft-
ware entity the data key may be encrypted, and the soft-
ware entity may be provided with the encrypted data key,
a pointer to the encrypted data key, or a data structure
including the encrypted key or pointer to the encrypted
data key. In other implementations, the software entity
may be provided with a pointer to the unencrypted data
key stored in processor memory or a data structure in-
cluding a pointer to the unencrypted data key. Generally,
any suitable mechanism for generating, storing, and pro-
viding secure keys to be used for encrypting and decrypt-
ing data (or code) and to be used for encrypting and de-
crypting memory addresses (or portions thereof) encod-
ed in pointers may be used in embodiments described
herein.
[0060] It should be noted that a myriad of approaches
could be used to generate or obtain a key for embodi-
ments disclosed herein. For example, although the key
creation module 148 is shown as being part of computing
device 100, one or more secret keys could be obtained
from any suitable external source using any suitable au-
thentication processes to securely communicate the key
to computing device 100, which may include generating
the key as part of those processes. Furthermore, privi-
leged system component 142 may be part of a trusted
execution environment (TEE), virtual machine, proces-
sor 102, a co-processor, or any other suitable hardware,
firmware, or software in computing device 100 or secure-
ly connected to computing device 100. Moreover, the key

may be "secret", which is intended to mean that its value
is kept hidden, inaccessible, obfuscated, or otherwise
secured from unauthorized actors (e.g., software,
firmware, machines, extraneous hardware components,
and humans). This can include keeping the key secret
from the memory region for which the key is used to per-
form encryption and decryption of data and/or code.
[0061] It should be apparent that embodiments de-
scribed herein, including WFO instructions and associ-
ated operations, regular write instructions and associat-
ed operations, and cryptographic computing techniques
can be implemented for data and/or code. For ease of
illustration, embodiments and examples may be de-
scribed with reference to data only. It should be under-
stood, however, that such embodiments and examples
also apply to code, although code may not be explicitly
referenced.
[0062] FIGURE 2A is a simplified flow diagram illus-
trating a general process 200A of cryptographic comput-
ing based on embodiments of an encoded pointer 210.
Process 200A illustrates storing (e.g., writing) data to a
memory region at a memory address indicated by en-
coded pointer 210, where encryption and decryption of
the data is bound to the contents of the pointer according
to at least one embodiment. At least some portions of
process 200A may be executed by hardware, firmware,
and/or software of the computing device 100. In the ex-
ample shown, pointer 210 is an example of encoded
pointer 114 and is embodied as an encoded linear ad-
dress including a metadata portion. The metadata portion
is some type of context information (e.g., size/power
metadata, tag, version, etc.) and the linear address may
be encoded in any number of possible configurations, at
least some of which are described herein.
[0063] Encoded pointer 210 may have various config-
urations according to various embodiments. For exam-
ple, encoded pointer 210 may be encoded with a plaintext
linear address or may be encoded with some plaintext
linear address bits and some encrypted linear address
bits. Encoded pointer 210 may also be encoded with dif-
ferent metadata depending on the particular embodi-
ment. For example, metadata encoded in encoded point-
er 210 may include, but is not necessarily limited to, one
or more of size/power metadata, a tag value, or a version
number.
[0064] Generally, process 200A illustrates a crypto-
graphic computing flow in which the encoded pointer 210
is used to obtain a memory address for a memory region
of memory 220 where data is to be stored, and to encrypt
the data to be stored based, at least in part, on a tweak
derived from the encoded pointer 210. First, address
cryptography unit 202 decodes the encoded pointer 210
to obtain a decoded linear address 212. The decoded
linear address 212 may be used to obtain a physical ad-
dress 214 in memory 220 using a translation lookaside
buffer 204. A data tweak 217 is derived, at least in part,
from the encoded pointer 210. For example, the data
tweak 217 may include the entire encoded pointer, one
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or more portions of the encoded pointer, a portion of the
decoded linear address, the entire decoded linear ad-
dress, encoded metadata, and/or external context infor-
mation (e.g., context information that is not encoded in
the pointer).
[0065] Once the tweak 217 has been derived from en-
coded pointer 210, a cryptographic computing engine
270 can compute encrypted data 224 by encrypting un-
encrypted data 222 based on a data key 216 and the
data tweak 217. In at least one embodiment, the crypto-
graphic computing engine 270 includes an encryption
algorithm such as a keystream generator, which may be
embodied as an AES-CTR mode block cipher 272, at a
particular size granularity (any suitable size). In this em-
bodiment, the data tweak 217 may be used as an initial-
ization vector (IV) and a plaintext offset of the encoded
pointer 210 may be used as the counter value (CTR).
The keystream generator can encrypt the data tweak 217
to produce a keystream 276 and then a cryptographic
operation (e.g., a logic function 274 such as an exclusive-
or (XOR), or other more complex operations) can be per-
formed on the unencrypted data 222 and the keystream
276 in order to generate encrypted data 224. It should
be noted that the generation of the keystream 276 may
commence while the physical address 214 is being ob-
tained from the encoded pointer 210. Thus, the parallel
operations may increase the efficiency of encrypting the
unencrypted data. It should be noted that the encrypted
data may be stored to cache (e.g., 170) before or, in some
instances instead of, being stored to memory 220.
[0066] FIGURE 2B is a simplified flow diagram illus-
trating a general process 200B of cryptographic comput-
ing based on embodiments of encoded pointer 210. Proc-
ess 200B illustrates obtaining (e.g., reading, loading,
fetching) data stored in a memory region at a memory
address that is referenced by encoded pointer 210,
where encryption and decryption of the data is bound to
the contents of the pointer according to at least one em-
bodiment. At least some portions of process 200B may
be executed by hardware, firmware, and/or software of
the computing device 100.
[0067] Generally, process 200B illustrates a crypto-
graphic computing flow in which the encoded pointer 210
is used to obtain a memory address for a memory region
of memory 220 where encrypted data is stored and, once
the encrypted data is fetched from the memory region,
to decrypt the encrypted data based, at least in part, on
a tweak derived from the encoded pointer 210. First, ad-
dress cryptography unit 202 decodes the encoded point-
er 210 to obtain the decoded linear address 212, which
is used to fetch the encrypted data 224 from memory, as
indicated at 232. Data tweak 217 is derived, at least in
part, from the encoded pointer 210. In this process 200B
for loading/reading data from memory, the data tweak
217 is derived in the same manner as in the converse
process 200A for storing/writing data to memory.
[0068] Once the tweak 217 has been derived from en-
coded pointer 210, the cryptographic computing engine

270 can compute decrypted (or unencrypted) data 222
by decrypting encrypted data 224 based on the data key
216 and the data tweak 217. As previously described, in
this example, the cryptographic computing engine 270
includes an encryption algorithm such as a keystream
generator embodied as AES-CTR mode block cipher
272, at a particular size granularity (any suitable size).
In this embodiment, the data tweak 217 may be used as
an initialization vector (IV) and a plaintext offset of the
encoded pointer 210 may be used as the counter value
(CTR). The keystream generator can encrypt the data
tweak 217 to produce keystream 276 and then a crypto-
graphic operation (e.g., the logic function 274 such as an
exclusive-or (XOR), or other more complex operations)
can be performed on the encrypted data 224 and the
keystream 276 in order to generate decrypted (or unen-
crypted) data 222. It should be noted that the generation
of the keystream may commence while the encrypted
data is being fetched at 232. Thus, the parallel operations
may increase the efficiency of decrypting the encrypted
data.
[0069] FIGURE 3 is a simplified flow diagram of a data
flow 300 through various components of computing de-
vice 100 according to at least one embodiment. The data
flow 300 assumes a key for encrypting and decrypting
the data is known. By way of example, the processor 102
may have obtained or generated a key, or application
134 may have established its credentials to the processor
and obtained a key from the processor 102. The compo-
nents involved in the data flow 300 shown in FIGURE 3
include the processor 102, a core 103 of the processor,
cache 170 (such as L1 cache), memory 120, and appli-
cation 134. Although FIGURE 3 is described with refer-
ence to application 134, it should be apparent that the
concepts described with reference to FIGURE 3 are ap-
plicable to any software entity that executes an encrypted
write instruction (e.g., regular write instruction, write for
ownership instruction) or a decrypted read instruction
(e.g., read and decrypt, load and decrypt, move and de-
crypt).
[0070] Initially, application 134 may be instantiated as
a process on processor 102 and may have unencrypted
data and/or code 302 to be encrypted. Application 134
may execute an instruction to encrypted write (e.g., write
for ownership) the unencrypted data/code 302. At 310,
unencrypted data/code 302 is passed to the core 103.
For example, the unencrypted data/code 302 may be
stored in a register. For a WFO instruction, a certificate
is presented in the WFO instruction and verified by the
processor 102 for any data is written. For a regular write
instruction, a preceding read operation is first performed
at the same memory address the write operation is to
access. For this discussion, it is assumed that, for a WFO
instruction, the certificate has been verified or for a reg-
ular write instruction, a successful read at the same mem-
ory address has already been performed.
[0071] At 311, the unencrypted data/code 302 is ac-
cessed by encryption store logic 150, which performs a
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cryptographic algorithm on the unencrypted data/code
302 based at least in part on the key obtained or gener-
ated by application 134. In one or more embodiments,
the key or an indication of the key may be passed to core
103 by application 134 as an operand in an encrypted
write instruction (e.g., regular write instruction, write for
ownership instruction).
[0072] At 312, encryption store logic 150 generates en-
crypted data/code 304 as a result of performing the cryp-
tographic algorithm. Once the encrypted data/code 304
is generated, at 313, it is passed out of core 103. In the
example data flow 300 of FIGURE 3, the encrypted da-
ta/code 304 may be passed to cache 170 (e.g., L1 cache
in processor 102). At 314, the encrypted data/code 304
may be stored in memory 120 (e.g., main memory of
computing device 100). In other embodiments, the en-
crypted data/code 304 may bypass L1 cache and be
stored directly into memory 120.
[0073] When application 134 needs to use or execute
the data or code stored in memory 120, it may execute
a decrypted read instruction to read and decrypt the en-
crypted data/code 304. At 315, encrypted data/code 304
is passed to the cache 170. At 316, the encrypted da-
ta/code 304 is passed to core 103. At 317, the encrypted
data/code 304 is accessed by decryption load logic 160,
which performs the cryptographic algorithm on the en-
crypted data/code 304 based at least in part on the same
key obtained or generated by application 134. In one or
more embodiments, the key or an indication of the key
may be passed to core 103 by application 134 as an
operand in the decrypt and move instruction.
[0074] At 318, decryption load logic 160 generates un-
encrypted (or decrypted) data/code 302 as a result of
performing the cryptographic algorithm on the encrypted
data/code. Once the unencrypted data/code 302 is gen-
erated, at 319, it is passed out of core 103. For example,
the unencrypted data/code 302 may be made available
to application 134 by being stored in a register. Thus,
application 134 can perform operations on and manipu-
late the unencrypted data or can execute the unencrypt-
ed code. Once the application 134 is finished performing
operations on the data (or executing the code), it can
execute another encrypted write instruction (e.g., regular
write instruction) to re-encrypt the data or code and store
it in memory 120 again.
[0075] FIGURES 4A and 4B are block diagrams illus-
trating possible instantiations of memory regions of mem-
ory (e.g., 120) in a computing device (e.g., 100) according
to at least one embodiment. FIGURE 4A illustrates an
example memory region 400 having a single area that is
allocated to a software entity, where the software entity
has requested and received, or has otherwise obtained,
privileged access to the memory region 400 from a proc-
essor. Examples of software entities to which privileged
access may be granted for a particular memory region
by a processor can include, but are not necessarily limited
to a trusted execution environment, virtual machine, an
operating system, a system application, or a user space

application (e.g., 134).
[0076] In one or more embodiments, privileged access
to a particular memory region includes write for owner-
ship (WFO) privileges to that memory region, which will
be further described herein. As used herein, the term
"parent software entity" is intended to refer to a software
entity to which a memory region is allocated and to which
WFO privileges have been granted. For example, mem-
ory region 400 may be allocated to a parent software
entity S0. In this example, the parent software entity S0
may execute a WFO instruction with a single parameter
or a single combination of parameters (e.g., a key, a
tweak, or a key and tweak) to initialize the entire memory
region 400 with data or code that is encrypted based on
the parameter or combination of parameters. This write
access can effectively isolate memory region 400 from
other memory regions potentially owned and isolated by
other software entities using other parameters.
[0077] FIGURE 4B illustrates another example of a
memory region 410 that may be allocated to a parent
software entity S0. A parent software entity S0 has WFO
privileges for the entire memory region 410. The parent
software entity S0 can use WFO instructions to initialize
three different memory areas (or subregions) within the
allocated memory region 410 with data encrypted using
three different parameters (e.g., three different keys). In
this example, subregion 410A is initialized with first data
encrypted using a first parameter (e.g., key K1), subre-
gion 410B is initialized with second data encrypted using
a second parameter (e.g., key K2), and subregion 410C
is initialized with third data encrypted using a third pa-
rameter (e.g., key K3). In another example, the memory
subregions can be differentiated or isolated by using dif-
ferent tweaks in with the same key to encrypt the respec-
tive data used to initialize the subregions.
[0078] Access to memory regions that are allocated to
a parent software entity can also be given to other soft-
ware entities referred to herein as "child software enti-
ties." For example, a parent software entity with privi-
leged access to memory region 410 may give a child
software entity access to a subregion with regular write
privileges rather than WFO privileges. Because regular
write operations are preceded by a memory read on the
same address, a read on an address in another subregion
can cause a fault. For example, consider a child software
entity S1 that is given regular write access to subregion
410A with key K1, as shown at 412. Because the child
software entity S1 does not possess a certificate that the
parent software entity S0 possesses, the child software
entity cannot perform a WFO operation and instead, per-
forms a regular write operation. If the child software entity
S1 performs an out-of-bound access using a regular write
instruction for subregion 410B, a fault is generated as
shown at 414. Because the write operation is regular (i.e.,
not write for ownership) a preceding read access is per-
formed and results in some encrypted content from su-
bregion 410B being decrypted with the wrong key (i.e.,
key K1). Using one or more suitable integrity checks, the
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results of the decryption can indicate that the read access
was out of bounds and the write operation can be
blocked. Suitable integrity checks can include, but are
not necessarily limited to checking the validity of sepa-
rately stored integrity values (e.g., message authentica-
tion codes (MACs)), checking that certain canary values
have the values they are supposed to have, and/or check-
ing the entropy of the decrypted content.
[0079] FIGURE 5 is a diagram showing one possible
example of the structure and contents of a write for own-
ership (WFO) certificate 500, which may be presented
by an instruction to the processor to allow WFO access
to an address of a memory region (e.g., main memory
region or subregion). In one or more embodiments, cer-
tificate 500 is produced and signed by a processor (e.g.,
102) and is required for a software entity to issue WFO
accesses to initialize a memory with its own data. A cer-
tificate may include some fields that are similar to the
fields of an encoded pointer, as previously described
herein. A certificate may have one or more fields that are
similar to the fields of an encoded pointer, but may be
any suitable size depending on particular needs and im-
plementations. For example, certificate 500 may be any
size in bits (e.g., 64 bits, 128 bits, 256 bits, etc.) that can
be stored in a register such as a ymm register or a zmm
register. In other embodiments, other types of secure
memory may be used to store certificates 500, the cer-
tificate may be encrypted and stored in main memory, or
the WFO instruction can present a pointer to the certifi-
cate or encrypted certificate. In one or more embodi-
ments, a valid certificate verifies that the software entity
presenting the certificate is authorized to access a par-
ticular memory region once, at initialization time. An en-
coded pointer (cryptographically or non-cryptographical-
ly) may be smaller in size and used for regular accesses
to a memory region, potentially multiple times.
[0080] In one or more embodiments, certificate 500 in-
cludes a base address field 502, a memory region bounds
field 504, an additional metadata field 506, and an integ-
rity value field 508. Base address field 502 can contain
a base address 512 of the memory region for which the
certificate authorizes WFO privileged access. Memory
region bounds field 504 contains memory region bounds
514 of the memory region for which the certificate au-
thorizes WFO privileged access. Memory region bounds
514 can be provided in any suitable manner including,
but not limited to a size of the memory region or an upper
address of the memory region. Additional metadata field
506 contains additional metadata 516 associated with
the memory region for which the certificate authorizes
WFO privileged access. The additional metadata 516 can
include, but is not necessarily limited to access privileges
(e.g., write privilege, read privilege, execute privilege,
etc.) and/or field types.
[0081] The integrity value field 508 contains an integrity
value 518, which may represent a signature of the proc-
essor on the certificate 500. In other implementations,
the certificate may include another field or use some other

suitable mechanism to enable the processor to authen-
ticate (e.g., sign) the certificate. Integrity value 518 can
be any suitable value that enables the processor to per-
form an integrity check to verify the integrity of the cer-
tificate when the certificate 500 is presented by software.
For example, integrity value 518 may be embodied as a
message authentication code (MAC), which can be com-
puted based on one or more other fields in the certificate
by a cryptographic hash function using a secret key. In
one or more embodiments, the secret key may be known
only to the processor. In one example, a processor can
invoke a cryptographic hash function, which uses a se-
cret key known to the processor, to compute a MAC value
based on one or more other fields in the certificate such
as the base address 512, the memory region bounds
514, and/or the additional metadata 516. When the cer-
tificate 500 is presented in an instruction executed by a
software entity, the processor can use the same crypto-
graphic hash function and the same secret key to com-
pute a new MAC value based on the one or more fields
in the certificate that were previously used to compute
the MAC value stored in the integrity value field 508 of
the certificate 500. If the new MAC value matches (or
otherwise corresponds to) the MAC value in the certifi-
cate 500, then the integrity check succeeds and the in-
tegrity of the certificate 500 (and its fields) are verified.
In this case, the software entity presenting the certificate
is permitted to perform privileged memory accesses
(e.g., write for ownership access) to the memory region
identified in the certificate. If the new MAC value does
not match (or otherwise correspond to) the MAC value
in the certificate, then the integrity of the certificate 500
cannot be verified and the software entity presenting the
certificate 500 is blocked from using privileged WFO
memory access.
[0082] In further embodiments, a certificate generated
by a processor for a larger memory region may be used
to generate one or more certificates for smaller regions
(or subregions) defined within the larger memory region.
The certificate of the larger memory region may be re-
ferred to herein as a "parent certificate," and the certifi-
cates of the smaller regions defined within a larger mem-
ory region may be referred to herein as "child certificates."
Child certificates can be generated to give child software
entities privileged WFO access to the smaller regions.
[0083] In one or more embodiments, a child certificate
can be generated by executing a child certificate gener-
ation instruction, which accepts as input a parent certif-
icate as well as a non-authenticated child certificate for
a narrower region than the memory region specified in
the parent certificate. This instruction checks the validity
of the parent certificate (e.g., by performing an integrity
check of the integrity value in the parent certificate) and
also checks whether the child certificate specifies a nar-
rower region that is included in the larger memory region
specified in the parent certificate. This check may be per-
formed by evaluating the base addresses and memory
region bounds in the certificates. If the checks pass, the
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processor signs the child certificate by computing an in-
tegrity value (e.g., a MAC value) and adding the integrity
value to the integrity field of the certificate. In at least one
embodiment, the signed child certificate allows a child
software entity to have complete control over the narrow-
er region for which the child certificate authorizes privi-
leged WFO access.
[0084] Turning to FIGURE 6, FIGURE 6 is a flow dia-
gram illustrating a process 600 in which both privileged
write instructions and regular (or non-privileged) write in-
structions are used by a parent software entity 610 and
its first and second child software entities 614A and 614B,
which are being executed by a processor 602, to write
to a memory region 620. At 631, parent software entity
610 obtains a parent certificate C1 from processor 602
for memory region 620. In one or more embodiments,
parent software entity 610 may execute a parent certifi-
cate generation instruction (e.g., invoking parent certifi-
cate generation logic 156) to obtain an authenticated par-
ent certificate C1 that grants write for ownership privileg-
es to memory region 620. The processor 602 generates
and authenticates (e.g., by signing) parent certificate C1
and provides the certificate to parent software entity 610.
In one or more embodiments, BIOS firmware of the proc-
essor 602 may generate and sign the parent certificate
C1.
[0085] Once parent software entity 610 obtains a valid
parent certificate, it can execute WFO instructions to in-
itialize subregions 622A, 622B, and 622C of memory re-
gion 620 with data that is encrypted using a different key
for each subregion. A memory region can be "initialized"
by a software entity when data is written to the memory
region for the first time after the software entity is initiated.
A memory region can also be "re-initialized" in some in-
stances to use a different parameter to encrypt the data
stored in that region.
[0086] In this example, at 634, parent software entity
610 executes a WFO instruction with parent certificate
C1, an encoded pointer PTR1 to subregion 622A, and a
first key K1 to encrypt first data D1. Based on determining
that the parent certificate C1 authorizes access to sub-
region 622A (e.g., by performing an integrity check on
the integrity value in the parent certificate C1), subregion
622A is initialized with the encrypted first data. At 635,
parent software entity 610 executes a WFO instruction
with parent certificate C1, an encoded pointer PTR2 to
subregion 622B, and a second key K2 to encrypt second
data D2. Based on determining that the parent certificate
C1 authorizes access to subregion 622B, subregion
622B is initialized with the encrypted second data.
[0087] Parent software entity 610 can also give regular
write privileges and WFO privileges to child software en-
tities for the subregions of memory region 620. In this
example, parent software entity 610 may not initialize
subregion 622C, but instead gives the second child soft-
ware entity 614B WFO privileges to subregion 622C. Par-
ent software entity 610 can execute a child certificate
generation (CCG) instruction (e.g., invoking child certif-

icate generation logic 158) to obtain an authenticated
child certificate CC1 that grants WFO privileges for the
desired subregion of memory. In this example, the de-
sired subregion is subregion 622C. The CCG instruction
includes the parent certificate C1 and a non-authenticat-
ed child certificate C1. The processor 602 determines
the validity of the parent certificate C1 (e.g., by performing
an integrity check of the integrity value in the parent cer-
tificate C1). The processor 602 also determines whether
the non-authenticated child certificate CC1 specifies a
valid region to which it is requesting access. For example,
if the specified region in the child certificate CC1 is in-
cluded within the boundaries of memory region 620,
which is owned by parent software entity 610, then the
specified region is valid. If both the parent certificate C1
and the specified region in the child certificate are deter-
mined to be valid, then the processor 602 authenticates
the child certificate CC1 for example, by signing the child
certificate CC1 (e.g., computing an integrity value and
storing it in the child certificate CC1). At 632, the proc-
essor 602 then provides the authenticated child certifi-
cate CC1 to parent software entity 610.
[0088] In this example, at 615, parent software entity
610 gives WFO privileges for subregion 622C to child
software entity 614B by providing the child certificate
CC1 to the child software entity 614B. Child software
entity 614B can initialize subregion 622C with its own
encrypted data. In one example, child software entity
614B could execute a WFO instruction with an encoded
pointer to subregion 622C, the child certificate CC1, and
a key to encrypt data to initialize the entire area of sub-
region 622C. In another example, child software entity
614B executes WFO instructions to initialize multiple su-
bregions of subregion 622C. As shown in FIGURE 6, at
636, child software entity 614B executes a WFO instruc-
tion with child certificate CC1, an encoded pointer PTR3
to subregion 624A, and a third key K3 to encrypt third
data D3. Based on determining that the child certificate
CC1 authorizes access to subregion 624A (e.g., by per-
forming an integrity check on the integrity value in the
child certificate CC1), subregion 624A is initialized with
the encrypted third data D3. At 637, child software entity
614B executes a WFO instruction with child certificate
CC1, an encoded pointer PTR4, and a fourth key K4 to
encrypt fourth data D4. Based on determining that the
child certificate CC1 authorizes access to subregion
624B, subregion 624B is initialized with the encrypted
fourth data D4. At 638, child software entity 614B exe-
cutes a WFO instruction with child certificate CC1, an
encoded pointer PTR5, and a fifth key K5 to encrypt fifth
data D5. Based on determining that the child certificate
CC1 authorizes access to subregion 624C, subregion
624C is initialized with the encrypted fifth data D5.
[0089] Some child entities may not be granted WFO
privileged access to a memory region but instead may
be granted regular write privileges to a memory region
or one or more of its subregions. In the example of FIG-
URE 6, parent software entity 610 gives the child software
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entity 614A regular write privileges to subregion 622A.
Child software entity 614A can execute a regular write
instruction to write its own data to subregion 622A. In one
example, child software entity 614B executes the regular
write instruction using an encoded pointer PTR1 (as pre-
viously described herein), and the key K1 that was used
by parent software entity 610 to encrypt first data D1
stored in subregion 622A. The key K1 is used to encrypt
sixth data D6. Because the instruction is a regular write
instruction, a read operation is performed on subregion
622A using encoded pointer PTR1 prior to writing any
new data to the subregion. If the write instruction is at-
tempting to access memory that is out of bounds (e.g.,
in another subregion of memory region 620 or in another
memory region), then decoding the encoded pointer
PTR1 and/or decrypting the encrypted data D1 will result
in an error. For example, an integrity check for the data
D1 may fail (e.g., message authentication code (MAC)
on a cacheline), a canary value in the decrypted data D1
may fail, or the amount of entropy detected in the de-
crypted data D1 may indicate an error based on a relevant
entropy threshold. If an error is detected in the preceding
read operation, then the regular write access is blocked.
If the preceding read operation succeeds, however, then
the new encrypted sixth data D6 may be written to sub-
region 622A.
[0090] It should be apparent that an originally-allocat-
ed memory region such as memory region 620 may not
be divided into any subregions, or could be divided into
any number of subregions (also referred to herein as
"first-level subregions") where each first-level subregion
(e.g., 622A, 622B, 622C) may be initialized using a WFO
instruction with data that is encrypted using a different
parameter or different parameter combination (e.g., dif-
ferent keys, same key and different tweaks, etc.). Fur-
thermore, a first-level subregion of an originally-allocated
memory region may not be divided into further subre-
gions, or could be divided into any number of subregions
(also referred to herein as "second-level subregions)
where each second-level subregion (e.g., 624A, 624B,
624C) may be initialized using a WFO instruction with
data that is encrypted using a different parameter or dif-
ferent parameter combination (e.g., different keys, same
key and different tweaks, etc.). Any number of nested
levels of subregions of a memory region may be instan-
tiated based on particular needs and implementations.
Moreover, a child software entity may be given WFO priv-
ileged access to one or more subregions, regular read
access to one or more subregions, or any suitable com-
bination thereof.
[0091] Turning to FIGURE 7, FIGURE 7 is a flow dia-
gram illustrating an example process 700 associated with
a write for ownership (WFO) instruction according to one
or more embodiments. Process 700 may be associated
with one or more sets of operations. A computing system
(e.g., computing device 100) may comprise means such
as hardware, firmware, and/or software of the computing
device 100 for performing the operations. In one exam-

ple, at least some of the operations of WFO memory store
logic 154 may be performed by processor 102.
[0092] Process 700 begins when some data (e.g., D1)
becomes available to be written to memory. At 702, a
WFO instruction is executed by a software entity (e.g., a
parent software entity or child software entity) to use data
D1 to initialize a memory region (e.g., main memory re-
gion or subregion) at a memory address referenced by
an encoded pointer. Execution of the WFO instruction
causes a write for ownership memory operation or micro-
operation to be issued. The WFO memory operation or
micro-operation is associated with a data key (e.g., K1)
and the memory address (e.g., A1) of the memory region
where the data D1 is to be written. In at least one em-
bodiment, the WFO instruction can include a first operand
containing a certificate and a second operand containing
the pointer encoded with the memory address (e.g., a
linear address) of the memory region.
[0093] Because the instruction is a WFO instruction,
rather than a regular write instruction, there is no preced-
ing read operation performed from the same memory ad-
dress A1. Instead, the WFO memory operation is used
for directly writing into memory without performing any
integrity checks of the memory region’s contents. Accord-
ingly, at 704, the first operand containing the certificate
in the WFO instruction is identified. At 706, a determina-
tion is made as to whether the certificate authorizes ac-
cess (e.g., write access) to the memory region. In at least
one embodiment, this determination includes a verifica-
tion of an integrity value (e.g., 518) in the certificate to
determine whether the certificate itself is valid. For ex-
ample, the integrity value may be a message authenti-
cation code (MAC) computed over one or more other
fields in the certificate using a key for certificate signa-
tures known to the processor. To determine whether the
certificate is valid, the processor may use the same cer-
tificate key it possesses to produce a new MAC from the
same one or more other fields in the presented certificate.
If the MAC stored in the presented certificate does not
match or otherwise correspond to the newly produced
MAC, then the certificate is not valid, and therefore, does
not authorize access to the memory region by the soft-
ware entity. In this case, at 708, the write operation may
be aborted and an error message may be returned to
indicate an out-of-bounds access error.
[0094] If the MAC stored in the presented certificate
matches or otherwise corresponds to the newly produced
MAC, then the presented certificate is determined to be
valid. If the certificate is valid, then the certificate author-
izes access by the software entity to the memory region
indicated by the memory address A1. Accordingly, at
712, the memory address A1 (e.g., linear address) of the
memory region is obtained by decoding the encoded
pointer. If the pointer is cryptographically encoded, then
at least a portion of the pointer may be decrypted using
an address key and possibly an address tweak to obtain
a decrypted slice of the memory address, which is com-
bined with other plaintext portions of the linear address
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to produce the full plaintext linear address, as previously
described herein.
[0095] At 714, a data tweak (e.g., T1) may be derived
at least in part from the encoded pointer, as previously
described herein. For example, the data tweak T1 may
be the entire encoded pointer (which may or may not be
cryptographically encoded). In another example, the
metadata from the encoded pointer and the linear ad-
dress computed from the encoded pointer may be part
of the data tweak T1. In yet other embodiments, external
context information may be part of the data tweak T1. In
at least some embodiments, the data tweak T1 may be
used to differentiate subregions defined within a larger
memory region or within a larger memory subregion. In
yet other embodiments, a data tweak T1 may not be de-
rived from the encoded pointer. Rather, a simple coun-
ter/initialization vector (IV) may be used. In this case,
different data keys may be used to differentiate subre-
gions. In yet other embodiments, the combination of dif-
ferent keys for each subregion and different data tweaks
derived from the encoded pointers to those subregions
may be used to differentiate subregions.
[0096] At 716, the data key K1 associated with the
memory region may be obtained. An operand of the WFO
instruction may be used to obtain the data key K1 for the
memory region. The operand may contain any suitable
content (e.g., an encrypted key, a pointer to an encrypted
key stored in memory, a pointer to an unencrypted key
stored in processor memory, a data structure containing
an encrypted key, a data structure containing a pointer
to an encrypted key or to an unencrypted key in processor
memory, etc.) from which the data key K1 can be ob-
tained. If the memory region to be initialized is a subre-
gion of a larger area of memory allocated to the software
entity, then the data key K1 may be one of several data
keys to be used to encrypt data for respective subregions
of the larger memory region or larger memory subregion.
[0097] At 718, the data D1 to be written to memory is
encrypted to produce encrypted data D1 based at least
in part on the data key K1 and the data tweak T1. In at
least one embodiment, the encryption is performed in the
core of the processor. The encryption may be performed
using a block cipher (e.g., a tweakable block cipher (e.g.,
XOR-encrypt-XOR-based tweaked-codebook mode with
ciphertext stealing (XTS)), or any other suitable crypto-
graphic algorithm as previously described herein.
[0098] At 720, the memory region is initialized by re-
placing the contents of the memory region with the en-
crypted data D1. This can be achieved by performing a
write operation to store the encrypted data D1 to memory
based on the memory address A1. The decoded linear
address obtained at 712 may be used to obtain a physical
address and the encrypted data D1 may be written to the
memory region based on the physical address.
[0099] In another embodiment, neither a certificate nor
a preceding read operation is required before the write
operation is performed. Instead, a direct write (e.g. a non-
temporal store) operation is used where the direct oper-

ation is not preceded by a read operation and a check
for a valid certificate is not performed. In this embodiment,
none of the prior memory contents are revealed before
the write operation overwrites the previous data preserv-
ing the secrets. This is an implicit change of memory
ownership. In these cases, even if the data is corrupted
(e.g., because the direct write operation is performed by
a malware or by an inadvertent software error) if the over-
written data is again accessed by the previous owner
whose data was overwritten, the integrity checks will fail
(e.g. MAC values will not match) causing an error and
preventing the consumption of the corrupted data.
[0100] It should be further noted that, although the op-
erations of process 700 are illustrated in sequence, any
suitable order or timing of the various operations may be
used. For example, in at least one embodiment, one or
more operations identified at 710, may be performed at
least partially in parallel with other operations of process
700. In one possible implementation, while the certificate
is being evaluated (e.g., 704, 706) to determine whether
it authorizes access to the memory region, one or more
of the operations of 710 to encrypt the data to be stored
may be occurring. In yet a further possible implementa-
tion, one or more operations indicated at 714-716 may
be performed at least partially in parallel with decoding
the memory address of the memory region from the en-
coded pointer at 712. In these possible alternative imple-
mentations, or some combination thereof, efficiency
could be improved as the process may be completed
more quickly.
[0101] FIGURE 8 is a flow diagram illustrating an ex-
ample process 800 associated with a regular write in-
struction according to one or more embodiments. Proc-
ess 800 may be associated with one or more sets of
operations. A computing system (e.g., computing device
100) may comprise means such as hardware, firmware,
and/or software of the computing device 100 for perform-
ing the operations. In one example, at least some of the
operations of the regular write memory store logic 152
may be performed by the processor 102.
[0102] Process 800 begins when some data (e.g., D1)
becomes available to be written to memory. At 802, a
regular write instruction is executed by a software entity
(e.g., a parent software entity or child software entity) to
write data D1 to a memory region at a memory address
referenced by an encoded pointer. Execution of the reg-
ular write instruction causes a regular write memory op-
eration or micro-operation to be issued. The regular write
memory operation or micro-operation is associated with
a data key (e.g., K1) and the memory address (e.g., A1)
of the memory region where the data D1 is to be written.
In at least one embodiment, the WFO instruction can
include a first operand containing the pointer encoded
with the memory address (e.g., a linear address) of the
memory region.
[0103] Because the instruction is a regular write in-
struction, rather than a WFO write instruction, a preced-
ing read operation is performed from the same memory
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address A1. Thus, the integrity of the memory region’s
content can be evaluated to determine whether the con-
tent is corrupted or the write operation is attempting to
perform an out of bounds access. Accordingly, at 804,
the memory address (e.g., linear address) of the memory
region is obtained by decoding the encoded pointer. If
the pointer is cryptographically encoded, then at least a
portion of the pointer may be decrypted using an address
key and possibly an address tweak to obtain a decrypted
slice of the memory address, which is combined with oth-
er plaintext portions of the linear address to produce the
full plaintext linear address, as previously described
herein.
[0104] At 806, the content of the memory region is read
based on the decoded linear address. For ease of illus-
tration, we assume that the memory region contains data
D0. In at least some scenarios, the physical address of
the memory region may be obtained based on the linear
address and then used to access the memory region.
The physical address can then be used to access the
memory region to read data D0. In other scenarios, if
data D0 is currently stored in cache (e.g., 170), then it
may be read from the cache.
[0105] At 808, a data tweak T1 may be derived at least
in part from the encoded pointer, as previously described
herein. For example, the data tweak T1 may be the entire
encoded pointer (which may or may not be cryptograph-
ically encoded). In another example, the metadata from
the encoded pointer and the linear address computed
from the encoded pointer may be part of the data tweak
T1. In yet other embodiments, external context informa-
tion may be part of the data tweak T1. In at least some
embodiments, the data tweak T1 may be used to differ-
entiate subregions defined within a larger memory region
or within a larger memory subregion. In yet other embod-
iments, a data tweak T1 may not be derived from the
encoded pointer. Rather, a simple counter/initialization
vector (IV) may be used. In this case, different data keys
may be used to differentiate subregions. In yet other em-
bodiments, the combination of different keys for each su-
bregion and different data tweaks derived from the en-
coded pointers to those subregions may be used to dif-
ferentiate subregions.
[0106] At 810, the data key K1 associated with the
memory region may be obtained. An operand of the reg-
ular write instruction may be used to obtain the data key
K1 for the memory region. The operand may contain any
suitable content (e.g., an encrypted key, a pointer to an
encrypted key stored in memory, a pointer to an unen-
crypted key stored in processor memory, a data structure
containing an encrypted key, a data structure containing
a pointer to an encrypted key or to an unencrypted key
in processor memory, etc.) from which the data key K1
can be obtained. If the memory region to be initialized is
a subregion of a larger area of memory allocated to the
software entity, then the data key K1 may be one of sev-
eral data keys to be used to encrypt data for respective
subregions of the larger memory region or larger memory

subregion.
[0107] At 812, the data D1 read from memory is de-
crypted to produce decrypted data D0 based at least in
part on the data key K1 and the data tweak T1. In at least
one embodiment, the decryption is performed in the core
of the processor. The decryption may be performed using
a block cipher (e.g., a tweakable block cipher (e.g., XOR-
encrypt-XOR-based tweaked-codebook mode with ci-
phertext stealing (XTS)), or any other suitable crypto-
graphic algorithm as previously described herein.
[0108] At 814, one or more integrity checks are per-
formed to detect corruption, which may occur if the read
data D1 was encrypted with a different data key or if the
regular write operation is attempting an out of bounds
access. Any suitable integrity checking technique may
be used. One technique includes checking the validity of
a separately stored integrity value (e.g., MAC value) of
the decrypted data D0. A cryptographic hash function
could be applied to the decrypted data D0 to compute a
new MAC value. The new MAC value could be compared
to a stored MAC value that was previously computed for
data D0 for example, as part of the previous write instruc-
tion (e.g., WFO instruction or regular write instruction)
before data D0 was encrypted for storing in the memory
region. Corruption is detected if the new MAC value and
the stored MAC value do not match. However, if the MAC
values match, then the integrity check passes. It should
be noted that alternatively, the MAC integrity check could
be performed on the encrypted data (e.g., MAC values
computed on encrypted data). A second integrity check
involves checking the decrypted data D0 for one or more
canary values that the decrypted data D0 is supposed to
contain. If the canary values are found in the decrypted
data D0, then the integrity check indicates there is no
corruption. Otherwise, the integrity check indicates there
may be corruption. A third integrity check involves check-
ing an entropy of the decrypted data D0. Corruption can
be detected based on the entropy of the decrypted data
D0 and an entropy threshold. For example, a higher
amount of entropy in unencrypted (or decrypted) data
can indicate corruption of the data and thus the wrong
key/tweak was used to access the data.
[0109] At 816, a determination is made as to whether
an integrity violation occurred in one or more of the in-
tegrity checks. If an integrity violation occurs, then cor-
ruption is detected and at 818, the write operation may
be aborted and an error message may be returned to
indicate an out-of-bounds access error.
[0110] If an integrity violation does not occur, then cor-
ruption is not detected. In this case, at 820, the data D1
to be written to memory is encrypted to produce encrypt-
ed data D1 based at least in part on the data key K1 and
the data tweak T1. In at least one embodiment, the en-
cryption is performed in the core of the processor. The
encryption may be performed using a block cipher (e.g.,
a tweakable block cipher (e.g., XOR-encrypt-XOR-based
tweaked-codebook mode with ciphertext stealing (XTS)),
or any other suitable cryptographic algorithm as previ-
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ously described herein.
[0111] At 822, the content of the memory region (e.g.,
data D0) is replaced with the new encrypted data D1.
This can be achieved by performing a write operation to
store the encrypted data D1 to memory based on the
memory address. The decoded linear address obtained
at 804 may be used to obtain a physical address and the
encrypted data D1 may be written to the memory region
based on the physical address.
[0112] It should be noted that, although the operations
of process 800 are illustrated in sequence, any suitable
order or timing of the various operations may be used.
In one possible implementation, deriving the data tweak
T1 at 808 and generating a keystream from the data
tweak T1 to be used in decrypting the data D0 at 812 can
be performed at least partially in parallel with decoding
the memory address from the encoded pointer at 804
and/or reading the data D0 from the memory region at
806. In another example, encrypting the data D1 can be
performed at least partially in parallel with decrypting data
D0 at 812 and/or performing integrity checks at 814-816.
These possible alternative implementations, or any suit-
able combination thereof, may improve efficiency as the
process may be completed more quickly.
[0113] FIGURE 9 is a flow diagram illustrating an ex-
ample process 900 associated with a child certificate
generation instruction according to one or more embod-
iments. Process 900 may be associated with one or more
sets of operations. A computing system (e.g., computing
device 100) may comprise means such as hardware,
firmware, and/or software of the computing device 100
for performing the operations. In one example, at least
some of the operations of the child certificate generation
logic 158 may be performed by the processor 102.
[0114] For ease of illustration, process 900 is de-
scribed with reference to a parent certificate generated
for a memory region allocated to a software entity, and
a child certificate generated for a subregion of that mem-
ory region, where the memory region is the root of mem-
ory allocated to the software entity. It should be noted,
however, that the memory region could also be a subre-
gion of an even larger second memory region, the second
memory region could be a subregion of an even larger
third memory region, and so on. Generally, any number
of subregion levels within a root of memory allocated to
a software entity, and certificates corresponding to re-
spective subregions are possible.
[0115] Process 900 is executed when a certificate has
already been generated for a memory region allocated
to a software entity, and the software entity wants to break
up or divide the memory region into two or more smaller
subregions. At 902, a child certificate generation instruc-
tion is executed by the software entity to generate a child
certificate for a subregion of a larger first memory region,
based on a parent certificate associated with the larger
first memory region. Execution of the child certificate gen-
eration instruction causes a child certificate generation
operation or micro-operation to be issued. The child cer-

tificate generation operation or micro-operation is asso-
ciated with a parent certificate for the larger memory re-
gion and a non-authenticated child certificate for one of
the two or more smaller subregions contained within the
larger memory region. In one example, the parent certif-
icate may be provided in a first operand, and the non-
authenticated child certificate may be provided in a sec-
ond operand.
[0116] The non-authenticated child certificate may be
generated by the software entity and may include any
suitable fields based on particular needs and implemen-
tations. For example, the non-authenticated child certif-
icate may include a base address of the subregion, mem-
ory region bounds indicating the size of the subregion or
object to be stored in the subregion, and any desired
additional metadata (e.g., access privileges and/or field
types). Additionally, the non-authenticated child certifi-
cate may contain an empty integrity value field, which
can be populated with an integrity value generated by
the processor if the child certificate is determined to be
valid. The integrity value written by the processor can
also serve as a signature to authenticate the certificate.
In other implementations, the processor may use another
mechanism or field to authorize the certificate.
[0117] At 904, the operands of the child certificate gen-
eration instruction containing the parent certificate and
the non-authenticated child certificate are identified. At
906, the processor determines whether the parent cer-
tificate is valid. This determination may include a verifi-
cation of an integrity value in the parent certificate as
described with reference to process 700 at 706, for ex-
ample. If the integrity verification fails and the certificate
is determined to be invalid, then a fault may be generated
at 910 to indicate an out of bounds access error, and an
error message may be returned.
[0118] If the integrity verification succeeds and the par-
ent certificate is determined to be valid, then at 908, the
processor determines whether the non-authenticated
child certificate is valid. This determination can be made
by comparing the memory bounds value in the non-au-
thenticated child certificate to the memory bounds value
in the parent certificate. If the memory bounds indicated
in the non-authenticated child certificate are not con-
tained entirely within the memory bounds indicated in the
parent certificate, then the non-authenticated child cer-
tificate is invalid. Other checks may also be performed.
For example, access privileges in the additional metada-
ta field may be evaluated to ensure that the permissions
in the child certificate are not greater than the access
permissions in the parent certificate. If the access per-
missions indicated in the non-authenticated child certifi-
cate are greater than the access permissions indicated
in the parent certificate, then the non-authenticated child
certificate may be invalid. If the non-authenticated child
certificate is determined to be invalid, then a fault may
be generated at 910, and an error message may be re-
turned.
[0119] If the non-authenticated child certificate is de-

39 40 



EP 3 757 858 A1

22

5

10

15

20

25

30

35

40

45

50

55

termined to be valid, however, then at 912, an integrity
value can be computed for the non-authenticated child
certificate. The integrity value can be computed by ap-
plying a cryptographic hash function to one or more other
fields (e.g., base address, memory bounds, additional
metadata) in the non-authenticated child certificate. At
914, the processor can write the computed integrity value
in the integrity field of the non-authenticated child certif-
icate. In one or more embodiments, this integrity value
serves as an authentication signature to transform the
non-authenticated child certificate into an authenticated
child certificate, which authorizes access to the third su-
bregion by a software entity that presents that authenti-
cated child certificate.
[0120] At 916, the software entity can receive the au-
thenticated child certificate from the processor and can
provide the authenticated child certificate to a child soft-
ware entity to allow the child software entity to have com-
plete control over the narrower subregion.
[0121] FIGURE 10 is a flow diagram illustrating an ex-
ample process 1000 associated with another embodi-
ment of a write for ownership (WFO) instruction accord-
ing to one or more embodiments. Process 1000 may be
associated with one or more sets of operations. A com-
puting system (e.g., computing device 100) may com-
prise means such as hardware, firmware, and/or soft-
ware of the computing device 100 for performing the op-
erations. In one example, at least some of the operations
of another embodiment of the WFO memory store logic
154 may be performed by the processor 102.
[0122] Process 1000 begins when some data (e.g., D1)
becomes available to be written to memory. At 1002, an-
other embodiment of a WFO instruction (referred to here-
in as "alternative WFO instruction") is executed by a soft-
ware entity (e.g., a parent software entity or child software
entity) to use data D1 to initialize a memory region at a
memory address referenced by an encoded pointer. Ex-
ecution of the alternative WFO instruction causes an al-
ternative write for ownership memory operation or micro-
operation to be issued. The alternative WFO memory
operation or micro-operation is associated with an ex-
pected data key (e.g., K0), a new data key (e.g., K1), and
the memory address (e.g., A1) of the memory region
where the data D1 is to be written. In at least one em-
bodiment, the alternative WFO instruction can include a
first operand containing the expected data key K0, a sec-
ond operand containing the new data key K1, and a third
operand containing the pointer encoded with the memory
address A1 (e.g., a linear address) of the memory region.
It should be noted that the operands containing keys
could use any suitable technique to provide the key, such
as for example, containing a pointer to the key, a data
structure containing the key, or a data structure contain-
ing a pointer to the key.
[0123] The alternative WFO instruction may be advan-
tageous when allocated memory that has already been
encrypted with one data key (e.g., expected data key K0)
is subsequently divided into subregions and new data

keys (e.g., new data key K1, new data key K2, etc.) are
assigned to the subregions. Thus, alternative WFO in-
structions may be used in conjunction with other WFO
instructions using certificates during a system boot. For
example, a WFO instruction with a certificate may be
used during a system boot to initialize a memory region.
After the system boot, alternative WFO instructions may
be used as needed to initialize subregions (or the main
memory region) using different keys. In this scenario, the
software entity may initialize the new subregions with the
new keys using alternative WFO instructions. Rather
than validating a certificate supplied in a WFO write in-
struction, an alternative WFO instruction reads the con-
tent at the memory address referenced by the encoded
pointer and performs an integrity check on the content
based on the expected data key supplied by an operand
of the alternative WFO instruction. Thus, the integrity of
the memory region’s content can be evaluated to deter-
mine whether the content is corrupted or the alternative
WFO operation is attempting to perform an out of bounds
access. This obviates the need for generating and check-
ing certificates for each newly allocated subregion of a
larger memory region or subregion, when the contents
of the larger memory region or subregion have already
been initialized with encrypted data (or code).
[0124] Accordingly, at 1004, the memory address
(e.g., linear address) of the memory region is obtained
by decoding the encoded pointer. If the pointer is cryp-
tographically encoded, then at least a portion of the point-
er may be decrypted using an address key and possibly
an address tweak to obtain a decrypted slice of the mem-
ory address, which is combined with other plaintext por-
tions of the linear address to produce the full plaintext
linear address, as previously described herein.
[0125] At 1006, the content of the memory region is
read based on the decoded linear address. For ease of
illustration, we assume that the memory region contains
data D0. In at least some scenarios, the decoded linear
address may be used to obtain the physical address of
the memory region. The physical address can then be
used to access the memory region to read data D0. In
other scenarios, if data D0 is currently stored in cache
(e.g., 170), then it may be read from the cache.
[0126] At 1008, a data tweak T1 may be derived at
least in part from the encoded pointer, as previously de-
scribed herein. For example, the data tweak T1 may be
the entire encoded pointer (which may or may not be
cryptographically encoded). In another example, the
metadata from the encoded pointer and the linear ad-
dress computed from the encoded pointer may be part
of the data tweak T1. In yet other embodiments, external
context information may be part of the data tweak T1. In
at least some embodiments, the data tweak T1 may be
used to differentiate subregions defined within a larger
memory region or within a larger memory subregion. In
yet other embodiments, a data tweak T1 may not be de-
rived from the encoded pointer. Rather, a simple coun-
ter/initialization vector (IV) may be used. In this case,
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different data keys may be used to differentiate subre-
gions. In yet other embodiments, the combination of dif-
ferent keys for each subregion and different data tweaks
derived from the encoded pointers to those subregions
may be used to differentiate subregions.
[0127] At 1010, the data D0 read from memory is de-
crypted to produce decrypted data D0 based at least in
part on the expected data key K0 obtained from the first
operand and the data tweak T1 derived at 1008. The first
operand may contain any suitable content (e.g., an en-
crypted key, a pointer to an encrypted key stored in mem-
ory, a pointer to an unencrypted key stored in processor
memory, a data structure containing an encrypted key,
a data structure containing a pointer to an encrypted key
or to an unencrypted key in processor memory, etc.) from
which the expected data key K0 can be obtained. In at
least one embodiment, the decryption is performed in the
core of the processor. The decryption may be performed
using a block cipher (e.g., a tweakable block cipher (e.g.,
XOR-encrypt-XOR-based tweaked-codebook mode with
ciphertext stealing (XTS)), or any other suitable crypto-
graphic algorithm as previously described herein.
[0128] At 1012, one or more integrity checks are per-
formed to detect corruption, which may occur if the read
data D0 was encrypted with a different data key or if the
alternative WFO operation is attempting an out of bounds
access. Any suitable integrity checking technique may
be used such as the integrity checks described with ref-
erence to process 800 at 814 (e.g., MAC value, canary
value, entropy).
[0129] At 1014, a determination is made as to whether
an integrity violation occurred in one or more of the in-
tegrity checks. If an integrity violation occurs, then cor-
ruption is detected and at 1015, the alternative WFO op-
eration may be aborted and an error message may be
returned to indicate an out-of-bounds access error.
[0130] If an integrity violation does not occur, then cor-
ruption is not detected. In this case, at 1016, the data D1
to be written to memory is encrypted to produce encrypt-
ed data D1 based at least in part on the new data key K1
obtained from the second operand and the data tweak
T1 derived at 1008. The second operand may contain
any suitable content (e.g., an encrypted key, a pointer to
an encrypted key stored in memory, a pointer to an un-
encrypted key stored in processor memory, a data struc-
ture containing an encrypted key, a data structure con-
taining a pointer to an encrypted key or to an unencrypted
key in processor memory, etc.) from which the new data
key K1 can be obtained. In at least one embodiment, the
encryption is performed in the core of the processor. The
encryption may be performed using a block cipher (e.g.,
a tweakable block cipher (e.g., XOR-encrypt-XOR-based
tweaked-codebook mode with ciphertext stealing (XTS)),
or any other suitable cryptographic algorithm as previ-
ously described herein.
[0131] At 1018, the content (e.g., data D0) of the mem-
ory region is replaced with the new encrypted data D1.
This can be achieved by performing a write operation to

store the encrypted data D1 to memory based on the
memory address. The decoded linear address obtained
at 1004 may be used to obtain a physical address and
the encrypted data D1 may be written to the memory
region based on the physical address.
[0132] It should be noted that, although the operations
of process 1000 are illustrated in sequence, any suitable
order or timing of the various operations may be used.
In one possible implementation, deriving the data tweak
T1 at 1008 and generating a keystream from the data
tweak T1 to be used in decrypting the data D0 at 1010
can be performed at least partially in parallel with decod-
ing the memory address from the encoded pointer at
1004 and/or reading the data D0 from the memory region
at 1006. In another example, encrypting the data D1 can
be performed at least partially in parallel with decrypting
data D0 at 1010 and/or performing integrity checks at
1012-1014. These possible alternative implementations,
or any suitable combination thereof, may improve effi-
ciency as the process may be completed more quickly.

Example Architectures

[0133] FIGURE 11 is a block diagram illustrating an
example cryptographic computing environment 1100 ac-
cording to at least one embodiment. In the example
shown, a cryptographic addressing layer 1110 extends
across the example compute vectors central processing
unit (CPU) 1102, graphical processing unit (GPU) 1104,
artificial intelligence (Al) 1106, and field programmable
gate array (FPGA) 1108. For example, the CPU 1102
and GPU 1104 may share the same virtual address trans-
lation for data stored in memory 1112, and the crypto-
graphic addresses may build on this shared virtual mem-
ory. They may share the same process key for a given
execution flow, and compute the same tweaks to decrypt
the cryptographically encoded addresses and decrypt
the data referenced by such encoded addresses, follow-
ing the same cryptographic algorithms.
[0134] Combined, the capabilities described herein
may enable cryptographic computing. Memory 1112 may
be encrypted at every level of the memory hierarchy, from
the first level of cache through last level of cache and
into the system memory. Binding the cryptographic ad-
dress encoding to the data encryption may allow ex-
tremely fine-grain object boundaries and access control,
enabling fine grain secure containers down to even indi-
vidual functions and their objects for function-as-a-serv-
ice. Cryptographically encoding return addresses on a
call stack (depending on their location) may also enable
control flow integrity without the need for shadow stack
metadata. Thus, any of data access control policy and
control flow can be performed cryptographically, simply
dependent on cryptographic addressing and the respec-
tive cryptographic data bindings.
[0135] FIGURES 12-14 are block diagrams of exem-
plary computer architectures that may be used in accord-
ance with embodiments disclosed herein. Generally, any
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computer architecture designs known in the art for proc-
essors and computing systems may be used. In an ex-
ample, system designs and configurations known in the
arts for laptops, desktops, handheld PCs, personal digital
assistants, tablets, engineering workstations, servers,
network devices, servers, appliances, network hubs,
routers, switches, embedded processors, digital signal
processors (DSPs), graphics devices, video game de-
vices, set-top boxes, micro controllers, smart phones,
mobile devices, wearable electronic devices, portable
media players, hand held devices, and various other
electronic devices, are also suitable for embodiments of
computing systems described herein. Generally, suitable
computer architectures for embodiments disclosed here-
in can include, but are not limited to, configurations illus-
trated in FIGURES 12-14.
[0136] FIGURE 12 is an example illustration of a proc-
essor according to an embodiment. Processor 1200 is
an example of a type of hardware device that can be
used in connection with the implementations shown and
described herein (e.g., processor 102). Processor 1200
may be any type of processor, such as a microprocessor,
an embedded processor, a digital signal processor
(DSP), a network processor, a multi-core processor, a
single core processor, or other device to execute code.
Although only one processor 1200 is illustrated in FIG-
URE 12, a processing element may alternatively include
more than one of processor 1200 illustrated in FIGURE
12. Processor 1200 may be a single-threaded core or,
for at least one embodiment, the processor 1200 may be
multi-threaded in that it may include more than one hard-
ware thread context (or "logical processor") per core.
[0137] FIGURE 12 also illustrates a memory 1202 cou-
pled to processor 1200 in accordance with an embodi-
ment. Memory 1202 may be any of a wide variety of mem-
ories (including various layers of memory hierarchy) as
are known or otherwise available to those of skill in the
art. Such memory elements can include, but are not lim-
ited to, random access memory (RAM), read only mem-
ory (ROM), logic blocks of a field programmable gate
array (FPGA), erasable programmable read only mem-
ory (EPROM), and electrically erasable programmable
ROM (EEPROM).
[0138] Processor 1200 can execute any type of instruc-
tions associated with algorithms, processes, or opera-
tions detailed herein. Generally, processor 1200 can
transform an element or an article (e.g., data) from one
state or thing to another state or thing.
[0139] Code 1204, which may be one or more instruc-
tions to be executed by processor 1200, may be stored
in memory 1202, or may be stored in software, hardware,
firmware, or any suitable combination thereof, or in any
other internal or external component, device, element,
or object where appropriate and based on particular
needs. In one example, processor 1200 can follow a pro-
gram sequence of instructions indicated by code 1204.
Each instruction enters a front-end logic 1206 and is proc-
essed by one or more decoders 1208. The decoder may

generate, as its output, a micro operation such as a fixed
width micro operation in a predefined format, or may gen-
erate other instructions, microinstructions, or control sig-
nals that reflect the original code instruction. Front-end
logic 1206 also includes register renaming logic 1210
and scheduling logic 1212, which generally allocate re-
sources and queue the operation corresponding to the
instruction for execution.
[0140] Processor 1200 can also include execution log-
ic 1214 having a set of execution units 1216a, 1216b,
1216n, etc. Some embodiments may include a number
of execution units dedicated to specific functions or sets
of functions. Other embodiments may include only one
execution unit or one execution unit that can perform a
particular function. Execution logic 1214 performs the op-
erations specified by code instructions.
[0141] After completion of execution of the operations
specified by the code instructions, back-end logic 1218
can retire the instructions of code 1204. In one embodi-
ment, processor 1200 allows out of order execution but
requires in order retirement of instructions. Retirement
logic 1220 may take a variety of known forms (e.g., re-
order buffers or the like). In this manner, processor 1200
is transformed during execution of code 1204, at least in
terms of the output generated by the decoder, hardware
registers and tables utilized by register renaming logic
1210, and any registers (not shown) modified by execu-
tion logic 1214.
[0142] Although not shown in FIGURE 12, a process-
ing element may include other elements on a chip with
processor 1200. For example, a processing element may
include memory control logic along with processor 1200.
The processing element may include I/O control logic
and/or may include I/O control logic integrated with mem-
ory control logic. The processing element may also in-
clude one or more caches. In some embodiments, non-
volatile memory (such as flash memory or fuses) may
also be included on the chip with processor 1200.
[0143] FIGURE 13A is a block diagram illustrating both
an exemplary in-order pipeline and an exemplary register
renaming, out-of-order issue/execution pipeline accord-
ing to one or more embodiments of this disclosure. FIG-
URE 13B is a block diagram illustrating both an exem-
plary embodiment of an in-order architecture core and
an exemplary register renaming, out-of-order issue/exe-
cution architecture core to be included in a processor
according to one or more embodiments of this disclosure.
The solid lined boxes in FIGURES 13A-13B illustrate the
in-order pipeline and in-order core, while the optional ad-
dition of the dashed lined boxes illustrates the register
renaming, out-of-order issue/execution pipeline and
core. Given that the in-order aspect is a subset of the
out-of-order aspect, the out-of-order aspect will be de-
scribed.
[0144] In FIGURE 13A, a processor pipeline 1300 in-
cludes a fetch stage 1302, a length decode stage 1304,
a decode stage 1306, an allocation stage 1308, a renam-
ing stage 1310, a scheduling (also known as a dispatch
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or issue) stage 1312, a register read/memory read stage
1314, an execute stage 1316, a write back/memory write
stage 1318, an exception handling stage 1322, and a
commit stage 1324.
[0145] FIGURE 13B shows processor core 1390 in-
cluding a front end unit 1330 coupled to an execution
engine unit 1350, and both are coupled to a memory unit
1370. Processor core 1390 and memory unit 1370 are
examples of the types of hardware that can be used in
connection with the implementations shown and de-
scribed herein (e.g., processor 102, memory 120). The
core 1390 may be a reduced instruction set computing
(RISC) core, a complex instruction set computing (CISC)
core, a very long instruction word (VLIW) core, or a hybrid
or alternative core type. As yet another option, the core
1390 may be a special-purpose core, such as, for exam-
ple, a network or communication core, compression en-
gine, coprocessor core, general purpose computing
graphics processing unit (GPGPU) core, graphics core,
or the like. In addition, processor core 1390 and its com-
ponents represent example architecture that could be
used to implement logical processors and their respec-
tive components.
[0146] The front end unit 1330 includes a branch pre-
diction unit 1332 coupled to an instruction cache unit
1334, which is coupled to an instruction translation looka-
side buffer (TLB) unit 1336, which is coupled to an in-
struction fetch unit 1338, which is coupled to a decode
unit 1340. The decode unit 1340 (or decoder) may de-
code instructions, and generate as an output one or more
micro-operations, micro-code entry points, microinstruc-
tions, other instructions, or other control signals, which
are decoded from, or which otherwise reflect, or are de-
rived from, the original instructions. The decode unit 1340
may be implemented using various different mecha-
nisms. Examples of suitable mechanisms include, but
are not limited to, look-up tables, hardware implementa-
tions, programmable logic arrays (PLAs), microcode
read only memories (ROMs), etc. In one embodiment,
the core 1390 includes a microcode ROM or other me-
dium that stores microcode for certain macroinstructions
(e.g., in decode unit 1340 or otherwise within the front
end unit 1330). The decode unit 1340 is coupled to a
rename/allocator unit 1352 in the execution engine unit
1350.
[0147] The execution engine unit 1350 includes the re-
name/allocator unit 1352 coupled to a retirement unit
1354 and a set of one or more scheduler unit(s) 1356.
The scheduler unit(s) 1356 represents any number of
different schedulers, including reservations stations,
central instruction window, etc. The scheduler unit(s)
1356 is coupled to the physical register file(s) unit(s)
1358. Each of the physical register file(s) units 1358 rep-
resents one or more physical register files, different ones
of which store one or more different data types, such as
scalar integer, scalar floating point, packed integer,
packed floating point, vector integer, vector floating point,
status (e.g., an instruction pointer that is the address of

the next instruction to be executed), etc. In one embod-
iment, the physical register file(s) unit 1358 comprises a
vector registers unit, a write mask registers unit, and a
scalar registers unit. These register units may provide
architectural vector registers, vector mask registers, and
general purpose registers (GPRs). In at least some em-
bodiments described herein, register units 1358 are ex-
amples of the types of hardware that can be used in con-
nection with the implementations shown and described
herein (e.g., registers 110). The physical register file(s)
unit(s) 1358 is overlapped by the retirement unit 1354 to
illustrate various ways in which register renaming and
out-of-order execution may be implemented (e.g., using
a reorder buffer(s) and a retirement register file(s); using
a future file(s), a history buffer(s), and a retirement reg-
ister file(s); using register maps and a pool of registers;
etc.). The retirement unit 1354 and the physical register
file(s) unit(s) 1358 are coupled to the execution cluster(s)
1360. The execution cluster(s) 1360 includes a set of one
or more execution units 1362 and a set of one or more
memory access units 1364. The execution units 1362
may perform various operations (e.g., shifts, addition,
subtraction, multiplication) and on various types of data
(e.g., scalar floating point, packed integer, packed float-
ing point, vector integer, vector floating point). While
some embodiments may include a number of execution
units dedicated to specific functions or sets of functions,
other embodiments may include only one execution unit
or multiple execution units that all perform all functions.
Execution units 1362 may also include an address gen-
eration unit to calculate addresses used by the core to
access main memory (e.g., memory unit 1370) and a
page miss handler (PMH).
[0148] The scheduler unit(s) 1356, physical register
file(s) unit(s) 1358, and execution cluster(s) 1360 are
shown as being possibly plural because certain embod-
iments create separate pipelines for certain types of da-
ta/operations (e.g., a scalar integer pipeline, a scalar
floating point/packed integer/packed floating point/vector
integer/vector floating point pipeline, and/or a memory
access pipeline that each have their own scheduler unit,
physical register file(s) unit, and/or execution cluster -
and in the case of a separate memory access pipeline,
certain embodiments are implemented in which only the
execution cluster of this pipeline has the memory access
unit(s) 1364). It should also be understood that where
separate pipelines are used, one or more of these pipe-
lines may be out-of-order issue/execution and the rest
in-order.
[0149] The set of memory access units 1364 is coupled
to the memory unit 1370, which includes a data TLB unit
1372 coupled to a data cache unit 1374 coupled to a level
2 (L2) cache unit 1376. In one exemplary embodiment,
the memory access units 1364 may include a load unit,
a store address unit, and a store data unit, each of which
is coupled to the data TLB unit 1372 in the memory unit
1370. The instruction cache unit 1334 is further coupled
to a level 2 (L2) cache unit 1376 in the memory unit 1370.
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The L2 cache unit 1376 is coupled to one or more other
levels of cache and eventually to a main memory. In ad-
dition, a page miss handler may also be included in core
1390 to look up an address mapping in a page table if
no match is found in the data TLB unit 1372.
[0150] By way of example, the exemplary register re-
naming, out-of-order issue/execution core architecture
may implement the pipeline 1300 as follows: 1) the in-
struction fetch unit 1338 performs the fetch and length
decoding stages 1302 and 1304; 2) the decode unit 1340
performs the decode stage 1306; 3) the rename/allocator
unit 1352 performs the allocation stage 1308 and renam-
ing stage 1310; 4) the scheduler unit(s) 1356 performs
the scheduling stage 1312; 5) the physical register file(s)
unit(s) 1358 and the memory unit 1370 perform the reg-
ister read/memory read stage 1314; the execution cluster
1360 perform the execute stage 1316; 6) the memory
unit 1370 and the physical register file(s) unit(s) 1358
perform the write back/memory write stage 1318; 7) var-
ious units may be involved in the exception handling
stage 1322; and 8) the retirement unit 1354 and the phys-
ical register file(s) unit(s) 1358 perform the commit stage
1324.
[0151] The core 1390 may support one or more instruc-
tions sets (e.g., the x86 instruction set (with some exten-
sions that have been added with newer versions); the
MIPS instruction set of MIPS Technologies of Sunnyvale,
CA; the ARM instruction set (with optional additional ex-
tensions such as NEON) of ARM Holdings of Sunnyvale,
CA), including the instruction(s) described herein. In one
embodiment, the core 1390 includes logic to support a
packed data instruction set extension (e.g., AVX1,
AVX2), thereby allowing the operations used by many
multimedia applications to be performed using packed
data.
[0152] It should be understood that the core may sup-
port multithreading (executing two or more parallel sets
of operations or threads), and may do so in a variety of
ways including time sliced multithreading, simultaneous
multithreading (where a single physical core provides a
logical core for each of the threads that physical core is
simultaneously multithreading), or a combination thereof
(e.g., time sliced fetching and decoding and simultane-
ous multithreading thereafter such as in the Intel® Hyper-
threading technology). Accordingly, in at least some em-
bodiments, multi-threaded enclaves may be supported.
[0153] While register renaming is described in the con-
text of out-of-order execution, it should be understood
that register renaming may be used in an in-order archi-
tecture. While the illustrated embodiment of the proces-
sor also includes separate instruction and data cache
units 1334/1374 and a shared L2 cache unit 1376, alter-
native embodiments may have a single internal cache
for both instructions and data, such as, for example, a
Level 1 (L1) internal cache, or multiple levels of internal
cache. In some embodiments, the system may include
a combination of an internal cache and an external cache
that is external to the core and/or the processor. Alter-

natively, all of the cache may be external to the core
and/or the processor.
[0154] FIGURE 14 illustrates a computing system
1400 that is arranged in a point-to-point (PtP) configura-
tion according to an embodiment. In particular, FIGURE
14 shows a system where processors, memory, and in-
put/output devices are interconnected by a number of
point-to-point interfaces. Generally, one or more of the
computing systems or computing devices described
herein (e.g., computing device 100) may be configured
in the same or similar manner as computing system 1400.
[0155] Processors 1470 and 1480 may be implement-
ed as single core processors 1474a and 1484a or multi-
core processors 1474a-1474b and 1484a-1484b. Proc-
essors 1470 and 1480 may each include a cache 1471
and 1481 used by their respective core or cores. A shared
cache (not shown) may be included in either processors
or outside of both processors, yet connected with the
processors via P-P interconnect, such that either or both
processors’ local cache information may be stored in the
shared cache if a processor is placed into a low power
mode. It should be noted that one or more embodiments
described herein could be implemented in a computing
system, such as computing system 1400. Moreover,
processors 1470 and 1480 are examples of the types of
hardware that can be used in connection with the imple-
mentations shown and described herein (e.g., processor
102).
[0156] Processors 1470 and 1480 may also each in-
clude integrated memory controller logic (IMC) 1472 and
1482 to communicate with memory elements 1432 and
1434, which may be portions of main memory locally at-
tached to the respective processors. In alternative em-
bodiments, memory controller logic 1472 and 1482 may
be discrete logic separate from processors 1470 and
1480. Memory elements 1432 and/or 1434 may store
various data to be used by processors 1470 and 1480 in
achieving operations and functionality outlined herein.
[0157] Processors 1470 and 1480 may be any type of
processor, such as those discussed in connection with
other figures. Processors 1470 and 1480 may exchange
data via a point-to-point (PtP) interface 1450 using point-
to-point interface circuits 1478 and 1488, respectively.
Processors 1470 and 1480 may each exchange data with
an input/output (I/O) subsystem 1490 via individual point-
to-point interfaces 1452 and 1454 using point-to-point
interface circuits 1476, 1486, 1494, and 1498. I/O sub-
system 1490 may also exchange data with a high-per-
formance graphics circuit 1438 via a high-performance
graphics interface 1439, using an interface circuit 1492,
which could be a PtP interface circuit. In one embodi-
ment, the high-performance graphics circuit 1438 is a
special-purpose processor, such as, for example, a high-
throughput MIC processor, a network or communication
processor, compression engine, graphics processor,
GPGPU, embedded processor, or the like. I/O subsystem
1490 may also communicate with a display 1433 for dis-
playing data that is viewable by a human user. In alter-
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native embodiments, any or all of the PtP links illustrated
in FIGURE 14 could be implemented as a multi-drop bus
rather than a PtP link.
[0158] I/O subsystem 1490 may be in communication
with a bus 1410 via an interface circuit 1496. Bus 1410
may have one or more devices that communicate over
it, such as a bus bridge 1418, I/O devices 1414, and one
or more other processors 1415. Via a bus 1420, bus
bridge 1418 may be in communication with other devices
such as a user interface 1422 (such as a keyboard,
mouse, touchscreen, or other input devices), communi-
cation devices 1426 (such as modems, network interface
devices, or other types of communication devices that
may communicate through a computer network 1460),
audio I/O devices 1424, and/or a storage unit 1428. Stor-
age unit 1428 may store data and code 1430, which may
be executed by processors 1470 and/or 1480. In alter-
native embodiments, any portions of the bus architec-
tures could be implemented with one or more PtP links.
[0159] Program code, such as code 1430, may be ap-
plied to input instructions to perform the functions de-
scribed herein and generate output information. The out-
put information may be applied to one or more output
devices, in known fashion. For purposes of this applica-
tion, a processing system may be part of computing sys-
tem 1400 and includes any system that has a processor,
such as, for example; a digital signal processor (DSP),
a microcontroller, an application specific integrated cir-
cuit (ASIC), or a microprocessor.
[0160] The program code (e.g., 1430) may be imple-
mented in a high level procedural or object oriented pro-
gramming language to communicate with a processing
system. The program code may also be implemented in
assembly or machine language, if desired. In fact, the
mechanisms described herein are not limited in scope to
any particular programming language. In any case, the
language may be a compiled or interpreted language.
[0161] One or more aspects of at least one embodi-
ment may be implemented by representative instructions
stored on a machine readable medium which represents
various logic within the processor, which when read by
a machine causes the machine to fabricate logic to per-
form the one or more of the techniques described herein.
Such representations, known as "IP cores" may be stored
on a tangible, machine readable medium and supplied
to various customers or manufacturing facilities to load
into the fabrication machines that actually make the logic
or processor.
[0162] Such machine-readable storage media may in-
clude, without limitation, non-transitory, tangible arrange-
ments of articles manufactured or formed by a machine
or device, including storage media such as hard disks,
any other type of disk including floppy disks, optical disks,
compact disk read-only memories (CD-ROMs), compact
disk rewritables (CD-RWs), and magneto-optical disks,
semiconductor devices such as read-only memories
(ROMs), random access memories (RAMs) such as dy-
namic random access memories (DRAMs), static ran-

dom access memories (SRAMs), erasable programma-
ble read-only memories (EPROMs), flash memories,
electrically erasable programmable read-only memories
(EEPROMs), phase change memory (PCM), magnetic
or optical cards, or any other type of media suitable for
storing electronic instructions.
[0163] Accordingly, embodiments of the present dis-
closure also include non-transitory, tangible machine
readable media containing instructions or containing de-
sign data, such as Hardware Description Language
(HDL), which defines structures, circuits, apparatuses,
processors and/or system features described herein.
Such embodiments may also be referred to as program
products.
[0164] The computing system depicted in FIGURE 14
is a schematic illustration of an embodiment of a com-
puting system that may be utilized to implement various
embodiments discussed herein. It will be appreciated that
various components of the system depicted in FIGURE
14 may be combined in a system-on-a-chip (SoC) archi-
tecture or in any other suitable configuration capable of
achieving the functionality and features of examples and
implementations provided herein.
[0165] Although this disclosure has been described in
terms of certain implementations and generally associ-
ated methods, alterations and permutations of these im-
plementations and methods will be apparent to those
skilled in the art. For example, the actions described here-
in can be performed in a different order than as described
and still achieve the desirable results. As one example,
the processes depicted in the accompanying figures do
not necessarily require the particular order shown, or se-
quential order, to achieve the desired results. In certain
implementations, multitasking and parallel processing
may be advantageous. Other variations are within the
scope of the following claims.
[0166] The architectures presented herein are provid-
ed by way of example only, and are intended to be non-
exclusive and non-limiting. Furthermore, the various
parts disclosed are intended to be logical divisions only,
and need not necessarily represent physically separate
hardware and/or software components. Certain comput-
ing systems may provide memory elements in a single
physical memory device, and in other cases, memory
elements may be functionally distributed across many
physical devices. In the case of virtual machine manag-
ers or hypervisors, all or part of a function may be pro-
vided in the form of software or firmware running over a
virtualization layer to provide the disclosed logical func-
tion.
[0167] Note that with the examples provided herein,
interaction may be described in terms of a single com-
puting system. However, this has been done for purposes
of clarity and example only. In certain cases, it may be
easier to describe one or more of the functionalities of a
given set of flows by only referencing a single computing
system. Moreover, the system for deep learning and mal-
ware detection is readily scalable and can be implement-
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ed across a large number of components (e.g., multiple
computing systems), as well as more complicated/so-
phisticated arrangements and configurations. Accord-
ingly, the examples provided should not limit the scope
or inhibit the broad teachings of the computing system
as potentially applied to a myriad of other architectures.
[0168] As used herein, unless expressly stated to the
contrary, use of the phrase’at least one of’ refers to any
combination of the named items, elements, conditions,
or activities. For example, ’at least one of X, Y, and Z’ is
intended to mean any of the following: 1) at least one X,
but not Y and not Z; 2) at least one Y, but not X and not
Z; 3) at least one Z, but not X and not Y; 4) at least one
X and at least one Y, but not Z; 5) at least one X and at
least one Z, but not Y; 6) at least one Y and at least one
Z, but not X; or 7) at least one X, at least one Y, and at
least one Z.
[0169] Additionally, unless expressly stated to the con-
trary, the terms ’first’, ’second’, ’third’, etc., are intended
to distinguish the particular nouns (e.g., element, condi-
tion, module, activity, operation, claim element, etc.) they
modify, but are not intended to indicate any type of order,
rank, importance, temporal sequence, or hierarchy of the
modified noun. For example, ’first X’ and ’second X’ are
intended to designate two separate X elements that are
not necessarily limited by any order, rank, importance,
temporal sequence, or hierarchy of the two elements.
[0170] References in the specification to "one embod-
iment," "an embodiment," "some embodiments," etc., in-
dicate that the embodiment(s) described may include a
particular feature, structure, or characteristic, but every
embodiment may or may not necessarily include that par-
ticular feature, structure, or characteristic. Moreover,
such phrases are not necessarily referring to the same
embodiment.
[0171] While this specification contains many specific
implementation details, these should not be construed
as limitations on the scope of any embodiments or of
what may be claimed, but rather as descriptions of fea-
tures specific to particular embodiments. Certain fea-
tures that are described in this specification in the context
of separate embodiments can also be implemented in
combination in a single embodiment. Conversely, vari-
ous features that are described in the context of a single
embodiment can also be implemented in multiple em-
bodiments separately or in any suitable sub combination.
Moreover, although features may be described above as
acting in certain combinations and even initially claimed
as such, one or more features from a claimed combina-
tion can in some cases be excised from the combination,
and the claimed combination may be directed to a sub
combination or variation of a sub combination.
[0172] Similarly, the separation of various system com-
ponents and modules in the embodiments described
above should not be understood as requiring such sep-
aration in all embodiments. It should be understood that
the described program components, modules, and sys-
tems can generally be integrated together in a single soft-

ware product or packaged into multiple software prod-
ucts.
[0173] Thus, particular embodiments of the subject
matter have been described. Other embodiments are
within the scope of this disclosure. Numerous other
changes, substitutions, variations, alterations, and mod-
ifications may be ascertained to one skilled in the art and
it is intended that the present disclosure encompass all
such changes, substitutions, variations, alterations, and
modifications as falling within the scope of the appended
claims.

OTHER NOTES AND EXAMPLES

[0174] The following examples pertain to embodi-
ments in accordance with this specification. The system,
apparatus, method, and machine readable medium em-
bodiments can include one or a combination of the fol-
lowing examples:

Example A1 provides an apparatus, a system, a
processor, a machine readable medium, a method,
and/or hardware-, firmware-, and/or software-based
logic, where the Example A1 comprises a core com-
prising circuitry to execute a first instruction of a first
software entity, the first instruction including a first
operand comprising a first certificate and a second
operand indicating a first memory region in memory,
where the circuitry is to execute the first instruction
to: compute encrypted first data based, at least in
part, on a cryptographic algorithm and a first data
parameter; determine whether the first certificate au-
thorizes the first software entity to access the first
memory region of the memory; and based on deter-
mining the first certificate in the first operand author-
izes the first software entity to access the first mem-
ory region, perform a first write operation to store the
encrypted first data in the first memory region.
In Example A2, the subject matter of Example A1
can optionally include where the first write operation
is to be performed without performing a preceding
read operation on the first memory region.
In Example A3, the subject matter of any one of Ex-
amples A1-A2 can optionally include where the cir-
cuitry is further to obtain a first memory address of
the first memory region by decoding a first encoded
pointer in the second operand of the first instruction
based, at least in part, on an address parameter.
In Example A4, the subject matter of any one of Ex-
amples A1-A3 can optionally include where the first
memory region is a first subregion of two or more
subregions defined within a larger memory region.
In Example A5, the subject matter of Example A4
can optionally include where the circuitry is further
to execute a second instruction of the first software
entity, the second instruction including a third oper-
and comprising the first certificate and a fourth op-
erand indicating a second subregion of the two or
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more subregions, where the circuitry is to execute
the second instruction to: compute encrypted sec-
ond data based, at least in part, on the cryptographic
algorithm and a second data parameter; and based
on determining the first certificate in the third operand
authorizes the first software entity to access the sec-
ond subregion, perform a second write operation to
store the encrypted second data in the second sub-
region.
In Example A6, the subject matter of any one of Ex-
amples A4-A5 can optionally include where the cir-
cuitry is further to execute a third instruction including
a fifth operand comprising a second certificate that
authorizes access to the larger memory region,
where the circuitry is to execute the third instruction
to: responsive to determining that the second certif-
icate is valid and that a non-authenticated child cer-
tificate indicates a third subregion is defined within
the larger memory region indicated in the second
certificate: transform the non-authenticated child
certificate into an authenticated child certificate for
access to the third subregion; and provide the au-
thenticated child certificate to the first software entity,
where the first software entity is to provide the au-
thenticated child certificate to a child software entity
of the first software entity.
In Example A7, the subject matter of Example A6
can optionally include where the determining that the
second certificate is valid is to include verifying in-
tegrity of the second certificate.
In Example A8, the subject matter of any one of Ex-
amples A6-A7 can optionally include where trans-
forming the non-authenticated child certificate into
an authenticated child certificate for access to the
third subregion is to include computing an integrity
value based on at least one of a plurality of fields in
the non-authenticated child certificate, and storing
the integrity value in the non-authenticated child cer-
tificate.
In Example A9, the subject matter of any one of Ex-
amples A6-A8 can optionally include where the cir-
cuitry is to execute a fourth instruction of the child
software entity presenting the authenticated child
certificate to perform a third write operation to store
encrypted third data in the third subregion without a
preceding read operation of the third subregion.
In Example A10, the subject matter of any one of
Examples A1-A9 can optionally include where the
first certificate comprises a plurality of fields including
a first field containing a base address of the first
memory region, a second field containing memory
region bounds indicating a size of the first memory
region, and an integrity value of the first certificate,
where the integrity value is generated based on at
least one other field of the plurality of fields.
In Example A11, the subject matter of any one of
Examples A1-A10 can optionally include where the
circuitry is further to generate the first certificate for

the first memory region, where the first certificate
includes a first signature, and authorize the first soft-
ware entity to use the first memory region by provid-
ing the first certificate to the first software entity.
In Example A12, the subject matter of any one of
Examples A1-A11 can optionally include where the
determining that the first certificate authorizes the
first software entity to access the first memory region
is based on verifying integrity of the first certificate.
In Example A13, the subject matter of any one of
Examples A1-A12 can optionally include where the
circuitry is further to, subsequent to an execution of
the first instruction, execute a fifth instruction of the
first software entity to: prior to performing a fourth
write operation to the first memory region, perform
a read operation for stored data in the first memory
region; compute decrypted data from the stored data
based, at least in part, on the cryptographic algorithm
and the first data parameter; and based on deter-
mining the decrypted data is corrupted, prevent the
fourth write operation to the first memory region.
In Example A14, the subject matter of Example A13
can optionally include where the circuitry is further
to perform an integrity check to determine whether
the decrypted data is corrupted, where the integrity
check includes at least one of: computing a message
authentication code based on the decrypted data
and comparing the computed message authentica-
tion code with a previously-stored message authen-
tication code; identifying a canary value in the de-
crypted data and determining whether the canary
value matches an expected value; and identifying an
entropy of the decrypted data and comparing the en-
tropy of the decrypted data to a threshold entropy.
Example B1 provides an apparatus, a system, a
processor, a machine readable medium, a method,
and/or hardware-, firmware-, and/or software-based
logic, where the Example B1 comprises a core com-
prising circuitry to execute a first instruction of a soft-
ware entity, the first instruction including a first ex-
pected key in a first operand, a first new key in a
second operand, and a third operand comprising a
first encoded pointer to a first memory address of a
first memory region in memory, where the circuitry
is to execute the first instruction to: perform a first
read operation for first stored data at the first memory
address of the first memory region; compute first de-
crypted data from the first stored data based, at least
in part, on a cryptographic algorithm and the first
expected key; compute first encrypted data from first
unencrypted data based, at least in part, on the cryp-
tographic algorithm and the first new key; and based
on determining the first decrypted data is not cor-
rupted, replace the first stored data with the first en-
crypted data.
In Example B2, the subject matter of Example B1
can optionally include where the circuitry is further
to perform an integrity check to determine whether
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the first decrypted data is corrupted, where the in-
tegrity check includes at least one of: computing a
message authentication code based on the first de-
crypted data and comparing the computed message
authentication code with a previously-stored mes-
sage authentication code; identifying a canary value
in the first decrypted data and determining whether
the canary value matches an expected value; and
identifying an entropy of the first decrypted data and
comparing the entropy of the first decrypted data to
a threshold entropy.
In Example B3, the subject matter of any one of Ex-
amples B1-B2 can optionally include where the first
decrypted data is to be computed from the first stored
data based, in part, on a first tweak derived from the
first encoded pointer, and where the first encrypted
data is to be computed from the first unencrypted
data based, in part, on the first tweak derived from
the first encoded pointer.
In Example B4, the subject matter of any one of Ex-
amples B1-B3 can optionally include where the first
memory region is a first subregion of two or more
subregions defined within a larger memory region.
In Example B5, the subject matter of Example B4
can optionally include where the circuitry is further
to execute a second instruction of the software entity
prior to executing the first instruction of the software
entity, the second instruction including a fourth op-
erand comprising a certificate and a fifth operand
indicating the larger memory region, wherein the cir-
cuitry is to execute the second instruction to: com-
pute second encrypted data based, at least in part,
on the cryptographic algorithm and a second data
parameter; determine whether the certificate author-
izes the software entity to access the larger memory
region; and based on determining the certificate au-
thorizes the software entity to access the larger
memory region, store the second encrypted data in
the larger memory region.
In Example B6, the subject matter of Example B5
can optionally include where the certificate compris-
es a plurality of fields including a first field containing
a base address of the larger memory region, a sec-
ond field containing memory region bounds indicat-
ing a size of the larger memory region, and an integ-
rity value of the certificate, wherein the integrity value
is generated based on at least one other field of the
plurality of fields.
In Example B7, the subject matter of any one of Ex-
amples B1-B6 can optionally include where the first
unencrypted data is either equivalent to the first de-
crypted data or different than the first decrypted data.
In Example B8, the subject matter of any one of Ex-
amples B1-B7 can optionally include where the cir-
cuitry is further to obtain the first memory address of
the first memory region by decoding the first encoded
pointer in the third operand of the first instruction.
In Example B9, the subject matter of any one of Ex-

amples B1-B8 can optionally include where the cir-
cuitry is further to, subsequent to an execution of the
first instruction, execute a third instruction of the soft-
ware entity to: prior to storing third encrypted data
at the first memory address, perform a second read
operation for third stored data at the first memory
address; compute third decrypted data from the third
stored data based, at least in part, on the crypto-
graphic algorithm and the first new key; and based
on determining the third decrypted data is not cor-
rupted, replace the third stored data with the third
encrypted data.
Example C1 provides an apparatus, a system, a
processor, a machine readable medium, a method,
and/or hardware-, firmware-, and/or software-based
logic, where the Example C1 comprises a memory
comprising a memory region, and a processor to:
execute a first instruction of a first software entity,
the first instruction including a first operand indicating
the memory region, wherein the processor is to ex-
ecute the first instruction to compute encrypted first
data from unencrypted first data based, at least in
part, on a cryptographic algorithm and a first data
parameter and to perform a first write operation to
store the encrypted first data in the memory region
without performing a preceding read operation on
the memory region; and subsequent to executing the
first instruction, execute a second instruction of the
first software entity, wherein the processor is to ex-
ecute the second instruction to: prior to performing
a second write operation to the memory region, per-
form a first read operation for stored first data in the
memory region; computing decrypted first data from
the stored first data based, at least in part, on the
cryptographic algorithm and the first data parameter;
and based on determining the decrypted first data is
not corrupted, perform the second write operation to
store encrypted second data in the memory region.
In Example C2, the subject matter of Example C1
can optionally include where the processor is to ex-
ecute the first instruction further to determine wheth-
er a certificate in a second operand of the first in-
struction authorizes the first software entity to access
the memory region of the memory, where the first
write operation is to be performed based on deter-
mining that the certificate in the second operand au-
thorizes the first software entity to access the mem-
ory region.
In Example C3, the subject matter of any one of Ex-
amples C1-C2 can optionally include where the proc-
essor is to execute a third instruction of the software
entity, the third instruction including the first data pa-
rameter in a third operand, a new data parameter in
a fourth operand, and a fifth operand comprising an
encoded pointer to a memory address of the memory
region, where the processor is to execute the third
instruction to: perform a second read operation for
stored second data at the memory address of the
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memory region; compute decrypted second data
from the stored second data based, at least in part,
on the cryptographic algorithm and the first data pa-
rameter; compute encrypted new data from unen-
crypted new data based, at least in part, on the cryp-
tographic algorithm and the new data parameter; and
based on determining the decrypted second data is
not corrupted, perform a third write operation to re-
place the stored second data with the encrypted new
data.
In Example C4, the subject matter of any one of A1-
A14, B1-B9, or C1-C3 can optionally include where
the first software entity is one of a trusted execution
environment, a virtual machine, an operating sys-
tem, a system application, or a user space applica-
tion.
An Example Y1 provides an apparatus, the appara-
tus comprising means for performing the method of
any one of the Examples A1-A14, B1-B9, and C1-C4.
In Example Y2, the subject matter of Example Y1
can optionally include that the means for performing
the method comprises at least one processor and at
least one memory element.
In Example Y3, the subject matter of Example Y2
can optionally where the at least one memory ele-
ment comprises machine readable instructions that
when executed, cause the apparatus to perform the
method of any one of Examples A1-A14, B1-B9, and
C1-C4.
In Example Y4, the subject matter of any one of Ex-
amples Y1-Y3 can optionally include that the appa-
ratus is one of a computing system or a system-on-
a-chip.
An Example X1 provides at least one machine read-
able storage medium comprising instructions, where
the instructions when executed realize an apparatus,
realize a system, or implement a method in any one
of the preceding Examples A1-A14, B1-B9, and C1-
C4.

Claims

1. A method, comprising:

executing, by a processor, a first instruction of
a first software entity, wherein the executing the
first instruction comprises to:

computing encrypted first data based, at
least in part, on a cryptographic algorithm
and a first data parameter; and
performing a first write operation to store
the encrypted first data in a first memory
region of a memory without performing a
preceding read operation on the first mem-
ory region; and

executing, by the processor, a second instruc-
tion of the first software entity, wherein the ex-
ecuting the second instruction comprises:

prior to performing a second write operation
to the first memory region, performing a first
read operation for stored first data in the first
memory region;
computing decrypted first data from the
stored first data based, at least in part, on
the cryptographic algorithm and the first da-
ta parameter; and
based on determining the decrypted first da-
ta is not corrupted, performing the second
write operation to store encrypted second
data in the first memory region.

2. The processor of Claim 1, wherein the first instruction
includes a first operand indicating the first memory
region and a second operand containing a first cer-
tificate, wherein the executing the first instruction fur-
ther comprises:
determining whether the first certificate authorizes
the first software entity to access the first memory
region of the memory, wherein the first write opera-
tion is performed based on determining that the first
certificate in the second operand authorizes the first
software entity to access the first memory region.

3. The method of Claim 2, wherein the first memory
region is a first subregion of two or more subregions
defined within a larger memory region.

4. The method of Claim 3, further comprising executing
a third instruction of the first software entity, the third
instruction including a third operand comprising the
first certificate and a fourth operand indicating a sec-
ond subregion of the two or more subregions, where-
in the executing the third instruction comprises:

computing encrypted third data based, at least
in part, on the cryptographic algorithm and a sec-
ond data parameter; and
based on determining the first certificate in the
third operand authorizes the first software entity
to access the second subregion, performing a
third write operation to store the encrypted third
data in the second subregion.

5. The method of any one of Claims 3-4, further com-
prising executing a fourth instruction including a fifth
operand comprising a second certificate that author-
izes access to the larger memory region, wherein
the executing the fourth instruction comprises:
responsive to determining that the second certificate
is valid and that a non-authenticated child certificate
indicates a third subregion defined within the larger
memory region indicated in the second certificate:
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transforming the non-authenticated child certif-
icate into an authenticated child certificate for
access to the third subregion; and
providing the authenticated child certificate to
the first software entity, wherein the first soft-
ware entity provides the authenticated child cer-
tificate to a child software entity of the first soft-
ware entity.

6. The method of Claim 5, further comprising executing
a fifth instruction of the child software entity present-
ing the authenticated child certificate, wherein the
executing the fifth instruction comprises performing
a fourth write operation to store encrypted fourth data
in the third subregion without a preceding read op-
eration of the third subregion.

7. The method of any one of Claims 5-6, wherein the
transforming the non-authenticated child certificate
into an authenticated child certificate for access to
the third subregion includes:

computing an integrity value based on at least
one of a plurality of fields in the non-authenticat-
ed child certificate; and
storing the integrity value in the non-authenti-
cated child certificate.

8. The method of any one of Claims 2-7, wherein the
first certificate comprises a plurality of fields including
a first field containing a base address of the first
memory region, a second field containing memory
region bounds indicating a size of the first memory
region, and an integrity value of the first certificate,
wherein the integrity value is generated based on at
least one other field of the plurality of fields.

9. The method of any one of Claims 2-8, wherein the
determining that the first certificate authorizes the
first software entity to access the first memory region
is based on:
verifying integrity of the first certificate.

10. The method of any one of Claims 1-9, further com-
prising performing an integrity check to determine
whether the decrypted first data is corrupted, where-
in the integrity check includes at least one of:

computing a message authentication code
based on the decrypted first data and comparing
the message authentication code with a previ-
ously-stored message authentication code;
identifying a canary value in the decrypted first
data and determining whether the canary value
matches an expected value; or
identifying an entropy of the decrypted first data
and comparing the entropy of the decrypted first
data to a threshold entropy.

11. The method of any one of Claims 1-10, wherein the
executing the second instruction further comprises:
computing the encrypted second data from unen-
crypted new data based, at least in part, on the cryp-
tographic algorithm and the first data parameter.

12. The method of any one of Claims 1-3, wherein the
second instruction of the first software entity includes
a sixth operand containing an encoded pointer to a
memory address of the first memory region, a sev-
enth operand containing the first data parameter,
and an eighth operand containing a new data pa-
rameter, wherein the executing the second instruc-
tion further comprises:
computing the encrypted second data from unen-
crypted new data based, at least in part, on the cryp-
tographic algorithm and the new data parameter in
the eighth operand.

13. The method of any one of Claims 1-12,
wherein the first software entity is one of a trusted
execution environment, a virtual machine, an oper-
ating system, a system application, or a user space
application, and
wherein the first data parameter is a key or a tweak
that is derived at least in part from an encoded pointer
to the first memory region.

14. An apparatus, the apparatus comprising means for
performing the method of any one of Claims 1-13.

15. At least one machine readable storage medium com-
prising instructions, wherein the instructions, when
executed, implement a method or realize an appa-
ratus as claimed in any one of Claims 1-14.
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