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(54) PERSONALIZED INTERPRETATION OF FEATURE IMPORTANCE FOR MACHINE LEARNING 
MODELS

(57) A method for determining feature importances
of two or more features in a machine learning model in
which feature-specific functions are applied to the two or
more features to obtain an output of the machine learning
model, the method comprising: receiving a sample; com-
puting for two or more features of the received sample,

the feature importance in dependence on the fea-
ture-specific functions applied to the feature of the re-
ceived sample and a respectively corresponding refer-
ence value; selecting one or more features based upon
absolute values of the feature importances; and sending
the selected one or more features to a display.
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Description

TECHNICAL FIELD

[0001] Various exemplary embodiments disclosed herein relate generally to personalized interpretation of feature
importance for machine learning models.

BACKGROUND

[0002] Understanding why a prediction is made is crucial to building trust in machine learning models among users,
and ultimately influences whether a model will be adapted or shelved. This is especially true in the healthcare industry.
Previous work in this area such as partial dependence plots have focused on global feature importance and not the
interpretation of individual predictions. Though helpful in understanding how models work overall, global feature impor-
tance does not provide personalized interpretation of why individual predictions are made.

SUMMARY

[0003] It is an object of the invention to provide a personalized interpretation of feature importance for machine learning
models. The invention is defined by the independent claims; the dependent claims define advantageous embodiments.
A summary of various exemplary embodiments is presented below. Some simplifications and omissions may be made
in the following summary, which is intended to highlight and introduce some aspects of the various exemplary embod-
iments, but not to limit the scope of the invention. Detailed descriptions of an exemplary embodiment adequate to allow
those of ordinary skill in the art to make and use the inventive concepts will follow in later sections.
[0004] Various embodiments relate to a system for determining the importance of features in a machine learning
model, including: a memory; a processor connected to the memory, the processor configured to: train a generalized
additive model (GAM); calculate the normal population value for each feature; receive a sample; compute the feature
importance (FI) for each feature of the received sample; rank the FI for each feature by absolute value; and determine
the top features based upon the FI rankings; and send the determined top features to a display.
[0005] Various embodiments are described, further including: a display with a graphical user interface configured to
display the top features for the received sample.
[0006] Various embodiments are described, wherein processor is further configured to: compute the global feature
importance for each feature; rank the global feature importance for each feature by absolute value; determine the top
global features based upon the global feature importance rankings; and send the determined top global features to a
display.
[0007] Various embodiments are described, wherein the GAM is defined as y = β0 + f1(x1) + f2(x2) + ··· + fm(xm), where
y is the output of the GAM, β0 is an bias value, f1, f2, ··· fm are set of functions independently applied to each of the
features x1, x2, ··· xm respectively.
[0008] Various embodiments are described, wherein FI is computed as follows: 

where fi( ) is the feature-specific predictor function from the GAM, xi is the value of the ith feature for the received sample,
and xi is the normal population value of the ith feature.
[0009] Various embodiments are described, wherein the normal population value is one of a mean value, median
value, or weighted mean value of the sample population for each feature.
[0010] Various embodiments are described, wherein the FI value is weighted by another GAM variable.
[0011] Various embodiments are described, wherein the number of top features to display is based upon a predeter-
mined number of top features and/or a threshold for the magnitude of the FI values.
[0012] Further various embodiments relate to a method for determining the importance of features in a machine
learning model, including: training, by a processor, a generalized additive model (GAM); calculating the normal population
value for each feature; receiving a sample; computing the feature importance (FI) for each feature of the received sample;
ranking the FI for each feature by absolute value; and determining the top features based upon the FI rankings; and
sending the determined top features to a display.
[0013] Various embodiments are described, further including: displaying, by a display, the top features for the received
sample.
[0014] Various embodiments are described, further including: computing the global feature importance for each feature;
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ranking the global feature importance for each feature by absolute value; determining the top global features based
upon the global feature importance rankings; and sending the determined top global features to a display.
[0015] Various embodiments are described, wherein the GAM is defined as y = β0 + f1(x1) + f2(x2) + ··· + fm(xm), where
y is the output of the GAM, β0 is an bias value, f1, f2, ... fm are set of functions independently applied to each of the
features x1, x2, ··· xm respectively.
[0016] Various embodiments are described, wherein FI is computed as follows: 

where fi( ) is the feature-specific predictor function from the GAM, xi is the value of the ith feature for the received sample,
and xi is the normal population value of the ith feature.
[0017] Various embodiments are described, wherein the normal population value is one of a mean value, median
value, or weighted mean value of the sample population for each feature.
[0018] Various embodiments are described, wherein the FI value is weighted by another GAM variable.
[0019] Various embodiments are described, wherein the number of top features to display is based upon a predeter-
mined number of top features and/or a threshold for the magnitude of the FI values.

BRIEF DESCRIPTION OF THE DRAWINGS

[0020] In order to better understand various exemplary embodiments, reference is made to the accompanying drawings,
wherein:

FIG. 1 is an example plot showing global feature importance, as calculated using normalized coefficients of the
linear regression model described in an example of predicting risk of hemodynamic instability using adaptive boosting;
FIG. 2 illustrates an example of a univariate classifier fi(xi) for non-invasive mean blood pressure;
FIG. 3 illustrates two examples of individual feature importance in blood gas prediction. In each example, the
predicted pH is shown at the top;
FIG. 4 illustrates another example of how feature importance may be displayed; and
FIG. 5 illustrates an exemplary hardware diagram for implementing a feature interpretation system.

[0021] To facilitate understanding, identical reference numerals have been used to designate elements having sub-
stantially the same or similar structure and/or substantially the same or similar function.

DETAILED DESCRIPTION OF EMBODIMENTS

[0022] The description and drawings illustrate the principles of the invention. It will thus be appreciated that those
skilled in the art will be able to devise various arrangements that, although not explicitly described or shown herein,
embody the principles of the invention and are included within its scope. Furthermore, all examples recited herein are
principally intended expressly to be for pedagogical purposes to aid the reader in understanding the principles of the
invention and the concepts contributed by the inventor(s) to furthering the art and are to be construed as being without
limitation to such specifically recited examples and conditions. Additionally, the term, "or," as used herein, refers to a
non-exclusive or (i.e., and/or), unless otherwise indicated (e.g., "or else" or "or in the alternative"). Also, the various
embodiments described herein are not necessarily mutually exclusive, as some embodiments can be combined with
one or more other embodiments to form new embodiments.
[0023] Embodiments of a method are disclosed herein for interpreting individual predictions made by a basic class of
machine learning models-generalized additive models (GAMs). This method enables identifying the most important input
features to be recommended along with the prediction and will help in improving the interpretability, trust-worthiness,
and safety of machine learning models.
[0024] GAMs are a class of machine learning models where the prediction may be expressed as the linear sum of
independent predictor functions of individual inputs. With m input features x1, x2, ··· xm predicting outcome y, the GAM
may be expressed as: 

where β0 is a bias or offset value, and f1, f2, ··· fm are a set of functions independently applied to each of the features
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x1, x2, ··· xm. The functions f1, f2, ··· fm may take various forms and may be selected based upon the specific feature and
its known relationship to the output y. Both β0 and parameters defining the functions f1, f2, ··· fm may be determined
using training data and machine learning techniques.
[0025] GAMs are often used for clinical decision support (CDS) algorithms due to their simplicity and interpretability.
However, models are typically interpreted as a whole, that is for all predictions, not on the level of individual predictions.
Global interpretation takes some form of feature ranking, where the order of feature importance is presented to users,
who can check to make sure that global feature rankings match their intuition. However, for specific predictions, the
impact of individual features varies, and global feature importance does not explain why a specific prediction is made.
FIG. 1 is an example plot showing global feature importance, as calculated using normalized coefficients of the linear
regression model described in an example of predicting risk of hemodynamic instability using adaptive boosting discussed
below. The plot 100 has a vertical axis with a list of features 105 ordered based upon the value of normalized coefficients.
The horizontal axis indicates the normalized coefficient values 110. As can be seen, a point is plotted for each feature
based upon the associated normalized coefficient. Features with normalized coefficients close to zero have less influence
on the output, where features that have normalized features with greater magnitude have more influence on the output
value. In this example, the features ΔetCO2 and last HCO3 have the greatest influence on the output. In the case of
ΔetCO2, the output is reduced, and for HCO3, the output is increased. While providing some interpretability of the
algorithm as a whole, it is difficult to explain individual predictions using this display of global feature importance. Knowing
which input features impact a specific prediction may give users real-time information about how the algorithm arrives
at a prediction, allowing users to match predictions with their intuition on a more intuitive case-by-case basis.
[0026] An embodiment of a method for highlighting the feature importance for individual predictions will now be de-
scribed, which will enable human users to compare the prediction mechanism with their own intuition for individual
prediction cases.
[0027] The method includes the calculation of case-specific feature importance (FI) scores, which may then be ranked
to display the features with most impact on a specific prediction. The FI for the ith feature of a specific sample x is
expressed as:

where fi( ) is the feature-specific predictor function from the GAM, xi is the value of the ith feature for this sample, and
xi is, in this example, the normal population mean of the i th feature. In other embodiments, xi may be determined in
other ways, such as for example the median, weighted mean, etc.
[0028] Here, xi represents a typical uninformative background value (that is, it is informative as to the group, but not
to specific predictions), and fi(xi) is the typical uninformative feature-specific predictor value. When xi is close to the
population mean xi, FIi will be equal or close to 0, which means feature i contributes little to the overall prediction of

sample  When xi deviates from the normal population mean, FIi shifts away from 0 to highlight the contribution of
the feature at hand to the prediction.
[0029] FI may be positive or negative, with a larger absolute value indicating more importance. When the prediction
task is a binary classification of 0 or 1, the signage of FI represents elevated or decreased probability of binary class 1
contributed by the feature value as compared to the population mean. For example, if y is being predicted, the clinical
risk of a patient developing heart failure, positive FI indicates higher risk, while negative FI indicates that a feature is
protective, i.e., effectively lowering the risk of heart failure for this patient. When the prediction is a regression problem
and the predicted variable y represents a real value, signage represents whether the feature value leads to an increase
or decrease in predicted variable y, as compared to a feature value of population mean. In both cases, features with the
largest absolute value of FI are most important.
[0030] As previously described, this method of personalized feature importance ranking may be used for any GAM.
The steps for computing personalized feature importance will first be described, and then two examples of application
in the healthcare domain will be described.
[0031] The individual feature importance score can be calculated with the following steps:

1. Train the GAM 
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2. Calculate the normal population mean for each feature: 

3. For a specific data sample x, compute FI for each feature: 

4. Rank [FI1(x), FI2(x), ···, FIm(x)] by absolute value and display top features to clinicians

[0032] Training of the GAM model may be done using labelled training data, various types of function models, and
typical machine learning training methods. In additional to calculating the mean for each feature, a median value, weighted
mean, or other method for determining the typical value for the feature may be used. Once the FI values are ranked,
they may be further analyzed and/or displayed to a user for further evaluation. The number of features displayed may
be based on a predetermined number, such as for example, the top 4 features. Alternatively, the features with an FI that
exceed a predetermined threshold value may be shown, for example a features with an FI having a magnitude greater
than 0.1. Also, a threshold value and a limit to the number of features may both be used to determine how may features
to display. The global importance values for each feature may also be presented to the user, so that the user may be
able to detect any anomalies in the FI values that do not make sense and hence may either be discounted or further
investigated based upon the user’s determination.
[0033] In addition to being used for prediction interpretation, FI may also be used or modified to assess prediction
quality in models that allow missing values in input features. An additional input quality model may be developed, using
FI, feature missingness, and global feature importance, to assess prediction quality. If the highest ranked features by
FI are those with missing features, and ranking by FI differs from ranking of global importance (compared using correlation
coefficients or manual methods), then the sample is likely of low prediction quality due to too many missing inputs.
[0034] Depending on what the end users want to visualize, FI may be weighted by other variables to highlight certain
predictions over others. For example, when predicting risk of heart failure, a user may only want to highlight top risk
features when the total risk of heart failure is elevated. In that case, the FI may be multiplied with the total risk before
visualization.
[0035] A first example of predicting the risk of hemodynamic instability using adaptive boosting will now be described.
Hemodynamic instability (HI) occurs when a patient’s circulatory system is unable to meet the metabolic demands of
the body, and HI may lead to severe deterioration in health and death. A model was developed to predict whether a
patient is at risk for hemodynamic instability, using univariate adaptive boosting, which may be classified as another
type of GAM.
[0036] The model predicts y, the risk of HI, by combining univariate classifiers fi(xi) of individual risk contributed by
single features. FIG. 2 illustrates an example of a univariate classifier fi(xi) for non-invasive mean blood pressure (NMBP).
The histogram plot 205 is an underlay showing the distribution of the patient population by NMBP. The line 210 is the
value of the univariate classifier risk for a given NMBP input value. The predictions y is the sum of all univariate risks.
[0037] In the calculation of FI for this one feature, it is desired to highlight cases where HI risk is higher (because lower
blood pressure is bad for HI), so FI is multiplied by 1 - y. In this case: 

[0038] In FIG. 2, NMBP has only one decision boundary of 70.5; as a result, there are only three scenarios for NMBP
measurements: below 70.5, above 70.5, and blood pressure not measured. Table 1 shows the FI for these three ranges
in NMBP input value, and for two scenarios of predicted y.

Table 1

NMBP fi(xi) fi(xi) y FIi
< 70.5 0.14 -0.21 0.315
≥70:5 -0.21 -0.21 0.1 0
Not measured 0 No adjustment 0

< 70.5 0.14 -0.21 0.035
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[0039] In the first case for y = 0.1, it is noted that FIi is 0.315 for NMBP < 70.5 and 0 otherwise. In the second case

for y = 0.9, it is noted that FIi is 0.035 for NMBP < 70.5 and 0 otherwise. Because of the weighting  when
the output is 0.1, the feature xi affects the output y more than when the output is 0.9.
[0040] A second example of predicting blood gas pH using linear regression will now be described.
[0041] FIG. 3 illustrates two examples of individual feature importance in blood gas prediction. In each example, the
predicted pH 305 is shown at the top. The middle portion displays the top three features and their input values 310,
color-coded by FI. The bottom table shows how the FI for each feature was calculated.
[0042] Blood gas pH is an invasive measurement taken frequently in patients with respiratory distress, sometimes as
often as every hour. The amount of blood loss and potential adverse outcomes associated with invasive blood draws
motivated the development of a non-invasive blood gas prediction algorithm. In this algorithm, a linear regression was
used (a type of GAM) to predict pH using current non-invasive measurements and previous invasive measurements.
The use of this algorithm will enable clinicians to delay or avoid some blood draws.
[0043] Two examples of applying the individual feature importance method on pH prediction will be shown. In FIG. 3,
each example shows the predicted pH 305 and a table 315 including the FI of each feature ranked by contribution to
the prediction and how FI values were calculated. In FIG. 3a, the previous pH and previous bicarbonate (HCO3) contribute
to lower pH predictions compared to the population norms, while the change in end-tidal CO2 (d_etCO2) contributes to
increased predicted pH. d_etCO2 is the amount of CO2 expired by a patient, so the negative input value (-2.3) reflects
a decrease in CO2 in the patient’s blood stream. This most likely reflects better oxygenation, and the algorithm predicts
increased pH (7.30) compared to the previous measurement (7.26). In FIG. 3b, there is a similar affect in d_etCO2 and
d_SpO2 changes. Here, the change in SpO2 is positive, indicating higher oxygenation, which matches the directional
change of d_etCO2. The previous HCO3 reflects that the patient started at a lower oxygenation state (lower than normal
pH), but the trend of d_SpO2 and d_etCO2 indicate that the patient has most likely improved. Taken together, the
algorithm predicts a close to normal pH.
[0044] FIG. 4 illustrates another example of how feature importance may be displayed. The plot of blood gas (BG) pH
440, 445 is shown over time. A prediction of the BG pH 430, 435 using the previous BG pH value is shown over time.
Also, a prediction of the BG pH 420, 425 using the first BH pH value is shown over time. The top three features 450,
455 for the current time (0) are displayed along with the direction of each feature’s contribution 460, 465 (up or down).
The signage of FI is used to illustrate the direction of each features contribution, as shown by the up or down arrows
460 and 465. The historic prediction timeline is also displayed for reference. By looking at the predicted value along with
the prediction rationale, clinicians may use the top features provided by the individual feature importance method and
compare the pH prediction algorithm’s intuition with their own clinical understanding.
[0045] FIG. 5 illustrates an exemplary hardware diagram 500 for implementing a feature interpretation system. As
shown, the device 500 includes a processor 520, memory 530, user interface 540, network interface 550, and storage
560 interconnected via one or more system buses 510. It will be understood that FIG. 5 constitutes, in some respects,
an abstraction and that the actual organization of the components of the device 500 may be more complex than illustrated.
[0046] The processor 520 may be any hardware device capable of executing instructions stored in memory 530 or
storage 560 or otherwise processing data. As such, the processor may include a microprocessor, a graphics processing
unit (GPU), field programmable gate array (FPGA), application-specific integrated circuit (ASIC), any processor capable
of parallel computing, or other similar devices.
[0047] The memory 530 may include various memories such as, for example L1, L2, or L3 cache or system memory.
As such, the memory 530 may include static random-access memory (SRAM), dynamic RAM (DRAM), flash memory,
read only memory (ROM), or other similar memory devices.
[0048] The user interface 540 may include one or more devices for enabling communication with a user and may
present information such as that shown in FIGs. 2-4. For example, the user interface 540 may include a display, a touch
interface, a mouse, and/or a keyboard for receiving user commands. In some embodiments, the user interface 540 may
include a command line interface or graphical user interface that may be presented to a remote terminal via the network
interface 550.
[0049] The network interface 550 may include one or more devices for enabling communication with other hardware
devices. For example, the network interface 550 may include a network interface card (NIC) configured to communicate
according to the Ethernet protocol or other communications protocols, including wireless protocols. Additionally, the

(continued)

NMBP fi(xi) fi(xi) y FIi
≥70:5 -0.21 -0.21 0.9 0
Not measured 0 No adjustment 0
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network interface 550 may implement a TCP/IP stack for communication according to the TCP/IP protocols. Various
alternative or additional hardware or configurations for the network interface 550 will be apparent.
[0050] The storage 560 may include one or more machine-readable storage media such as read-only memory (ROM),
random-access memory (RAM), magnetic disk storage media, optical storage media, flash-memory devices, or similar
storage media. In various embodiments, the storage 560 may store instructions for execution by the processor 520 or
data upon with the processor 520 may operate. For example, the storage 560 may store a base operating system 561
for controlling various basic operations of the hardware 500. The storage 562 may store instructions for determining the
features that contribute most to the outcome for a specific sample as described above.
[0051] It will be apparent that various information described as stored in the storage 560 may be additionally or
alternatively stored in the memory 530. In this respect, the memory 530 may also be considered to constitute a "storage
device" and the storage 560 may be considered a "memory." Various other arrangements will be apparent. Further, the
memory 530 and storage 560 may both be considered to be "non-transitory machine-readable media." As used herein,
the term "non-transitory" will be understood to exclude transitory signals but to include all forms of storage, including
both volatile and non-volatile memories.
[0052] While the host device 500 is shown as including one of each described component, the various components
may be duplicated in various embodiments. For example, the processor 520 may include multiple microprocessors that
are configured to independently execute the methods described herein or are configured to perform steps or subroutines
of the methods described herein such that the multiple processors cooperate to achieve the functionality described
herein. Further, where the device 500 is implemented in a cloud computing system, the various hardware components
may belong to separate physical systems. For example, the processor 520 may include a first processor in a first server
and a second processor in a second server.
[0053] The feature interpretation system and method described herein helps to improve the interpretability of the
results received from a model. These results can help a user to gain confidence in the outcome for a specific model
input, based upon the user’s experience. This will help in the wider adoption of such CDS systems that use GAM types
of models, and in the case of medical applications, it will greatly enhance the care provided to patients and to allow for
medical personal to use their time more efficiently to carry out more tasks. Further, the feature interpretation system
and method disclosed herein is an improvement over current system that only provide interpretation based upon a global
population of samples, which do not provide the specific insights for a single input sample. This will lead to better treatment
decisions using CDS systems.
[0054] Any combination of specific software running on a processor to implement the embodiments of the invention,
constitute a specific dedicated machine.
[0055] As used herein, the term "non-transitory machine-readable storage medium" will be understood to exclude a
transitory propagation signal but to include all forms of volatile and non-volatile memory.
[0056] Although the various exemplary embodiments have been described in detail with particular reference to certain
exemplary aspects thereof, it should be understood that the invention is capable of other embodiments and its details
are capable of modifications in various obvious respects. As is readily apparent to those skilled in the art, variations and
modifications can be affected while remaining within the scope of the invention. Accordingly, the foregoing disclosure,
description, and figures are for illustrative purposes only and do not in any way limit the invention, which is defined only
by the independent claims.

Claims

1. A system (500) for determining feature importances of two or more features in a machine learning model in which
feature-specific functions are applied to the two or more features to obtain an output of the machine learning model,
the system comprising:

a memory (530);
a processor (520) connected to the memory (530), the processor configured to:

receive a sample;
compute for two or more features of the received sample, the feature importance in dependence on the
feature-specific functions applied to the feature of the received sample and a respectively corresponding
reference value;
select one or more features based upon absolute values of the feature importances; and
send the selected one or more features to a display (540).

2. The system of claim 1, further comprising:
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the display (540) with a graphical user interface configured to display the selected features for the received sample.

3. The system of claim 1 or 2, wherein the machine learning model is defined as y = β0 + f1(x1) + f2(x2) + ··· + fm(xm),
where y is the output of the machine learning model, β0 is an bias value, and f1, f2, ··· fm are feature-specific functions
independently applied to each of the features x1, x2, ··· xm respectively.

4. The system of any of the preceding claims, wherein the feature importance FI is computed as follows: 

where fi( ) is the feature-specific predictor function from the machine learning model, xi is the value of the ith feature
for the received sample, and xi is the reference value of the ith feature.

5. The system of any of the preceding claims, wherein the reference value is one of a mean value, median value, or
weighted mean value of the sample population for each feature.

6. The system of any of the preceding claims, wherein the feature importance value is weighted by another machine
learning model variable.

7. The system of any of the preceding claims, wherein the selected features to display are selected based upon a
ranking of the feature importances by absolute value, and/or a threshold for the absolute value of the feature
importances.

8. A method for determining feature importances of two or more features in a machine learning model in which feature-
specific functions are applied to the two or more features to obtain an output of the machine learning model, the
method comprising:

receiving a sample;
computing for two or more features of the received sample, the feature importance in dependence on the feature-
specific functions applied to the feature of the received sample and a respectively corresponding reference value;
selecting one or more features based upon absolute values of the feature importances; and
sending the selected one or more features to a display (540).

9. The method of claim 8, further comprising:
displaying, by the display (540), the selected features for the received sample.

10. The method of claim 8 or 9, wherein the machine learning model is defined as y = β0 + f1(x1) + f2(x2) + ··· + fm(xm),
where y is the output of the machine learning model, β0 is an bias value, and f1, f2, ··· fm are feature-specific functions
independently applied to each of the features x1, x2, ··· xm respectively.

11. The method of any of the preceding claims 8-10, wherein the feature importance FI is computed as follows: 

where fi( ) is the feature-specific predictor function from the machine learning model, xi is the value of the ith feature
for the received sample, and xi is the reference value of the ith feature.

12. The method of any of the preceding claims 8-11, wherein the reference value is one of a mean value, median value,
or weighted mean value of the sample population for each feature.

13. The method of any of the preceding claims 8-12, wherein the feature importance value is weighted by another
machine learning model variable.

14. The method of any of the preceding claims 8-13, wherein the selected features to display are selected based upon a
ranking of the feature importances by absolute value, and/or a threshold for the absolute value of the feature importances.
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