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Description
TECHNICAL FIELD

[0001] The disclosure described herein generally relates to techniques for interfacing a processing array architecture
with a hardware accelerator architecture to provide a hybrid solution that realizes the benefits of both architectures.

BACKGROUND

[0002] In many applications such as digital front end (DFE) radios, there is a need for fast computations to ensure
that the digital data is transmitted and received efficiently. This may include the calculation of digital pre-distortion (DPD)
coefficients or other terms used for digital communications, which require fast and accurate processing as data is
transmitted and/or received as part of a data stream.

[0003] Programmable solutions for DFE radios provide flexibility to adapt the manner in which such computations are
performed, but are inefficient in terms of cost and power. For instance, hardwired application specific integrated circuit
(ASIC) solutions may be implemented in current DFE radio products, as ASICs are power and cost efficient, but lack
the flexibility provided by programmable processing arrays. Programmable processing arrays, on the other hand, although
flexible in their implementation, are computationally intensive and thus inefficient in terms of power, and are less cost-
effective. Therefore, both hardwired and programmable solutions have various drawbacks.

BRIEF DESCRIPTION OF THE DRAWINGS/FIGURES

[0004] The accompanying drawings, which are incorporated herein and form a part of the specification, illustrate the
present disclosure and, together with the description, further serve to explain the principles and to enable a person
skilled in the pertinent art to make and use the implementations as discussed herein.

FIG. 1 illustrates an example of a conventional vector processor architecture.

FIG. 2 illustrates another example of a conventional vector processor architecture.

FIG. 3A illustrates a conventional hardwired solution for performing DFE functions.

FIG. 3B illustrates programmable processing arrays for performing digital front end (DFE) functions.

FIG. 4A illustrates a block diagram of a first hybrid programmable processing array and hardware accelerator
architecture, in accordance with the disclosure, in accordance with the disclosure.

FIG. 4B illustrates a block diagram of a second hybrid programmable processing array and hardware accelerator
architecture, in accordance with the disclosure, in accordance with the disclosure.

FIG. 5Aillustrates a block diagram of a programmable processing array portion of a hybrid programmable processing
array and hardware accelerator architecture, in accordance with the disclosure.

FIG. 5B illustrates a block diagram of a data interface and hardware accelerator portion of a hybrid programmable
processing array and hardware accelerator architecture, in accordance with the disclosure.

FIG. 5C illustrates a block diagram of a buffer used as part of the data interface of a hybrid programmable processing
array and hardware accelerator architecture, in accordance with the disclosure.

FIG. 5D illustrates a block diagram of an RF front end used as part of a hybrid programmable processing array and
hardware accelerator architecture, in accordance with the disclosure.

FIG. 6 illustrates a block diagram of a ganging configuration data flow, in accordance with the disclosure.

FIG. 7 illustrates an example device, in accordance with the disclosure.

FIG. 8 illustrates a process flow, in accordance with the disclosure.

[0005] The present disclosure will be described with reference to the accompanying drawings. The drawing in which
an element first appears is typically indicated by the leftmost digit(s) in the corresponding reference number.

DETAILED DESCRIPTION

[0006] In the following description, numerous specific details are set forth in order to provide a thorough understanding
of the present disclosure. However, it will be apparent to those skilled in the art that the implementations of the disclosure,
including structures, systems, and methods, may be practiced without these specific details. The description and rep-
resentation herein are the common means used by those experienced or skilled in the art to most effectively convey the
substance of their work to others skilled in the art. In other instances, well-known methods, procedures, components,
and circuitry have not been described in detail to avoid unnecessarily obscuring the disclosure.
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Programmable Processing Array Operation

[0007] The programmable processing arrays as discussed in further detail herein may be implemented as vector
processors (also referred to as array processors), which are a central processing unit (CPU) thatimplements an instruction
set containing instructions that operate on one-dimensional arrays of data referred to as "vectors." This is in contrast to
scalar processors having instructions that operate on single data items. Vector processors can greatly improve perform-
ance on certain workloads, notably numerical simulation and similar tasks, by utilizing a number of execution units that
independently execute specific functions on incoming data streams to achieve a processing flow.

[0008] Generally speaking, conventional CPUs manipulate one or two pieces of data at a time. For instance, conven-
tional CPUs may receive an instruction that essentially says "add A to B and put the resultin C," with 'C’ being an address
in memory. Typically the data is rarely sent in raw form, and is instead "pointed to" via passing an address to a memory
location that holds the actual data. Decoding this address and retrieving the data from that particular memory location
takes some time, during which a conventional CPU sits idle waiting for the requested data to be retrieved. As CPU
speeds have increased, this memory latency has historically become a large impediment to performance.

[0009] Thus, to reduce the amount of time consumed by these steps, most modern CPUs use a technique known as
instruction pipelining in which the instructions sequentially pass through several sub-units. The first sub-unit reads and
decodes the address, the next sub-unit "fetches" the values at those addresses, while the next sub-unit performs the
actual mathematical operations. Vector processors take this concept even further. For instance, instead of pipelining
justthe instructions, vector processors also pipeline the data itself. For example, a vector processor may be fed instructions
that indicate not to merely add A to B, but to add all numbers within a specified range of address locations in memory
to all of the numbers at another set of address locations in memory. Thus, instead of constantly decoding the instructions
and fetching the data needed to complete each one, a vector processor may read a single instruction from memory.
This initial instruction is defined in a manner such that the instruction itself indicates that the instruction will be repeatedly
executed on another item of data, at an address one increment larger than the last. This allows for significant savings
in decoding time.

[0010] Vector processors may be implemented in accordance with various architectures, and the various vector proc-
essor architectures as discussed throughout the disclosure as further described herein may be implemented in accord-
ance with any of these architectures or combinations of these architectures, as well as alternative processing array
architectures that are different that vector processors. FIGs. 1 and 2 provide two different implementations of a vector
processor architecture. FIG. 1 illustrates an attached vector processor, which is attached to a general purpose computer
for the purpose of enhancing and improving the performance of that computer in numerical computational tasks. The
attached vector processor achieves high performance by means of parallel processing with multiple functional units,
which may be alternatively referred to herein as execution units or processing units.

[0011] FIG. 2, on the other hand, shows an example of a single instruction stream, multiple data streams (SIMD) vector
processor. The vector processor architecture 200 as shown in FIG. 2 may have an architecture consisting of one or
more execution units. Each execution unit is capable of executing one instruction. Each instruction can be a control,
load/store, scalar or a vector instruction. Therefore, a processor with N execution units 204.1-204.N as shown in FIG.
2 can issue as many as N instructions every clock cycle. The execution units 204.1-204.N function under the control of
a common control unit (such as processing circuitry), thus providing a single instruction stream to control each of the
execution units 204.1-204.N. The 1/O data as shown in FIG. 2 is typically identified with data communicated between
the vector processor 200 and another data source or processor (which may be the common control unit or another
processor) depending upon the particular application. The vector data memory 201 thus stores data received as input
to be processed by the execution units 204.1-204.N, and data that is output or read from the vector data memory 201
after the data is processed. The vector processor architecture 200 as shown in FIG. 2 is an example of a load-store
architecture used by vector processors, which is aninstruction set architecture that divides instructions into two categories:
memory access (loading and storing data between the vector data memory 201 and the vector registers 202.1-202.N)
and the vector processing operations performed by the execution units 204.1-204.N using the data retrieved from and
the results stored to the vector registers 202.1-202.N.

[0012] Thus, the load-store instruction architecture facilitates data stored in the vector data memory 201 that is to be
processed to be loaded into the vector registers 202.1-202.N using load operations, transferred to the execution units
204.1-204.N, processed, written back to the vector registers 202.1-202.N, and then written back to the vector data
memory 201 using store operations. The location (address) of the data and the type of processing operation to be
performed by each execution unit 204.1-204.N is part of an instruction stored as part of the instruction set in the program
memory 206. The movement of data between these various components may be scheduled in accordance with a decoder
that accesses the instructions sets from the program memory, which is not shown in further detail in FIG. 2 for purposes
of brevity. The interconnection network, which supports the transfer of data amongst the various components of the
vector processor architecture 200 as shown in FIG. 2, is generally implemented as a collection of data buses and may
be shared among a set of different components, ports, etc. In this way, several execution units 204.1-204.N may write
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to a single vector register 202, and the data loaded into several vector registers 202.1-202.N may be read by and
processed by several of the execution units 204.1-204.N.

[0013] The use of instruction sets in accordance with the vector processor architecture 200 is generally known, and
therefore an additional description of this operation is not provided for purposes of brevity. Regardless of the particular
implementation, vector processors can greatly improve performance on certain workloads but have various drawbacks.
For instance, and as noted above, vector processors may form part of what is referred to herein as a programmable
array or a programmable vector array, which are traditionally computationally intensive, expensive, and suffer from power
inefficiencies. As a result, such programmable vector engines may not be ideal for mobile or base station applications
that implement DFE architectures. Furthermore, and as noted above, hardwired ASIC solutions are fast and efficient in
terms of power consumption, but lack the flexibility provided by the programmable nature of the vector arrays.

Digital Pre-Distortion (DPD) Calculations

[0014] It is noted that current products such as DFEs typically implement either programmable or hardware-based
solutions, each resulting in the tradeoffs as noted above. For instance, and as shown in FIG. 3A, DFEs may implement
a hardwired ASIC to perform DFE functions such as DPD calculations. As further discussed below, DPD calculations
are typically performed by sampling data at specific locations within an RF chain identified with the RF block, such as
at the antenna. The sampled measurements are then used as feedback to calculate DPD coefficients that are applied
to the data stream prior to transmission to compensate for various non-linearities, memory effects, etc., of the RF chain
components. Thus, a hardwired ASIC in such implementations represents a customized and optimized hardware solution
that performs specific types of calculations, such as DPD calculations, in accordance with the specific set of operating
parameters of the DFE. As a result, although such hardware ASIC solutions are fast and efficient in terms of power,
such architectures lack flexibility and typically cannot be adapted to other DFEs or other applications.

[0015] Thus, other solutions for performing DFE functions include the use of programmable arrays as shown in FIG.
3B. Such solutions are typically field programmable gate arrays (FPGAs) or a mesh of processors with an interconnection
connecting the programmable processing elements (PEs), which provides some flexibility to adapt how the DFE functions
are performed across different products. Thus, such solutions also function to sample data at specific locations within
an RF chain, but alternatively implement the use of the PEs to perform the DPD calculations. As a result, such solutions
provide flexibility to adapt the manner in which DPD calculations are performed, but do so using increased power and
added cost compared to hardwired ASIC solutions.

[0016] Furthermore, to the extent that hybrid solutions are implemented, FPGA suppliers have elected to implement
some of the processing components as hardware blocks. However, such products still fail to implement a hybrid solution
in which the programmable components are realized as a programmable processing array. Moreover, such hybrid
solutions are still not very power efficient, as these are based on FPGA solutions.

[0017] The disclosure as further described herein addresses these issues by implementing a hybrid approach that
combines the benefits of a programmable processing array and a hardwired solution. To do so, the disclosure is directed
to a hybrid architecture that couples a processing array to a hardware accelerator. This architecture dedicates the most
computationally-intensive blocks to the hardware accelerator, which may include the DPD computation blocks in the
context of a DFE, although the disclosure is not limited to this particular implementation as further noted herein. The
disclosure describes an interface for coupling a processing array to a hardware accelerator, which achieves a division
of functionality and connects the programmable processing array components to the accelerated hardware components
without sacrificing flexibility. This results in a splitting of functionality and accompanying defined connections and inter-
faces to provide a balance between power/area and flexibility. This balance may represent an optimum balance, a
balance in accordance with as predetermined, calibrated, and/or measured power/area and flexibility balance, etc.
[0018] As further described below, the disclosure implements such a hybrid solution by implementing a hardware
accelerator for the most computationally-intensive blocks. For an implementation as part of a DFE, this may include the
DPD computations. Thus, the hardware accelerator in accordance with such implementations is configured to compute
a set of common lookup table (LUT) based memory terms, which may be used in accordance with any suitable number
and/or type of DPD algorithm implementations. As further discussed below, the hardware accelerator is configured
efficiently by having limited flexibility to select the number and type of terms up to a maximum number, which is 48 terms
in the following illustrative scenario. Thus, and as further described below, the hardware accelerator may implement
sets of LUTs that store entries identified with the terms of the particular function that is to be evaluated to output the
hard-computed terms. The LUTs as described herein may have any suitable size and be identified with any suitable
type of memory structure. The entries of the LUTs may thus represent evaluated values of a corresponding function,
which may be represented in accordance with the terms of a function as denoted in the Equations 1 and 2 below. The
entries of the LUTs used in this manner, i.e. the LUT based memory terms, are then multiplied by a set of data samples
or any suitable function (such as a polynomial function). This process may then be repeated for any suitable number of
delayed signal versions of the input signal, with the results being summed together as indicated in Equation 2 below to
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generate the hard-computed terms.

[0019] The DPD function may represent any suitable function that relates measured signal samples in the RF chain
to provide DPD coefficients as a function of those measured samples. For typical DFE applications, the DPD function
represents a non-linear function of a complex signal represented as x. The DPD function typically depends on the history
of the signal that is needed to model the memory effects of the power amplifier identified with the DFE RF chain. To
provide further clarity, let x_; denote a complex value at a measured sample d from the past. A common model from
literature is a polynomial function written in the form of Eqn. 1 below as follows:

Eqn. I:
Z Z Z . 2 gdg sy X_m K_fh [ x_dP
poody b iy

where the signal values from different parts of the history defined by d1,...,d,, are combined together and multiplied by
a corresponding parameter 6y 4, The delays d1,...,d, and the corresponding parameters are typically determined for
each power amplifier in the RF chain implementing the DFE via an optimization process. The variable p represents an
order of the polynomial function, and determines the number of various delays d1...dp and terms x-dl.

[0020] Another common DPD function implementation is to use lookup table (LUT) entries based on the signal mag-
nitude to model the non linearity, and then model additional non-linearities using polynomial terms. Thus, if there are to
be a maximum of K different terms, with K in the illustrative scenario used in Eqn. 2 below and referenced throughout
the disclosure being 48, although the disclosure is not limited to this particular number of terms. A choice of terms
common in the literature may be expressed in accordance with Eqn. 2 below as follows:

Eqn. 2:

48
2

Y LUTY, gy (15— DIy 08 x4 T2, 08 [x 2, or 1fscor 1]
dyahr b

where there are 48 different combinations of the delays d1, d2, d3 and corresponding LUTs for additional polynomial
multiplier terms.

[0021] The above-referenced Equations are provided for clarity and in a non-limiting sense. Indeed, a large variety of
approaches exist to model power amplifiers for the calculation of DPD coefficients. However, the most common approach
is to sum the various non-linear terms as explained above. Other approaches to model long term effects involve averaging
the signal from the past. Such terms may have the same form as above, although the signal x is replaced by a long term
running average of the signal. It is noted that the term "term" as used herein may refer to any suitable type of function,
such as a non-linear function, which has a corresponding coefficient. Thus, the term(s) may represent any parameters
of the corresponding function (such as a non-linear function), although typical applications include the term being syn-
onymous with a single multiplicative coefficient, making the final solution easier to compute. Thus, in such a case the
terms may be synonymous with the function parameters, which may encompass the coefficients.

[0022] In any event, the optimal solution and required DPD terms depends upon the power amplifier used in the
system. Parts of the non-linearity may be modelled by the common terms above, but often there is a need for more
specific terms. Therefore, the hybrid solution to which the disclosure is directed implements a set of most common terms
in the hardware accelerator to enable the flexibility to add new terms in a programmable manner to fine tune and improve
the performance for any new power amplifier. The additional terms may include any suitable terms that may impact the
DPD calculation and thus the performance of the PA in which the DFE is implemented. Some non-limiting terms include
polynomial and LUT-based terms not computed or known by the hardware accelerator, terms with long term averages
and/or a long term history of the signal to model the long term effects, etc.

Overall Architecture Implementation

[0023] FIGs.4A and 4B illustrate exemplary block diagrams of a hybrid programmable processing array and hardware



10

15

20

25

30

35

40

45

50

55

EP 4 202 712 A1

accelerator architecture, in accordance with the disclosure. The various components of the hardware architectures 400,
450 as shown in FIGs. 4A and 4B, respectively, may be implemented on a single chip, such as a system on a chip (SoC),
or on separate chips or SoCs. The implementation of the hardware architectures 400, 450 as part of an SoC may be
particularly advantageous for applications using high data rates, as doing so obviates the need to couple signals between
different chips or via other external devices.

[0024] The hybrid architectures 400, 450 as shown in FIGs. 4A-4B may be implemented to compute DPD terms or
any other suitable terms in accordance with wireless communications or any other suitable application in accordance
with any suitable techniques to do so, including known techniques and those discussed above. The hybrid architectures
400, 450 may additionally or alternatively be used to perform any suitable type of data computations or other functions
in which data processing operations may be performed on arrays of data samples via a processing array and a hardware
accelerator being implemented in conjunction with the processing array.

[0025] As discussed in further detail below, each hybrid architecture includes a processing array 402, which may be
implemented as any suitable type of programmable array architecture that includes an array of processing elements
(PEs), which may constitute any suitable number and/or type of PEs having any level of programmable functionality. In
some scenarios, the processing array 402 may be implemented as a programmable vector processor having any suitable
configuration and design as noted herein. As noted above, a vector processor may include any suitable type of processor
that implements an instruction set using instructions designed to operate efficiently and effectively on large one-dimen-
sional arrays of data samples referred to herein as vectors or data vectors. The processing array 402 may, when
implemented as a vector processor, implement as the PEs any suitable number of execution units, which may also be
referred to as cores, and which may be configured in any suitable manner as further discussed herein. In other scenarios,
the processing array 402 may alternatively be implemented with any suitable number of alternate PEs. In accordance
with such alternative scenarios, the processing array 402 may include, as the PEs, digital signal processor (DSP) blocks
and/or PEs identified with an FPGA, individual DSP processing blocks of a larger DSP, etc.

[0026] In any event, the processing array 402 may receive, transmit, and/or perform processing operations on arrays
of data samples, which may alternatively be referred to herein as data vectors regardless of the particularimplementation
of the processing array 402. Each vector of data samples may thus represent an array of any suitable number of data
samples. The processing array 402 thus provides flexibility in the computations performed, as the processing array 402
may access instruction sets or otherwise be programmed to perform specific functions, which may include processing
operations, the specific type being a function of the particular implementation of the processing array 402 and instructions
that are executed ata particulartime. Thatis, scenarios include the PEs of the processing array 402 performing processing
operations or other suitable operations on the arrays of data as discussed herein to provide data bit manipulation,
formatting, truncation, mathematical computations, etc.

[0027] Depending upon the current instructions provided to the individual PEs of the processing array 402, the PEs
may or may not modify the values of the data samples, as further discussed herein. In some scenarios, the PEs may
receive an array of data samples, which are then transferred to the hardware accelerator 406 without modifying their
values as a result of the execution of the processing operations. This may include the use of processing operations that
may reorder, reformat, or reorganize the arrays of data samples. In other scenarios, the processing operations may
include modifying the array of data samples, which are then output as "soft" computed terms (as shown in FIG. 4A) or
as soft computed modified terms (as shown in FIG. 4B).

[0028] Inanyevent,the datainterface 404 functions to transfer the array of data samples from each PE of the processing
array 402 after processing operations have been performed to the hardware accelerator 406. This may correspond to
the initial data flow arrow as shown in FIG. 4A, which is also the case for the hybrid architecture 450 as shown in FIG.
4B. To do so, and as further discussed below, data transfers between the hardware accelerator 406 and the processing
array 402 are enabled via the coupled data interface 404. As discussed in further detail below, the data interface 404
may implement any suitable type and/or number of hardware and/or software components, digital logic, etc., to manage
the translation of data from the arrays of data samples implemented via the processing array 402 to the data format
implemented via the hardware accelerator 406, and vice-versa (i.e. when data is provided from the hardware accelerator
406 to the processing array 402). The data interface 404 also manages synchronization between the processors identified
with the processing array 402 and the hardware accelerator 406.

[0029] As shown in FIGs. 4A-4B, each hybrid architecture 400, 450 also includes a hardware accelerator 406, which
is configured to execute predetermined functions in accordance with any suitable type of hardwired architecture as noted
herein, such as ASIC, a DSP, etc. The hardware accelerator 406 may implement any suitable number and/or type of
processors and/or processing circuitry for this purpose, which may be partially or wholly represented by the HW circuitry
blocks as shown. The HW circuitry blocks may include any suitable number of LUTs containing entries that are based
upon the particular computational application for which each hybrid architecture 400, 450 is implemented. Although the
hardware accelerator 406 is described herein as implementing a set of LUTSs, the disclosure is not limited to the HW
circuitry implementing LUTs in this manner to perform the HW term computation (i.e. the hard-computed terms). Instead,
and as further discussed below, the hardware accelerator 406 may perform the HW term computation using a sum of
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terms that are derived in any suitable manner, which may be via the LUTs as described herein or via the evaluation of
any suitable function. Such functions may include nay suitable type of polynomial functions as noted above with respect
to Eqns. 1 and 2, which may represent non-linear functions and thus provide for the computation of non-linear terms.
The use of LUTs may be particularly useful, however, for more complex functions.

[0030] In any event, the hardware accelerator 406 is configured to compute terms in accordance with a predetermined
processing function using the array of data samples transferred via the data interface 404 to generate processed data
samples. These processed data samples include a set of computed terms in accordance with the particular application
for which the function or LUT entries corresponds, as the case may be. As shown in the scenario illustrated in FIGs. 4A-
4B, the hardware accelerator 406 may implement as the HW circuitry blocks any suitable number K (such as 48) LUTs,
each containing a set of digital data entries or values. The entries in the LUTs may correspond to a set of computed
terms that enable a particular mathematical function to be evaluated using received data samples as inputs, which may
include the array of data samples provided by the data interface 404 after the processing operations have been performed
via the PEs of the processing array 402. Thus, when the LUTs are implemented in this manner, the hardware accelerator
406 facilitates the HW term computation via a summation of terms, which may be non-linear terms or any other suitable
type of terms that are derived from the entries in the set of LUTs. This may include the use of a digital pre-distortion
(DPD) function as noted herein as a non-limiting scenario, and in such a case the hardware accelerator 406 is configured
to compute, as the terms in accordance with the DPD function, DPD coefficients used for a wireless data transmission.
[0031] Therefore, in a non-limiting scenario, the number of K LUTs may contain entries corresponding to the DPD
terms as noted above, which may represent non-linear terms, and thus the hardware accelerator 406 functions to identify
DPD terms for a particular digital data stream in this scenario by mapping (i.e. correlating) the array of data samples
provided by the data interface 404 to entries in the number of K LUTs, which may represent one phase of the overall
computation used to generate the hard-computed terms as discussed in further detail herein. That is, the hardware
accelerator 406 may generate the hard-computed terms in this way in accordance with the Equations 1 and 2 above (or
any other suitable techniques) by passing the array of data samples through the LUTs of the HW circuitry, which are
then multiplied by the array of data samples or any suitable function (such as a polynomial function). This process may
then be repeated for various delayed signal versions of the input signal, with the results being summed together as
indicated in Equation 2 above to generate the hard-computed terms.

[0032] In other words, the hardware accelerator 406 is configured to compute the set of HW terms in accordance with
a predetermined processing function by computing a sum of terms (such as non-linear terms) contained in the LUT
entries using the array of data samples transferred via the data interface. Of course, the use of the hardware accelerator
406 to perform DPD computations, as well as the use of LUTs, are non-limiting scenarios that are provided for clarity
and ease of explanation. The hardware accelerator 406 may implement any suitable number of LUTs and perform any
suitable number and/or type of computations to evaluate any suitable type of predetermined mathematical function in
accordance with a particular application. As another illustrative scenario, and as mentioned above, the hardware accel-
erator 406 may additionally or alternatively compute the set of HW terms in accordance with a predetermined processing
function by summing terms (such as non-linear terms) in accordance with the evaluation of any suitable type of function.
This function may be a polynomial function or any other suitable type of function that is based upon the particular
application and/or implementation, and which may include the polynomial function(s) and techniques as described herein
with reference to Eqns. 1-2.

[0033] FIGs. 4A and 4B provide two illustrative scenarios for the implementation of a hybrid architecture that includes
the programmable processing array 402 and the hardware accelerator 406. These scenarios are shown in a non-limiting
manner for ease of explanation and clarity. Although the initial data flow as noted above is the same for both of these
architectures, the data flow implemented in each of the hybrid architectures 400, 450 differs from one another after the
initial data flow has been completed.

[0034] With reference to FIG. 4A, the hybrid architecture 400 may be particularly advantageous for applications in
which a minimal (or at least reduced) bandwidth is desirable over the data interface 404. The hybrid architecture as
shown in FIG. 4A implements summation circuity (also referred to herein as an adder) that couples the set of terms
computed via the hardware accelerator 406 with additional "soft" terms computed by the PEs of the processing array
402. That is, one or more of the PEs of the processing array 402 may perform processing operations on an array of data
samples to generate an array of processed data samples that include a set of additional soft-computed terms. These
additional soft-computed terms are converted from the array of data samples used by the PEs of the processing array
402 to a format that is implemented by the hardware accelerator 406. The data interface 404 also synchronizes the set
of additional soft-computed terms with the set of hard-computed terms computed via the hardware accelerator 406, i.e.
the terms computed by correlating a separate array of data sample received via the data interface 404 with the LUT
entries, and once again performing the multiplication and summing operations.

[0035] In this way, the hybrid architecture 400 facilitates the processing array 402 providing additional soft-computed
terms that may then be added (synchronously) to the set of hard-computed terms computed by the hardware accelerator
406 to provide a set of processed data samples that include both sets of terms. The additional soft computed terms may
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be calculated via the processing array 402 in a fully flexible manner, as the processing array 402 is a programmable
component and may perform processing operations via the PEs in accordance with a modifiable instruction set. Thus,
the order, type, and manner in which the processing operations are executed on arrays of data samples via the PEs of
the processing array 402 may be modified via alteration of the instruction sets used by the processing array 402. Again,
in some non-limiting scenarios, these additional soft computed terms may include DPD terms (i.e. coefficients) for
correcting long term effects or trapping effects in some power amplifiers, 1Q imbalance correction, etc. In this way, the
hardware accelerator 406 functions to provide common computations of DPD terms that are not as likely to change over
time, whereas the additional terms provided by the processing array 402 may address other operating parameters of
the power amplifier or components in the RF chain that may vary over time or are otherwise less predictable.

[0036] Turning now to FIG. 4B, the hybrid architecture 450 provides full flexibility to add terms and/or to modify the
results of the set of terms computed by the hardware accelerator 406 using the PEs of the processing array 402. That
is, the results of the terms computed by the hardware accelerator 406 in this configuration are fed back to the processing
array 402 via the data interface 404. The data interface 404 is configured in this architecture to transfer the processed
data samples generated by the hardware accelerator 406, which includes the set of hard-computed terms, to one or
more of the PEs in the processing array 402 as an array of data samples. The PEs of the processing array 402 may
then perform further computations on the array of data samples constituting the hard-computed terms to generate a
further array of data samples including a set of soft-computed modified terms, which may then be transferred to the
hardware accelerator 406 via the data interface 404.

[0037] The hardware accelerator 406 is thus configured to output these further processed "soft" data samples, which
may include a set of additional and/or modified computed terms, from the further array of data samples. In this way, not
only is the hybrid architecture 450 capable of adding terms to those computed by the hardware accelerator 406, but the
processing array 402 may also perform additional data processing operations that may be needed. Such an architecture
may be particularly useful for some linear or non-linear filtering of signals used in wireless data communications to
improve performance. In another scenario, such a hybrid architecture may be particularly useful to perform 1Q imbalance
correction.

[0038] Thus, the data interface 404 may also function, as is the case for the hybrid architecture 450, to transfer the
data samples output by the hardware accelerator 406, which may include hard-computed terms as noted herein, to the
PEs of the processing array 402. However, this results in a 50% reduction in the bandwidth of the data interface block
404 due to increased data traffic. Such solutions may be particularly useful for applications that are not as sensitive to
decreases in bandwidth requirements, or applications that acknowledge such a bandwidth decrease as an acceptable
tradeoff for the full flexibility in the term calculations.

[0039] In any event, the HW portion 406 for each of the hybrid architectures 400, 450 may output processed data
samples to a processing block 408 for further digital processing. Thus, the processing block 408 may represent any
suitable number and/or type of processors, processing circuitry, hardware components, and/or software components
depending upon the particular application. As one illustrative scenario in which DPD terms are computed as noted above
and the hybrid architectures 400, 450 may be implemented as part of the DFE of a wireless communication device, the
processing block 408 may be identified with the application of the DPD terms to a transmitted data stream in accordance
with any suitable techniques, including known techniques, digital-to-analog conversion, analog-to-digital (conversion
(for the RX data path) up-conversion to a transmission frequency, down-conversion to an IF or baseband frequency,
additional filtering, etc.

[0040] FIG. 5A illustrates a block diagram of a programmable processing array portion of a hybrid programmable
processing array and hardware accelerator architecture, in accordance with the disclosure. The hybrid architecture
portion 500 as shown in FIG. 5A further illustrates details of the processing array 402 as shown in FIGs. 4A and 4B.
Thus, the processing array 402 may include any suitable number N of ports, with each port including any suitable number
M of processing elements (PEs), each of which may form part of the processing array architecture as noted above.
Although each port is shown in FIG. 5A as including 8 PEs, this is for ease of explanation and brevity, and the processing
array 402 may include any suitable number of such PEs per port. Thus, the processing array 402 may include a mesh
of PEs, the number of which being equal to the number of PEs per port (M) multiplied by the total number of ports (N).
Thus, for an illustrative scenario in which the processing array 402 includes 8 ports and 8 PEs per port, the processing
array 402 would implement (MxN) = (8x8) = 64 PEs. Each of the PEs in each respective port are coupled to a data
interface 502 via a dedicated data bus. The data bus as shown in FIG. 5A is adapted for use in a DFE used for wireless
communications, and thus the dedicated bus includes a TX and an RX data bus in this non-limiting scenario. Moreover,
in accordance with such a configuration, each port may be identified with a respective antenna that is used as part of a
multiple-input multiple-output (MIMO) communication system. Thus, the number of antennas used in accordance with
such systems may be equal to the number of ports N, with each port being dedicated to a data stream transmitted and
received per antenna.

[0041] The data interface 502 may represent any suitable type of data interface that is configured to provide data to
be transmitted onto the TX data bus and to receive data that has been received via the RX data bus. Thus, the data
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interface 502 may be implemented as any suitable type of data interface for this purpose, such as a standardized serial
interface used by data converters (ADCs and DACs) and logic devices (FPGAs or ASICs), and which may include a
JESD interface and/or a chip-to-chip (C2C) interface. In accordance with the present illustrative scenario in which the
processing array 402 is implemented as part of a DFE, the data interface 502 may be coupled to a data modem to
facilitate the transmission and reception of data in accordance with any suitable data rate and/or communication protocol.
In accordance with conventional DFE applications that use hardwired solutions as noted herein, the data interface 502
may typically be coupled directly to such components. However, to provide the hybrid functionality as discussed herein
to realize the benefits of both programmable and hardwired implementations, the hybrid architecture portion 500 includes
the data interface 502 being coupled to the processing array 402, which is in turn coupled to the hardware accelerator
406 via the data interface 404, as discussed in further detail below.

[0042] Each of the PEs in each port of the processing array 402 may be coupled to the TX and the RX data bus, and
each PE may perform processing operations on an array of data samples retrieved from the TX or the RX data bus as
discussed herein. The access to the array of data samples included in the PEs may be facilitated by any suitable
configuration of switches (SW), as denoted in FIG. 5A via the SW blocks. The switches within each of the ports of the
processing array may also be coupled to one another via interconnections 501, with two being shown in FIG. 5A for the
illustrative scenario of each port including 8 PEs. Thus, the interconnections 501.1, 502.2 function to arbitrate the
operation and corresponding data flow of each grouping of 4 PEs within each port that are respectively coupled to each
local port switch. The flow of data to a particular grouping of PEs and a selection of a particular port may be performed
in accordance with nay suitable techniques, including known techniques. In one illustrative scenario, this may be controlled
via an SoC, system and/or global system clock of which the processing array 402, the data interface 404, and the
hardware accelerator 406 form a part.

[0043] Thus, at any particular time, one or more of the PEs may access an array of data samples provided on the TX
data bus or the RX data bus to perform processing operations, with the results then being provided onto the respective
TX or RX data bus. In other words, any number and combination of the PEs per port may sequentially or concurrently
perform processing operations to provide an array of processed data samples to the TX data bus or the RX data bus.
The decisions regarding which PEs perform the processing operations may be controlled via operation of the switches,
which may include the use of control signals in accordance with any suitable techniques to do so, including known
techniques. However, and as further discussed below, the data interface 404 functions to couple the processing array
402 to the hardware accelerator 406, and thus knowledge regarding which PE has provided the processed array of data
samples and at what time is leveraged to facilitate the synchronization process between the processing array 402 and
the hardware accelerator 406. As further discussed herein, this information may be known by the SoC, system, and/or
global system clock of which the processing array 402, the data interface 404, and the hardware accelerator 406 form
a part.

[0044] FIG.5Billustrates ablock diagram of a data interface and hardware accelerator portion of a hybrid programmable
processing array and hardware accelerator architecture, in accordance with the disclosure. Although the hybrid pro-
grammable processing array and hardware accelerator architecture may include any suitable number of N ports as
discussed herein, two ports (port 0 and port 1) are shown in the Figures for purposes of brevity. Reference is made with
respect to port 0 as shown in the Figures, although it will be understood that each port may have the same or identical
configuration as port 0. As shown in FIG. 5B, the data interface 404 includes data routing circuitry 522A and a memory
524A (port 1 may have an identical configuration, with the suffixes A and B used to denote these different components
among the different ports). In some scenarios as further discussed below, the hybrid programmable processing array
and hardware accelerator architectures 400, 450 may implement any suitable number of ports, with a subset of such
ports being configured to operate in a "ganging" configuration. In some scenarios, and as discussed in further detail
below, such ganging implementations may combine two or more ports to operate in parallel with one another, such as
port 0 and port 1 as shown in the Figures. In accordance with such implementations, two ports may work in parallel such
that the hardware accelerators 406 identified with each respective port work in a chain configuration, thereby doubling
the computational performance. As further discussed below, such implementations may still use a single DAC and
antenna chain, although the computational performance of the hardware accelerators (and the number of LUTs when
applicable) is doubled. Such ganging implementations may be particularly useful to increase functionality for performing
DPD computations, as such computations are additive in nature.

[0045] Moreover, the data interface 404 and the hardware accelerator 406 as shown in FIG. 5B may be implemented
to support both of the different hybrid architectures 400, 450 as shown in FIGs. 4A-4B. That is, although the different
hybrid architectures 400, 450 as shown in FIGs. 4A-4B correspond to different respective data flows, the data interface
404 and the hardware accelerator 406 as shown in FIG. 5B may be dynamically reconfigured to support either of these
data flows depending upon the particular application or other design considerations, as noted in further detail below.
[0046] Todo so,the memory 524A may be implemented as any suitable type of memory of any suitable size depending
upon the particular application. The memory 524A represent any suitable type of storage such as volatile or a non-
volatile memory, and which may have any suitable size, addressable space, and address configuration depending upon
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the size of the data samples that are loaded. The data stored in the memory 524A may be stored as arrays of data
samples after processing operations have been performed by the PEs within each respective port, and thus the memory
524A may be partition, formatted, or otherwise organized in accordance with any suitable addressing scheme. The
addressing scheme, size of data contained at each address, and/or the addressable range of the memory 5424A is a
function of the number of PEs per port, as well as the data array size used by the PEs of the processing array 402. In
one scenario, the memory 524A may be implemented as having two or more data banks of memory, each data bank
having a number of partitions equal to the number of PEs, such that arrays of data samples provided by each PE may
be stored in the each respectively assigned partition, as further discussed below. In various scenarios, the memory 524A
may be sized to store any suitable number of data samples such as 16K, 32K, 64K, 128K, etc. The memory 524A may
thus function as a data buffer to enable the hardware accelerator 406 to perform processing operations on the arrays
of data samples transferred from the processing array 402.

[0047] In any event, the overall size of the memory 524A may be split into two data banks as shown in FIG. 5B, with
each data bank being identified with data provided by the PEs of the processing array 402 in accordance with a particular
data flow. Thus, in an illustrative scenario in which the memory 524A may be sized to store 32K data samples, the B
data sample bank may store 16K samples, with a maximum of 2K samples being stored in each of eight respective
partitions, with each partition being assigned to data provided by one of the 8 PEs as shown in FIG. 5C.

[0048] The other data bank may be shared between data referred to herein as an A data sample bank and a C data
sample bank, with the contents of each data bank corresponding to the data flow identified with the different hybrid
architectures 400, 450 as discussed above with reference to FIGs. 4A-4B. It is noted that although the memory 524A
may include two data banks, the entire contents of the A/C data bank at any particular time is dedicated to one of the
data flows as described herein with respect to the different hybrid architectures 400, 450. In particular, when the contents
ofthe A/C data bank is identified with the 'C’ data flow, the hardware accelerator 406 is configured to operate in accordance
with the hybrid architecture 400 as shown in FIG. 4A. However, when the contents of the A/C data bank is identified
with the A’ data flow, the hardware accelerator 406 is configured to operate in accordance with the hybrid architecture
450 as shown in FIG. 4B.

[0049] In other words, the A/C data bank may be partitioned in an identical manner as the B data bank, although the
contents of the A/C data bank depends upon the particular operating mode of the hardware accelerator 406. The B data
bank, however, is dedicated to the "initial" data flow as noted above and shown in FIGs. 4A-4B, and thus the contents
of the B data bank is used in accordance with the initial transfer of the array of data samples from the PEs of the
processing array 402, which applies to both of the hybrid architectures 400, 450. It is also noted that the partitions in
each of the A/C and B data banks need not be equal to one another as illustrated in FIG. 5C. That is, the PE-specific
address partitions in each of the A/C and B data banks may be of any suitable size, and may be the same as one another
or different than one another, and may differ within the same data bank. To provide an illustrative scenario, the BO and
B 1 addresses in the B data bank may be configured to store 4K samples each, with the B2-B3 addresses storing 2K
samples each, and the B4-B7 addresses storing 1K samples each. The A/C data bank may be of the same size or a
different size than the B data bank, and may include partitions having the same or different addressable configurations
as one another and/or the B data bank.

[0050] Furthermore, itis noted that although the address ranges of the buffer 524A as shown in FIG. 5A are identified
with specific PEs of the processing array 402, this is a non-limiting scenario. The address ranges of the buffer 524A
(and the buffer 524 identified with each port) may be correlated to specific PEs in predetermined manner or, alternatively,
the address ranges of the buffer 524A may be provided by the PE dynamically and/or arbitrarily. Thus, regardless of
whether the address range of the buffer 524A is predetermined or identified by the PE at the time the data is written to
the buffer 524A, the location of the address for a specific PE and associated array of data samples is known to the data
routing circuitry 522 of each port. Thus, the same PE may write arrays of data samples to multiple lines in one of the
buffers 524, with the data routing circuitry 522 identifying the address in each case. This enables the synchronization
of data for the data samples stored in the B data bank and the A/C data bank when such data samples are written to
and/or retrieved from the buffer 524A at different times, as further discussed herein.

[0051] In any event, the data routing circuitry 522A is configured to transfer the array of data samples from the PEs
of the processing array 402 to the hardware accelerator 406 by writing each array of data samples to a predetermined
range of addresses in the data memory 524A based upon which one of the PEs provided (i.e. output or generated) the
array of data samples. In other words, the data routing circuitry 522A functions to identify, for each array of data samples
received via the data interface 402, the corresponding PE that generated that array of data samples (i.e. PE0O, PEO1,
PE10, PE1 1... PE(MN), etc.). To do so, each PE may include any suitable type of identifier, which may be encoded
bits, which function to identify the PE that generated the array of data samples, and may additionally encode the type
of data samples that are being generated in accordance with the operating mode of the hardware accelerator. The data
routing circuitry 522A may be implemented as any suitable number and/or type of processors, processing circuity,
executable instructions, a microcontroller, etc., that is configured to recognize this predetermined encoded information
and, in response, store the array of data samples in the corresponding address in the memory 524A.
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[0052] Therefore, regardless of whether the hardware accelerator 406 is configured to operate in accordance with the
hybrid architecture 400 as shown in FIG. 4A or the hybrid architecture 450 as shown in FIG. 4B, the data routing circuitry
522A stores the initial data flow of each array of data samples in the B data bank of the memory 524A. The hardware
accelerator 406 then accesses this range of addresses from the memory 524A as shown in FIG. 5C based upon the
array of data samples to be used for a hardware computation in accordance with each particular PE. The hardware
accelerator 406 uses the array of data samples accessed from the corresponding address range of the B data bank to
compute terms in accordance with a predetermined processing function by correlating the array of data samples to the
entries stored in the LUTs identified with the HW circuitry 525A, as discussed above (as well as performing multiplication
and summing as noted herein).

[0053] However, the subsequent data flow may change depending upon the operating mode of the hardware accel-
erator 406. It is noted that the flow of data within the hardware accelerator 406 is controlled via the various logic com-
ponents as shown in FIG. 5B, which may be controlled or otherwise arbitrated the SoC, system, and/or global system
clock of which the processing array 402, data interface 404, and hardware accelerator 406 form a part. This may include
a device that implements the hybrid architectures 400, 450, as discussed in further detail below with respect to FIG. 7.
Such a device may also function to control the data routing circuitry 522A as noted above to ensure that the data arrays
are stored in the corresponding addresses of the memory 524A.

[0054] To provide an illustrative scenario, for the hybrid architecture 400 as shown in FIG. 4A, one or more of the PEs
may perform processing operations on another array of data samples to generate an array of processed data samples,
which may again include a set of additional soft-computed terms, as noted above. In this configuration, the data routing
circuitry 522A stores the array of processed data samples including the set of soft-computed terms in the portion of the
memory 524A identified with the C data bank, with the array of processed data samples being stored in a partition of
address ranges of the C data bank as shown in FIG. 5C that correlates to each respective "source" PE, i.e. the PE that
generated the array of processed data samples. A logic level of a select (SEL) control of a mux 526A is then set such
that the summation circuitry 528A receives the array of data samples stored in the C bank of the memory 524A, which
includes the soft-computed terms, which are then added to the hard-computed terms output by the LUTs identified with
the HW circuitry 525A as shown in FIG. 5B. The result is that the initial hard-computed terms (computed via the hardware
accelerator 406) are added to the soft-computed terms (computed via the processing array 402), which is represented
as the data flow E in FIG. 5B.

[0055] The data samples for the B data bank and the C data bank may be synchronized via the data routing circuitry
522A using the synchronization circuitry 544. In other words, the data stored in the C data bank may be provided from
a different PE than the data stored in the B data bank, i.e. the data stored in the C data bank may be provided with a
delay compared to the data stored in the B data bank, and thus the data stored in the B and C data banks are synchronized.
The synchronization circuitry 544 may be implemented as any suitable combination of hardware and/or software com-
ponents. In one illustrative scenario, the synchronization circuitry 544 may be implemented as any suitable type of timer.
Regardless of the particular implementation, the synchronization circuitry 544 may receive synchronization data from
the SoC, system, and/or global system clock of which the processing array 402 and hardware accelerator 406 form a
part. This may include a separate or integrated microcontroller implemented for the purpose of monitoring and/or arbi-
trating the data flow of the data samples between the hardware accelerator 406 and the processing array 402. The
synchronization data may be provided in this way using knowledge of the when each PE generated the array of data
samples, as well as the instructions used to generate the initial hard computed terms and the new soft-computer terms.
[0056] The synchronization circuitry 544A may receive the synchronization data from any suitable source and in
accordance with any suitable communication protocol. In one scenario, the synchronization data may be provided via
an Advanced Peripheral Bus (APB) interface 546A via a suitable system component of which the processing array 402,
datainterface 404, and hardware accelerator 406 form a part. In any event, the synchronization circuitry 544A is configured
to provide suitable trigger control signals to delay the start of data processing of data samples stored in the B data bank
by the hardware accelerator 406 until the array of data samples have been stored in the C data bank, thereby ensuring
synchronization of the processing of the data samples stored in the B and C data banks. It is also noted that the
synchronization circuitry 544A may ensure synchronization of data samples in this way by compensating for any suitable
number and/or type of system delays. This may include delays introduced by the hardware accelerator 406, which may
include processing time, time to perform computations in accordance with the LUTs identified with the HW circuitry 525,
etc. Such delays may be known a priori, measured, and/or adapted to the known and/or measured system properties.
Thus, the synchronization circuitry 544A may function to provide a delay that may be dynamically adjusted or predeter-
mined, in various implementations. In this way, it is ensured that the data samples are properly synchronized (which
may include time alignment) for the summation circuitry 528A adding to be properly performed.

[0057] Once the combined hard- and soft- computed terms are summed together via the summation circuitry 528A,
the logic level of the select (SEL) control of the mux 530A is then set such that the combined soft- and hard- computed
terms are provided to the data pipeline 532A and, in turn, the sample interface 534A. The data pipeline 532A and the
sample interface 534A may be implemented as any suitable combination of hardware components, software components,
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and/or processing circuitry to regulate the flow of data to another componentin accordance with the particular application.
In one scenario, the combined soft- and hard-computed terms are coupled, via the data pipeline 532A and the sample
interface 534A, to a corresponding digital front end as shown in FIG. 5D, which includes the application of the terms
and the transmission of data using any suitable wireless communication protocol.

[0058] As another illustrative scenario, for the hybrid architecture 450 as shown in FIG. 4B, the data interface 404 is
configured to transfer the processed data samples including the set of hard-computed terms from the output of the HW
circuitry (HW) block 525 to the one of the of the PEs of the processing array 402 as an array of data samples. To do so,
a logic level of the select (SEL) control of the mux 526A is then set such that the summation circuitry does not receive
the array of data samples stored in the C bank of the memory 524 A, but instead receives 0 (GND) data values that are
added to the hard-computed terms such that the values of the hard-computed terms output via the LUTs identified with
the HW circuitry block 525A are not affected. The hard-computed terms, i.e. the data samples, are then provided to the
data routing circuitry 522A as an N-bit word value in accordance with the corresponding size of the array of data samples
used by the PEs. The counter 536A functions to track an address index of the hard-computed data samples in this way,
which is used to increment the address in which the data samples are then stored in the FIFO buffer 538 as represented
by the data flow D. The data samples stored in the FIFO 538 may thus represent an array of data samples corresponding
to the hard-computed terms.

[0059] It is noted that the RX data samples as shown in FIG. 5B are identified with data received from one or more
coupled antennas via a receive path, which may be used at the same time as the transmit path during operation in a
frequency division duplex mode. For operation in a time division duplex mode, either the transmit or the receive path
that is active at one time. In any event, the arbiter 540A may be configured as any suitable type of switch, data router,
etc., to control the data provided to the FIFO buffer 538, which may alternatively store RX data samples received via
the antenna. The data routing circuitry 522A may thus utilize knowledge of the index tracked by the counter 536A to
retrieve the array of data samples from the corresponding address in the FIFO buffer 53 8A, which is then transferred
back to one or more of the PEs as a an array of data samples.

[0060] As noted above for FIG. 4B, the one or more PEs may then perform one or more processing operations on the
array of data samples transferred via the data interface 404 to generate a further array of data samples, which may
include what is referred to herein as the soft-computed modified terms. The soft-computed modified terms may include
a set of additional and/or modified computed terms as discussed above with reference to FIG. 4B. The data routing
circuitry 522A may then transfer this array of data samples to the A data bank of the memory 524A, again storing the
array of data samples in the memory 524A at address locations that correspond to those PEs that generated the array
of data samples. The synchronization circuitry 544A may again trigger the array of data samples being read from the A
data bank of the memory 404. Then, a logic level of the select (SEL) control of the mux 530A is set such that the array
of data samples stored in the A data bank of the memory 524A are provided to the data pipeline 532A and the sample
interface 534A. Once provided in this manner, the data pipeline 532A and the sample interface 534A may utilize the
array of data samples in any suitable manner, as discussed above.

[0061] FIG. 6 illustrates a block diagram of a ganging configuration data flow, in accordance with the disclosure. As
noted above, two ports (or more) of the hybrid architectures 400, 450 may work in parallel with one another. This parallel
configuration of two or more ports may be referred to herein as a "ganging" implementation. The ganging implementation
as shown in FIG. 6 may optionally be implemented in accordance with the hybrid architectures 400, 450 as shown in
FIGs. 4A-4B. To do so, one or more of the hardware accelerators 406 identified with a respective port of the hybrid
architecture 400, 450 may implement an additional summation circuitry 602B, which is coupled to the output of the HW
circuitry 525 of each respective hardware accelerator 406 configured in this manner. In the illustrative scenario as shown
in FIG. 6, the summation circuitry 602B is coupled to the output of the HW circuitry 525A (identified with the hardware
accelerator 406 of port 0) to the output of the HW circuitry 525B (identified with the hardware accelerator 406 of port 1).
Thus, in this configuration, ports 0 and 1 operate in a ganging configuration. Although not shown in the Figures for
purposes of brevity, any suitable number of the hardware accelerators 406, each being identified with a separate port,
may implement the summation circuitry 602 in accordance with any suitable number and/or type of switches, arbiters,
routing circuitry, etc., such that the summation circuitry 602 may be optionally used when the hardware accelerator 406
is operating in the ganging implementation, and otherwise remain unused.

[0062] In any event, the hardware accelerator 406 identified with each of the ports 0 and 1, respectively, is fed data
accessed from the B data bank that has been stored via the data routing circuitry 522B, which in this scenario is identified
with the initial data flow as discussed herein. Thus, this initial data flow B is the same for the ganging implementations
used in accordance with either of the hybrid architectures 400, 450. In each case, each hardware accelerator 406 then
uses the array of data samples accessed from the corresponding address range of the B data bank to compute terms
in accordance with a predetermined processing function by correlating the array of data samples to the entries stored
inthe LUTs identified with the HW circuitry blocks 525A and 525B, as discussed above (as well as performing multiplication
and summing as noted herein). This generates two separate sets of terms, one per each hardware accelerator 406
identified with each respective port. These separate sets of terms are then added together via the summation circuitry
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602B and output to the summation circuitry 528B. Thus, the initial B data flow in the ganging implementation corresponds
to a sum of terms computed via the two separate hardware accelerators 406, i.e. the hardware accelerator 406 identified
with each of the ports 0 and 1.

[0063] The remainder of the data flow that follows for this ganging implementation is similar to that described above
with reference to FIG. 5B, and depends upon the particular hybrid architecture that is implemented. For the hybrid
architecture 400 as shown in FIG. 4A, the data samples are accessed from the C data bank, which have processed by
the processing array 402 and stored in the C data bank via the data routing circuitry 522B and include additional soft-
computed terms. These soft-computed terms are further summed with the hard-computed terms that have been summed
via the summation circuitry 602B. Again, this is implemented via the control of the mux 526B via the use of any suitable
control signal for the SEL line. The SEL line of the mux 530B is further set to output the data samples, which include
the soft-computed terms that are have been added to the hard-computed and summed terms, to the pipeline and sample
interface for data transmission, as noted above.

[0064] For the hybrid architecture 450 as shown in FIG. 4B, the hard-computed terms that are summed via the sum-
mation circuitry 602B are fed back to the processing array 402 for further processing. Again, this is implemented via the
use of the mux 526B with any suitable control signal for the SEL line such that the summation circuitry 528B does not
add further terms to the summed hard-computed terms. The counter, arbiter, and FIFO buffer as shown in FIG. 6 function
in the same manner as described above with reference to FIG. 5B, such that the data routing circuitry 522B transfers
the summed hard-computed terms output via the summation circuitry 528B to the PEs of the processing array 402,
which may perform or more processing operations to generate soft-computed modified terms. Again, these soft-computed
modified terms may then be transferred to the A data bank of the buffer 524B as discussed above for data transmission.
That is, the resulting soft-computed modified terms may be output to the pipeline and sample interface in the same
manner as discussed above for the ganging implementation in accordance with the hybrid architecture 400 by controlling
the SEL line of the mux 530B, as noted above. Thus, for both the non-ganging and the ganging implementations, the
hybrid architecture 450 may implement a feedback path via the output of the summation circuitry 528, the counter 536,
the arbiter 540, and the FIFO buffer 538, which facilitates the transfer of the hard-computed (or the summed hard-
computed terms in the case of the ganging implementations) back to the processing array 402 via the data routing
circuitry 522. In any event, the hard-computed or the summed hard-computed terms, as the case may be, are fed back
in this way to enable the hybrid architecture 450 to dynamically adjust the soft-computed modified terms output to the
pipeline 532 and the sample interface 534 for transmission.

[0065] Inthis way, for both hybrid configurations 400, 450, the hardware accelerators 406 identified with each respective
port work in a parallel with one another, thereby doubling the computational performance. Such implementations still
use the DAC and antenna as shown in FIG. 5D for port 1 in this scenario. And because the summation circuitry 602
enables the combination of terms from two separate hardware accelerators 406, such implementations are particularly
advantageous when the number of terms needs to be increased beyond what would otherwise be available via the use
of a single hardware accelerator 406.

Device implementing a Hybrid Programmable Processing Array and Hardware Accelerator Architecture

[0066] Again, the hybrid architectures 400, 450 may be implemented as part of or work in conjunction with a specialized
component such as a radio transceiver that implements digital signal processing to perform various operations that may
be utilized as part of wireless signal processing applications associated with wireless data communications. Thus, and
with respect to the processing operations performed via the processing array portion and the hardware accelerator
portion as discussed herein, these operations may be any suitable type of function that operates on the data samples.
For the hardware accelerator portion, this may include the computation of any suitable number and/or type of terms
using dedicated, predetermined hardware such as LUTs as noted above. The processing operations and computations
performed on the data samples, as well as the number and/or type of terms computed in this manner, are a function of
the particular application in which the hybrid architectures 400, 450 are utilized.

[0067] Again, such processing operations may include digital signal processing operations that are associated with
wireless data communications, the application and/or calculation of finite impulse response (FIR) filter contributions to
adigital data stream, equalizer functions, the calculation of digital pre-distortion (DPD) coefficients or terms, the application
or calculation of Fast Fourier Transforms (FFTs) and/or digital Fourier Transforms (DFTs), matrix operations, mixer
and/or frequency correction calculations, peak detection and/or cancellation calculations, signal measurements, average
signal measurement calculations over time, digital signal processing of signals transmitted or received via individual
antenna data streams for multiple-input-multiple-output (MIMO) antenna systems, etc. Furthermore, the data samples
as discussed herein may be part of an in-phase () quadrature-phase (Q) data stream, which may be processed prior
to data transmission of wireless signals or after receiving the wireless signals. Additionally or alternatively, such functions
may be implemented as part of graphics processing unit (GPU) to perform graphics processing and/or rendering.
[0068] FIG.7 illustrates an example device, in accordance with the presentdisclosure. The device 700 may be identified
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with one or more devices implementing a hybrid programmable processing array and hardware accelerator architecture,
such as the hybrid architectures 400, 450 as shown and discussed herein with reference to FIGs. 4A-4B. The device
700 may be identified with a wireless device, a user equipment (UE) or other suitable device configured to perform
wireless communications such as a mobile phone, a laptop computer, a wireless communications base station, a tablet,
etc., and which may include one or more components configured to transmit and receive radio signals and to use
processing operations as discussed herein to perform digital signal processing operations in accordance with wirelessly
transmitted and/or received data, which may include filter processing, DFE processing, etc. Alternatively, the device 700
may be identified with a graphics processing unit (GPU), which may perform graphic processing on streams of graphical
data.

[0069] As further discussed below, the device 700 may perform the functions as discussed herein with respect to the
hybrid programmable processing array and hardware accelerator architectures 400, 450 as shown and discussed with
respect to FIGs. 4A and 4B. The device 700 may calculate soft and hard computed terms on arrays of data samples as
discussed herein. To do so, the device 700 may include processing circuitry 702, a transceiver 704, a hybrid processing
array and hardware accelerator architecture 706, and a memory 708. The components shown in FIG. 7 are provided
for ease of explanation, and the device 700 may implement additional, less, or alternative components as those shown
in FIG. 8. In one scenario, the transceiver 704 may be omitted when not necessary for a particular application.

[0070] The processing circuitry 702 may be configured as any suitable number and/or type of processing circuitry
and/or computer processors, which may function to control the device 700 and/or other components of the device 700.
The processing circuitry 702 may be identified with one or more processors (or suitable portions thereof) implemented
by the device 700 or a host system that implements the hybrid processing array and hardware accelerator architecture
706. The processing circuitry 702 may be identified with one or more processors such as a host processor, a digital
signal processor, one or more microprocessors, graphics processors, baseband processors, microcontrollers, an appli-
cation-specific integrated circuit (ASIC), part (or the entirety of) a field-programmable gate array (FPGA), etc.

[0071] In any event, the processing circuitry 702 may be configured to carry out instructions to perform arithmetical,
logical, and/or input/output (1/O) operations, and/or to control the operation of one or more components of device 700
to perform various functions as described herein. The processing circuitry 702 may include one or more microprocessor
cores, memory registers, buffers, clocks, etc., and may generate electronic control signals associated with the compo-
nents of the device 700 to control and/or modify the operation of these components. The processing circuitry 702 may
communicate with and/or control functions associated with the transceiver 704, the hybrid processing array and hardware
accelerator architecture 706, and/or the memory 708.

[0072] The transceiver 704 (when present) may be implemented as any suitable number and/or type of components
configured to transmit and/or receive data (such as data packets) and/or wireless signals in accordance with any suitable
number and/or type of communication protocols. The transceiver 704 may include any suitable type of components to
facilitate this functionality, including components associated with known transceiver, transmitter, and/or receiver oper-
ation, configurations, and implementations. Although depicted in FIG. 7 as a transceiver, the transceiver 704 may include
any suitable number of transmitters, receivers, or combinations of these that may be integrated into a single transceiver
or as multiple transceivers or transceiver modules. The transceiver 704 may include components typically identified with
an RF front end and include antennas, ports, power amplifiers (PAs), RF filters, mixers, local oscillators (LOs), low noise
amplifiers (LNAs), upconverters, downconverters, channel tuners, etc. Thus, the transceiver 704 may be configured as
any suitable number and/or type of components configured to facilitate receiving and/or transmitting data and/or signals
in accordance with one or more communication protocols.

[0073] The transceiver 704 may be implemented as any suitable number and/or type of components to support wireless
communications, and may be identified with the components as shown and discussed herein with reference to FIG. 5D.
This may include analog-to-digital converters (ADCs), digital to analog converters (DACs), intermediate frequency (IF)
amplifiers and/or filters, modulators, demodulators, baseband processors, one or more sample interfaces, one or more
components otherwise known to be identified with RF frontends, such as DFEs, etc. The data received via the transceiver
704 (e.g. wireless signal data streams), data provided to the transceiver 704 for transmission (e.g. data streams for
transmission), and/or data used in conjunction with the transmission and/or reception of data via the transceiver 704
(digital filter coefficients, DPD terms, etc.) may be processed as data streams via the hybrid processing array and
hardware accelerator architecture 706, as discussed herein. Thus, the hybrid processing array and hardware accelerator
architecture 706 may be identified with the hybrid architectures 400, 450 as shown and described herein with reference
to FIGs. 4A-4B, which is shown in further detail in FIGs. 5A-5C.

[0074] The memory 708 stores data and/or instructions such that, when the instructions are executed by the processing
circuitry 702, cause the device 700 to perform various functions as described herein with respect to the hybrid processing
array and hardware accelerator architecture 706, such as controlling, monitoring, and/or regulating the flow of data
through the hybrid processing array and hardware accelerator architecture 706. The memory 708 may be implemented
as any well-known volatile and/or non-volatile memory, including read-only memory (ROM), random access memory
(RAM), flash memory, a magnetic storage media, an optical disc, erasable programmable read only memory (EPROM),
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programmable read only memory (PROM), etc. The memory 708 may be non-removable, removable, or a combination
of both. The memory 708 may be implemented as a non-transitory computer readable medium storing one or more
executable instructions such as, for example, logic, algorithms, code, etc.

[0075] As further discussed below, the instructions, logic, code, etc., stored in the memory 708 are represented by
the various modules as shown, which may enable the functionality disclosed herein to be functionally realized. Alterna-
tively, the modules as shown in FIG. 7 that are associated with the memory 708 may include instructions and/or code
to facilitate control and/or monitor the operation of hardware components implemented via the device 700. In other
words, the modules shown in FIG. 7 are provided for ease of explanation regarding the functional association between
hardware and software components. Thus, the processing circuitry 702 may execute the instructions stored in these
respective modules in conjunction with one or more hardware components to perform the various functions as discussed
herein.

[0076] The executable instructions stored in the programmable processing array instruction management module 709
may facilitate, in conjunction with execution via the processing circuitry 702, the device 700 receiving and decoding
processor instructions (which may be sent via the processing circuitry 702 or other suitable component of the device
700 or a component external to the device 700), and providing arrays of data samples to the PEs within the processing
array portion of the hybrid processing array and hardware accelerator architecture 706 (such as via the data interface
502 as discussed herein). The functionality provided by the programmable processing array instruction management
module 709 is a function of the particular implementation and/or type of processing array implemented via the device 700.
[0077] Thus, if a vector processor is implemented, then the programmable processing array instruction management
module 709 may facilitate the determination of each specific vector processor instruction to perform specific types of
vector processing operations and/or any of the functionality with respect to a vector processor architecture such as the
retrieval of vector data samples from vector registers, performing vector processing operations and/or computations,
providing the results of vector processing operations to the hardware accelerator portion of the hybrid processing array
and hardware accelerator architecture 706, etc. Of course, in the event that the device 700 implements an FPGA, DSP,
or other suitable type of processing array architecture, then the programmable processing array instruction management
module 709 may function to translate and/or decode instructions to identify the type of processing operations and/or
calculations to perform on arrays of data samples in an analogous manner as the use of a vector processor.

[0078] The executable instructions stored in the data flow management module 711 may facilitate, in conjunction with
execution via the processing circuitry 702, the routing of data samples within the hybrid processing array and hardware
accelerator architecture 706. This may include routing soft and/or hard computed terms as noted herein. With reference
to FIGs. 5A-5D, this may include routing data from the data interface 502 to one or more PEs of the processing array
402 of the hybrid processing array and hardware accelerator architecture 706. This may additionally include routing
arrays of data samples after processing operations have been performed via the PEs of the processing array 402 to the
hardware accelerator 406 of the hybrid processing array and hardware accelerator architecture 706. Thus, the executable
instructions stored in the data flow management module 711 may facilitate routing data samples from the processing
array 402 to the hardware accelerator 406 via the data interface 404 as shown and discussed herein with reference to
FIGs. 5A-5D. This may include the control of the select lines of the muxes 526A, 530A, the synchronization of data
samples via the synchronization circuity 544A, the storage of data samples in the corresponding address within the
memory 524A, etc. This may further include routing data from the hardware accelerator 406 back to the processing array
402 via the data interface 404, which again may include the use of counters 540A, 542A to identify the corresponding
location of data in the FIFO 538 and the particular PEs of the processing array 402 to access the results of the data
samples stored in the FIFO 538 as noted herein. This may also include routing the RX data from the sample interface
534A to the processing array 402 as noted above.

General Operation of a Hybrid Processing Array and Hardware Accelerator Architecture

[0079] A system on a chip (SoC) is provided. With reference to FIGs. 4A-4B, the SoC includes an array of processing
elements, each one of the processing elements being configured to perform processing operations on an array of data
samples; a hardware accelerator; and a data interface coupled to the array of processing elements and to the hardware
accelerator, the data interface being configured to transfer the array of data samples from the array of processing
elements to the hardware accelerator, wherein the hardware accelerator is configured to compute terms in accordance
with a predetermined processing function to generate processed data samples including a set of computed terms based
on the transferred array of data samples. The array of processing elements comprise a vector processor, and the
processing elements comprise execution units of the vector processor. In addition or in alternative to and in any com-
bination with the optional features previously explained in this paragraph, the hardware accelerator is configured to
compute the set of terms in accordance with the predetermined processing function by summing non-linear terms
computed using the array of data samples transferred via the data interface. In addition or in alternative to and in any
combination with the optional features previously explained in this paragraph, the hardware accelerator is configured to

15



10

15

20

25

30

35

40

45

50

55

EP 4 202 712 A1

compute the set of terms in accordance with the predetermined processing function by summing non-linear terms that
are evaluated in accordance with a polynomial function. In addition or in alternative to and in any combination with the
optional features previously explained in this paragraph, the hardware accelerator comprises a set of lookup tables
(LUTs) that contain data entries corresponding to the set of computed terms, and is configured to compute the set of
terms in accordance with the predetermined processing function by correlating the array of data samples transferred
via the data interface to the LUT entries. In addition or in alternative to and in any combination with the optional features
previously explained in this paragraph, one of the processing elements in the array of processing elements is configured
to perform processing operations on an array of data samples to generate an array of processed data samples including
a set of additional computed terms, the data interface is configured to synchronize the set of additional computed terms
computed via the one of the processing elements with the set of computed terms computed via the hardware accelerator,
and the hardware accelerator further comprises summation circuitry configured to add the set of additional computed
terms with the set of computed terms such that the processed data samples include the set of computed terms and the
set of additional computed terms. In addition or in alternative to and in any combination with the optional features
previously explained in this paragraph, the data interface is configured to transfer the processed data samples including
the set of computed terms to one of the of the processing elements as a first array of data samples; one of the processing
elements in the array of processing elements is configured to perform processing operations on the first array of data
samples to generate a second array of data samples including a set of modified computed terms, and the hardware
accelerator is configured to output further processed data samples including a set of modified computed terms based
upon the second array of data samples. In addition or in alternative to and in any combination with the optional features
previously explained in this paragraph, the predetermined processing function comprises a digital pre-distortion (DPD)
function, and the hardware accelerator is configured to compute, as the terms in accordance with the DPD function,
DPD coefficients used for a wireless data transmission. In addition or in alternative to and in any combination with the
optional features previously explained in this paragraph, the data interface comprises a data buffer and routing circuitry,
and the routing circuitry is configured to transfer the array of data samples from array of processing elements to the
hardware accelerator by writing the array of data samples to a predetermined range of addresses in the buffer based
upon which one of the processing elements from which the array of data samples were transferred to the data interface.
In addition or in alternative to and in any combination with the optional features previously explained in this paragraph,
the hardware accelerator is a first hardware accelerator from among a plurality of hardware accelerators that further
include a second hardware accelerator, the first hardware accelerator being associated with a first port, and the second
hardware accelerator being associated with a second port, each of the first and the second hardware accelerator is
configured to compute a respective set of terms in accordance with a predetermined processing function using the array
of data samples transferred via the data interface, and the processed data samples including the set of computed terms
represent a summation of the respective set of terms computed via the first and the second hardware accelerator.

General Configuration of a Wireless Device

[0080] A wireless device is provided. With reference to FIG. 7, the wireless device includes an array of processing
elements, each one of the processing elements being configured to perform processing operations on an array of data
samples; a hardware accelerator; and a data interface coupled to the array of processing elements and to the hardware
accelerator, the data interface being configured to transfer the array of data samples from the array of processing
elements to the hardware accelerator, wherein the hardware accelerator is configured to compute terms in accordance
with a predetermined processing function to generate processed data samples including a set of computed terms based
on the transferred array of data samples. The array of processing elements comprise a vector processor, and the
processing elements comprise execution units of the vector processor. In addition or in alternative to and in any com-
bination with the optional features previously explained in this paragraph, the hardware accelerator is configured to
compute the set of terms in accordance with the predetermined processing function by summing non-linear terms
computed using the array of data samples transferred via the data interface. In addition or in alternative to and in any
combination with the optional features previously explained in this paragraph, the hardware accelerator is configured to
compute the set of terms in accordance with the predetermined processing function by summing non-linear terms that
are evaluated in accordance with a polynomial function. In addition or in alternative to and in any combination with the
optional features previously explained in this paragraph, the hardware accelerator comprises a set of lookup tables
(LUTs) that contain data entries corresponding to the set of computed terms, and the hardware accelerator is configured
to compute the set of terms in accordance with the predetermined processing function by correlating the array of data
samples transferred via the data interface to the LUT entries. In addition or in alternative to and in any combination with
the optional features previously explained in this paragraph, one of the processing elements in the array of processing
elements is configured to perform processing operations on an array of data samples to generate an array of processed
data samples including a set of additional computed terms, the data interface is configured to synchronize the set of
additional computed terms computed via the one of the processing elements with the set of computed terms computed

16



10

15

20

25

30

35

40

45

50

55

EP 4 202 712 A1

via the hardware accelerator, and the hardware accelerator further comprises summation circuitry configured to add the
set of additional computed terms with the set of computed terms such that the processed data samples include the set
of computed terms and the set of additional computed terms. In addition or in alternative to and in any combination with
the optional features previously explained in this paragraph, the data interface is configured to transfer the processed
data samples including the set of computed terms to one of the of the processing elements as a first array of data
samples; one of the processing elements in the array of processing elements is configured to perform processing
operations on the first array of data samples to generate a second array of data samples including a set of modified
computed terms, and the hardware accelerator is configured to output further processed data samples including a set
of modified computed terms based upon the second array of data samples. In addition or in alternative to and in any
combination with the optional features previously explained in this paragraph, the predetermined processing function
comprises a digital pre-distortion (DPD) function, and the hardware accelerator is configured to compute, as the terms
in accordance with the DPD function, DPD coefficients used for a wireless data transmission. In addition or in alternative
to and in any combination with the optional features previously explained in this paragraph, the data interface comprises
a data buffer and routing circuitry, and the routing circuitry is configured to transfer the array of data samples from array
of processing elements to the hardware accelerator by writing the array of data samples to a predetermined range of
addresses in the buffer based upon which one of the processing elements from which the array of data samples were
transferred to the data interface. In addition or in alternative to and in any combination with the optional features previously
explained in this paragraph, the hardware accelerator is a first hardware accelerator from among a plurality of hardware
accelerators that further include a second hardware accelerator, the first hardware accelerator being associated with a
first port, and the second hardware accelerator being associated with a second port, each of the first and the second
hardware accelerator is configured to compute a respective set of terms in accordance with a predetermined processing
function using the array of data samples transferred via the data interface, and the processed data samples including
the set of computed terms represent a summation of the respective set of terms computed via the first and the second
hardware accelerator.

Process Flow

[0081] FIG. 8illustrates a process flow. With reference to FIG. 8, the process flow 800 may be a computer-implemented
method executed by and/or otherwise associated with one or more processors (processing circuitry) and/or storage
devices. These processors and/or storage devices may be associated with one or more components of the hybrid
architectures 400, 450 as discussed herein and/or one or more components of the device 700 as discussed herein. The
processors and/or storage devices may be identified with the one or more PEs of the processing array 402, processing
circuitry identified with the hardware accelerator 706, and/or the processing circuitry 702. The flow 800 may include
alternate or additional steps that are not shown in FIG. 8 for purposes of brevity, and may be performed in a different
order than the steps shown in FIG. 8.

[0082] Flow 800 may begin when one or more processors receive (block 802) an array of data samples. These data
samples may be provided via the data interface 502 as discussed above with reference to FIGs. 5A-5D, and include
any suitable number of data samples as discussed herein.

[0083] Flow 800 may include one or more processors, in response to receiving the array of data samples, performing
(block 804) processing operations on the array of data samples. These processing operations may be executed via the
PEs of the processing array 402 as noted above in accordance with specific instructions such as an instruction set. The
processing operations may include reordering, reformatting, reorganizing, and/or modifying the array of data samples,
as noted herein.

[0084] Flow 800 may include one or more processors transferring (block 806) the array of data samples after the
processing operations have been performed from the array of PEs of the processing array 402 to the hardware accelerator.
This may include the use of the data interface 404 to write the data samples, once processed, to the corresponding
address of a buffer identified with the memory 524A, as noted above.

[0085] Flow 800 may include one or more processors computing (block 808) terms using a predetermined processing
function using the transferred array of data samples. This may include the hardware accelerator 406 correlating the
array of processed data samples to LUT entries as noted herein to provide hard-computed terms, and performing
multiplication and summing as noted herein. Again, depending upon the particular architecture and data flow application
that is implemented, the hard-computed terms may be combined with soft-computed terms computed via the processing
array 402 and/or fed back to the processing array 402 for the computation of additional or modified terms, as noted herein.

Examples

[0086] The following examples pertain to various techniques of the present disclosure.
[0087] An example (e.g. example 1) relates to a system on a chip (SoC). The SoC includes an array of processing
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elements, each one of the processing elements being configured to perform processing operations on an array of data
samples; a hardware accelerator; and a data interface coupled to the array of processing elements and to the hardware
accelerator, the data interface being configured to transfer the array of data samples from the array of processing
elements to the hardware accelerator, wherein the hardware accelerator is configured to compute terms in accordance
with a predetermined processing function to generate processed data samples including a set of computed terms based
on the transferred array of data samples.

[0088] Another example (e.g. example 2) relates to a previously-described example (e.g. example 1), wherein the
array of processing elements comprises a vector processor, and wherein the processing elements comprise execution
units of the vector processor.

[0089] Another example (e.g. example 3) relates to a previously-described example (e.g. one or more of examples
1-2), wherein hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms computed using the array of data samples transferred via the data
interface.

[0090] Another example (e.g. example 4) relates to a previously-described example (e.g. one or more of examples
1-3), wherein the hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms that are evaluated in accordance with a polynomial function.

[0091] Another example (e.g. example 5) relates to a previously-described example (e.g. one or more of examples
1-4), wherein the hardware accelerator comprises a set of lookup tables (LUTs) that contain data entries corresponding
to the set of computed terms, and wherein hardware accelerator is configured to compute the set of terms in accordance
with the predetermined processing function by correlating the array of data samples transferred via the data interface
to the LUT entries.

[0092] Another example (e.g. example 6) relates to a previously-described example (e.g. one or more of examples
1-5), wherein: one of the processing elements in the array of processing elements is configured to perform processing
operations on an array of data samples to generate an array of processed data samples including a set of additional
computed terms, the data interface is configured to synchronize the set of additional computed terms computed via the
one of the processing elements with the set of computed terms computed via the hardware accelerator, and the hardware
accelerator further comprises summation circuitry configured to add the set of additional computed terms with the set
of computed terms such that the processed data samples include the set of computed terms and the set of additional
computed terms.

[0093] Another example (e.g. example 7) relates to a previously-described example (e.g. one or more of examples
1-6), wherein: the data interface is configured to transfer the processed data samples including the set of computed
terms to one of the of the processing elements as a first array of data samples; one of the processing elements in the
array of processing elements is configured to perform processing operations on the first array of data samples to generate
a second array of data samples including a set of modified computed terms, and the hardware accelerator is configured
to output further processed data samples including a set of modified computed terms based upon the second array of
data samples.

[0094] Another example (e.g. example 8) relates to a previously-described example (e.g. one or more of examples
1-7), wherein the predetermined processing function comprises a digital pre-distortion (DPD) function, and wherein the
hardware accelerator is configured to compute, as the terms in accordance with the DPD function, DPD coefficients
used for a wireless data transmission.

[0095] Another example (e.g. example 9) relates to a previously-described example (e.g. one or more of examples
1-8), wherein the datainterface comprises a data buffer and routing circuitry, and wherein the routing circuitry is configured
to transfer the array of data samples from array of processing elements to the hardware accelerator by writing the array
of data samples to a predetermined range of addresses in the buffer based upon which one of the processing elements
from which the array of data samples were transferred to the data interface.

[0096] Another example (e.g. example 10) relates to a previously-described example (e.g. one or more of examples
1-9), wherein: the hardware accelerator is a first hardware accelerator from among a plurality of hardware accelerators
that further include a second hardware accelerator, the first hardware accelerator being associated with a first port, and
the second hardware accelerator being associated with a second port, each of the first and the second hardware
accelerator is configured to compute a respective set of terms in accordance with a predetermined processing function
using the array of data samples transferred via the data interface, and the processed data samples including the set of
computed terms represent a summation of the respective set of terms computed via the first and the second hardware
accelerator.

[0097] Anexample (e.g. example 11)relates to a wireless device. The wireless device includes an array of processing
elements, each one of the processing elements being configured to perform processing operations on an array of data
samples; a hardware accelerator; and a data interface coupled to the array of processing elements and to the hardware
accelerator, the data interface being configured to transfer the array of data samples from the array of processing
elements to the hardware accelerator, wherein the hardware accelerator is configured to compute terms in accordance
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with a predetermined processing function to generate processed data samples including a set of computed terms based
on the transferred array of data samples.

[0098] Another example (e.g. example 12) relates to a previously-described example (e.g. example 11), wherein the
array of processing elements comprises a vector processor, and wherein the processing elements comprise execution
units of the vector processor.

[0099] Another example (e.g. example 13) relates to a previously-described example (e.g. one or more of examples
11-12), wherein hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms computed using the array of data samples transferred via the data
interface.

[0100] Another example (e.g. example 14) relates to a previously-described example (e.g. one or more of examples
11-13), wherein the hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms that are evaluated in accordance with a polynomial function.

[0101] Another example (e.g. example 15) relates to a previously-described example (e.g. one or more of examples
11-14), wherein the hardware accelerator comprises a set of lookup tables (LUTs) that contain data entries corresponding
to the set of computed terms, and wherein hardware accelerator is configured to compute the set of terms in accordance
with the predetermined processing function by correlating the array of data samples transferred via the data interface
to the LUT entries.

[0102] Another example (e.g. example 16) relates to a previously-described example (e.g. one or more of examples
11-15), wherein: one of the processing elements in the array of processing elements is configured to perform processing
operations on an array of data samples to generate an array of processed data samples including a set of additional
computed terms, the data interface is configured to synchronize the set of additional computed terms computed via the
one of the processing elements with the set of computed terms computed via the hardware accelerator, and the hardware
accelerator further comprises summation circuitry configured to add the set of additional computed terms with the set
of computed terms such that the processed data samples include the set of computed terms and the set of additional
computed terms.

[0103] Another example (e.g. example 17) relates to a previously-described example (e.g. one or more of examples
11-16), wherein: the data interface is configured to transfer the processed data samples including the set of computed
terms to one of the of the processing elements as a first array of data samples; one of the processing elements in the
array of processing elements is configured to perform processing operations on the first array of data samples to generate
a second array of data samples including a set of modified computed terms, and the hardware accelerator is configured
to output further processed data samples including a set of modified computed terms based upon the second array of
data samples.

[0104] Another example (e.g. example 18) relates to a previously-described example (e.g. one or more of examples
11-17), wherein the predetermined processing function comprises a digital pre-distortion (DPD) function, and wherein
the hardware accelerator is configured to compute, as the terms in accordance with the DPD function, DPD coefficients
used for a wireless data transmission.

[0105] Another example (e.g. example 19) relates to a previously-described example (e.g. one or more of examples
11-18), wherein the data interface comprises a data buffer and routing circuitry, and wherein the routing circuitry is
configured to transfer the array of data samples from array of processing elements to the hardware accelerator by writing
the array of data samples to a predetermined range of addresses in the buffer based upon which one of the processing
elements from which the array of data samples were transferred to the data interface.

[0106] Another example (e.g. example 20) relates to a previously-described example (e.g. one or more of examples
11-19), wherein: the hardware accelerator is a first hardware accelerator from among a plurality of hardware accelerators
that further include a second hardware accelerator, the first hardware accelerator being associated with a first port, and
the second hardware accelerator being associated with a second port, each of the first and the second hardware
accelerator is configured to compute a respective set of terms in accordance with a predetermined processing function
using the array of data samples transferred via the data interface, and the processed data samples including the set of
computed terms represent a summation of the respective set of terms computed via the first and the second hardware
accelerator.

[0107] An example (e.g. example 21) relates to a system on a chip (SoC). The SoC includes an array of processing
means, each one of the processing means being configured to perform processing operations on an array of data
samples; a hardware accelerator; and a data interface coupled to the array of processing means and to the hardware
accelerator, the data interface being configured to transfer the array of data samples from the array of processing means
to the hardware accelerator, wherein the hardware accelerator is configured to compute terms in accordance with a
predetermined processing function to generate processed data samples including a set of computed terms based on
the transferred array of data samples.

[0108] Another example (e.g. example 22) relates to a previously-described example (e.g. example 21), wherein the
array of processing means comprises a vector processor, and wherein the processing means comprise execution units
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of the vector processor.

[0109] Another example (e.g. example 23) relates to a previously-described example (e.g. one or more of examples
21-22), wherein hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms computed using the array of data samples transferred via the data
interface.

[0110] Another example (e.g. example 24) relates to a previously-described example (e.g. one or more of examples
21-23), wherein the hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms that are evaluated in accordance with a polynomial function.

[0111] Another example (e.g. example 25) relates to a previously-described example (e.g. one or more of examples
21-24), wherein the hardware accelerator comprises a set of lookup tables (LUTs) that contain data entries corresponding
to the set of computed terms, and wherein hardware accelerator is configured to compute the set of terms in accordance
with the predetermined processing function by correlating the array of data samples transferred via the data interface
to the LUT entries.

[0112] Another example (e.g. example 26) relates to a previously-described example (e.g. one or more of examples
21-25), wherein: one of the processing means in the array of processing means is configured to perform processing
operations on an array of data samples to generate an array of processed data samples including a set of additional
computed terms, the data interface is configured to synchronize the set of additional computed terms computed via the
one of the processing elements with the set of computed terms computed via the hardware accelerator, and the hardware
accelerator further comprises summation circuitry configured to add the set of additional computed terms with the set
of computed terms such that the processed data samples include the set of computed terms and the set of additional
computed terms.

[0113] Another example (e.g. example 27) relates to a previously-described example (e.g. one or more of examples
21-26), wherein: the data interface is configured to transfer the processed data samples including the set of computed
terms to one of the of the processing means as a first array of data samples; one of the processing means in the array
of processing means is configured to perform processing operations on the first array of data samples to generate a
second array of data samples including a set of modified computed terms, and the hardware accelerator is configured
to output further processed data samples including a set of modified computed terms based upon the second array of
data samples.

[0114] Another example (e.g. example 28) relates to a previously-described example (e.g. one or more of examples
21-27), wherein the predetermined processing function comprises a digital pre-distortion (DPD) function, and wherein
the hardware accelerator is configured to compute, as the terms in accordance with the DPD function, DPD coefficients
used for a wireless data transmission.

[0115] Another example (e.g. example 29) relates to a previously-described example (e.g. one or more of examples
21-28), wherein the data interface comprises a data buffer and routing circuitry, and wherein the routing circuitry is
configured to transfer the array of data samples from array of processing elements to the hardware accelerator by writing
the array of data samples to a predetermined range of addresses in the buffer based upon which one of the processing
elements from which the array of data samples were transferred to the data interface.

[0116] Another example (e.g. example 30) relates to a previously-described example (e.g. one or more of examples
21-29), wherein: the hardware accelerator is a first hardware accelerator from among a plurality of hardware accelerators
that further include a second hardware accelerator, the first hardware accelerator being associated with a first port, and
the second hardware accelerator being associated with a second port, each of the first and the second hardware
accelerator is configured to compute a respective set of terms in accordance with a predetermined processing function
using the array of data samples transferred via the data interface, and the processed data samples including the set of
computed terms represent a summation of the respective set of terms computed via the first and the second hardware
accelerator.

[0117] Anexample (e.g. example 31) relates to a wireless device. The wireless device includes an array of processing
means, each one of the processing means being configured to perform processing operations on an array of data
samples; a hardware accelerator; and a data interface coupled to the array of processing means and to the hardware
accelerator, the data interface being configured to transfer the array of data samples from the array of processing means
to the hardware accelerator, wherein the hardware accelerator is configured to compute terms in accordance with a
predetermined processing function to generate processed data samples including a set of computed terms based on
the transferred array of data samples.

[0118] Another example (e.g. example 32) relates to a previously-described example (e.g. example 31), wherein the
array of processing means comprises a vector processor, and wherein the processing elements comprise execution
units of the vector processor.

[0119] Another example (e.g. example 33) relates to a previously-described example (e.g. one or more of examples
31-32), wherein hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms computed using the array of data samples transferred via the data
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interface.

[0120] Another example (e.g. example 34) relates to a previously-described example (e.g. one or more of examples
31-33), wherein the hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by summing non-linear terms that are evaluated in accordance with a polynomial function.

[0121] Another example (e.g. example 35) relates to a previously-described example (e.g. one or more of examples
31-34), wherein the hardware accelerator comprises a set of lookup tables (LUTs) that contain data entries corresponding
to the set of computed terms, and wherein hardware accelerator is configured to compute the set of terms in accordance
with the predetermined processing function by correlating the array of data samples transferred via the data interface
to the LUT entries.

[0122] Another example (e.g. example 36) relates to a previously-described example (e.g. one or more of examples
31-35), wherein: one of the processing means in the array of processing means is configured to perform processing
operations on an array of data samples to generate an array of processed data samples including a set of additional
computed terms, the data interface is configured to synchronize the set of additional computed terms computed via the
one of the processing elements with the set of computed terms computed via the hardware accelerator, and the hardware
accelerator further comprises summation circuitry configured to add the set of additional computed terms with the set
of computed terms such that the processed data samples include the set of computed terms and the set of additional
computed terms.

[0123] Another example (e.g. example 37) relates to a previously-described example (e.g. one or more of examples
31-36), wherein: the data interface is configured to transfer the processed data samples including the set of computed
terms to one of the of the processing elements as a first array of data samples; one of the processing means in the array
of processing means is configured to perform processing operations on the first array of data samples to generate a
second array of data samples including a set of modified computed terms, and the hardware accelerator is configured
to output further processed data samples including a set of modified computed terms based upon the second array of
data samples.

[0124] Another example (e.g. example 38) relates to a previously-described example (e.g. one or more of examples
31-37), wherein the predetermined processing function comprises a digital pre-distortion (DPD) function, and wherein
the hardware accelerator is configured to compute, as the terms in accordance with the DPD function, DPD coefficients
used for a wireless data transmission.

[0125] Another example (e.g. example 39) relates to a previously-described example (e.g. one or more of examples
31-38), wherein the data interface comprises a data buffer and routing circuitry, and wherein the routing circuitry is
configured to transfer the array of data samples from array of processing means to the hardware accelerator by writing
the array of data samples to a predetermined range of addresses in the buffer based upon which one of the processing
means from which the array of data samples were transferred to the data interface.

[0126] Another example (e.g. example 40) relates to a previously-described example (e.g. one or more of examples
31-39), wherein: the hardware accelerator is a first hardware accelerator from among a plurality of hardware accelerators
that further include a second hardware accelerator, the first hardware accelerator being associated with a first port, and
the second hardware accelerator being associated with a second port, each of the first and the second hardware
accelerator is configured to compute a respective set of terms in accordance with a predetermined processing function
using the array of data samples transferred via the data interface, and the processed data samples including the set of
computed terms represent a summation of the respective set of terms computed via the first and the second hardware
accelerator.

[0127] An apparatus as shown and described.

[0128] A method as shown and described.

Conclusion

[0129] The aforementioned description will so fully reveal the general nature of the disclosure that others can, by
applying knowledge within the skill of the art, readily modify and/or adapt for various applications without undue exper-
imentation, and without departing from the general concept of the present disclosure. Therefore, such adaptations and
modifications are intended to be within the meaning and range of equivalents of the disclosed implementations, based
on the teaching and guidance presented herein. It is to be understood that the phraseology or terminology herein is for
the purpose of description and not of limitation, such that the terminology or phraseology of the present specification is
to be interpreted by the skilled artisan in light of the teachings and guidance.

[0130] References in the specification to "one implementation," "an implementation," "an exemplary implementation,"
etc., indicate that the implementation described may include a particular feature, structure, or characteristic, but every
implementation may not necessarily include the particular feature, structure, or characteristic. Moreover, such phrases
are not necessarily referring to the same implementation. Further, when a particular feature, structure, or characteristic
is described in connection with an implementation, it is submitted that it is within the knowledge of one skilled in the art
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to affect such feature, structure, or characteristic in connection with other implementations whether or not explicitly
described.

[0131] The implementation described herein are provided for illustrative purposes, and are not limiting. Other imple-
mentation are possible, and modifications may be made to the described implementations. Therefore, the specification
is not meant to limit the disclosure. Rather, the scope of the disclosure is defined only in accordance with the following
claims and their equivalents.

[0132] The implementations described herein may be facilitated in hardware (e.g., circuits), firmware, software, or any
combination thereof. Implementations may also be implemented as instructions stored on a machine-readable medium,
which may be read and executed by one or more processors. A machine-readable medium may include any mechanism
for storing or transmitting information in a form readable by a machine (e.g., a computing device). For example, a
machine-readable medium may include read only memory (ROM); random access memory (RAM); magnetic disk storage
media; optical storage media; flash memory devices; electrical, optical, acoustical or other forms of propagated signals
(e.g., carrier waves, infrared signals, digital signals, etc.), and others. Further, firmware, software, routines, instructions
may be described herein as performing certain actions. However, it should be appreciated that such descriptions are
merely for convenience and that such actions in fact results from computing devices, processors, controllers, or other
devices executing the firmware, software, routines, instructions, etc. Further, any of the implementation variations may
be carried out by a general purpose computer.

[0133] For the purposes of this discussion, the term "processing circuitry" or "processor circuitry” shall be understood
to be circuit(s), processor(s), logic, or a combination thereof. For example, a circuit can include an analog circuit, a digital
circuit, state machine logic, other structural electronic hardware, or a combination thereof. A processor can include a
microprocessor, a digital signal processor (DSP), or other hardware processor. The processor can be "hard-coded" with
instructions to perform corresponding function(s) according to implementations described herein. Alternatively, the proc-
essor can access an internal and/or external memory to retrieve instructions stored in the memory, which when executed
by the processor, perform the corresponding function(s) associated with the processor, and/or one or more functions
and/or operations related to the operation of a component having the processor included therein.

[0134] In one or more of the implementations described herein, processing circuitry can include memory that stores
data and/or instructions. The memory can be any well-known volatile and/or non-volatile memory, including, for example,
read-only memory (ROM), random access memory (RAM), flash memory, a magnetic storage media, an optical disc,
erasable programmable read only memory (EPROM), and programmable read only memory (PROM). The memory can
be non-removable, removable, or a combination of both.

Claims
1. A system on a chip (SoC), comprising:

an array of processing means, each one of the processing means performing processing operations on an array
of data samples;

a hardware accelerator; and

a data interface coupled to the array of processing means and to the hardware accelerator, the data interface
being configured to transfer the array of data samples from the array of processing means to the hardware
accelerator,

wherein the hardware accelerator is configured to compute terms in accordance with a predetermined processing
function to generate processed data samples including a set of computed terms based on the transferred array
of data samples.

2. The SoC of claim 1, wherein:

one of the processing means in the array of processing means performs processing operations on an array of
data samples to generate an array of processed data samples including a set of additional computed terms,
the data interface is configured to synchronize the set of additional computed terms computed via the one of
the processing means with the set of computed terms computed via the hardware accelerator, and

the hardware accelerator further comprises summation circuitry configured to add the set of additional computed
terms with the set of computed terms such that the processed data samples include the set of computed terms
and the set of additional computed terms.

3. The SoC of claim 1 or claim 2, wherein:
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the data interface is configured to transfer the processed data samples including the set of computed terms to
one of the processing means as a first array of data samples;

one of the processing means in the array of processing means performs processing operations on the first array
of data samples to generate a second array of data samples including a set of modified computed terms, and
the hardware accelerator is configured to output further processed data samples including a set of modified
computed terms based upon the second array of data samples.

4. The SoC of any one of claims 1-3, wherein the predetermined processing function comprises a digital pre-distortion
(DPD) function, and
wherein the hardware accelerator is configured to compute, as the terms in accordance with the DPD function, DPD
coefficients used for a wireless data transmission.

5. The SoC of any one of claims 1-4, wherein the array of processing means comprises a vector processor, and
wherein the processing means comprise execution units of the vector processor.

6. The SoC of any one of claims 1-5, wherein hardware accelerator is configured to compute the set of terms in
accordance with the predetermined processing function by summing non-linear terms computed using the array of
data samples transferred via the data interface.

7. The SoC of claim 6, wherein the hardware accelerator is configured to compute the set of terms in accordance with
the predetermined processing function by summing non-linear terms that are evaluated in accordance with a poly-
nomial function.

8. The SoC of any one of claims 1-7, wherein the hardware accelerator comprises a set of lookup tables (LUTs) that
contain data entries corresponding to the set of computed terms, and
wherein hardware accelerator is configured to compute the set of terms in accordance with the predetermined
processing function by correlating the array of data samples transferred via the data interface to the LUT entries.

9. The SoC of any one of claims 1-8, wherein the data interface comprises a data buffer and routing circuitry, and
wherein the routing circuitry is configured to transfer the array of data samples from array of processing means to
the hardware accelerator by writing the array of data samples to a predetermined range of addresses in the buffer
based upon which one of the processing means from which the array of data samples were transferred to the data
interface.

10. The SoC of any one of claims 1-9, wherein:

the hardware accelerator is a first hardware accelerator from among a plurality of hardware accelerators that
further include a second hardware accelerator, the first hardware accelerator being associated with a first port,
and the second hardware accelerator being associated with a second port,

each of the first and the second hardware accelerator is configured to compute a respective set of terms in
accordance with a predetermined processing function using the array of data samples transferred via the data
interface, and

the processed data samples including the set of computed terms represent a summation of the respective set
of terms computed via the first and the second hardware accelerator.

11. A method, comprising:

performing, via each one of an array of processing elements, processing operations on an array of data samples;
transferring, via a data interface coupled to the array of processing elements and to a hardware accelerator,
the array of data samples from the array of processing elements to the hardware accelerator; and

computing, via the hardware accelerator, terms in accordance with a predetermined processing function to
generate processed data samples including a set of computed terms based on the transferred array of data
samples.

12. The method of claim 11, further comprising:

performing, via one of the processing elements in the array of processing elements, processing operations on
an array of data samples to generate an array of processed data samples including a set of additional computed
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terms;

synchronizing, via the data interface, the set of additional computed terms computed via the one of the processing
elements with the set of computed terms computed via the hardware accelerator; and

adding, via summation circuitry identified with the hardware accelerator, the set of additional computed terms
with the set of computed terms such that the processed data samples include the set of computed terms and
the set of additional computed terms.

The method of claim 11 or claim 12, further comprising:

transferring, via the data interface, the processed data samples including the set of computed terms to one of
the of the processing elements as a first array of data samples;

performing, via one of the processing elements in the array of processing elements, processing operations on
the first array of data samples to generate a second array of data samples including a set of modified computed
terms; and

outputting, via the hardware accelerator, further processed data samples including a set of modified computed
terms based upon the second array of data samples.

The method of any one of claims 11-13, wherein the predetermined processing function comprises a digital pre-
distortion (DPD) function, and further comprising:

computing, via the hardware accelerator, DPD coefficients used for a wireless data transmission as the terms in
accordance with the DPD function.

Machine-readable storage including machine-readable instructions that, when executed, cause a computing device
to implement a method as claimed in any preceding claim.
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